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DEDICATION

By the road to the contagious hospital
under the surge of the blue
mottled clouds driven from the
northeast-a cold wind. Beyond, the
waste of broad, muddy fields
brown with dried weeds, standing and fallen

patches of standing water
the scattering of tall trees

All along the road the reddish
purplish, forked, upstanding, twiggy
stuff of bushes and small trees
with dead, brown leaves under them
leafless vines—

Lifeless in appearance, sluggish
dazed spring approaches—

They enter the new world naked,
cold, uncertain of all
save that they enter. All about them
the cold, familiar wind—

Now the grass, tomorrow
the stiff curl of wildcarrot leaf
One by one objects are defined—
It quickens: clarity, outline of leaf

But now the stark dignity of
entrance—Still, the profound change
has come upon them: rooted, they
grip down and begin to awaken

Spring and All, 1923
William Carlos Williams
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B+

1 with increasing off-resonance. The RFSE pro�les show no bulk shift,
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1 . . . . . . . . . . . 66
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CHAPTER 1

Introduction

1.1 Motivation

Magnetic resonance imaging is the favored medical imaging modality for probing a wide

range of disease states, due to the diversity of anatomical, functional, and molecular infor-

mation it can safely provide (17; 101; 140). The origin of this wealth of information is the

interaction between a pulsed radiofrequency (RF) transmit �eld and nuclear spins within

an object under investigation in a strong, static magnetic �eld. The RF pulse perturbs the

nuclear spins from their equilibrium state to an excited state, in which they produce a mea-

surable signal. Additional RF pulses may be used throughout the imaging experiment to

regulate signal generation, manipulate image contrast, and even encode signals for image

formation.

Magnetic resonance imaging exists across a wide spectrum of main magnetic �eld

strengths. These range from weak �elds on the same order of magnitude as the Earth's

background magnetic �eld (61), to immensely strong �elds in the 10's of Teslas, perhaps

six orders of magnitude stronger than the weakest �elds used (100). Although the centrality

of the RF pulse to the imaging experiment is preserved across this tremendous variation in

�eld strength, changes in the fundamental relations of MRI that vary with magnetic �eld

strength provide new challenges and opportunities in the use of RF pulses as the �eld of

magnetic resonance imaging grows at its �eld strength extremes.

High �eld MRI, traditionally de�ned as operating at magnetic �eld strengths of 3 Tesla

(T) and above, has revolutionized clinical imaging, offering enhanced signal-to-noise ra-

tio (SNR), improved spatial resolution, and increased sensitivity to subtle anatomical de-

tails and pathological changes. The deployment of high �eld MRI systems has greatly

contributed to the understanding and characterization of various diseases, enabling early
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detection, precise localization, and accurate monitoring of treatment outcomes. However,

the higher �eld strengths also introduce challenges such as high RF power deposition in

patients and increased levels of transmit �eld inhomogeneity, which can undermine the

potential gains in image quality at high �eld.

On the other end of the spectrum, low �eld MRI systems, operating below 1.5 T, have

gained signi�cant attention due to their distinct advantages, including reduced susceptibil-

ity artifacts, improved patient comfort, and lower costs. Low �eld MRI has found appli-

cations in various areas, such as pediatric imaging, musculoskeletal imaging, and point-

of-care diagnostics. Reduced energy deposition in patients and greater control over the

excitation �eld provides a wealth of opportunities for novel applications of RF pulses in

the imaging experiment. However these opportunities at low �eld strengths are paired with

lower signal to noise ratios and new technical challenges such as increased coil-to-coil cou-

pling. These challenges must be overcome to make the most of the new opportunities in

RF pulse application.

1.2 Speci�c Aims

In response to the growth of MRI at its' �eld strength extremes, in this thesis I will in-

troduce new tools and methods for RF pulse design for magnetic resonance imaging at

ultra-high and ultra-low �eld strengths. These developments include new software tools,

novel MR physics applications, and new optimization techniques for pulse design. These

developments will be investigated in the followingspeci�c aims:

Aim 1: Develop A Comprehensive Open Source Software Toolbox for General RF

Pulse Design. The package will contain the essential mathematical, signal processing, and

optimization tools necessary for the construction of a wide range of RF pulses. The ability

to perform multi-CPU and GPU computation will be provided. Experimental deployment

of pulses designed using the toolbox will be performed. The package will be made publicly

available, and tutorials and demonstrations will be made to share the software with the pulse
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design community and encourage contribution.

Aim 2: Investigate Selective Excitation Localized by the Bloch-Siegert Shift. The

increased SAR limits at low �eld will be taken advantage of to develop a new class of

RF pulses which localize selective excitation using the Bloch-Siegert shift. Analytic pulse

designers from the toolbox of Aim 1 will be used to design conventional slice-selective

pulses and off-resonant Bloch-Siegert shift-inducing pulses, which will be combined to

produce aB+
1 -selective excitation. The new pulse class will be fully characterized and

experimentally demonstrated on an ultra-low �eld strength imaging system.

Aim 3: Develop Robust Stochastic Magnitude Least Squares RF Pulse Design and

RF Shimming A stochastic version of the conventional Gerchberg-Saxton RF pulse design

algorithm will be developed to more robustly �nd low-cost RF pulses and RF shims for

the homogenization of excitation at ultra-high �eld strenghts. The performance of the

algorithm will be characterized in simulation, and the new method will be deployed in-

vivo on an FDA-approved 7T system.

1.3 Broader Impact

The proposed studies will provide new tools for RF pulse designers, meeting critical needs

in both ultra-low and high-�eld MRI. It will result in a rich library of publicly available

pulse design tools that will promote the sharing of algorithms and the practice of repro-

ducible research in the �eld. Although the RF pulse design methods developed are moti-

vated by the speci�c applications of RF-encoded imaging at ultra-low �eld strength and �ip

angle homogenization at ultra-high �eld strength, their developments represent new break-

throughs in general knowledge of the physics and mathematics of RF pulses, and thus are

expected to have general application across magnetic resonance imaging and spectroscopy.

Signi�cant downstream translational clinical impact is possible as the RF pulse design tools

are used to develop new clinical imaging techniques and improve imaging quality.

3



CHAPTER 2

Background

In this section, we will provide background on RF pulse design, and the speci�c intricacies

of RF pulses used at ultra-high and ultra-low �eld strengths. We begin with a review the

magnetic resonance imaging experiment and the general principles that guide the design

of MRI RF pulses. We will provide a discussion of the possibilities for RF pulse design at

ultra-low �eld strengths enabled by low SAR and modern RF ampli�ers. Finally, we will

discuss the speci�c motivations for RF pulse design at ultra-high �eld strengths, and pro-

vide an overview of applications, with emphasis on parallel transmit pulse design methods.

2.1 The Magnetic Resonance Imaging Experiment

Magnetic resonance experiments are performed using a large and powerful magnet, most

conventionally a superconducting magnet cooled by liquid helium, which produces a strong

and approximately homogeneous magnetic �eldB0. When an ensemble of atomic nuclei

with nonzero spin, such as19F, 23Na, or 1H, are placed in this strong external magnetic

�eld, their net nuclear spins will align with the main magnetic �eld

B = 0x̂+ 0ŷ+ B0ẑ

to produce a net magnetic moment parallel to the main magnetic �eld:

M = 0x̂+ 0ŷ+ M0ẑ

This initial state is an equilibrium state. If no changes are made to the spins' magnetic

environment, the magnetization vectorM will remain aligned with the main magnetic �eld.

However, if the net spin orientation is tipped away from its' alignment with the main mag-

netic �eld such that there is some component of the magnetization vector perpendicular to
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the main magnetic �eldMT , this transverse component will begin to precess about the net

magnetic �eld This rotating transverse component of the magnetization vector induces an

oscillating current in any nearby receive coils, which is the detected MR signal. Signals

may be localized within the object under investigation by the application of superimposed

spatial gradients in the static magnetic �eld. Full characterization of the encoding, detec-

tion, and measurement process is beyond the scope of this work, but the reader is directed

to references (103; 138) for more details.

We must perturb the magnetization vector from its' equilibrium state, aligned with the

main magnetic �eld, in order to generate an MR signal and eventually produce images or

measure spectra. This perturbation of magnetization is produced by the application of a

pulse of resonant radiofrequency electromagnetic energy, which will be discussed next and

which will be the focus of this thesis.

2.2 Radiofrequency Pulse Design Fundamentals

In the presence of an externally applied magnetic �eldB0, nuclear spins exhibit a resonance

phenomena with pulses of radiofrequency electromagnetic energy at a particular frequency,

referred to as the Larmor frequency. This frequency relates to the strength of the external

magnetic �eld by the relationship

f =
g

2p
B0

In this expression,g is the nucleus's gyromagnetic ratio, which relates resonant fre-

quency to applied magnetic �eld strength and is unique for each type of atom. For1H, the

most commonly imaged atomic nucleus, this value isg
2p = 42:6 MHz/T.

To produce an MRI signal, some component of the magnetization vector must be moved

to the transverse plane, so that it can induce a current in the imaging system's receive coils.

This is achieved by the application of a resonant RF pulse in the transverse plane.

5



2.2.1 The Bloch Equation

The motion of the magnetization vector,M, in the presence of the collected applied mag-

netic �elds,B, is given by the phenomenological Bloch equation:

dM
dt

= M � gB �
Mxi + Myj

T2
�

(Mz � M0)k
T1

(2.1)

Wherei, j , andk are the x-, y-, and z-directed unit vectors, respectively.T1 andT2

are constants that govern the relaxation of the longitudinal and transverse components of

M, respectively, towards equilibrium after perturbation. Though these relaxation constants

are critical to magnetic resonance imaging, in the case of RF pulse design they often have

a negligible effect on the motion of the magnetization vector during RF pulse application

and in many cases can be neglected. Upon inspection, this form of the Bloch equation

immediately makes clear the need for a RF pulse with transverse components- the cross

product betweenB andM means that at equilibrium withM aligned withz, only a magnetic

�eld with a component in the xy plane will be capable of producing a torque onM and

producing motion.

The Bloch equation is often expressed in matrix form, which make clear the individual

contributions of the components of applied magnetic �elds to the change in magnetization.

We consider theB0 gradient �eldsG(t) = ( Gx(t);Gy(t);Gz(t))T and RF magnetic �elds

b1(t) = ( b1;x(t);b1;y(t))T . NeglectingT1 andT2 relaxation, in the frame that rotates at the

Larmor frequency, the Bloch equation can be expressed as:

d
dt

0

B
B
B
B
@

Mx

My

Mz

1

C
C
C
C
A

= g

0

B
B
B
B
@

0 G(t) � r � b1;y(t)

� G(t) � r 0 b1;x(t)

b1;y(t) � b1;x(t) 0

1

C
C
C
C
A

0

B
B
B
B
@

Mx

My

Mz

1

C
C
C
C
A

(2.2)

Herer = ( x;y;z) is the 3 dimensional position vector.

The design problem is to �nd an RF magnetic �eld pulseb1(t) = ( b1;x(t);b1;y(t))T
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that, in conjunction withG(t), performs the desired excitation, inversion, or refocusing op-

erations on magnetization within a desired spatial region. Equation 2.20 can easily predict

the motion of the magnetization vector in response to prede�nedb1(t) andG(t). How-

ever, direct inversion of the Bloch equation to give the magnetic �elds which are capable

of producing the desired change in magnetization is not possible, making RF pulse design

a challenging inverse problem subject to ongoing study.

2.2.2 Selective Excitation

In MRI, it is often desirable to excite only a small region within the full object under in-

vestigation. This is useful, for example, in 2D or multislice imaging, wherein excitation

is localized to slices within the object, which allows for fast imaging and potentially si-

multaneous acquisition of multiple slices (7; 90; 148? ). Alternatively, a pulse sequence

may incorporate a multidimensionally selective RF pulse for the purposes of reduced FOV

imaging (107; 150), or inner/outer volume saturation (75; 77). Here we will discuss the

1D, B0-gradient localized slice selective case, which provides the necessary background to

understand this work. Much of the content of this section is adapted from Ref (87).

b1(t) with frequency tuned to the Larmor frequency will produce nutation about the

axis of the applied RF �eld. Assuming thatb1(t) is spatially invariant with full sensitivity

throughout the volume of the object under investigation, if only the mainB0 magnetic

�eld is applied, then an on-resonant excitation pulse will excite all spins in the volume.

To excite a subregion, the general approach is to design a paired shaped RF pulse with

frequency selectivity and a spatialB0 gradient which produces a spatial variation in the

resonant frequencies. A linear constantB0 gradient in the z spatial dimension with strength

Gz superimposed on the backgroundB0 �eld will produce a frequency offset from Larmor:

w(z) = gGzz (2.3)

In the reference frame rotating with frequencyw, the effective �eld experienced by a
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spin at positionz is

Be f f = b1(t)i + ( B0 + Gzz�
w
g

)k (2.4)

which, with the simpli�cations ofb1(t) = ( b1;x(t);0)T , G(t) = ( 0;0;Gz)T makes the

rotating-frame Bloch equation (equation 2.20) into:

d
dt

0

B
B
B
B
@

Mx

My

Mz

1

C
C
C
C
A

= g

0

B
B
B
B
@

0 w0 + gGzz� w 0

� (w0 + gGzz� w) 0 w1(t)

0 w1(t) 0

1

C
C
C
C
A

0

B
B
B
B
@

Mx

My

Mz

1

C
C
C
C
A

(2.5)

wherew1(t) = gb1;x(t). If we set our RF pulse frequency to bew = w0 = gB0, then

Eqn. 2.5 becomes

d
dt

0

B
B
B
B
@

Mx

My

Mz

1

C
C
C
C
A

= g

0
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B
B
B
@

0 w(z) 0
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(2.6)

The consequence of this is that atz= 0, where our RF is on-resonance, the components

of Be f f are all perpendicular to the equilibrium magnetization directionk, and rotation

of the magnetization vector occurs; however, as we move out inz in either the positive

or negative direction,Be f f becomes more and more aligned with the z-axis and thus no

excitation is produced.

2.2.3 The Small Tip-Angle Approximation

As was discussed previously, the direct design of RF pulses by inversion of the Bloch equa-

tions is not possible. However, we can make an assumption about our excitation that does

allow for an expression for the direct design of some RF pulses. The tip angle produced by

an RF pulse of lengthT is the angle formed between the z-axis andM after excitation and
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is given by:

q =
Z T

0
gb1(t)dt (2.7)

Let us assume that 1) we begin our excitation with the magnetization at equilibrium and

2) that our RF pulse produces only a small tip-angle excitation, resulting inq < 30. This

assumption lets us approximateMz(t) � M0 throughout the excitation, or that cosq � 1,

which is an assumption with less than 10% error up to 25� . With these assumptions, we

can rewrite Equation 2.8 as:

d
dt

0

B
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B
B
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Mx

My

Mz

1

C
C
C
C
A

= g

0

B
B
B
B
@

0 w(z) 0

� w(z) 0 w1(t)

0 0 0

1

C
C
C
C
A

0

B
B
B
B
@

Mx

My

M0

1

C
C
C
C
A

(2.8)

We can now describe the evolution of the transverse componentMT := Mx + iMy with

a �rst-order linear differential equation

dMT

dt
= � iw(z)MT + iw1(t)M0 (2.9)

which has solution:

MT(t;z) = iM0e� iw(z)t
Z t

0
eiw(z)uw1(u)du (2.10)

We are interested in the solution at the end of the RF pulse, at timeT. If we make a

variable substitution,s= u� T
2 , then the magnetization can be described as

MT(t;z) = iM0e� iw(z)T=2
Z T=2

� T=2
exp

�
i2p(g=2p)Gzzs

�
w1(s+ T=2)ds (2.11)

= iM0e� iw(z)T=2F
�

w1(s+ T=2)
	

j f =( g=2p)Gzz (2.12)

f = ( g=2p)Gzz becomes the conversion between frequency and space. Note that for a
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symmetric RF pulseF fg andF � 1fg are interchangable. Thus, for small-tip angles, there

is a Fourier relationship between the shape of the RF pulse used for excitation and the shape

of the 1D slice pro�le that it excites (e.g. a truncated sinc pulse produces an approximately

rectangular excitation pro�le).

2.2.4 The Excitation k-space Interpretation of Excitation

The excitation k-space interpretation of excitation is a a more useful generalization of the

small tip-angle approximation, and is used heavily in the parallel excitation theory relat-

ing to chapter V. If we generalize equation 2.10 to allow for time-varying gradients, we

produce:

MT(t; r ) = iM0

Z T

0
w1(u)e� ig

RT
u G(t0)dt0du (2.13)

If we de�ne an excitation k-space trajectory as:

k(u) =
g

2p

Z T

u
G(t0)rdt0 (2.14)

Then we see that the gradients played out during an RF pulse map a trajectory through

excitation k-space, whichb1(t) provides weighting to:

MT(t; r ) = iM0

Z T

0
w1(u)e� ig2pk(u)�r du (2.15)

2.2.5 Shinnar Le-Roux Algorithm for Pulse Design

The previous sections have described a useful method for the design of small tip-angle

pulses for many applications. However, the assumptions underlying the Fourier relation-

ship between pulse and magnetization pro�le begin to break down as �ip angles grow large,

rendering this design procedure inappropriate for pulses with tip angles greater than 90� .

As an alternative, a number of other techniques exist for the design of large-tip angle pulses

(25; 151). We review the Shinnar Le-Roux (SLR) pulse design method, which is one of the
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most popular design techniques and which is used extensively in the later chapters of this

work.

The SLR algorithm establishes an invertible relationship between an RF pulse and a

pair of complex polynomials representing the rotations produced by the pulse in the spin

domain

b1(t) SLR��! �� (An(z);Bn(z)) (2.16)

Using this relationship, we can reframe the design of an RF pulse for any desired slice

pro�le as a �nite impulse response (FIR) �lter design, and use the SLR transform to trans-

form these polynomials to derive the RF pulse. The algorithm allows for well-de�ned

tradeoffs between pro�le parameters such as ripple level, transition width, and pulse dura-

tion.

Instead of using a conventional 3×3 matrix representation for rotations in Cartesian

coordinates, we may employ a compact 2×2 matrix representation in the spin domain.

Q =

0

B
@

a � b �

b a �

1

C
A (2.17)

Where the asterisk represents complex conjugation. To characterize rotations, this rep-

resentation utilizes the Cayley-Klein parameters,

a = cos(f j=2) � inzsin(f j=2) (2.18)

b = � i(nx; j + iny; j ) sin(f j=2) (2.19)

with a rotation axis vector (n) and rotation angle (f ). By exploiting the redundancy in the

Q matrix, we can effectively represent the four-element Q matrix using only the parameters

a andb.

We are able to represent the Bloch equation in the spin domain by using these param-
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eters. De�ningM? = Mx + iMy andM�
? = Mx � iMy, we can express the magnetization

before (-) and after (+) rotation as:

0

B
B
B
B
@

M? (+)

M�
? (+)

Mz(+)

1

C
C
C
C
A

=

0

B
B
B
B
@

(a � )2 � b2 2a � b

� (b � )2 a 2 2ab �

� (ab )� � ab aa � � bb �

1

C
C
C
C
A

0

B
B
B
B
@

M? (� )

M�
? (� )

Mz(� )

1

C
C
C
C
A

(2.20)

The spin domain representation adapts the two following assumptions:

1. Piece-wise constant RF: The RF pulse is discretized into short, piece-wise constant

RF samples. The total rotation produced by the RF pulse and constant gradient can be

represented by a sequence of 2×2 rotation matrices, where each matrix corresponds

to the rotation produced by an RF sample and gradient during a sample time:

Q = QnQn� 1:::Q1

2. Hard pulse approximation: Assuming small rotations produced by individual RF

samples and a constant gradient, the element rotation matrixQ j can be broken down

into two 2×2 rotation matrices, representing the rotation produced by the RF sample

or the gradient alone. This allows the net effect of the RF pulse to be approximated

by a series of nutations and free precessions. The incremental �ip angle produced by

the jth hard pulse isq j = gjb1; j j, and the phase of the rf �eld in the rotating frame is

given by: f j = arg(b1; j ). The spinor state after the jth time step can be obtained by

recursion:

sj = Qnutation; jQprecessionsj � 1

where

Qnutation; j =

0

B
@

cosq j=2 ie� if ) j sinq j=2

ieif j sinq j=2 cosq j=2

1

C
A
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Qprecession=

0

B
@

z1=2 0

0 z� 1=2

1

C
A

in whichz= eigG�rDt is produced by gradient's resonant offset.

Assuming an initial spinor states0 = ( 1;0)T , the jth spinor state after N interleaved

periods of free precession and hard pulses can be represented by two polynomials:

sN = zN=2

0

B
@

AN(z)

BN(z)

1

C
A (2.21)

The inverse SLR transform can be used to transform the two polynomialsAN(z) and

BN(z) back to the jth RF pulse element. This backwards relationship is also a recursive

one:

sj � 1 = z( j � 1)=2

0

B
@

A j � 1(z)

B j � 1(z)

1

C
A = Q� 1

precessionQ
� 1
nutation; jsj (2.22)

The amplitude and phase of each sample of the hard pulseb1; j can be calculated with

the relationship:

gjb1; j jDt = 2arctanj
B j ;0

A j ;0
j (2.23)

arg(b1; j ) = arg(� i
B j ;0

A j ;0
) (2.24)

whereA j ;0 andB j ;0 are the lowest order (constant) terms of the polynomialsA j (z) and

B j (z). Thus the full RF pulse can be recovered by recursion from the polynomials.

To design the RF pulse, theBN(z) polynomial is �rst determined based on the de-

sired slice pro�le. Then, theAN(z) polynomial is solved by �nding the minimum phase

AN(z) that satis�esjAN(z)j =
p

1� BN(z)B�
N(z). The minimum phaseAN(z) is preferred

for minimum-energy RF pulses. To approximate the ideal slice pro�le, an optimalBN(z)
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Pulse Type Initial Condition
(Mx;My;Mz)

Final State

Excitation/Saturation (0;0;M0)

Mx = 2M0Re(ab � )

My = 2M0Im(ab � )

M? = 2ab �

Inversion (0;0;M0) Mz = M0(1� 2jb j2)
Refocus (without crushers)(0;M0;0) M? = iM0((a � )2 + b2)

Refocus (with crushers) (0;M0;0) M? = iM0(b2)

Table 2.1: Relations between an RF pulse's Cayley-Klein parameters and the resulting
magnetization, given the de�ned initial conditions. Adapted from Ref (10)

polynomial is chosen using FIR �lter design methods like the Parks-McClellan algorithm,

allowing control and trade-offs between slice pro�le parameters. Table 2.1 provides a sum-

mary of the response of the magnetization to commonly used SLR-designed RF pulses in

terms of their Cayley-Klein parameters:

2.2.6 Intentionally Off-Resonant RF pulses

The emphasis in the previous sections of this chapter has been on RF pulses applied at

the Larmor frequency, or pulses that are on-resonant. However, there are many reasons

why one may choose to apply an RF pulse at an off-resonant frequency aside from the

Larmor frequency. Off-resonant pulses are used throughout magnetization transfer and

CEST imaging to produce transferable saturation for the generation of macromolecule-

related contrast (104; 140), or for the measurement and correction of motion (70). In this

section, we will discuss two properties of off-resonant RF pulses, the adiabatic principle

and Bloch-Siegert shifts, which will be utilized heavily in Chapters III and IV.

2.2.6.1 Adiabatic RF pulses

In MRI, it is often desirable to produce uniform excitation, magnetization, or refocusing

uniformly over an object within a highly nonuniform magnetic �eld. Adiabatic pulses are a

class of RF pulses that can produce this uniform manipulation of magnetization even in the

presence of highly nonuniformB+
1 . To do so, they rely on modulation of both the amplitude
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and frequency waveform, resulting in a pulse of the form:

b1(t) = A(t)e� iwr f (t)t (2.25)

Much if not all of the RF pulse may be off-resonant at any moment. Such an off-

resonant pulse results in net magnetic �eld components in both the transverse and longitu-

dinal planes in the time-depended rotating reference frame with frequencywr f (t):

bx(t) = A(t)

bz(t) =
1
g

[w � wr f (t)] = B0 �
wr f (t)

g

resulting in an effective �eldBe f f = bx(t)i + bz(t)k. The adiabatic passage principle

states that the magnetization vector of a spin system will follow the effective magnetic

�eld vector, provided that the direction ofBe f f changes slowly. This adiabatic condition is

expressed:

�
�
�
dy
dt

�
�
� � gjBe f f j (2.26)

wherey = arctan( bx(t)
bz(t)

) in radians. At the end of an adiabatic passage, the magnetiza-

tion vector is parallel to the direction of the appliedB1 �eld in the rotating frame, whereas

in nonadiabatic excitation the ending magnetization is perpendicular toB1. Such a pulse

violates the typical relationship between amplitude waveform and �ip angle

q = g
Z T

0
A(t)dt (2.27)

As a result, uniform excitation or inversion may be achieved even when theB+
1 �eld

is inhomogeneous. Examples of pulses that have been developed for excitation or inver-

sion include the BIR family of adiabatic excitation RF pulses (122) or hyperbolic secant
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adiabatic inversion pulses (126). However, despite the utility of this class of RF pulses, it

should be noted that the adiabatic pulse amplitude is often larger than typical pulses and the

duration is often much longer, which can be prohibitive to their use at high �eld strengths

or in situations involving considerable �ow or off-resonance.

2.2.6.2 Bloch-Siegert Shifts

The Bloch-Siegert shift is a shift in the resonant frequency that occurs when a strong off-

resonant RF pulse is applied to a spin system (105). In the rotating frame,

Be f f(t) = bx(t)i + bz(t)k

= A(t)i + ( B0 � wr f (t)=g)k

gBe f f(t) = gA(t)i + ( w0 � wr f (t))k

gjBe f f(t)j =
q

(g(A(t))2 + ( w0 � wr f (t))2

With the assumption of a large relative off resonancew0 � wr f (t) � gA(t), and adopt-

ing Dwbs(t) = wbs(t) � w0 andDwr f (t) = wr f (t) � w0 the approximate resulting shift in

resonant frequencyDwbs can be found by

(Dwbs(t) + Dwr f (t))2 = Dwr f (t)2 + ( gA(t))2 (2.28)

Dwbs(t) =
(gA(t))2

2Dwr f (t)
(2.29)

the derivation of which is described in Ref (102). Figure 2.1 shows the impact that applying

an off-resonant RF pulse has on various resonances, and illustrates the dependence on

relative frequency and �eld strength. Note that this expression for the frequency shift is

only an approximation, and that higher-order approximation of the Bloch-Siegert shift have

been developed, although they are unnecessary for many purposes as they agree with the

�rst-order approximation above over a wide range of situations most relevant to human
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Frequencywa wr f wb Frequencywa wr f wb

Figure 2.1: Illustration of the Bloch-Siegert shift. Application of a strong off-resonant RF
�eld shifts all resonant frequencies, by an amount proportional to the strength of the applied
�eld squared and inversely proportional to the difference between the original resonant
frequency and the frequency of the RF �eld. Resonances that are closer to the off-resonant
frequency are shifted further than far-away frequencies. In the example on the left since
jwb � wr f j < jwa � wr f j, the resonance atwb experiences a larger frequency shift. Applying
a weaker off-resonant �eld produces a smaller shift, as seen at right.

MRI (49; 144). See Figure 4.6 for an example in which the �rst-order approximation

breaks down. This frequency shift is transient and only occurs while the off-resonant �eld

is being applied.

The Bloch-Siegert shift has seen extensive use in magnetic resonance imaging for the

purpose ofB+
1 �eld mapping, taking advantage of the fact that aB+

1 -dependent frequency

shift will produce aB+
1 dependent phase shift, which can be measured in conventional

imaging sequences (105). The phenomenon is currently being investigated for the purposes

of RF encoding, to replace x, y, and z gradients. This application will be discussed in depth

in later sections of this thesis, and is the research focus of chapter IV.

2.3 B+
1 Inhomogeneities by Design: RF Pulses for Encoding at Low-Field

Currently, there is a resurgence of innovation occuring at the low-�eld extreme of mag-

netic resonance imaging. Tremendous developments are being made on magnet systems

with �eld strengths of 0.1 T or less, opening up new possibilities in healthcare, enabling

more widespread use of medical imaging, and bene�ting previously unserved patient pop-

ulations. Cheaper and more portable magnets may be used in a greater number of settings,

and the reduced number of contraindications means that patients who could not previously

access MRI may now be scanned (130). Novel imaging sequences and techniques tailored
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speci�cally for low-�eld systems are being developed (14). These advancements lever-

age advanced image reconstruction algorithms and sophisticated signal processing meth-

ods to extract high-quality images from low-strength magnetic �elds. Additionally, there

have been notable improvements in hardware design, such as the development of low-cost,

portable, and lightweight magnets, making low-�eld MRI systems more affordable and

adaptable for a wide range of clinical settings and educational environments (26). Further-

more, research efforts have focused on optimizing data acquisition, post-processing, and

noise reduction strategies to reduce scan times while maintaining diagnostic accuracy and

image quality (120).

One of the greatest bene�ts of moving to imaging at low magnetic �eld strengths is the

dramatically reduced SAR. This SAR reduction makes feasible the use of high-powered

pulses that would not be possible at higher �eld strengths (97). This makes possible long

echo-train length sequences with high-powered refocusing pulses, or magnetization trans-

fer preparation pulses with tremendous power to explore novel contrasts.

Reduced SAR also makes possible image encoding with RF gradients, rather than con-

ventionalB0 gradients. B0 gradients are undesirable components of an imaging system

for several reasons. They consume substantial space within the scanner footprint, limiting

design geometries; they further require complicated and expensive support systems to cool

and control them; they are extremely expensive, and require expensive repairs and mainte-

nance that can take an imaging system of�ine for weeks; and they reduce patient comfort

by producing extremely loud auditory noise and peripheral nervous stimulation. Currently,

researchers are investigating the development of imaging systems that use gradients in the

RF transmit �eld, rather than theB0 �eld, as a way of improving imaging systems. RF gra-

dients eliminate these problems introduced byB0 gradients and provide additional bene�ts,

such as the ability to slew near-instantaneously, and a complete lack of eddy currents and

mechanical vibrations.

A number of RF encoding methods have been proposed, and are under active devel-
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opment. One of the oldest proposed methods was Hoult's rotating frame zeugmatography

technique, which provides encoding in the RF rotating frame (57). TRASE is a method

which utilized B+
1 phase gradients to encode images (112; 125). Imaging was recently

proposed in RF gradients by using frequency-modulated Rabi echoes to provide encoding

(127). Of most relevance to this thesis, the Bloch-Siegert shift, which is capable of pro-

ducing frequency gradients when an off-resonant pulse is combined withB+
1 gradients, has

been proposed for both frequency and phase encoding (63; 121; 132; 152). Further details

on RF encoding for MRI can be found in Ref. (119).

2.4 B+
1 Inhomogeneities To Correct: RF Pulses forB+

1 Homogenization at High-Field

Magnetic resonance imaging at ultra-high �eld strengths offers a number of distinct ad-

vantages. Imaging at 7T or higher provides enhanced signal-to-noise ratio, resulting in

improved image quality and higher spatial resolution. This increased sensitivity allows

for better visualization of �ne anatomical structures and detection of subtle abnormalities

(68; 91). Higher �eld strengths also offer increased sensitivity to certain types of tissue

contrast, allowing for more precise characterization of tissues and disease states. How-

ever, there are a number of technical challenges that accompany the move to higher �eld

strengths. Higher �eld-strength systems are more expensive and require more complicated

hardware than their lower-�eld counterparts. Furthermore, increased susceptibility arti-

facts are problematic for many imaging sequences. Perhaps the most challenging problem

at high �eld is the increase inB+
1 inhomogeneity, which is a result of the shortening ra-

diofrequency wavelength used in the transmit �eld (23; 133). This inhomogeneity can

dramatically impact image quality, as shown in Figure 2.2. This problem is made even

more complex by the fact that SAR increases with �eld strength, increasing the probability

of localized ”RF hot spots” producing dangerous temperature rises within the subject(135).

This limits the possiblities for safe RF pulses that obey SAR constraints to counteract in-

homogeneity (133).
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Figure 2.2: Simulation of a gradient-echo acquisition using a birdcage coil across a range
of main magnetic �eld strengths. As �eld strength increases, artifacts resulting from the
reduced RF wavelength become clearly visible. Reproduced with permission from Ref
(133). John Wiley & Sons. Copyright ©2010 Wiley Periodicals, Inc.

A number of strategies have been adopted to counteractB+
1 inhomogeneity and restore

image quality. Dielectric pads can be manually placed to manipulate theB+
1 �eld and

boost signal in regions of interest (76). Single-channel pulse design strategies have been

employed- for example, universal pulses for homogenization with a single channel (84) or

single-channel implementations of the TIAMO method in which images are acquired with

complementaryB+
1 modes (94). However dielectric pads only provide a rudimentary degree

of control over theB+
1 �eld, and single-channel pulses forB+

1 mitigation often struggle to

homogenize the transmit �eld with reasonable pulse duration or power.

Chapter V of this thesis will focus on design methodologies for an alternative approach:

the parallel transmission method. In parallel transmission, an RF transmit coil with multiple

independent channels generates a set of individualB+
1 �elds. The superposition of each

of the independentB+
1 maps can be used to create a homogeneous net transmit �eld or

magnetization pro�le. This has produced excellent results, and as a result ultra-high-�eld

scanners with eight or 16 independent transmit channels are now common. We will provide

an overview of some principles of the design of pulses for parallel transmission (pTx) to

provide suf�cient background for the material of Chapter V.
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2.4.1 RF Shimming

RF shimming, also known asB+
1 shimming or static pTx, is one of the simpler pTx ap-

proaches. . This manipulation of magnitude and phase is the natural predecessor of an

older pTx shimming technique referred to as RF phase shimming, in which a single RFPA's

output magnitude and phase is split evenly to theNc channels of the transmit array, and then

variations of the coaxial cables are introduced in order to introduce phase shifts and modify

the producedB+
1 (1). In modern RF shimming/static pTx, the individual relative magnitude

and phase weights driving individual transmit channels are optimized to modulate the net

B+
1 (95). Figure 2.3 provides an example of the individualB+

1 �elds that might be summed

in a shimming experiment, and examples of some optimized shim solutions. The RF shim-

ming approach is simple and broadly applicable, and avoids the additional complexity of

optimizing gradient waveforms and ensuring that they are played out correctly with the RF

pulse. Furthermore, shim weights may be applied to any pulse type, for example indepen-

dently weighting the same slice-selective RF envelope applied to each channel to optimize a

slice's homogeneity. However the approach can be limited as �xed weights provide limited

degrees of freedom, and the method becomes more dif�cult to implement with increasing

�eld strength (80).

2.4.2 Dynamic pTx

Dynamic pTx or full-waveform pTx introduces more degrees of freedom by allowingB+
1 to

vary with both space and time. Each transmit channel gets a waveform with independently

varying, time-dependent magnitude and phase. This is paired with dynamicB0 gradients,

which may be predetermined and �xed (39) or jointly optimized with the RF waveforms

(75). Although dynamic pTx can have numerous applications, such as the shortening of

long RF pulses or accelerated rFOV imaging (95), for the purposes of this thesis we are

most interested in pTx forB+
1 homogenization. For this application, the most commonly

used classes of dynamic pTx pulses are spokes pulses for slice-selective applications (106),
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or kT-points (20) or SPINS (79) pulses for non-selective applications (135).

2.4.3 pTx Pulse Design Problem Formulation

There are many approaches to the design of pTx pulses; we will discuss a small amount of

the theory necessary for the understanding of this thesis. We follow the general outline and

conventions of Ref (135), which generalizes well to many pTx pulse designs.

The small-tip spatial domain method (39) relates an RF pulseb to the resulting trans-

verse magnetization it producesmxy by means of a system matrixA, which is a Fourier

operator which incorporatesB+
1 transmit maps,B0 inhomogeneity, and an excitation k-

space trajectory. This system matrix is constructed by diagonalizingB+
1 maps into transmit

sensitivity matricesS:

mxy =
Nc

å
c= 1

ScAbc = [ S1A:::SNcA]

2

6
6
6
6
4

b1

...

bNc

3

7
7
7
7
5

= ApTxbpTx: (2.30)

From this, we can formulate the design ofbpTx as a weighted, regularized LS problem:

argmin
bpTx

jj ApTxbpTx� yjj2
W + l jjbpTxjj2

2 (2.31)

Wherey is the target transverse magnetization,W is a spatial weighting matrix that can

be used to specify a ROI or don't-care regions, andl is a regularization parameter that can

be used to regulate peak power. This LS optimization problem can generally be quickly

solved using the conjugate gradient method (39). If necessary, strict SAR and hardware

constraints can be enforced and other optimization approaches can be used (46; 59). De-

pending on the design goals, it is possible to reformulate the STA LS design problem to

place greater emphasis on various aspects of the magnetization pro�le. One of the most

common reformulations is the magnitude-least-squares STA pulse design method (109)
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argmin
bpTx

jj j ApTxbpTxj � yjj2
W + l jjbpTxjj2

2; (2.32)

in which a nonconvex optimization problem is developed which prioritizes the magnitude

of the excitation pro�le while neglecting to constrain variations in magnetization phase.

In this case,y represents the desired magnitude transverse magnetization pro�le. This

approach will be discussed in depth in Chapter 6.

This design procedure is only valid in the small tip-angle regime, and small tip-angle

pulses designed by this method that are scaled up to larger tip-angles produce a degraded

excitation pro�le. A number of approaches exist for the design of large tip-angle pTx

pulses, such as the additive angle method in which a LTA design is produced from sev-

eral STA subproblems (44) or a recasting of the STA approximation in terms of �ip angle

(13). Alternatively, an iterative method which compensates for the nonlinearities in the

LTA Bloch equation has been introduced and has seen widespread use (142), where the

optimization problem is recast as:

argmin
bpTx

jj Bloch(bpTx;g� yjj2
W (2.33)

with the Bloch evaluation performed by optimal control.

23



Figure 2.3: A) simulatedB+
1 magnitude and relative phase maps in a human head model

at 7T. Each transmit elementc provides a spatially distinctB+
1 magnitude pro�le. B) Net

B+
1 produced by aligning the individual elements' phases in the middle of the slice C)

Optimized shim solutions by LLS (zero phase) and MLS iterative re�nement. MLS op-
timization generally outperforms LLS in magnitude homogenization, but it is sensitive to
initializaiton and may return poor results.
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CHAPTER 3

A Comprehensive Open Source Software Toolbox for RF Pulse Design

3.1 Introduction

The �eld of magnetic resonance imaging is currently experiencing rapid growth in the num-

ber of available open source imaging tools. Open source tools are software applications or

platforms that are made available to the public under an open source license, which grants

users the rights to modify, use, distribute, and contribute to the software's development (72).

Such tools provide many bene�ts for science in general and the �eld of medical imaging in

particular. Open source software allows for transparency and reproducibility in algorithms,

methodology, and source code, which most key industrial players in the medical imaging

�eld are not able to provide. It promotes collaboration by allowing researchers to share

materials and ideas freely and ef�ciently. It allows for rapid prototyping of new methods.

It democratizes science by removing barriers to participation such as the �nancial cost of

purchasing software licenses or the technical expertise required to reproduce complex tools

from scratch.

Motivated by these potential bene�ts, MRI researchers have developed open source

tools to support all stages of the imaging process. Tools have been made freely available

for hardware development (3; 4), MRI system simulation (32; 124), pulse sequence pro-

gramming (71), image reconstruction (93; 129), and post-processing and analysis (5; 31;

116; 117). Recently, imaging researchers have demonstrated that it is possible to combine

open-source technologies from multiple repositories to build functional, complete imag-

ing systems. The OSI2 ONE project developed an almost entirely open-source system for

low-resource head and extremity imaging (136). The system features a 50 mT permanent

magnet Hallbach array which can be constructed using rapid prototyping tools such as a

CNC or 3D printer, a simple-to-use Red Pitaya controller, and freely available schematics
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for hardware and phantoms. Related projects include the COSI scanner, an open-source

Halbach extremity scanner (85; 137) and an educational dipole permanent magnet system

(26). Our own group has contributed to the open source imaging movement by develop-

ing a software package for MRI using software de�ned radios (51), and by demonstrating

our own complete Halbach imaging system utilizing software de�ned radios (147). All

of these open source imaging systems can be built and operated with less cost, training,

and specialized equipment than standard clinical scanners. For further information, we di-

rect the reader towards https://www.opensourceimaging.org for a comprehensive listing of

currently available open source MRI tools and examples of how these tools can be used

together.

One critical step of the imaging pipeline which has seen limited open-source tool de-

velopment is RF pulse design. While RF pulse developers increasingly share code online

in independent repositories, no uni�ed set of common pulse design tools has been main-

tained in a rigorous and consistent manner with easy-to-read code and tutorials. An open

source pulse design code library would facilitate the development and dissemination of

novel techniques and the comparison of approaches, similar to how BART (129), SigPy

(93), and MIRT (33) have made advanced parallel imaging and compressed sensing recon-

struction methods widely accessible. To meet this need, we have developed a library of

pulse design tools as part of the SigPy Python package for signal processing and image re-

construction (93). We call this new package SigPy.RF. SigPy.RF is constructed as a nested

package within the broader SigPy package. Here we detail the software's organization and

goals, provide examples, and show an experimental validation on the scanner of parallel

transmission (pTx) pulses designed using SigPy.RF.
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3.2 Methods

3.2.1 Software Design

SigPy has a number of features that make it an ideal candidate to support a nested RF

pulse design package. Image reconstruction and RF pulse design require many of the same

operators and computational tools; for example, SENSE reconstruction (99) and small-tip

parallel transmit pulse design (65) are in many cases parallel processes moving in the oppo-

site directions between the spatial and frequency domains, with the same or similar linear

operators and the same requirements for iterative optimization tools. Thus critical tools

such as Fourier operators, conjugate gradient iterative optimizers, and matrix manipulation

methods were already implemented in SigPy (93).

SigPy was further built with a number of computational features that make it an ideal �t

for RF pulse design. As a Python library, SigPy in general should not be expected to match

the performance of comparable C libraries such as BART (129). However, SigPy uses

Numba (69) to translate many of its' most commonly used tools, such as gridding functions

to optimized machine code at runtime. Optimizations that are dominated by FFTs, such

as small-tip spatial domain pTx pulse designs, can closely match the performance of C

toolboxes since the same low-level C FFT libraries are used (93). Additionally, SigPy has

a general uni�ed CPU and GPU interface for most functions, allowing for easy movement

of data between devices for computational �exibility and acceleration of computation with

GPUs.

Figure 3.1a shows the abstraction classes used in SigPy: `Linop', `Prox', `Alg', and

`App'. `Linop' abstracts linear operators, and provides transformations such as the FFT,

NUFFT, and wavelet transforms. `Linop's may be added, conjugated, transposed, or stacked.

`Prox' abstracts proximal operators including a variety of projections, regularizations, and

constraints. `Alg' abstracts iterative algorithms, and includes commonly used methods such

as the gradient method, conjugate gradient and gradient descent. Finally, these three build-

ing blocks can be used to construct an `App', the highest level of abstraction and a useful
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Figure 3.1: a) Abstractions used within the SigPy package. Alg, Linop, and Prox ob-
jects can be combined together to form a high-level App encapsulating full pulse design
pipelines. Figure from Ref (93). b) Example of constructing a pulse design App from the
other abstractions. Linops are constructed and provided as arguments to an Alg. An Alg
for constrained or unconstrained design can then be encapsulated in an App.

tool for packaging complete signal processing, reconstruction, or pulse design pipelines.

Figure 3.1b gives an example of how some of these classes may be used together to build a

pulse design tool. In this example, a linear operator for the explicit parallel transmit spatial

domain matrix is constructed. This Linop is transposed and multiplied by another Linop

containing a spatial weighting to approximate a weighted Fourier transform of the target ex-

citation pattern. To build the optimization problem, this Linop and other arguments may be

passed to an algorithm within the Alg class, eithersigpy.alg.ConjugateGradient()for un-

constrained designs orsigpy.alg.SDMM() for constrained ones. The Alg is then wrapped

in an App, which can be used to neatly package the full design pipeline. In this way the

App class allows for complex pulse designs to be run by an end user without them needing

to know the internal implementation.

Figure 3.9 shows where the RF pulse design tools �t into the SigPy software, as a nested

package within the package for general MRI tools. Table 3.1 provides a complete listing

of the currently implemented pulse design functions in SigPy.RF, separated by module.
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Figure 3.2: New RF pulse design tools (red) within the SigPy package hierarchy. The pulse
rf design tools are grouped in a series of modules dedicated to a speci�c pulse class or type
of RF pulse design utility.

Modules are organized by type of RF pulse or RF pulse design tool. For example, one

module is dedicated to pulse design functions for parallel transmit pulse design (`ptx.py '),

another to the design of excitation trajectories and their associated gradient waveforms

(`trajgrad.py').

3.2.2 Software Test Cases

To demonstrate the capabilities of the software toolbox, three pulse design test cases were

examined that are representative of a typical user's interaction with the software.

3.2.2.1 Case I: Adiabatic Pulse Design

User A is designing RF pulses for a system with an inhomogeneous surface transmit coil.

They require RF pulses for roughly uniform excitation and inversion between 0.1 and 1.0

Gauss. User A decides to design a BIR-4 pulse for excitation and a hyperbolic secant

inversion pulse, and simulate the magnetization produced by each pulse across theirjB+
1 j
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Module Description Pulse Design Functions

adiabatic.py Designers for adiabatic and
frequency-swept RF pulses

BIR-4, WURST, GOIA, Hyperbolic secant, Fermi, adiabatic
Bloch-SiegertB+

1 mapping
b1sel.py Designers forB+

1 -selective ex-
citation pulses

BSSE, RFSE

ep.py Tools for pulses with ”echo-
planar” excitation trajectories

Single channel shuttered EPI waveform designer

io.py Functions to assist with load-
ing scanner data and exporting
waveforms to scanner

GE pulse deployment, Philips pulse deployment

linop.py Linear operators that are RF-
speci�c

Explicit spatial-domain pTx linear operator

multiband.py Functions for pulse multi-
banding for simultaneous
multislice imaging

phase tables for pulse multibanding, PINS waveform de-
signer

optcont.py Pulse designers for iterative
optimal control-based design

1d large-tip optimal control

ptx.py Parallel transmit pulse design-
ers

small tip angle spatial domain designer, small tip angle
spokes designer

shim.py RF shimming Gerchberg-Saxton iterative shimming, CP-mode shim calcu-
lator

sim.py Bloch Simulators 1-D, N-D, and N-coil Bloch simulation
slr.py Shinnar-Le Roux algorithm

pulse designers
conventional SLR, gSlider, root �ipping power reduction, ar-
bitrary pro�le SLR, Hadamard-coded excitation

trajgrad.py Excitation trajectory and gra-
dient designers

trapezoid gradient designer, constant-rate and variable-
density spiral trajectory, EPI trajectory, rosette traectory,
spokes gradient designer, stack of ”X” trajectory, time-
optimal arbitrary gradient trajectories

util.py RF function utilities d¥ calculator, Bloch-Siegert shift calculator, Bloch-Siegert
mapping phase shiftKBS calculator

Table 3.1: Description of modules contained within SigPy.RF, and listing of pulse design
functions contained within each module. Functions in bold are currently in the main SigPy
repository and publicly downloadable package; those not in bold are in the SigPy.RF de-
velopment fork.
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range of interest.

3.2.2.2 Case II: SLR Pulse Design for a Pulseq GRE Pulse Sequence

User B is performing a 2D-GRE imaging experiment. They are building their pulse se-

quence in Pulseq (71) and would like to excite a slice with a large-tip angle pulse providing

strict control over magnetization pro�le parameters, guaranteed to meet maximum ripple

levels in the passband and stopband. User B decides to design a 90� SLR excitation pulse

using the SigPy.RF tools built into Pulseq.

3.2.2.3 Case III: pTx Pulse Design

User C has an 8 channel transmit system for imaging at 7T. They would like to experiment

with designing spiral-in small-tip angle parallel transmit pulses for reduced FOV imaging,

using constraints on pulse power and a variety of modi�cations to the excitation k-space

trajectory.

3.2.3 Simulation: GPU-Accelerated Pulse Designs

A parallel transmit pulse design experiment was conducted to demonstrate the acceleration

that SigPy.RF's GPU interface can provide to computationally intensive RF pulse designs.

8 channel transmit sensitivity maps were generated usingsigpy.mri.birdcagemaps(). A

constant-density spiral-in excitation trajectory and gradient waveforms were designed us-

ing sigpy.mri.rf.trajgrad.spiral arch(). The trajectory was very �nely sampled, producing

a trajectory with 25,000 timepoints and design matrix of dimensionA 2 Cm2� (8� 25;000).

The target magnetization was ab 2 Cm� m random matrix with entries pulled from the stan-

dard normal distribution. pTx pulse designs were repeated 10 times using the

sigpy.mri.rf.ptx.stspa() small tip spatial domain pTx pulse designer over design grids in

m= [16, 32, 64, 128, 256, 512, 1024]. Designs were performed with SigPy linear operators

rather than explicit pTx NumPy matries. Optimization was performed for 100 iterations

with no regularization and no constraints, using conjugate gradient optimization. To per-
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form computation on the GPU, thesigpy.to device() function was used to move the argu-

ments ofsigpy.mri.rf.ptx.stspa() to the GPU prior to execution; no other modi�cations

of the code were necessary. Designs were run on a Lambda Labs cloud server (Lambda,

Inc., San Francisco, CA, USA) with a 30-core Intel(R) Xeon(R) Platinum 8358 CPU @

2.60GHz, and an NVIDIA A100 GPU with 40 GB VRAM.

3.2.4 Experiment: Scanner Deployment of pTx Pulses

An experiment was conducted to demonstrate that RF pulses designed using SigPy.RF

could be implemented on the scanner. Measurements were performed using a Philips

Achieva 7T scanner (Philips Healthcare, Best, Netherlands) with an 8-channel transmit,

32-channel receive Nova head coil (Nova Medical, Wilmington, MA, USA).B+
1 maps were

acquired in a realistic head phantom using a 2D multisliceB1 DREAM sequence (86) with

a 30� STEAM preparaton pulse, 5-second shot-to-shot delay, 5ms TR with interleaved slice

ordering, 10� TFE readout with 224� 224� 123mm3 FOV and 3.5mm3 isotropic resolu-

tion over 32 slices with a 0.35-mm slice gap (96), and processed using the MRCodeTool

interface (Tesla Dynamic Coils, Zaltbommel, the Netherlands).

Pulse designs were performed of�ine on a Intel(R) Core(TM) i7-8565U CPU @ 1.80

GHz with 8 CPU cores. 8-channel parallel transmit pulses were designed to excite an

oval-shaped region in the central slice of theB+
1 map. A uniform-rate spiral-in excitation

trajectory and correspondingB0 gradient waveforms were designed using

sigpy.mri.rf.trajgrad.spiral arch(), with 3x acceleration, 0.5 cm trajectory resolution, and

an unaliased excitation FOV of 20 cm. Gradients waveforms were designed for a dwell time

of 4 us, maximum gradient amplitude of 45 mT/m, and maximum slew rate of 220 T/m/s.

The resulting trajectory was 4 ms long. Unconstrained and unregularized small-tip spatial

domain designs were performed usingsigpy.mri.rf.ptx.stspa(), using the non-explicit de-

sign matrices and a 100 iteration budget. The designed gradient and RF waveforms were

exported to the scanner and deployed in a 2D FFE scan with 3.5 mm3 isotropic resolution,
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Figure 3.3: AM and FM waveforms of User A's BIR-4 excitation pulse.

224x224 mm2 in-plane FOV, SENSE reduction of 2� , FA = 3� , TE/TR = 35/500 ms.

3.3 Results

3.3.1 Software Test Cases

SigPy.RF was capable of performing all required pulse designs, and the results of each

design are discussed below. Code or pseudocode for all software test cases can be found in

the Appendix.

3.3.1.1 Case I: Adiabatic Pulse Design

User A designed their BIR-4 excitation pulse using thesigpy.mri.rf.adiabatic.bir4() func-

tion, and their hyperbolic secant inversion pulse using thesigpy.mri.rf.adiabatic.hypsec()

function. The magnetization of the pulses was simulated across a grid ofB+
1 of interest

using thesigpy.mri.rf.sim.abrm nd() Bloch simulator. The resulting AM and FM wave-

forms are shown in Figure 3.3 and Figure 3.4. They successfully designed a 4.7 ms BIR-4

pulse producing a 90� excitation over [0.05, 1] G, and a 12 ms hyperbolic secant pulse

producing a 180� inversion over [0.2, 1] G; the simulated magnetization patterns produced

by these two pulses are shown in Figure 3.5.
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Figure 3.4: AM and FM waveforms of User A's hyperbolic secant pulse.

Figure 3.5: Transverse magnetization pattern produced by User A's BIR-4 excitation pulse,
and longitudinal magnetization pattern produced by User A's hyperbolic secant inversion
pulse.

3.3.1.2 Case II: SLR Pulse Design for a Pulseq GRE Pulse Sequence

User B �rst designed an SLR 90� excitation pulse with time-bandwidth product 4, 1%

ripple in passband and stopband, using the Pulseq wrapper for SigPy.RF's SLR pulse de-

sign function,rf = mr.makeSLRpulse(). Pulseq uses this MATLAB wrapper function to

call sigpy.mri.rf.slr.dzrf() by executing operating system commands with the MATLAB

system()function.

Following design of the slice-selective RF pulse, User B proceeded to design the rest

of their GRE pulse sequence in Pulseq, building a sequence with TR/TE = 100/7.38 ms,

FOV = 0.25 m, Nx/Ny = 64/64, slice thickness = 3 mm by de�ning the appropriate gradient
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Figure 3.6: First TR of User B's GRE pulse sequence with SigPy-designed SLR excitation
pulse. Magnitude of the TB = 4 SLR pulse is plotted in the `RF mag' plot, middle left.

waveforms and ADC events in a loop over encoding steps. A phase shift for RF spoiling

was applied to the SLR pulse based on a predetermined phase schedule. The �rst TR of the

resulting pulse sequence is shown in Figure 3.6.

3.3.1.3 Case III: pTx Pulse Design

User C simulated an approximation of an 8 channel transmit coil's transmit sensitivities

usingsigpy.mri.bridcagemaps(). They designed a spiral-out excitation k-space trajectory

with sigpy.mri.rf.spiral arch, then time-reversed it to minimize off-resonance phase dis-

persion at the end of the pulse. They speci�ed a maximum pulse power constraint using a

Python dictionary, then performed the pTx pulse design withsigpy.mri.rf.stspa(). The �nal

designed magnetization pro�le can be viewed using either thesigpy.mri.rf.pTxSpatialExplicit()

linear operator or thesigpy.mri.Sense()Linop; in this case, the user chose the SENSE

Linop. The user repeated the design four times, once with a full spiral-in trajectory, once

with a trajectory with reduced resolution, once with a high degree of spiral trajectory un-

dersampling, and once with a strict maximum RF power constraint. The excitation k-space

trajectories, RF waveforms, and 2D magnetization pro�les are shown in Figure 3.7. Dra-
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Figure 3.7: Top to bottom: Excitation k-space trajectories, 8 channel RF pulse magnitude
waveforms, and predicted magnetization pro�le. Left to right: original pulse design, pulse
design with trajectory resolution reduced by a factor of 0.3, pulse design with undersam-
pling increased by a factor of 5, pulse design with maximum power constraint set to 0.004.

matically reducing the resolution, increasing undersampling, or decreasing the maximum

RF power constraint all resulted in visible out-of-band excitation, and the in-band magne-

tization pro�les are severely distorted in the case of dramatically increased undersampling

or tight power constraints, as has been previously observed literature(41).

3.3.2 Simulation: GPU-Accelerated Pulse Designs

Figure 3.8 shows the mean computation times for the pTx pulse design on CPU and GPU.

Design time was approximately an order of magnitude faster across all problem dimensions

when the GPU was used versus CPU, and was approximately constant across GPU designs
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Figure 3.8: Mean execution time for small-tip spatial domain pulse design using SigPy
linear operators and CuPy matrices across all considered problem dimensions, on CPU and
GPU. GPU computation is an order of magnitude faster across all problem sizes.

up tom= 200.

3.3.3 Experiment: Scanner Deployment of pTx Pulses

Figure 3.8a shows the predicted pro�le for the designed pTx pulses usingsigpy.mri.rf.abrmptx() .

Figure 3.8b shows the measured signal acquired using the FFE imaging sequence. The

measured pro�le corresponds well to the simulated designed pro�le, with litte extraneous

excitation outside of the designed region and a roughly homogeneous excitation.

3.4 Software Availability

The latest version of SigPy includes the most stable pulse design tools to have been devel-

oped and is available from https://github.com/mikgroup/sigpy. It can be quickly installed

through conda (`conda install -c frankong sigpy') or pip (`pip install sigpy'). Optional

packages matplotlib (for plotting support), cupy (for GPU support), and mpi4py (for MPI

support) are installed separately.
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Figure 3.9: 7T experimental results. a) Simulated pTx excitation using SigPy and b) mea-
sured FFE image. There is good agreement between the simulated and measured pro�le.
A small amount of extraneous excitation can be observed in the regions of the phantom
representing skull in b), but overall there is little off-target excitation.

The SigPy.RF fork including pulse design tools still in progress can be found at https:

//github.com/jonbmartin/sigpy-rf. Jupyter notebook pulse design tutorials for SigPy.RF

are available at https://github.com/jonbmartin/sigpy-rf-tutorials. Educational workshops

on SigPy.RF were held at the 2020 and 2021 ISMRM Annual Meetings, and provided

additional tutorials on using the software package.

3.5 Discussion and Conclusion

In this chapter, we presented a comprehensive Python-based RF pulse design toolbox.

SigPy.RF allows pulse designers to create pulses with easy-to-understand. High-level code

while still being able to harness powerful computational resources such as Numba and

multi-CPU or GPU compute to perform designs quickly. Full end-to-end designs, includ-

ing trajectory and gradient design, pulse design, and Bloch simulation can be completed

with SigPy.RF, which will facilitate development of new pulse designs and pulse sequences,

as well as RF pulse design education.

We intend to continue to contribute to and develop this software project. Major design
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additions planned include a k-t points pulse designer (21), VERSE (6), and a quadrati-

cally constrained pulse designer to enable SAR-constrained designs. Code quality will be

improved by creating uni�ed classes for RF pulse and gradient waveform objects, to al-

low better integration among pulse design functions. The ability to import and export to

additional vendor software formats will be expanded.

The software developed in this chapter provided the necessary prototyping tools for the

RF pulse design research presented in the following chapters. Since the BSSE pulse (81) is

constructed by the summation of several commonly used RF pulses already implemented

in SigPy.RF, design code for the full BSSE waveform was able to be built from these preex-

isting functions with minimal modi�cations. The existing iterative optimization tools and

linear operators were incorporated into the stochastic RF shimming algorithm of chapter

V as well. These works demonstrate the usefulness of SigPy.RF as a tool for prototyping

and sharing preliminary pulse design algorithms. Preliminary versions of the Python code

for the BSSE pulse design of chapter IV is currently available in SigPy.RF, and code for

the stochastic RF shimming algorithm is being developed in SigPy.RF and will be made

available with publication of the corresponding manuscript.
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CHAPTER 4

Selective Excitation Localized by the Bloch-Siegert Shift

4.1 Introduction

Although B0 gradients are versatile tools capable of performing a variety of functions in

the imaging process, their use also creates substantial challenges. Gradient hardware is

expensive and occupies a large portion of the scanner's bore, constraining scanner design;

gradient switching is loud and induces peripheral nerve stimulation, compromising patient

comfort; and eddy currents and concomitant non-linear magnetic �elds induced by gradi-

ents require correction to prevent image artifacts (11; 118).

Imaging with magnitude or phase gradients of the RF transmit �eld (B+
1 ) rather than the

staticB0 magnetic �eld has long been investigated as an alternative toB0 gradient encoding

(57; 63; 112; 127).B+
1 gradients can be switched in near-negligible time without acoustic

noise, eddy currents, or peripheral nerve stimulation resulting from largedB=dt (? ). How-

ever, replacingB0 gradients with RF magnitude gradients in an imaging system introduces

a new challenge: how to spatially localize excitation utilizing only the RF transmit �eld.

A number of methods exist which exploit an inhomogeneous transmit �eld for spatial dis-

crimination, such as early techniques for localized spectroscopy inB+
1 gradients utilizing

composite 180� hard pulses (110; 128? ). These pulse trains achieve a rudimentary de-

gree of spatial localization but require multiple FID acquisitions to de�ne the ROI and do

not provide strict pro�le de�nition. Another approach, the related depth pulse sequence

technique, requires a smaller number of FID acquisitions and is somewhat more robust to

off-resonance than composite pulses, but similarly provides only minimal control over the

excitation pro�le (9). A third method proposed by Hoult is rotating-frameB+
1 -selective

excitation (RFSE) by means of an RF pulse with constantB1;x and modulatedB1;y (58).

These pulses selectively excite magnetization based on the strength of theB1;x component.
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The selectivity of the rotating frame method was improved over time (52; 62; 78), and a

later recasting of the problem as a rotated Shinnar-Le Roux (SLR) design enabled pulse

designers to meet target slice pro�le characteristics inB+
1 (40). Although this most recent

method provides �ne control of the excitation pro�le, these pulses face some practical chal-

lenges, including unintended excitation at lowB+
1 with off-resonance and sensitivity to RF

ampli�er distortions due to the pulses' strict envelope area requirements (40).

This work describes a class ofB+
1 -selective RF pulses that use the Bloch-Siegert shift

(12) to localize excitation. The Bloch-Siegert shift is a temporary shift in the resonance

frequency of a nucleus, produced by the application of an off-resonant RF �eld. The size

of the frequency shift induced by the off-resonant RF �eld depends on the frequency offset

of the applied pulse and the strength of the RF �eld. This property has allowed the Bloch-

Siegert shift to be used for mappingB+
1 �elds in MRI (105) and calibrating decoupling

�eld strength in NMR (56; 60). More recently, the phenomenon has been exploited as an

encoding mechanism forB0 gradient-free imaging (63? ? ). In this work, the Bloch-Siegert

shift is used to localize excitation. Preliminary aspects of the pulse design algorithm were

presented in Ref. (? ).

The proposedB+
1 -selective pulses comprise the summation of 1) a far-off-resonant

Bloch-Siegert frequency-shift-inducing pulse, and 2) a frequency-selective excitation pulse

(Fig. 1a). The two pulses work in analog to the pairedB0 z-gradient and frequency-

selective excitation pulse used in conventional imaging slice selection. The Bloch-Siegert

pulse creates a nonlinear frequency gradient that varies withB+
1 �eld strength, and the

frequency-selective pulse is designed with a frequency passband that excites a range of

B+
1 's of interest (Fig. 1b). If the transmit coil generates a spatially inhomogeneousB+

1

�eld, the B+
1 selectivity of the summed pulse translates to spatial selectivity.

The primary resonance used for excitation by the proposed pulses is the Bloch Siegert-

shifted single-photon resonance. However, the new pulse class is reliant on the simultane-

ous application of two off-resonant pulses in the xy plane, which also produces additional
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Figure 4.1: Construction of a Bloch–SiegertB+
1 -selective excitation radiofrequency pulse.

The Bloch–Siegert shift producing pulsebbs(t) (top left) and slice-selective pulsebex(t)
(bottom left) are designed independently and summed into the full BSSE waveform
btotal(t). bbs(t) has Fermi AM (black) and adiabatic frequency sweeps towards and away
from a constant frequency offsetoff(orange).bex(t) has SLR-designed AM (black) and
a constant frequency offset (orange). The amplitude of thebbs(t) waveform is generally
much larger than that of thebex(t) waveform; injbtotal(t)j, bex(t) is visible as a small ripple
in the plateau of the Fermi waveform.

multiphoton resonances (67; 153). Although imaging techniques that use multiphoton res-

onances for excitation have recently been demonstrated (48), these additional resonances

are here regarded as nuisances and their mitigation is discussed.

In the following, the design of the two component pulses that make up a Bloch-Siegert-

localizedB+
1 -selective excitation pulse is described. Although there are many feasible

choices for both the off-resonant Bloch-Siegert-shift inducing pulse and the frequency-

selective pulse, this work focuses on the promising combination of an amplitude- and

frequency-swept off-resonant pulse and an SLR frequency-selective pulse which allows

the designer to directly specify and analytically trade off pulse andB+
1 pro�le parame-

ters (98). Design of these two pulses is analytic, simple, and fast. Simulations show the

pulses' suitability for selective excitation, inversion, and refocusing. Off-resonance behav-
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Figure 4.2: A) Conventional slice-selection procedure. AB0 gradient produces a linear
spatial variation in resonant frequencies. When a simultaneous frequency-selective RF
pulse with bandwidthDw is applied, excitation is produced over a rangeDz where the
resonant frequencies are in the bandwidth of the RF pulse. B) Bloch–Siegert shift-localized
slice selection. In this case, an off-resonant RF pulse produces an approximately quadratic
variation in resonant frequencies across �eld strengthsB+

1 . When paired with a frequency-
selective excitation pulse, this results in the excitation of spins across a rangeDB+

1 , which
can be mapped to space using an amplitude gradient transmit coil.

ior is simulated and shown to be predictable and similar to that of conventional spatially

slice-selective excitation pulses, without the out-of-band excitation produced by the RFSE

pulses of Ref (40). The pulses are also shown to have improved robustness against RF am-

pli�er distortions over RFSE pulses. Selective excitation is experimentally demonstrated

on a 47.5 mT MRI scanner with a gradient solenoid transmit-receive coil.

4.2 Theory

The design of a Bloch-SiegertB+
1 -selective excitation (BSSE) pulse comprises the design

of two distinct component pulses: 1) an off-resonant pulse,bbs(t), which produces aB+
1 -

dependent shift in resonant frequencies via the Bloch-Siegert effect, and 2) a frequency-

selective SLR pulse,bex(t), which excites a desiredB+
1 passband. Although these two

pulses could be transmitted by separate coils, we here assume that they are generated to-
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gether by the same transmit coil, so they are complex-summed once individually designed,

i.e.,

btotal(t) = bbs(t) + bex(t):

4.2.1 Component Pulse 1: The Bloch-Siegert Shift-Inducing Pulse

In the absence of externally applied RF, the magnetic resonance frequency is the Larmor

frequency,w0 = gB0. If an RF �eld is applied with amplitudeB+
1 and frequency offsetwo f f

relative tow0, then a Bloch-Siegert frequency shift of the resonance is produced, given by

(102):

wbs(B
+
1 ;wo f f ) � � wo f f

0

@

s

1+
�

gB+
1

wo f f

� 2

� 1

1

A : (4.1)

This shift is away from the frequency of the applied off-resonance RF, i.e., a positivewo f f

results in a negativewbs.

The Bloch-Siegert shift-inducing pulse is de�ned as an amplitude- and phase-modulated

function

bbs(t) = Abs(t)e
if bs(t);

wheref bs(t) =
Rt

� T=2Dwr f (t0)dt0 is the time integral of the pulse's time-varying frequency

modulationDwr f (t), andT is the pulse duration. ForAbs(t) we use a Fermi pulse which

was previously used in Ref. (105) to produce a large BS frequency shift with little out-of-

band excitation. The Fermi envelope provides an additional bene�t for this application: its

plateau results in a constantwbs for the majority of the pulse duration, which simpli�es the

design of thebex(t) pulse so long asbex(t) is restricted to be nonzero only on the plateau.

Thus forAbs(t) a normalized Fermi pulse is used which is centered att = 0:

Abs(t) =
1

1+ e
jtj� t0

a

; (4.2)

wheret0 anda are parameters with units of seconds that control the duration of the pulse

and the width of the transition, respectively. The duration of this Fermi pulse isT = 2t0 +
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13:81a. To ensure thatbex(t) is only nonzero during the plateau whenAbs(t) � 1, we derive

from Eq. 4.2 thatt0 should be set to:

t0 =
Tex

2
� aln

�
1

Ath
� 1

�
;

whereTex is the duration ofbex(t) required to excite the desired bandwidth andAth is a

user-speci�ed constant. Thist0 setting creates a central plateau in the Fermi envelope of

durationTex with Abs(t) � Ath. Herein, all pulse designs useda = 6� 10� 5 s andAth =

0.95.

A modi�cation is made to the conventional constant frequency-offset Fermi by starting

and ending the pulse's FM waveform far-off resonance and sweeping adiabatically towards

and away from the central constant frequency offsetwo f f . This modi�cation spin-locks

the magnetization during the Fermi's amplitude sweeps, reducing undesired excitation by

Abs(t) (35; 66). The analytic adiabatic sweep of Ref. (66) is used, with modi�cation to

allow for time-varyingAbs(t). A frequency sweep adapted from the analytic adiabatic

sweep of Ref. (66) is used, with modi�cation to allow for time-varyingAbs(t). The �rst

half of the symmetric frequency sweep is given by:

Dwsweep(t) = gAbs(t)r �
1�

gAbs(t)
K td

� � 2
� 1

; t 2 (0;T=2) ;

whereT is the duration of the fullAbs(t) waveform,td is the hardware dwell time, andK

is a design parameter which trades off the maximum offset of the frequency sweeps and

undesired excitation byAbs(t). K = 0:2 was used for all pulses in this work, which produces

a maximum frequency offset of� 10-30 kHz for a practicalwo f f range of 5� 20 kHz. The

full FM waveform with constant frequency plateauwo f f is then given by:

Dwr f (t) =

8
><

>:

� Dwsweep(t + T=2)+ max(Dwsweep(t)) + wo f f ; � T=2 < t < 0;

� Dwsweep(T=2� t) + max(Dwsweep(t)) + wo f f ; 0 � t < T=2:
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An example of an amplitude- and frequency-modulatedbbs(t) is shown in Fig. 1a. Note

that the frequency modulation of this pulse is positive for allt, producing a negative Bloch-

Siegert shift for allB+
1 . As a result, the frequency-selective excitation pulse described in the

next section is modulated to a negative frequency relative to Larmor, to excite the desired

B+
1 passband.

4.2.2 Component Pulse 2: The Frequency-Selective SLR Excitation Pulse

For a given desired passband between �eld strengthsB+
1;L andB+

1;H , the bandwidth of reso-

nant frequencies that must be excited by the frequency selective SLR pulsebex(t) is:

B = wbs(B
+
1;L;wo f f ) � wbs(B

+
1;H ;wo f f ):

bex(t) must further be frequency modulated to the center of the passband, which has fre-

quency:

wcent =
1
2

�
wbs(B

+
1;L;wo f f ) + wbs(B

+
1;H ;wo f f )

�
:

The Shinnar Le-Roux (SLR) pulse design algorithm is used to designbex(t) since it allows

for direct design of pulses to meet design constraints including bandwidth (B), duration

(Tex), �ip angle (q), transition width, and magnetization pro�le ripple (de
1 andde

2) (98).

Based on these parameters, SLR designs a pair of polynomials that are transformed to the

discretized excitation pulse by the inverse SLR transform. Given the designer's choice of

time-bandwidth productTexB, the duration of the excitation pulseTex is determined byB.

The RF pulse output by SLR is interpolated to the target dwell time and scaled to produce

the desired �ip angleq for theB+
1 at its passband center, based on the relationship:

q = gDtB+
1 (wcent)

N� 1

å
i= 0

Aex(ti); (4.3)

whereDt is the dwell time,N is the number of time points in the pulse, andAex(t) is the

baseband RF pulse waveform generated by SLR after interpolating it to the target dwell
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time. B+
1 (wcent) is derived from Eq. 4.1 after rearranging it to give theB+

1 producing a

Bloch-Siegert shift ofw during an RF pulse with frequency offsetwo f f > 0:

B+
1 (w) �

wo f f

g

s �
1�

w
wo f f

� 2

� 1: (4.4)

After scalingAex(t) to the desired �ip angle,bex(t) is obtained by frequency modulating it

to wcent. The �nal pulse is then:

bex(t) = Aex(t)eiwcentt :

Before summingbex(t) with bbs(t), bex(t) is zero-padded to match the full durationT of

bbs(t). An examplebex(t) with TexB = 4 andq = 90� is shown in Figure 1a.

However, under the assumption that bothbex(t) andbtotal(t) are played from the same

transmit coil,bex(t) will produce a sloped magnetization pro�le (or a distorted pro�le, in

the case of 180� excitation) due to the fact thatbex(t) is played out slightly weaker than

designed at passband locations whereB+
1 < B+

1 (wcent) and slightly stronger than designed

whereB+
1 > B+

1 (wcent). The degree of distortion will depend on the width of the passband

relative to its center,(B+
1;H � B+

1;L)=B+
1 (wcent), and is therefore more pronounced for wide

passbands and center positions closer to zero. Modi�cations can be made to the SLR al-

gorithm to correct for these distortions, and the procedure adopted is outlined in Fig. 2a.

For small-tip and 90� excitation, the distortion is approximately compensated by scaling

the SLR algorithm'sBN(w) polynomial by the inverse of the transmit �eld strength cor-

responding to each frequencyw in the pro�le, with normalization toB+
1 (wcent), prior to

applying the inverse SLR transform:

BN(w)  
B+

1 (wcent)
B+

1 (w + wcent)
BN(w):

For 180� inversion or refocusing, pro�le distortion cannot be corrected with this analytic
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Figure 4.3: (A) Shinnar–Le Roux design algorithm to compensate for a sloped excitation
pro�le acrossB+

1 . In the case of small-tip (`st')or 90 (`ex', `sat') excitation, a pointwise
scaling of thebN(w) pro�le is suf�cient. For an inversion (`inv') or refocusing (`se') pulse,
iterative re�nement is required.

method. Instead, an iterative optimization of the RF pulse is used to alleviate pro�le dis-

tortion caused by varyingB+
1 (described further in Methods).

4.2.3 Overall Pulse Design Procedure

The overall pulse design procedure is to �rst select theB+
1 passband edgesB+

1;H andB+
1;L,

the excitation pulse's SLR algorithm parameters and �ip angle, and the BS pulse's fre-

quency offsetwo f f . With these parameters, the SLR pulse is designed, interpolated to the

target dwell time, scaled to the desired �ip angle, and frequency modulated to the center

frequencywcent of the slice, yielding the pulsebex(t). Knowing the durationTexof bex(t) the

BS pulsebbs(t) is calculated,bex(t) is zero-padded to the same length asbbs(t), and the two

pulses are complex-summed to obtain the total pulsebtotal(t) = bbs(t) + bex(t). It should

be noted that the choice ofwo f f is critical to the performance of the pulse. Figure 3a shows

the relationship betweenwo f f and total pulse duration. For all BSSE pulses duration is

minimized by minimizingwo f f (which maximizes the Bloch-Siegert frequency gradient).

However, as shown in Figure 3b, bringingwo f f too close to the Larmor resonance produces

undesirable out-of-band excitation.

As in conventionalB0 gradient-selective excitations, at the end of a BSSE excitation

pulse there will be a phase ramp across the slice that must be refocused if the slice dimen-

sion will not be resolved by subsequent spatial encoding. For BSSE pulses, the phase

ramp depends on thebex(t) pulse's isodelay and theKBS of the bbs(t) pulse (105). A
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Figure 4.4: (A) Variation in Bloch–SiegertB+1-selective excitation (BSSE) pulse duration
with wo f f and PBC inB+

1 . Pulse duration increases with increasingwo f f and decreases
with increasingB+

1 PBC. The magnetization pro�les of pulses designed at the three points
of interest are plotted in (B). (B) Magnetization pro�les of BSSE pulses with PBC=0.14mT.
Out-of band excitation can be large ifwo f f is set too small: a pulse withwo f f=2.5 kHz
produces a substantial amount of out-of-band excitation, which is reduced to within design
speci�cationswo f f � 5.0 kHz. Further increasingwo f f to 10.0 kHz produced only marginal
improvement.

BSSE rewinding pulse can be constructed in the same manner asbbs(t), but with oppo-

site frequency sign and a central constant frequency offset section with duration equal to

the isodelay ofbex(t). That is, the rewinding pulse should have aKBS equal to the negative

of bbs(t)'s KBS, and scaled bybex(t)'s isodelay divided by the total duration ofbbs(t).

4.2.4 Motion of the Magnetization Vector

With the full BSSE waveform de�ned, the trajectory of a magnetization vector
�!
M during

application of a BSSE RF pulsebtotal(t) can be described. Figures 4b and 4c show the

motion of the normalized magnetization vector
�!
M in a frame rotating atwo f f for spin

isochromats inB+
1 �elds at 0.17 mT (in the stopband) and at 0.14 mT (in the passband),

respectively, during application of the BSSE pulse of . During the �rst adiabatic sweep of

the RF pulse, both magnetization vectors rotate down from equilibrium to an axis that is

slightly tilted away from thezaxis. At the end of the initial sweep, whenjbtotal(t)j � j bbs(t)j
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Figure 4.5: Magnitude of a T=3.7 ms Bloch–SiegertB+1-selective excitation (BSSE) inver-
sion pulse. The pulse is colored red duringthe adiabatic frequency sweeps whenbex(t)=0,
and blue during the constant portion ofbbs(t) whenbex(t)0. (B) Motion of the netmagne-
tization vector in thewo f f rotating frame for a stopband isochromat. Simulation timestep
was 4s. At the end of the pulse,magnetization is essentially unperturbed. (C) Motion of the
net magnetization vector in thewo f f rotating frame for a passband isochromat. At the end
of the pulse, magnetization is successfully inverted

andDwr f (t) � wo f f ,
�!
M is approximately colinear with the tilted effective �eld

�!
B 1;e f f =

�

gB+
1 0 wo f f

�
=g

at which point the frequency-selectivebex(t) pulse begins. For the stopband isochromat of

Fig. 4b this pulse is not resonant, but it is resonant with the isochromat of Fig. 4c and the

magnetization is nutated by the component ofbex(t) perpendicular to
�!
B 1;e f f to the opposite

side of the unit sphere. Afterbex(t) is completed, the second adiabatic frequency sweep

returns
�!
M to being approximately colinear with the main magnetic �eld. The stopband

isochromat in Fig. 4b is coaligned and approximately unperturbed from equilibrium, while

the passband isochromat of Fig. 4c is successfully inverted.

4.2.5 Compensating �ip angle errors

The pulse design algorithm described above is based on the implicit approximation that

the effect of applyingbbs(t) is to produce a pureB+
1 -dependent resonance frequency shift.

In reality, as illustrated in Fig. 4,bbs(t) rotates magnetization to precess in a plane that is
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slightly tilted from thex-y plane, at an angle tan� 1
�

gB+
1

wo f f

�
from the z-axis. Ideally,bex(t)

would also be applied in this tilted plane, but it remains in thex-y plane, and the actual

�ip angle produced bybex(t) will be slightly smaller than expected because its projection

onto the tilted plane will be elliptical and smaller than its full amplitude. This results in a

�ip angle attenuation that increases aswcent=wo f f becomes large. Similar effects have been

previously observed in other dual-frequency RF applications (83; 123). Given the dif�culty

of describing and correcting this effect analytically, a normalized empirical correction is

given herein for the amplitude ofAex(t) based on Bloch simulations of slice pro�les across

a wide range ofwcent andwo f f . The models used to correct for �ip angle inaccuracy is

plotted in Fig. 5a, and is as follows. The observed �ip angle attenuation was �t by a

biexponential model, using MATLAB'sfit() function. This attenuation model is:

G(x) = 0:335e� 1:116x + 0:678e� 0:028x;

wherex = wcent=wo f f . The correction is applied by accounting forG(x) in the �ip angle

relation of Eq. 4.3:

q = gDtG(x)B+
1 (wcent)

N� 1

å
i= 0

Aex(ti);

The goodness-of-�t of this model wasR2 = 0:9899.

Deviations are generally small and require minimal correction for pulses wherewcent=wo f f <

1 as suggested by the example pro�le correction shown in Fig. 5b. This comprises the ma-

jority of practical BSSE pulses. Pulses withwcent substantially larger thanwo f f are in

general encountered when designing a pulse to select a PBC at very largeB+
1 (which pro-

duces a large Bloch-Siegert shift and thus largewcent relative towo f f ), or when a very

small wo f f is used, which is typically impractical due to the large out-of-band excitation

produced.
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Figure 4.6: (A) Flip angle attenuation factor versuswcent/wo f f . Data points are empirical
correction factors found through simulation,with an exponential �t to the data shown as
a continuous line. The red dot indicates the parameters of the pulse simulated in (B).
(B) Excited slice pro�le of a PBC=0.14 mT, PBW=0.03 mT, 45ž, wo f f=7.5 kHz pulse
with and without the empirical FA correction. For this pulse,wcent/wo f f=0.279, which the
model predicts will result in a �ip angle attenuation of 6.9if uncorrected. Applying the
correction improves the effective �ip angle of the pulse, bringing it closer to the anticipated
jMxyjM0=0.7

4.2.6 Multiphoton Resonances

As discussed in the previous section, the simultaneous application of two off-resonance

RF pulses in BSSE excitation leads to non-linear effects including small �ip angle errors.

A second effect is the appearance of subsidiary multiphoton resonances, in addition to

the single-photon resonance. These are a consequence of the BSSE pulse's simultaneous

irradiation of nuclei at two frequencies near (generally within 10's of kHz) but not at the

Larmor frequency (153). While unwanted higher-order multiphoton resonances cannot be

corrected simply by adjusting thebex(t) pulse's amplitude or frequency, their positions can

be predicted analytically as follows and used to guide the pulse design.

The off-resonance frequencies of the two component pulsesbex(t) andbbs(t) arewcent
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andwo f f , with an average frequency of the two off-resonant pulseswav = 1
2(wcent+ wo f f ).

Multiphoton resonances occur at frequenciesw0;N for which the following is satis�ed:

�
�
�

w1 � wav

w0;N � wav

�
�
� �

1
N

; N = 1;3;5; : : : ;

wherew1 is equivalently eitherwo f f or wcent (67). N = 1 corresponds to the single-photon

resonance whileN = 3;5;7: : : correspond to multiphoton resonances. Arbitrarily taking

w1 = wcent, two solutions exist forw0;N:

w0;N � wav � N(wcent� wav) (4.5)

In this application, becausewo f f > 0 will produce a negative frequency shift for allB+
1 ,

only w0;N < 0 are of interest. These resonances are given by the solutionw0;N � wav +

N(wcent� wav). To determine the locations of the multiphoton resonances on theB+
1 axis,

we can substitute Eq. 4.5 into Eq. 4.4, giving:

B+
1;mp(N;wav;wo f f ;wcent) � wo f f

g

r �
1� wav+ N(wcent� wav)

wo f f

� 2
� 1; N = 1;3;5; : : :

(4.6)

Pulses with two combinations ofwo f f and wcent but with the same PBC for theN = 1

excitation are shown in Figure 6a: the red pulses havewo f f=10 kHz andwcent=-1.655

kHz, and the black pulses havewo f f=7.5 kHz andwcent=-2.094 kHz. Figure 6b shows

the distribution of multiphoton resonances acrossB+
1 for the twowo f f . For bothwo f f , the

combination of RF frequencies place theN = 1 resonance at 0.14 mT. For the 90� and 180�

pulses there is a small amount of excitation produced at theN = 3 resonance (maximum

jMxyj=M0 = 0.075 for the excitation and maximumMz=M0 = 0.918 for the inversion), but

excitation atN > 3 is below the stopband ripple level of the pulses. In the case of the

pulse scaled up to produce a 720� �ip, a greater number of multiphoton resonances can

be appreciated. These simulated resonances shown in Figure 7b are at the approximate
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Figure 4.7: A) Magnitudes of 90� ,180� , and 720� Bloch–SiegertB+
1 -selective excitation

(BSSE) pulses withwo f f=7.5 kHz (black) andwo f f=15.0 kHz (red). (B) The correspond-
ing simulated magnetization pro�les. Multiphoton resonances are visible at the locations
in B+

1 predicted by Equation (6). Increasingwo f f shifts resonances N3 upward inB+
1

locations predicted by Equation 4.6; in the case of the black pulse (wo f f = 7.5 kHz), the

resonances are atB+
1;mp = [0.14, 0.41, 0.65, 0.88, 1.11, 1.34] mT. In the case of the red

pulse (wo f f = 10 kHz), the predicted locations of theN = 1 to 11 resonances shift up to

B+
1;mp = [0.14, 0.49, 0.79, 1.07, 1.35, 1.62] mT. Using a largerwo f f can shift multiphoton

resonances upward inB+
1 and out of the imaging bandwidth, although this decreases the

Bloch-Siegert frequency gradient and thus requires longer pulse durations.
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4.3 Methods

4.3.1 Simulations

Simulations were performed to demonstrate the effectiveness of SLRBN(w) ramp cor-

rection, to evaluate the pulses' suitability for refocusing in an RF gradient slice-selective

CPMG pulse sequence, and to compare their performance to RFSEB+
1 -selective excitation

pulses (40) in the presence ofB0 inhomogeneity and nonideal RF hardware. All simu-

lations were performed using a hard pulse approximation-based Bloch simulator (98) in

SigPy.RF (? ) with 1 ms dwell time. All BSSE and RFSE pulses were designed us-

ing SigPy.RF pulse design functions. Code for BSSE pulse design is available at: https:

//github.com/jonbmartin/sigpy-rf.

4.3.1.1 Pro�le Ramp Correction

Simulations were performed to verify the ability of the BSSE ramp correction algorithm to

correct passband distortions caused by varyingB+
1 . A 30� small-tip pulse, a 90� excitation

pulse, and a 180� inversion pulse were constructed and their magnetization pro�les were

simulated acrossB+
1 . For all three pulses, PBC = 0.14 mT, PBW = 0.06 mT,TexB = 8,

de
1 = de

2 = 0:01,wo f f = 7:5 kHz; these parameters were chosen to create a pro�le in which

uncorrected distortions were clearly visible. In pro�les with smallerTexB or PBW, the

distortion is not easily observable. The small-tip and 90� excitation pulses were designed

using the analyticBN(w) ramp correction. In the inversion case, an uncorrected BSSE

inversion pulse was designed to meet the pro�le parameters speci�ed above as well as

possible. This pulse was used as the initializer for an iterative gradient descent re�nement

to eliminate distortions. The following general unconstrained problem was solved:

min
btotal

Nb� 1

å
i= 0

wi

�
�
�Mz

�
btotal;B

+
1;i

�
� Mz;d

�
B+

1;i

� �
�
�
2
; (4.7)
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where
n

Mz(btotal;B+
1;i)

oNb� 1

i= 0
is the Bloch-simulatedMz pro�le of the BSSE pulse vector

btotal across transmit �eld strengths
n

B+
1;i

oNb� 1

i= 0
, and

�
Mz;d(B+

1 )
	 Nb� 1

i= 0 is the desired in-

version pro�le across the sameB+
1 range. Thef wig are error weights used to specify the

transition regions of the pro�le as `don't care' regions for the optimization. The gradient of

the loss was calculated across a grid of 250 points inB+
1 from 0 to 0.25 mT using an auto-

matic differentiation function from the JAX software toolbox (? ). Gradient descent steps

were taken to minimize this loss, with a �xed step size of 1e� 4. Iterations were performed

until convergence, de�ned as a difference in loss between iterations of less than 1%.

4.3.1.2 Off-Resonance Simulation

Four BSSE pulses and four RFSE pulses were designed, withwo f f of the BSSE pulses set

to give the pulses the same duration as the RFSE pulses. The `base' pulse for both pulse

classes was a 6.27 msTexB = 4 pulse at 90� �ip angle, centered at PBC = 0.4 mT with

PBW = 0.03 mT andMxy passband and stopband maximum errors ofde
1 = de

2 = 0:01. The

other three pulses each had one parameter changed from the base pulse (Pulse 1): Pulse

2 had its' PBW doubled to 0.06 mT (decreasing the duration to 3.14 ms), Pulse 3 had its'

time bandwidth product doubled to 8 (increasing the duration to 12.53 ms), and Pulse 4

had its' PBC shifted to 0.15 mT (keeping the duration of the pulses �xed at 6.27 ms).wo f f

for the four BSSE pulses were set to 16.370 kHz, 9.485 kHz, 19.250 kHz, and 8.170 kHz,

respectively, to match RFSE pulse durations. Magnetization was simulated over aB+
1 range

of 0-0.5 mT and an off-resonance range of 0-1 kHz.

4.3.1.3 RF Ampli�er Droop Simulation

A weakness of RFSEB+
1 -selective pulses is their requirement that the pulse AM envelope

be carefully balanced (40), since the pulses operate by spinning magnetization in they-z

plane while tipping magnetization in the passband towardsx, and any errors in the envelope

will result in large undesired excitation iny. This is a challenging demand for many RF
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ampli�ers. RF ampli�er droop was simulated for both a BSSE and an RFSE pulse to

compare their robustness. Both pulses were designed with PBC=0.14 mT, PBW=0.03 mT,

TexB = 4, 45� �ip angle, andde
1 = de

2 = 0:01. wo f f of the BSSE pulse was set to 7.608 kHz

to match the durations of the two pulses (6.22 ms). Droops of -0.5 dB and -1.5 dB in the

relative pulse amplitudes across the total duration were simulated (Figures 8a, 8c).

4.3.1.4 CPMG Sequence Simulation

A multi-echo spin echo pulse sequence was constructed using BSSE excitation and refo-

cusing pulses. The same BSSE pulse parameters were used as in the previous experiment

(PBC = 0.14 mT, PBW = 0.03 mT,TexB = 4, wo f f=7.5 kHz, T = 6.22 ms) to design a 90�

excitation pulse and a 180� refocusing pulse. The BSSE refocusing pulse was iteratively

re�ned to eliminate any rampedB+
1 distortion. Thebbs(t) design algorithm was used to

generate a pair of RF pulses serving asB+
1 phase pre- and rewinder gradients. These pulses

were given an equal-magnitude/opposite-signedwo f f as the BSSE pulse to produce a shift

in resonant frequency opposite that of the refocusing pulse, withjKBSj half that of the re-

focusing pulse (32.2 vs 16.1 rad2/G). The 90� BSSE excitation pulse was applied along

thex-axis and was followed by eight refocusing pulses applied along they-axis for an echo

train length of 8, with TE = 2t = 33 ms. The RF pulse sequence diagram is shown in Figure

9a. The pulses were simulated across aB+
1 range of 0 to 0.3 mT and a range of frequency

offsets between -200 and 200 Hz, withT1 = T2 = ¥ .

4.3.2 Experiments

Phantom experiments were performed to verify the magnetization pro�les produced by

BSSE pulses. A base BSSE pulse with �ip angle 90� , PBC = 0.14 mT, PBW = 0.03 mT,

wo f f = 7.5 kHz,TexB = 4, and total durationT = 6:22 ms was designed. Three copies of

the pulse were created in which a single parameter was varied: passband center (0.14 mT

! 0.11 mT), �ip angle (90� ! 45� ), and time-bandwidth product (4! 1.5). The pulses

were deployed on a 47.5 mT permanent magnet (Fig 10a) (Sigwa MRI, Boston, MA, USA)
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and image data were acquired using a Tecmag Redstone MRI Console (Tecmag, Houston,

Texas, USA). The system used a 1ms transmit dwell time and amplitude/phase tables for

RF waveform de�nition. A 2 kW BT02000-AlphaS Tomco RF power amplifer (Tomco

Rechnologies, Stepney, Australia) was used to drive a 20-turn variable-pitch solenoid RF

T/R coil producing a linearly decreasingB+
1 gradient (Fig 10b). A 50 mL 1 mM CuSO4

vial phantom with 30 mm diameter and 115mm length was imaged using a 3D gradient-

recalled echo pulse sequence (TR/TE = 27/425 ms, dx/dy/dz = 2.0/3.5/3.5 mm, matrix size

= 128x49x3, 5 signal averages), where the BSSE pulses were used for excitation. Phase

variation produced across the excitaton pro�le by the BSSE excitation pulse was not re-

wound in this pulse sequence. ConventionalB0 gradients were used for image spatial

encoding.B+
1 mapping was also performed using the BS shift method (105) with the same

3D gradient-recalled echo sequence but with the addition of a hard pulse excitation. The

6.22 ms,wo f f=7.5kHz component of the BSSE pulse was kept as theB+
1 -dependent phase

shift-generating pulse (KBS= 32:2 rad2/G) for B+
1 mapping, producing no excitation with-

out the addition of thebex(t) component pulse. To process the images, a mask was created

by thresholding a 90� hard pulse GRE acquisition with the same matrix size and resolution

to 20% of the maximum signal intensity. This mask was applied to the phase images of the

B+
1 -mapping sequence and magnitudes of the BSSE-excitation images. TheB+

1 mapping

phase image was unwrapped along the coil's gradient dimension, and background phase

was subtracted out using a reference scan without a BS shift pulse.B+
1 strength was then

calculated using theKBS of the off-resonant pulse. The BSSE excitation images were di-

vided by theB+
1 map to remove the receive sensitivity of the T/R coil, sincejB+

1 j � j B�
1 j at

this low frequency.
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Figure 4.8: A) Uncorrected and corrected 30 degree, PBC=0.15 mT, PBW=0.06 mT,TexB=8
excitation. B) Uncorrected and corrected 90 degree excitation. C) Uncorrected and cor-
rected inversion pro�le after autodifferentiated gradient descent optimization of the pulse
with respect to its magnetization pro�le, Iterative re�nement corrected the highly distorted
transition bands of the pro�le.

4.4 Results

4.4.1 Ramp Correction Simulation

Figures 2b-d shows the improved small-tip excitation, 90� excitation, and inversions with

ramp correction. The small-tip excitation had a substantial ramp acrossB+
1 when uncor-

rected which was �attened by the analytic correction, with differences between normalized

jMxyj=M0 at passband edges reduced from 0.0893 in the uncorrected case to less than 0.001

in the corrected case. The 90� excitation also had substantially reduced distortion in the

passband, particularly on the rising edge of the pro�le. Iterative optimization of the inver-

sion pulse reached convergence after 37 gradient descent iterations. The �nal optimized

pulse produced a substantially improved magnetization pro�le which met the desired rip-

ple levels (de
1 = de

2 = 0:01) and transition width. The substantial ripple produced by over-

�ipping on the falling edge of the pro�le was eliminated, and the broad transition on the

rising edge of the pro�le was sharpened.

4.4.2 Off-Resonance Simulations

The results of the off-resonance simulation are shown in Fig. 7. All RFSE pulses produced

a triangular pattern of erroneous excitation where the effective size of the off-resonance

59



�eld was large compared to theB+
1 �eld. This effect is absent from the BSSE pulse pro�les.

At the same time, all four BSSE pulses show a small bulk downward shift in the excitation

pro�le with increasing off-resonance, similar to a conventionalB0 gradient-selective exci-

tation pulse. For the four BSSE pulses shown in Figures 8a-d, the shift was -0.033 mT/kHz,

-0.019 mT/kHz, -0.038 mT/kHz, and -0.036 mT/kHz. As expected, the slope of the shift

correlated with pulse duration: the pulse with the shortest duration (3.14 ms) also had the

smallest bulk shift (-0.019 mT/kHz). A faintN = 3 multiphoton resonance is visible in

Figure 8d at approximately 0.45 mT. TheN = 3 resonance also exhibited a shift downward

in B+
1 with off-resonance.

4.4.2.1 RF Ampli�er Droop Simulation

The effect of RF ampli�er droop on the magnetization pro�le is shown in Figures 8b and

8d. For the RFSE pulse, pulse droop signi�cantly distorted the excitation pro�le. -0.5 dB

of droop reduced the transverse magnetization by approximately 13%; -1.5 dB of droop

completely degraded the magnetization pro�le. In the case of the BSSE pulse, however,

the same droop produced minimal distortion, manifesting primarily as a small shift in the

magnetization pro�le. This shift was approximately 0.004 mT (13% of slice width) in the

case of -0.5 dB of droop and 0.013 mT (43% of slice width) in the case of the -1.5 dB

droop.

4.4.3 CPMG Simulation

Figures 9b and 9c show the results of the multi-echo spin echo sequence simulation. The

refocusing pro�le in Fig. 9b shows close to full refocusing ef�ciency within the pulses'

0.03 mT-wide passband. This is supported by Fig. 9c, which shows the signal integrated

across off-resonance at a location in the passband (0.14 mT) and the stopband (0.17 mT).

In the passband evenly spaced echoes are formed, with near-identical signal amplitude

produced at each echo. In the stopband, no appreciable signal was produced at the echo

times.
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4.4.4 Experimental Results

Figures 10c-f show the measured experimental pro�les for the pulses played out in the

experiment in the central slice of the 3D acquisition. Figure 10g shows the corresponding

B+
1 map from the same slice. 1D pro�les of the simulated (Fig 10h) and experimental (Fig

10i) are shown as well. In the experimental case these were generated by averaging across

the z dimension of the pro�le. For the two-�ip angle (90� to 45� ) experiment, a decrease

in signal intensity was observed consistent with the expected 30% decrease based on the

nominal �ip angles. The ratio of the signals from the 45� and 90� excitations between

the passband edges was 0.705 in simulation and 0.627 in the experiment. In the case of

decreasingTexB from 4 to 1.5, theTexB = 1.5 pro�le had a wider transition width resulting

from the decrease in selectivity. The ratio of the full width at half-maximum of the pro�les

from theTexB = 1.5 excitation and theTexB = 4 excitation was 1.29 in simulation and 1.21 in

the experiment, showing close agreement. The pulse with PBC shifted to 0.11 mT produced

a magnetization pro�le centered at the intended locations, and the transition bands of the

pulses intersected at approximately 0.125 mT, where each pro�le was expected to reach its

half-maximum.

The phase produced by the BSSE excitation pulses across the magnetization pro�le is

shown in Supporting Information Figure S1. For all four of the BSSE pulses that were

examined, the phase of the spins increased in an approximately linear manner across the

magnetization pro�le, with uniform spacing between successive phase wraps over the lin-

early increasingB+
1 transmit �eld.

4.5 Discussion

A class of excitation pulses that apply the Bloch-Siegert shift for the purpose of selective

excitation was introduced. Although the Bloch-Siegert shift has been widely used in MRI

for B+
1 mapping (66; 105) and in NMR for the calibration of decoupling �eld power (19; 60)

, to our knowledge the present work represents its �rst use to localize selective excitation.
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Simulation results showed that the pulses are robust against system imperfections and can

be used in pulse sequences requiring phase control, making them a viable choice for a wide

range of pulse sequences. Overall, BSSE pulses enable the replacement of one axis ofB0

gradient encoding withB+
1 gradient encoding in an imaging system. Most RF encoding sys-

tems experimentally implemented thus far including the imaging experiments performed in

this work have relied on at least one axis ofB0 encoding for 3D imaging (63; 127), and fur-

ther development is needed to achieve fully RF-encoded 3D imaging. More immediately,

BSSE selective excitation could be combined with other pulsedB0 gradient-free imaging

systems, such as systems with built-inB0 �eld inhomogeneities (? ? ? ).

As in the RFSE design algorithm of (40), the proposed BSSE pulse design method is

based on the Shinnar-Le Roux algorithm, giving BSSE pulses the same advantage in speed

of design and ability to predict and trade off design parameters. However the proposed

method also has a number of advantages over RFSE pulses, including the ability to refocus

magnetization for spin-echo based pulse sequences, and reduced out-of-band excitation in

response toB0 inhomogeneity. RFSE pulses can also be challenging to implement experi-

mentally because they place strict requirements on the integrated area of the RF envelope,

which must be accurately balanced between pulse segments to prevent large distortions of

the magnetization pro�le. In this work BSSE pulses were shown to be more tolerant of

moderate ampli�er errors in the amplitude of the RF pulse, such as ampli�er droop, which

led primarily to relatively benign slice shifts which could be mostly corrected by transmit

gain adjustment.

BSSE pulse designers should keep several practical considerations in mind. First,

the BSSE pulses demonstrated here had relatively longer durations than conventionalB0

gradient-selective excitations (several ms versus a few ms). For a �xedbex(t) time-bandwidth

productTexB, BSSE pulse length is principally determined by two factors: theB+
1 gradi-

ent strength for a givenbbs(t) amplitude andwo f f , the central constant frequency offset

of bbs(t). These variables determine the magnitude of the Bloch-Siegert frequency gra-
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dient produced bybbs(t), which in turn sets the duration of the full BSSE pulse. If the

Bloch-Siegert spatial frequency gradient were of the same magnitude as aB0 spatial fre-

quency gradient, a BSSE pulse would have approximately the same duration as an equiva-

lent conventionalB0 gradient selective excitation pulse. For example, to create a frequency

gradient of 1 MHz/m (produced by aB0 gradient of approximately 23.5 mT/m) using the

Bloch-Siegert shift, using thewo f f=7.5kHz value used throughout this work, aB+
1 gradi-

ent of approximately the same strength, 23.5 mT/m, would be required. Though a much

weakerB+
1 gradient of� 2 mT/m was used here experimentally, this stronger gradient is

not dif�cult to achieve in practice (63? ). In general,wo f f should be minimized to maxi-

mize the Bloch-Siegert frequency gradient. However, excessive reduction of the frequency

offset can produce out-of band excitation (Figure 3b, atwo f f=2.5kHz) or move multipho-

ton resonances closer inB+
1 to the single-photon resonance (Figure 6) and potentially into

the FOV. Although their rapid dropoff in amplitude withN makes their use for imaging

challenging, it may be possible to use BSSE pulses for multiband multiphoton excitation

in implementations similar to those previously described (48). However in generalwo f f

should be increased to move multiphoton resonances outside the FOV.

The RF power and consequently the speci�c absorption rate (SAR) contribution of

BSSE pulses is increased compared to an equivalentB0 gradient-selective excitation by

the addition of the large, near-constant AM waveform of the off-resonantbbs(t) pulse to

the on-resonantbex(t) pulse. Since the pulses are well-separated in frequency, the power

increase compared to a conventional pulse is approximately equal to the power of thebbs(t)

component. For example, for the 6.22 ms BSSE pulse shown in Figure 1, operating at 47.5

mT, the integrated power ofbex(t) normalized by that of the fullbtotal(t) was 4� 10� 4

(a.u.), and the integrated power ofbbs(t) normalized by that ofbtotal(t) was 0.9996 (a.u.).

Nearly all power is contributed by thebbs(t) pulse. At the same time, SAR is much less a

concern in low-�eld MRI such as the 47.5 mT imager used in this work (? ).

Like conventionalB0 gradient-selective excitations, as demonstrated experimentally,
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BSSE pulses leave a phase gradient across the excited slice that should be refocused if

subsequent imaging will not resolve the slice dimension. Refocusing can be achieved with a

rewinding off-resonantbbs(t) pulse, to cancel phase accrued during the pulse's isodelay. At

the same time, like conventionalB0 gradient-selective excitations, there are many situations

where this is not necessary, including when using the pulses for saturation, inversion, or for

slab selection in 3D imaging sequences. When used for slice-selective excitation, using a

minimum-phasebex(t) pulse shape with a small isodelay would also reduce or eliminate the

need for a rewinder. When using BSSE pulses for balanced or spin echo pulse sequences,

RF pre- and rewinders may be inserted into the pulse sequence.

The experimental setup in this work used a single gradient coil for transmit and receive

which is nonideal in practice, since although pro�les with uniform �ip were excited across

the slice, the coil's nonuniform receive sensitivity would result in spatially varying SNR.

To alleviate this, the gradient transmit coil could be paired with a saddle receive coil with

uniform receive sensitivity, which has been demonstrated on the 47.5 mT system described

here (? ).

The pulse design algorithm described here could be extended in numerous ways. Ap-

plying the VERSE algorithm (50) may allow the frequency-selective excitation pulse to

extend onto the time-varying portion of the Bloch-Siegert shift inducing pulse, to shorten

overall pulse duration. Additionally, BSSE pulse designs may bene�t from joint gradient-

based optimization of the two component pulses, in analogue to previously demonstrated

joint optimization of RF and gradient waveforms (75). Further optimizing the waveforms

this way could be used to, e.g., reduce multiphoton effects, decrease pulse duration, pro-

duce uniform excitation across a broad range ofB+
1 , or constrain the pulses to have a �at

amplitude so they can be more easily generated by current-mode ampli�ers(? ). Finally, the

pulses could be extended to produce Hadamard or other multiband excitations, by designing

the excitation pulsebex(t) using multiband pulse designers developed forB0 gradient-based

selective excitation (27; 111? ).
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4.6 Conclusion

In this work, we presented a novel class of pulses forB+
1 -selective excitation which lo-

calize excitation using frequency gradients produced by the Bloch-Siegert shift. Simula-

tions demonstrate that these pulses produce magnetization pro�les of excellent quality with

phase control, and that the pulses are robust against off-resonance. Experimental results on

an ultra-low-�eld 47.5 mT veri�ed the design algorithm's ability to control magnetization

pro�le parameters. BSSE pulses may help enable new methods ofB0-gradient-free acqui-

sition and novel imaging approaches.
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Figure 4.9: Simulations of Bloch–SiegertB+
1 -selective excitation (BSSE) and rotating-

frameB+
1 -selective excitation (RFSE) pulse off-resonance sensitivity. (A) Simulation of the

“base” 6.27ms BSSE and RFSE pulses with TB=4, PBC=0.4 mT, PBW=0.03 mT, FA=90� .
wo f f was set to 16.37 kHz to match the RFSE pulse duration. (B) Same as base pulse but
with PBW set to 0.06 mT.wo f f was set to 9.48 kHz to match durations. (C) Same as base
but with TB set to 8.wo f f was set to 19.25 kHz to match durations. (D) Same as base
but with PBC set to 0.15.wo f f was set to 8.17 kHz to match durations. In all cases, the
BSSE magnetization pro�les show a bulk shift in the magnetization pro�lewith increasing
off-resonance. The red arrow in (D) shows the location of an N=3 multiphoton resonance.
This multiphoton resonance also experiences a bulk shift downward inB+

1 with increasing
off-resonance. The RFSE pro�les show no bulk shift, but have substantial unintended
excitation at lowB+

1
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Figure 4.10: Simulation of radiofrequency (RF) ampli�er droop. AM waveforms for
rotating-frameB+

1 -selective excitation (RFSE) (A) and Bloch–SiegertB+
1 -selective exci-

tation (BSSE) (C) RF pulses are shown with 1.5dB of droop. In the case of the RFSE
pulse, the magnetization pro�le (B) is severely degraded by RF ampli�er distortion. How-
ever, the magnetization pro�le of the BSSE pulse (D) experiences only a slight shift upward
in B+

1 , with minimal pro�le distortion
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Figure 4.11: Bloch–SiegertB+
1 -selective excitation (BSSE) Multi-echo CPMG pulse se-

quence. (A) Pulse sequence diagram. A 90� excitation pulse was followed by a train of
180� pulses. To satisfy the CPMG phase conditions, RF pre- and re-winders were inserted
beforeand after the 180� refocusing pulses. (B)jb2j refocusing ef�ciency pro�le for the
refocusing pulse. Refocusing was selective and nearlycomplete across the passband. The
gradient descent-re�ned 180žpulse had a slightly improved pro�le, although the unre�ned
pulse alsoperforms well given the narrow PBW. (C) Signal timecourse in the passband and
stopband. Regularly spaced echos of uniform amplitude were produced in the passband
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Figure 4.12: (A) 47.5 mT permanent magnet system used for experimental results. A
Faraday cage (red arrow) and pickup coil (blue arrow) are used to reduce electromagnetic
interference. (B) variable-pitch T/R solenoid coil used in experiments. The tube phantom is
placed inside in this image. (C–F) middle slice of three-dimensional gradient-recalled echo
acquisition with varying BSSE excitation pulse. (G)B+

1 map corresponding to the same
slice (H) one-dimensional (1D) simulated pro�les for the pulses, and (I) corresponding
experimental 1D pro�les. The 45� excitation (green) produces reduced signal intensity in
relation to the 90� excitation (blue). The TB=1.5 excitation (red)produces a pro�le with a
broader transition region. Designing the pulse with PBC shifted to 1.1 G (orange) produces
the corresponding change in the magnetization pro�le
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CHAPTER 5

Robust Stochastic Magnitude Least Squares RF Pulse Design

5.1 Introduction

The problem of phase retrieval (34), in which the phase of a complex-valued signal is recov-

ered from magnitude-only measurements, is commonly encountered in medical imaging.

In x-ray imaging (134; 143) and optical microscopy (74; 113), imaging systems make mea-

surements of magnitude, from which phase values are retrieved. In the case of magnetic

resonance imaging (MRI), the complex-valued measured signal completely describes both

image magnitude and phase, making phase retrieval generally unnecessary for complete

image recovery. However, the phase retrieval problem does appear in the design of MRI

radiofrequency (RF) pulses.

In MRI, as the strength of the main magnetic �eld increases, the wavelength of the RF

transmit �eld used decreases. This can result in transmit �eld inhomogeneities, as the RF

wavelength approaches the length of the object to be imaged and standing waves are pro-

duced (2; 145). These standing waves produce large variations in image intensity and tissue

contrast, which have a detrimental effect on image quality if left uncorrected. Correction

of these inhomogeneities is often achieved with static RF shims, which homogenize the net

transmit �eld produced by an array of transmit elements () or dynamic RF pulses, which

are designed along with time-varying gradient pulses to homogenize the excitation pro�le

(135). Either technique can produce images with uniform signal intensity and improved

image quality.

In MRI, phase variations across the excited volume are permissible when they do not

lead to signal loss (80; 108; 109). By allowing the excitation phase pro�le to freely vary

when designing RF shims or pulses, greatly improved homogeneity of the magnitude ex-

citation pro�le can be achieved (109). This design preference can be captured by formu-
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lating the pulse design problem as a magnitude-least-squares (MLS) optimization problem

(64; 109). The MLS framing of RF pulse design is a phase retrieval problem, in which the

design problem is the recovery of the unknown complex-valued RF pulse and the magneti-

zation phase capable of best �tting a constraint of uniform magnetization magnitude across

the region to be imaged (34; 88).

The phase retrieval MLS RF pulse design problem is commonly solved using variants

of the Gerchberg-Saxton phase retrieval algorithm (36). The approach is often called the

variable-exchange method (59; 64; 109) and has seen near-ubiquitous use in the pulse de-

sign community for full pulse designs (21; 55; 96), or to provide initialization for strictly-

constrained methods (37; 59). Gerchberg-Saxton algorithm variants are favored for pulse

design due to their simplicity and reduced computational complexity versus semide�nite

program relaxations (15; 18) or interior point methods (54; 146). However, as a special case

of the method of alternating projections (8; 89), the Gerchberg-Saxton method only pro-

vides guarantees of local convergence (88), and thus is prone to converging to suboptimal

pulse solutions, some of which may still produce excitation with severe inhomogeneities

or even signal nulls (96). Regularization terms may be added to the variable exchange

method to penalize null solutions, but this can substantially increase excitation error (96).

Oftentimes, pulse designers simply resort to multiple trials of the algorithm with different

random initializers to attempt to explore the set of feasible points of the phase retrieval

problem and �nd a low-cost solution (38; 59; 141). However, restarting the optimization

at a initializer that may be far from the feasible points of the phase retrieval problem is

inef�cient if substantial progress has already been made towards the set of feasible points

in previous trials.

As an alternative, we investigate a modi�ed version of Gerchberg-Saxton MLS pulse

design algorithm which avoids the premature convergence of the conventional Gerchberg-

Saxton approach by introducing stochasticity into the algorithm. This stochasticity is

achieved by randomly row-sampling the pTx design system and periodically performing
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inexact alternating projections in the Gerchberg-Saxton projection sequence. We explore

the effect that row-sampling has on the system, demonstrate the algorithm's performance

in simulation, and validate in an in-vivo 7T RF shimming experiment.

5.2 Theory

5.2.1 Magnitude-least-squares RF pulse design

The design of a length-Nt , Nc transmit-channel RF pulse for �ip angle homogenization of

a spatial region withNs voxels can be expressed as a magnitude-least-squares optimization

problem (59):

argmin
x

kjAxj � yk2
2 + l kxk2

2 ; (5.1)

whereA 2 CNs� NcNt is the small-tip angle parallel Fourier transmit design matrix (39)

(or, a matrix of complex-valued multi-channelB+
1 �eld maps in the RF shimming case),

x 2 CNcNt contains the concatenated multicoil RF pulses, andy 2 CNs is the desired target

magnetization pro�le (or, the target shimmedB+
1 �eld). l is an optional regularization

parameter penalizing pulse power; other regularizations are possible (59; 96). The rep-

resentative MLS pulse design problem considered in this work is the one- orNspk-spoke

multislice RF pulse design problem ().

In the Gerchberg Saxton phase retrieval approach, the problem is reformulated to avoid

the inclusion of the absolute value function (which is not differentiable when its argument

is zero) by splitting the amplitude and phase of the target magnetization,y = b � z where

b = jyj andz = e�\ y (59; 64; 131). The reformulated problem, neglecting regularization,

is:
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argmin
x, z

jj Ax � b � zjj2
2 (5.2)

z 2CNs� 1;

jzi j = 1 8 i 2 [1::Ns]

Proof of the equivalence of problem 5.1 and problem 5.2 is provided in (64).

The solution of problem 5.2 is an RF pulse/excitation phase pair(x� ;z� ), that best

satis�es two conditions:

1. Linear Least Squares Solution:x� 2 C = f x 2 CNcNt : jjAx � y� jj2
2 is minimizedg

2. Spatial Domain Magnitude Constraint:y� 2 B = f y 2 CNs : jyj = jAx� jg

Progress is made towards a feasible point(x� ;z� ) by a sequence of alternating projections

that satisfy each of these conditions in turn. After some initializer phasez is determined,

the currenty = b � z is projected on the image ofA using the orthogonal projectorAA†,

whereA† is the (typically regularized) pseudoinverse ofA. This projection is practically

computed as the solution to the linear least squares problem of Eqn. 5.2:

x+ 2 PC(y) = A†(b � z): (5.3)

The new estimatex+ is then used to update the phase variable ofy = b�z to meet Condition

2:

z+ = Ax+ =jAx+ j (5.4)

Following the convention used in (89) that within this update that 0=j0j = 1, this map-

ping is known to be an orthogonal projectionPB(x) on the magnitude setB. (24; 89). This

set is shown to be subanalytic and prox-regular (89). Gerchberg-Saxton magnitude-least-
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squares pulse design is thus a special case of alternating projections:

x+ 2 PC(PB(x)) ;z+ 2 PB(PA(b � z))

which generatesx;z;x+ ;z+ ;x++ ;z++ ; ::: until some convergence threshold is reached with

a generalized solution pair(x� ;z� ). The full procedure is encapsulated in Algorithm 1:

Algorithm 1 Gerchberg-Saxton RF Pulse Phase Retrieval
1: x  x0
2: z  e�\ (Ax0)

3: while not donedo
4: y  b � z
5: x  A†y
6: z  (Ax)=jAxj
7: done = (iter> maxiter)k (residual< tolerance)

8: return(x� ;z� )

This approach is locally convergent: ifz� is an approximate solution to the phase re-

trieval problem, there existsd > 0 such that whenever this Gerchberg-Saxton projection

sequence enters the closed Euclidean ballB (z� ;d), it converges towards a stationary point

z̄ with rate of convergence

jjzk � z̄jj = O(k� r ) (5.5)

for r 2 (0;¥ ) as discussed in Ref. (89). As a result, this method is unable to escape from

local minima after entering their vicinity, and performance is highly sensitive to phase

initialization.

5.2.2 Inexact Alternating Projection

The method of alternating projections is known to exhibit local linear convergence even in

the case of inexact or approximate projections (30; 73), in which the map actually used to

perform an update deviates slightly from the de�ned exact projection. Given the distance

function

dQ(z) = minfj x � zj : x 2 Qg (5.6)
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which measures the distance between an argumentz and the nearest point in the setQ, we

follow the de�nition in (30) of an inexact projection as a mapF where

dPM(z)(F (z)) = o(dM(z)) (5.7)

asz ! x̄. A full general approximate alternating projection algorithm is:

Algorithm 2 Inexact Alternating Projections

1: choosez 2 Q
2: choosee � 0
3: while z =2 M do
4: choosex 2 X with dPM(z) (x) � edM(z)
5: choosez+ 2 PQ(x)
6: z = z+

Given the condition that these deviations are suf�ciently small, local linear convergence

holds (30; 73). In the case ofe = 0, the alternating projection is exact. However, if the size

e of deviations become large enough, convergence towards the nearest local minimum is

not guaranteed. A necessary condition (30) for local convergence is that the error in the

projection is within some suf�ciently small tolerancee:

dPM(z)(x) � edM(z) (5.8)

For large enough values ofe, Ref. (30) show that linear convergence is not guaranteed

and that distance fromz� may in fact increase at a given iteration. They requiree < 1� t
k

wherek > 0 is the local Lipschitz constant andt is a value in the interval(cosa ;1),

a = arccos jx� zj�j z+ � xj
jjx� zjjjj z+ � xjj to guarantee convergence (30). If this increase in distance from

z� moves the Gerchberg-Saxton sequence outside of the neighborhoodB (z� ;d), then con-

vergence towardsz� is no longer guaranteed in successive iterations, and the projection

sequence can potentially move into a newB (z�
2;d2), allowing for exploration of multiple

local minima of the nonconvex phase retrieval problem.
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5.2.3 Matrix Minibatching to Create Inexact Projections

In this work, an inexact projection in the Gerchberg-Saxton alternating projection sequence

is generated by performing the projection of Eqn 5.3 using only a small subset of the rows

of A andb � z, which varies between iterations. This is done by premultiplying the pTx

system matrixA and the targetb � z by a row-sampling matrixS (28) prior to performing

the projection. For �xedz, this generates a perturbed projection

x̃+ 2 PC(y) = ( SA)†S(b � z) (5.9)

whereS2 CNsampxNs whereNsampis the number of row samples to take. Equation 5.9 is the

x-solution to the minibatched least squares approximation problem (for �xedz)

argmin
x

k S(Ax � b � z)k2
2 : (5.10)

S may sample the row dimension with uniform probability, or with some weighted prob-

ability importance sampling (28); in this work we consider uniform-probability row sam-

pling without replacement (45). The procedure for formingS and using it to row-sample

the system matrixA to produceÃ 2 CNsamp� NcNt is de�ned in Algorithm 3. Here,en is a

vector of zeros with thenth entry set to 1.

Algorithm 3 Forming a Row-Sampled System Matrix

1: Input: A 2 CNs� NcNt , batchsize =r
2: Let Sbe an empty matrix
3: for i = 1; :::r (i.i.d. trials without replacement)do
4: Select uniformly at random an integern from f 1;2; :::;Nsg
5: if n is selectedthen
6: Append column vectoren 2 RNs to S
7: Ã = SA
8: ReturnÃ
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Taking the inexact projection perturbes the alternating projection sequence by an amount

jjx+ � x̃+ jj = jjA†(b � z) � (SA)†S(b � z)jj (5.11)

If S fully samples the row dimension, thenjjx+ � x̃+ jj = 0 ande = 0, producing exact

Gerchberg-Saxton alternating projections. However, in all subsampling cases an error is

introduced. If the batchsize is relatively large this error may be small andx+ may well-

approximatẽx+ .

5.2.4 Numerical Investigation of Inexact Gerchberg Saxton Alternating Projection

Several numerical examples were examined to characterize the effect that subsampling

the row dimension has on the projection of Equation 5.3. For the examples considered,

A 2 CNs� Nc was formed from the central axial slice of simulated and in-vivo 8-channel and

simulated 30 channelB+
1 maps in the human head at 7T. TheseB+

1 maps were produced

by the procedure outlined in the Methods section; images and descriptions of theB+
1 maps

used can be found in the Appendix.

5.2.4.1 Variation in Projection with Batchsize

Using the 8-channel in-vivo and simulatedB+
1 maps, 1,000 random(x;z) complex ini-

tialization pairs were generated by drawing the real and imaginary components of theith

x from the standard normal distribution, and computingzi = ( Ax i)=jAx i j. In each trial,

one step of the LLS projection (Equation 5.3) was taken with either a exactA, giving

x+ = A†(b � z), or a row sampled systemSA, giving x̃+ = ( SA)† (S(b � z)) . This was re-

peated across batchsizes in the range[1 : 2 : 200]. Signi�cance in the deviation of the means

of the norms ofx+ andx̃+ was tested across each batch-size using a Student's t-test, and

results are plotted in Figure 5.1.

For the simulatedB+
1 maps the a signi�cance level of p = 0.05 was reached at a batchsize

of approximately 110; this represents a reduction in the number of rows of110
6247 � 98%.
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Figure 5.1: Student's t-test results for deviation in the norm ofx+ , for a) the simulated
8-channel system and b) the in-vivo 8-channel system. The red line in each plot indicates p
= 0.05. In the simulated case this signi�cance threshold is crossed at a batchsize of approx-
imately 110; in vivo this signi�cance threshold is crossed at a batchsize of approximately
135. Y axis for the plot is reduced to clearly show the point at which signi�cance is reached

For the in-vivoB+
1 maps p = 0.05 was reached at a batchsize of approximately 135; this

represents a reduction of135
2216 � 94%. Signi�cance was not reached by any batchsize larger

than these values, indicating that performing the LLS projection with mid-sized to large

batchsizes did not produce a statistically signi�cant deviation inx+ .

5.2.4.2 Cost Surface Changes with Batchsize

Figure 5.2 demonstrates an example of the effect that altering the batchsize can have on

the LLS cost landscape. Shimming of the in-vivo 7T slice was run to convergence using

the conventional exact GS algorithm (Algorithm 1), with a circularly-polarized initializer,

achieved by aligning theB+
1 �elds' phase in the centroid of each slice, with equal amplitude

weights on each channel. This produced a solution(x� ;z� ), which resulted in a signal null

in the excitation patternm = jAx� j. Figure 5.2a shows the LLS cost surface of this solution

for the full systemA as a function of the complex weight of a single transmit channel,

Z (x3). Figure 5.2b shows the same cost surface but for a sketched version of the LLS
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problem, in which the system matrixA is replaced byS)kA. The function ofSk in this

example is to subsample the rows ofA. In this example 150 (6:7%) of the system matrix's

2,216 rows were retained. For this level of subsampling, from Figure 5.1 it is expected that

there will not be a signi�cant difference in the norm of the subsampled LLS solutionx̃+

versus the fully sampled LLS solutionx+ (p = 0.069). Indeed there is very little change

in the cost surface despite a large reduction in the problem size. However, Figure 5.2c

shows that subsampling the LLS system to a very small number of rows (beyond the level

of statistical signi�cance) signi�cantly changes the location of the local minima.

Figure 5.3 shows the movement on the complex plane fromx to x+ produced by solving

each of the LLS problems shown in Figure 5.2. Compared to the fully sampledA, there are

small shifts each of the solution shim weights for the 6:7%-sampledÃ, but no substantial

perturbation sincẽA well-approximatesA and deviation in the LLS projection is small.

However, for the 0:5%-sampled̃A there is a large perturbation of the solution shim weights

since the minibatched LLS problem is an inaccurate sketch of the full LLS problem.

5.2.4.3 Condition Number Changes with Batchsize

Finally, the condition number of̃A
H

Ã was examined as a function of batchsize, whereH

denotes Hermitian transpose. 1,000Ã
H

Ã matrices were formed for each batchsizem in

the range[1 : 2 : 200] for all three sets ofB+
1 maps. In addition, 1,000m� 8 andm� 30

random complex matrices were formed for each batchsizemby pulling real and imaginary

values from the standard normal distribution, to provide a comparison between a structured

matrix and a random matrix.

The mean condition number for each of these sets of matrices as a function of batchsize

is shown in Figure 5.4. Figure 5.4a shows the simulatedB+
1 results, and Figure 5.4b shows

the in-vivoB+
1 results. For all sets ofB+

1 maps,k (Ã
H

Ã) remains small untilA is sampled to

very small batchsizes. Ill-conditioning occurs at a batchsize of approximately 8 for the two

8-channel systems, and at approximately 30 for the 30-channel system, as the number of
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Figure 5.2: Cost surfaces for the LLS optimization of Equation 5.10 across a single chan-
nel's complex weights. A) shows the case of full batch sampling (exact GS), B) shows
sampling 6.7% of the row dimension, and C) shows sampling 0.5% of the row dimension.
The plots of the slice's magnetization slice show the current value ofjAxj, with spatially
sampled locations in each case marked in red. There is little difference between the cost
surfaces in A) and B), showing that the LLS problem can be made much smaller without
dramatically impacting the location of the problem's minima or the solution to the LLS
problem. However in the case of sampling only a few rows in C), the cost surface is re-
shaped implying that solving the sketched LLS problem will produce a perturbation in
x.TODO: z axis needs to be changed to indicate normalization

rows inÃ becomes smaller than the number of columns andÃ
H

Ã becomes rank-de�cient.

This suggests that using very small batchsizes in inexact GS is likely to produce instability

in the algorithm. The batchsize must be small enough to obtain statistically signi�cant

perturbation in the shim weights, but approximately larger than the row dimension (number

of channels).

5.3 Methods

The following sections describe an empirical investigation into the conditions in which

using an inexact alternating projection provides exploration of the Gerchberg-Saxton shim-

ming problem. Characterization of the algorithm is made in simulation and validation is

performed on a 7T human MRI scanner.
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Figure 5.3: Change in the channel weights ofx produced by solving each of the LLS
problems in Fig. 5.2. Blue scatter points represent the solution corresponding to Fig. 5.2a,
orange scatter points represent the solution corresponding to Fig. 5.2b, and green points
represent the solution corresponding to Fig. 5.2c. There is no change in the blue shim
weights as in Fig. 5.2a GS is fully converged and the iteration is exact. The orange shim
weights corresponding to the inexact LLS problem of Fig. 5.2b shift slightly from this
convergence value, but since the sketched problem well-approximates the exact problem
the change is small. However, in the case of the sketch of Fig. 5.2c, solving the LLS
perturbes the shim weights dramatically.

5.3.1 Minibatched GS Pulse Design Algorithms

A two-stage inexact Gerchberg-Saxton RF pulse design algorithm was implemented to

solve the MLS pulse design problem, outlined in Algorithm 4. The goal of the algorithm

was to balance global exploration of the various local minima of the MLS design problem

with local convergence. After initialization (Alg. 4, lines 1-5), the algorithm starts with an

initial stage in which inexact alternating projections are interleaved with exact alternating

projections (Alg. 4, lines 6-19). In this stage, inexact alternating projection iterations

allow for global exploration by breaking the requirements for local convergence of the
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