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CHAPTER 1

Introduction

1.1 Overview

Many contemporary applications, even those that are safety-critical, utilize DL models for inferencing due to

their ability to outperform most other models and even humans in some cases. For example, surveillance sys-

tems, such as license plate recognition, use DL-based object detection models; personal assistant devices like

Alexa or Siri use DL-based natural language processing models to perform speech-to-text; and autonomous

vehicles comprise multiple sensors that could include RGB cameras, Lidar, and Radar, which can all be fed

through DL-based models to help guide car navigation. Each of these applications will have different quality

of service (QoS) requirements to be met else leading to different levels of adverse consequences. For exam-

ple, a delay or mistake in inference for an autonomous vehicle would be much more disastrous than if it were

to happen to a personal assistant device.

As edge computing becomes more common, applications that use DL are starting to move their compu-

tation to the edge of the network, i.e., closer to where the sensors are located. For example, autonomous

vehicles will have their computation resources within the vehicle. There are several possible reasons for

this move to the edge. First, the use of edge avoids any network delays or lost data that could be incurred

during data transmission to the cloud for processing. Second, the user could have more control over the data

and policies on its sharing or storage, which could improve the privacy of the data. Another reason could

stem from environmental concerns as the edge is characterized by lower computational, storage and network

resource usage, and lower power requirements compared to the cloud. Lastly, edge-based hardware (HW)

accelerators like the Jetson Nano edge-based GPU, Coral USB TPU, Ultra96 FPGA, etc. are making it more

feasible to host DL-based applications at the edge.

While DL and edge computing have both shown a huge upside, they both have their problems. Although

lower compute, storage, and power resources were described as positives for edge computing, they can also

be a problem. For instance, the DL models are typically both data-intensive and compute-intensive, which

precludes their use as is on the edge. To combat this, several methods have been proposed. One common

approach is creating a smaller deep learned network by reducing the number of weights and biases. For

example, with the YOLOv3 object detection framework, there exists both a large model (� 247MB) as well

as a tiny model (< 50 MB). The problem with using smaller models is that they typically do not perform

as well as their larger counterpart. Several approaches exist in the literature that propose optimization or
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quantization to reduce the size of the large models, such as Apache TVM [1], Once-for-all (OFA) [2], and

knowledge distillation (KD) [3].

Another problem with DL models is their inability to perform well when faced with data that has been

maliciously perturbed to cause errors in the output of the model or dealing with just out-of-distribution (OOD)

data. These attacks are crafted using adversarial machine learning (AML) techniques. AML attacks have

been demonstrated for many application domains, but the most-researched one is in the domain of computer

vision. Typical DL tasks in this domain include image classi�cation, object detection, semantic segmentation,

etc. The original attacks were on image classi�cation models, but more recently, the attacks have since been

altered to attack object detection and semantic segmentation models. Since DL-based computer vision is at

the core of safety-critical applications like autonomous vehicles, addressing the vulnerability of these models

to AML attacks becomes critical.

Although defenses have been researched to make DL models robust to these attacks, it continues to be

a dif�cult problem to address due to emerging new attacks and vulnerabilities being discovered regularly.

Further, these defenses must work not only for the larger, cloud-based DL models, but also for the smaller

edge-based models, which are known to perform worse on clean, pristine data. The most effective defense

mechanism called adversarial training, however, imposes signi�cant additional resource costs due to the ad-

ditional task of generating adversarial examples to use for adversarial training and evaluation. Other defenses

that use pre-processing to remove the impact of AML attacks have been developed but rarely see the positive

impact that is seen with adversarial training.

These AML attacks are even more dif�cult to evaluate and guard against particularly when the models

are deployed at the edge. With billions of edge devices, there is an increase in the amount of data collected

as well as an increase in the diversity of devices deployed. Another issue is the fact that the edge is resource-

constrained than the cloud, where most of the AML evaluation has been done. This makes it trickier to deploy

some of the more compute intensive defenses. Other potential issues with the edge are the variability in the

networks and privacy of data. In edge computing, some computation may need to be of�oaded to the cloud,

which could be more dif�cult depending upon the remoteness of the area where the device is located.

To further motivate this work, consider a case study of an application visualized in Figure 1.1 comprising

the use of DL and augmented reality (AR) in maintenance operations. Modern systems are engineered to op-

erate for a long period of time. To ensure the ef�cient operation over such long time duration, it is necessary

to proactively maintain the systems. Such maintenance activities may involve simple tasks or complex activ-

ities that demand a precise execution of a complex sequence of tasks. It may become necessary to support

users who carry out the maintenance activities in complex environments, like the switch from internal com-

bustion engines to electric engines. The training often involves large investments over a long period of time.
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Figure 1.1: Visual AR Example

Since it is dif�cult to predict the speci�c maintenance tasks that may be required, the training sessions involve

a large number of potential maintenance tasks, with only a few which might actually get used. Further, in

future work environments, it may be necessary for the users to work with complex installed equipment and

autonomous robots.

With systems becoming increasingly complex, it is challenging to identify and train quali�ed technicians

and engineers to carry out maintenance activities. There is a need for the design of intelligent and robust

DL tools that can curate the content and make the users' interactions with systems more ef�cient. One

possible solution to is the use of AR. However, while the emerging AR devices have remarkable hardware

and software capabilities that enable new modalities of human interaction, the core problems exist: one

pertains to the creation of effective AR content, which remains challenging, and second, handling adversarial

attacks on the DL models used in conjunction with AR devices; any wrong decision could lead to catastrophic

consequences.

To address the issue of deploying adversarially robust DL models at the edge, this dissertation proposes an

iterative application of the Dynamic Data Driven Application Systems (DDDAS) [4] paradigm to generate,

evaluate, and deploy robust, optimized edge-based models for applications across different domains rang-

ing from AI-assisted augmented reality (AR) to neighborhood safety. In designing our solution, we utilize

insights from state-of-the-art works in this area as well as develop our own contributions.
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1.2 Key Research Focus Areas

For this dissertation we had an overall goal:Develop novel techniques that ease the design and deployment

of robust edge-based DL applications. Figure 1.2 situates our contributions in the overall problem space. In

meeting the objectives of this dissertation, we broke the problem into several focus areas. The �rst of which

is described as theoretical foundations. These are more of the ideas that lead to the second area, Research

Validations, where we validated our theoretical ideas through experimentation. These focus areas in relation

to the research are discussed below:

Figure 1.2: Problem Space

1.2.1 Focus Areas 1,2: Theoretical Foundations

The �rst theoretical foundation is determining suitable proactive and reactive defenses for edge and cloud-

based DL models across application domains. In this area, we explore different techniques from literature as

well as our own experimentation to evaluate the robustness of the different defenses. The other theoretical

foundation relates to managing resources and deployed applications ef�ciently when computing across the
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edge and cloud. For this, we discuss relevant literature in the area along with collaborative efforts that form

the contributions in this research area.

1.2.2 Focus Area 3: Combining Theoretical Foundations

To complete the remainder of the research goals of this dissertation, this focus area combines the theoretical

foundations into a robust edge-based ML system to facilitate training and deploying robust models. We do

this by exploring ML optimizers for edge devices and validate their ability to preserve robustness as well as

explore different applications that could be aided by this system.

1.2.3 Focus Areas 4,5: Research Validations

To validate our ideas laid out in the theoretical foundations, we �rst explore the robustness of sensor fusion

models that utilize DL models focusing on their edge deployment. The next research we explore is utilizing

insights from multiple sensor streams for intelligent and robust edge-based applications, speci�cally ML

assisted AR.

1.3 Dissertation Organization

This thesis is organized as follows: Chapter 2 discusses relevant background information and important rele-

vant research for each research area. Chapter 3 discusses research done in the �rst theoretical foundation area

and Chapter 4 discusses research done in the second theoretical foundation area. Chapter 4 also contains the

work done in the third focus area, combining the theoretical foundations. Chapter 5 discusses research done

in our �rst research validation area and Chapter 6 discusses research done in the second research validation

area. Finally, we provide conclusions drawn from conducting this research as well as ideas for future work in

Chapter 7.

.
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CHAPTER 2

Distinguishing Dissertation Research from Related Work

In this chapter, we present relevant related work and background to elicit the open areas of research in details,

concretely situating our research in the problem space, and discussing its impact on the problem space.

Before discussing adversarial machine learning (AML), it is necessary to provide some background infor-

mation on how AML is used to attack a deep learning (DL) model. To that end, the �rst two sections brie�y

describe two different tasks that utilize DL for computer vision: image classi�cation and object detection,

and how they differ from each other, which is needed to understand the impact of an adversarial attack. Then

we discuss AML attacks and defenses for these different tasks.

2.1 Deep Learning for Computer Vision

Deep Learning (DL) is a subclass of Machine Learning (ML) that makes use of Arti�cial Neural Networks

(ANNs). ANNs are composed of perceptrons which take input through a processor function to produce an

output. The ANNs that we deal with have multiple layers of these perceptrons, and are referred to in the

literature as multi layered perceptrons (MLPs). A MLP consists of an input layer, many hidden layers, and

an output layer. The processing function is a point-wise non-linear activation function (e.g., Tanh, sigmoid,

softmax, ReLU, LeakyReLU) that takes the input, a set of weights, and a bias term to produce an output.

In our work, we use a special type of MLP called a Convolutional Neural Network (CNN). Somewhat

like how ANNs were modeled after how human brain works, CNNs are inspired by the human visual system

and have been very useful in image, video, and even speech recognition applications. This is due to that fact

CNNs spatially share weights and utilize spatial pooling. A typical CNN has several stages – broadly feature

extraction and then classi�cation. Within feature extraction there are also several stages involved. The image

is �rst sent through a convolutional �lter with an optional pooling �lter. After each convolution, a non-linear

activation function is applied to produce a feature map which is a set of 2D arrays. These feature maps are

then sent through a fully-connected layer to produce the desired output. An example to help visualize this

approach is displayed in Figure 2.1.

2.1.1 Image Classi�cation

The task of image classi�cation involves passing an image through a model, which is some variation of a

CNN, that will then return a prediction for which class the image belongs to. There is typically only one

main object in these images, but there are cases where the goal is to recognize the overall scene.
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Figure 2.1: CNN Visual Example

The CIFAR-10 dataset [5] is one of the most commonly-used datasets in the image classi�cation com-

munity. It consists of 60,000 32x32 color images, with 50,000 in the training set and 10,000 in the test set.

CIFAR-10 contains 10 disjoint classes: airplane, automobile, bird, cat, deer, dog, frog, horse, ship, truck. The

classes are balanced, with 6000 images per class, making CIFAR-10 a fairly simple dataset to train on even

though the images themselves are small and the objects are very distinct.

We also use several other datasets of varying size and number of classes to validate our techniques. The

�rst of which is a COVID chest X-ray dataset [6] that has three classes: COVID, Pneumonia, No �ndings.

This dataset has 1,125 images: 125 COVID, 500 Pneumonia, and 500 No �ndings. We also used the MIT

Indoor Scene Recognition dataset [7] that contains 67 indoor classes with a total of 15,620 images. The

number of images varies across each class, but there are at least 100 images per class. Lastly, we used a

subset of Imagenet [8], called Tiny ImageNet [9]. This dataset has 200 classes compared to Imagenet's 1000.

Tiny ImageNet contains a training set with 100,000 images, a validation set with 10,000 images, and an

evaluation set with 10,000 images.

2.1.2 Object Detection

Object detection in computer vision can be broken into two categories: Two-stage and Single Shot, each with

its advantages and disadvantages. Two-stage object detectors like Faster Region-based CNN (R-CNN) [10]

have a region proposal network in the �rst stage that narrows down the number of Regions of Interests (ROIs)

to approximately 2K. In the second stage, classi�cation is carried out on each ROI by �rst being fed through

a CNN and then to fully connected layers to complete the classi�cation and re�ne the bounding box. Sending

each detected ROI through a CNN slows down training and inference time. Although two-stage detectors are

more accurate, they take longer to process images. Figure 2.2 depicts an example of the two-stage process

using R-CNN model.

YOLO (You Only Look Once) [11] is a famous single shot object detection technique with numerous iter-
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Figure 2.2: R-CNN-type Model Visual Example

ations released over the years: YOLOv1 [11] originally and more recently YOLOv3 [12] and YOLOv4 [13].

In this thesis, we have utilized YOLOv3 as it is fast and has achieved state-of-the-art (SOTA) results. More-

over, there is ample support and documentation available. YOLOv3 uses DarkNet-53 with 53 convolutional

layers as its feature extractor backbone as well as a Feature Pyramid Network to detect objects that are near or

far away. YOLOv3-tiny is a smaller version of YOLOv3 with fewer weights due to which this model trades

off accuracy for speed. Figure 2.3 depicts the single shot process employed by YOLO.

Figure 2.3: YOLO-type Model Visual Example

We have used the PASCAL Visual Object Classes (VOC) [14] benchmark for object detection in the

evaluations. The VOC 2007 train/validation/test set contains 9,963 images with 26,640 annotated objects.

We also used the VOC 2012 data for which the train/validation data has 11,530 images with 27,450 region

of interest (ROI) annotated objects. The VOC 2007 is split around 50% and then combined with the 2012
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train/validation data for the full training set per convention.

2.1.3 Semantic Segmentation

Semantic segmentation goes a step further in terms of precise location of objects. It does this by making

a classi�cation for each pixel in an image. This enables detecting objects with more precision rather than

having a bounding box which will usually consume extra space around the detected object. As can be seen in

Figure 2.4, semantic segmentation uses CNNs to downsample and then upsample for prediction.

Figure 2.4: Semantic Segmentation Visual Example [15]

2.1.4 Performance Comparisons of the DL Techniques

Table 2.1 summarizes the performance comparison between the different above-mentioned DL models and

techniques used on the datasets described earlier.

Table 2.1: Best results of CV models on several common datasets [16]

Dataset Image Classi�cation Object Detection Semantic Segmentation
CIFAR10 99.5% Acc. N/A N/A
CIFAR100 96.08% Acc. N/A N/A
Tiny-Imagenet 92.98% Acc. N/A N/A
Imagenet 92.4% Acc. N/A N/A
MIT Indoor 90.3% Acc. N/A N/A
COVID XRAY 87.02% Acc. N/A N/A
Pascal VOC N/A 89.3% mAP 90% mIoU
COCO N/A 66.0% mAP 68.8% mIoU
KITTI N/A 87.87% mAP 80.7% mIoU

2.2 Adversarial Machine Learning for Computer Vision

AML is a relatively new �eld with its start in classic linear regression models [17]. The work on adversarial

evasion attacks [18] led to the seminal work on adversarial attacks on DL models [19]. It has attracted much

attention in recent years given the rapid development of DL especially in computer vision tasks [20, 21, 22].
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Formally, the goal of any adversarial attack on a given ML model is to maximize the target loss function,

L , of a trained model,M, for a speci�ed perturbation bound,p, usually in theL0, L2, or L¥ norm. This

is done by perturbing a benign/clean inputx to x0 with maximum change to any pixel,e, so that detection

results,O, from both inputs are different.

max L (M;x;e) where jjx0� xjj p < e (2.1)

minjjx0� xjj p s:t: O(x) 6= O(x0) (2.2)

This becomes an optimization problem as shown in Equation 2.1 to maximize the target loss function

while maintaining the perturbation magnitude at a small, inconspicuous level as shown in Equation 2.2 so

that it is indistinguishable to the human eye but a trained model will incorrectly classify the input.

Based on how much information is known to the attacker, AML comprises both white box and black box

attacks. Most attacks are based on the white box setting where the model details or full training data are

known to the attacker. In contrast, the work in [23] implements these attacks in a black-box scenario, where

the attacker only has access to the output of the model. This represents a more realistic attack scenario. There

have also been attacks that craft adversarial perturbations by making physical modi�cations [24, 25, 26] e.g.,

placing tape over a stop sign strategically.

One important property of AML is that adversarial examples usually transfer effectively between mod-

els [27]. This has become an important metric for attacks and defenses, i.e., whether a defense can defend

against multiple attack types or whether an attack can break multiple model types.

Defenses fall into two categories: reactive and proactive, where the former corresponds to detection and

mitigation of adversarial images and the latter to making the model more robust. There has been much work

on �nding suitable defenses for these attacks. The dif�culty is that defense strategies are consistently being

broken [28, 29, 30].

Currently, the most successful single-model defense is the proactive method of adversarial training [31].

The idea is to augment the training data with adversarial examples so that the model will take into account

the data distribution shifts caused by perturbations, and be able to correctly classify the adversarial image.

There have been other defense mechanisms that utilize data augmentation [32] and/or pre-processing [33,

34] where the idea is to remove/destroy the perturbations to mitigate the adversarial impact. The combination

of these data transformations with adversarial training [35] have also been proposed as a set of defense

strategies. Detecting [36] adversarial images has also been looked into as a form of defense.

A roadmap on evaluating adversarial examples and defenses was given in [37], where the authors outline
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an approach to test the robustness of models and describe some of the usual pitfalls that can occur with

defenses. We have followed these guidelines in our proposed research but we still wish to expand upon them.

Compared to misleading classi�cation in image recognition tasks, object detectors combine both object

localization and recognition. This leads to more �exible attack settings available in both phases. Some

of the more recent attacks include DAG [38], Imperceptible Background Patches [39], ShapeShifter [40],

Poltergeist [41], and TOG [42].

Since AML attacks on object detectors is still a relatively new �eld, literature on defense techniques is still

scarce. Efforts, such as [43], have used a two-stage adversarial training algorithm to improve the robustness in

safety-critical scenarios. The authors use pre-trained models that they then �ne-tune on data that they attack

using a multi-step PGD method. In [44] the authors present a similar adversarial training approach with a

model trained on PGD attacked data. They however only use one type of attack to augment their training data.

In a recent example [45], authors update the adversarial examples dynamically during training by selecting

the strongest attacked image based on the image classi�er and localization branches while evolving with the

detector.

2.2.1 Non-vision Based Attacks

While all of the attacks that have been presented have been on computer vision models, there are AML attacks

for speech recognition systems [46, 47, 48, 49].

2.3 Sensor Fusion

There are three main types of fusion, as shown in Figure 2.5, these are data-level, feature-level, and decision-

level. Data-level is where the raw data is fused together in some fashion. An example of this would be

fusing a 3-channel RGB image with radar data, which could just be included as another channel. Feature-

level fusion is done after each neural network has extracted the features from the data. These features are

then fused together and passed through a classi�er. The last type of fusion is decision-level in which each

different type of data is sent through a neural network and then the results of each of those are fused together.

2.3.1 AML Sensor Fusion

Several works have explored the robustness of sensor fusion models to AML attacks. In the �rst work [50],

they show that RGB and Lidar are vulnerable to AML attacks separately as well as when fused. In the

next work [51], they propose fusing mmWave radar with an RGB camera for robust and lightweight object

detection capable of running on the edge. They test these models under poor lighting conditions and show

that the fusion is able to increase performance.
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Figure 2.5: Types of Fusion
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2.4 Deep Machine Learning for Augmented Reality

AI has been integrated with AR in several situations. In one instance [52], they demonstrated the potential use

of an AR microscope with real-time AI integration to detect and diagnose cancer. In another work [53], they

proposed the use of a DL recommendation system with an AR system to teach programming to a group of

students. Lastly, there is a work [54] that explores using DL and AR on a smartphone to improve a museum

experience by overlaying important information in the Field-of-View (FOV).

2.5 Edge Computing Optimization

With the development of new edge-based hardware accelerators like the Jetson products, it has become more

feasible to carry out computation closer to where data is being collected. Along with this, energy ef�cient

computing is very important right now with these computationally expensive DL applications. While the

devices have made it more feasible, there is still much work to be done to create models suited for the edge

that perform as well as their cloud suited models. There are several different areas that have been explored

to address this concern. The �rst we will discuss is the use of model optimization and/or quantization, the

second is computation of�oading.

2.5.1 DL Model Optimization and Quantization for the Edge

To make DL models small enough to run on edge-hardware several different approaches involve using quan-

tization and/or optimization.

Apache TVM [1] is one of these approaches that uses both optimization and quantization. TVM is

a compiler for DL that optimizes DL models for speci�c HW targets. Once-for-all (OFA) [2] is another

approach that uses progressive shrinking, which utilizes a generalized pruning method to obtain (> 1019)

subnetworks with reduced dimensions in terms of depth, width, kernel size, and resolution. Knowledge

Distillation [3] uses a student-teacher method, where the student model is trained using the teacher model

prediction output as well as normal training data. The teacher output contains more information than just

labels, it contains the probability distribution for labels.

2.5.2 Computation Of�oading

Mistify[55] is a work that automates the process of porting pretrained models to several smaller models more

tailored for edge-based resources. Another work, Ekya [56], attempts to solve the problem of data drift. Data

drift is where the live streaming data is now different than the training data. This is done by periodically

retraining the model on new data all while balancing retraining and inferencing on the server. In Spatula [57],

they develop a cost ef�cient system for scaling cross-camera analytics at the edge. So for instance, if you
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had a network with several cameras used for tracking and surveillance, this would �nd the cross-camera

correlations to decrease the communication and computational cost. PECAM [58], is the last work to discuss

in this section. This work deals with preserving privacy in video streaming and analytics, which they do by

introducing a reversible privacy transform.

2.5.3 Edge Video Analytics

Several works have explored ways to improve edge-based video analytic pipelines. Yoda [59] is a benchmark

that gives performance clarity for how well a video analytics pipeline performs in terms of its accuracy vs.

cost trade-off. The next work [60], they propose the use of model merging at the edge which could result in

signi�cant memory savings.

2.5.4 Deployed Edge Computing Examples

There have been several recent works, such as OpenDataCam [61] and Coral-Pie [62] that demonstrate dif-

ferent object detection applications at the edge and the need for edge accelerators. In Coral-Pie, the vehicle

tracking application uses two Raspberry Pis connected to a Coral USB. The authors did not use YOLOv3

for object detection because it was too computationally expensive for the CORAL USB. OpenDataCam is an

open source tool for monitoring and tracking moving objects in a live video stream. This application uses

YOLOv3 on a desktop machine and recommends using YOLOv3-tiny for edge devices like Jetson Nano.

Deep-Lite [63] is a neighborhood analysis tool using Google Street View Data and Building Instance Classi-

�cation. NeighborNets is used in their work, which was based on an inference network of several DL models

deployed to edge devices for computer vision, e.g., object detection algorithms to compute a diverse range

of aspects, such as house types, level of greenery, house age, traf�c conditions, and the types of recreational

facilities. Other application areas include License Plate Recogniton, Vehicle Make and Model Recognition,

Person/Traf�c Counting, Neighborhood safety, Threat Recognition (such as a forest �re or a burning build-

ing).

2.6 Collaborative Efforts

In this last section, we present works that we collaborated on in the different research areas discussed in the

�rst part of this Chapter.

2.6.1 Collaborative Efforts in AML

There were several works that I assisted on in the adversarial ML space, each with Dr. Xingyu Zhou [64, 65,

66]. In the �rst work, [64], we explored the vulnerability of Power Grid Load Predictions to AML attacks

as well as develop a defense using dynamic data repair. The next work [65] explores AML in the context
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Figure 2.6: Raspberry Pi Cluster

of Prognostics and Health Management (PHM). Lastly, in a work [66] that was just recently accepted at

the International Conference on Cloud Engineering (IC2E), we explored ways to guard against universal

adversarial perturbations in cloud/edge services. These types of perturbations, when added to any image are

supposed to cause errors.

2.6.2 Collaborative Contributions in Edge Computing Optimization

I have collaborated on several works [67, 68, 69] in this focus area. In the �rst work, [67], we worked on

developing a recommendation system for edge computing hardware based on the application and other char-

acteristics. In [68], we benchmarked several distributed communication technologies under varying work-

loads for industrial IoT. During the course of this project, I also built a raspberry pi cluster that had 11 total

nodes that were all connected through a switch. An image of that cluster is included in Figure 2.6. The last

work [69] investigated the issue of privacy in edge-based DL.
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CHAPTER 3

Techniques for Realizing Adversarially Robust DL Models at the Edge

To deploy DL models anywhere, but particularly at the edge, we need to make sure that they are safe to

deploy. To do this, we need to make sure that we have defenses that proactively make the model more robust

as well as reactive checks to make sure that an attack hasn't slipped through and caused misclassi�cation. If

an attack has slipped through, then we also need ways to mitigate the effects of the attack. These defenses

also need to work for multiple types of applications (i.e., image classi�cation, object detection, semantic

segmentation, etc) so that we do not have to reinvent the wheel each time we want to deploy different robust

applications.

3.1 Limitations in Prior Work and Open Challenges

Several limitations exist in the previous efforts discussed in Chapter 2.2 that highlight below:

1. Computationally expensive: Most defense methods with the exception of pre-processing based defenses

are all very costly with adversarial training and testing data needing to be generated.

2. Limited edge resources: Most evaluation of AML has been done with cloud-based resources, how-

ever, with increased importance of the edge, these models need to be evaluated on more limited, edge

resources.

3. Evaluation on non-CV models: Defense techniques for other areas outside of CV have not received as

much attention resulting in many open areas to explore.

The rest of this chapter presents our research addressing these open challenges.

3.2 Exploring the Removal of Bit-planes for Adversarially Robust Image Classi�ers

Some literature suggests that networks are vulnerable to adversarial imagery because they are learning ”non-

robust” features, accidental correlations in the dataset that are imperceptible or unimportant to the human eye,

but that adversarial examples exploit to create false correlations. Other literature suggests that networks focus

too much on information embedded in the lower bit planes of the image, and that adversarial attacks embed

confusing information into those bit planes much the way steganographers embed secret messages into data.

Building upon the work done in [70], we explored the removal of bit-planes for adversarial robustness

(example of this can be seen in Figure 3.1). They proposed that removing bit-planes from an image could

potentially remove adversarial perturbations. As this is just a pre-processing technique, it does not add
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signi�cant training or testing cost. Since then, we have done extensive experimentation using a technique

adapted from [70], as well as techniques such as bayesian neural networks, sensor fusion, and hierarchical

classi�cation to determine the robustness of each of these techniques to adversarial examples and develop our

own defenses.

Figure 3.1: Example Showing Effects of Removing Bit-planes

In our work, �rst, instead of training models using a combination of traditional loss, and loss when training

images have bit-planes removed, we focused solely on the latter. We have also explored the combination of

bit-plane removal with the use of Bayesian Neural Networks. Lastly, we conducted extensive evaluation on

the effect of removal of bit-planes at different points in the model evaluation process for clean and adversarial

images. The evaluation was conducted on the CIFAR10 dataset.

3.2.1 Results Discussion

From the results we obtained, we found that the removal of bit-plane shows signi�cant promise in regards

to improving adversarial robustness. As can be seen in Figure 3.2, once you have removed bit-planes, it

becomes much more obvious if and where the adversarial images are different from the clean.

The initial experimentation into the idea of using bit-plane removal used the Densenet161 architecture.

We also looked mainly at the CIFAR10 dataset.

3.2.1.1 No Bit-planes Removed at Inference

We display some of our initial results training with only bit-plane removed imagery and then compare those

with models trained using the initial combination of clean loss and bit-plane removed loss. Our models will
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Figure 3.2: Example Showing Effects of Removing Bit-planes of Adversarial Images

be signi�ed using MSB, while the models from the paper that we trained ourselves are signi�ed as BPFC.

The number of bit-planes removed during training will also accompany each signi�er. We trained our models

with 0-7 bit-planes removed while the BPFC models only were trained on data with 1-5 bit-planes removed.

We also trained several models with randomly chosen bit-planes removed. These results are presented in

Table 3.1.

As can be seen, the MSB models actually outperformed the normal model and the BPFC models on clean

data in most cases. There also appears to be a pattern between FGSM and the PGD attacks. The model's

performed better on PGD as the number of bit-planes removed (up to 6) at training increased, while we saw

the opposite trend for FGSM models. This is not observed for the BPFC models. With those, the more

bit-planes removed (up to 5), the better the model performed against adversarial data, FGSM and PGD.

We also adversarially trained models in combination with bit-plane dropout. These results are presented

in Table 3.2. We used the models we had already trained on bit-plane dropped imagery and �netuned them

with adversarial examples for 25 epochs. We used the PGD attack with an attack strength of 8=255.

3.2.1.2 Bit-planes Removed at Inference

For this part of the experimentation, we looked at the impact of removing bit-planes before sending images

through for inference. Since the idea behind removing bit-planes was to remove some of the adversarial

perturbations, we decided to look at its effect during inference time. We looked at the impact of this on clean
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Model Type Bit-plane(s) Clean Acc. FGSM8 Acc. PGD4 Acc. PGD8 Acc.
Normal 0 90.81 32.35 12.08 4.03

1 91.11 29.06 8.84 1.99
2 90.79 29.36 8.79 1.69
3 90.94 29.05 10.94 4.30

MSB 4 90.56 25.89 10.27 2.05
5 89.57 24.31 14.09 2.52
6 87.17 22.73 19.59 4.43
7 79.54 14.66 14.90 1.24

1,3,5,6,7 87.13 20.19 21.87 2.06
Rand MSB 1,2,3,4,5,6,7 86.64 18.67 19.63 1.61

5,6,7 87.29 22.72 23.00 2.76
1 87.36 19.71 16.21 1.07
2 85.86 21.73 15.60 2.33

BPFC 3 87.86 28.91 23.11 4.80
4 87.56 37.61 29.95 10.78
5 86.01 40.16 34.10 14.91

Table 3.1: Initial Experimentation Results

Model Type Bit-plane(s) Clean Acc. FGSM8 Acc. PGD4 Acc. PGD8 Acc.
Normal 0 77.44 35.49 49.78 24.75

1 77.41 34.95 48.99 24.96
3 77.45 34.91 49.49 24.01

MSB 5 77.41 36.06 50.16. 24.56
6 76.38 34.69 49.2 23.68
7 76.55 35.05 49.00 24.33

1,3,5,6,7 76.5 34.63 49.95 24.34
Rand MSB 1,2,3,4,5,6,7 76.76 35.02 49.98 24.66

5,6,7 77.56 35.87 51.33 24.9

Table 3.2: Adversarial Training Initial Experimentation Results
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Figure 3.3: Results with Bit-planes Removed at Inference Time

images as well as adversarial images.

As can be seen in Figure 3.3, on clean/untouched data, the MSB models did not see much decrease

in performance when bit-planes were removed at inference until 6 or 7 bit-planes had been removed. The

normally trained model saw a sharp drop when just a single bit-plane was removed at inference. Once the

images were attacked, we saw a different pattern. The models all performed similarly when no bit-planes had

been removed, but the normally trained model saw a sharp increase in accuracy once just a single bit-plane

had been dropped. The MSB models saw a more gradual increase in accuracy over the number of bit-planes

removed. It took until around 6 or 7 bit-planes removed for the MSB models to outperform the normal model.

Figure 3.4 displays the results of removing bit-planes at inference for the combination of bit-plane re-

moval and adversarial training models. We see very similar trends to the previous �gure when it comes to
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Figure 3.4: Adversarially Trained Results with Bit-planes Removed at Inference Time

clean data and clean data with bit-planes removed. There is a difference once we start to look at the results

after attack. The MSB with adversarial training models do not see as sharp of a drop when attacked. They

also perform similarly when bit-planes have been removed, until 6 or 7 bit-planes when they actually see an

increase in performance. The model that was just adversarially trained, saw a decrease in performance when

bit-planes were removed.

3.2.1.3 Initial Results Discussion

The results shown and discussed so far, show that bit-plane removal, just by itself is a very promising de-

fense. When combined with adversarial training, it was shown to improve the effectiveness of the adversarial

training.
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3.2.2 Combination of Bayesian Neural Networks with Bit-plane Dropout

In this section, we discuss the results, presented in Figures 3.5 and 3.6, of combining bayesian neural net-

works with bit-plane removal. Note: a value of -5 for accuracy was due to some missing data points from

failures during experimental evaluation. We do not believe these failures took anything from the big picture

takeaways.

For this set of experiments, we switched to the ResNet-18 architecture. This was due to the fact that it

is smaller with similar, and sometimes better performance, than the Densenet architecture. In general, we

did not see enough improvement with this combination to warrant the added training time that BNNs induce.

Something we noticed during experimentation was that when the BNN models were used for the attacked

model, the perturbations were much stronger than with normal and MSB models.

We did however look at something differently from the previous exploration. We explored the impact

of removing bit-planes before and after the images were attacked. We wanted to see whether removing bit-

planes before the image had the chance to be attacked would have any effect on the overall performance. In

this case, we did see a change in how the models performed. When the bit-planes were removed before attack,

we saw mainly a decrease in performance when more bit-planes were removed during inference. We saw the

opposite pattern, which matches with previous results, of performance increasing when more bit-planes were

removed.

3.3 Adversarially Robust Edge-Based Object Detection for Assuredly Autonomous Systems

This work started when we were looking at ways to utilize deep DL to make safer communities. For instance,

one of our use cases was a computer vision application where we would track lost pets, number and types of

cars entering, foot traf�c, etc. in a neighborhood. Due to our adversarial focus, we wanted to look at ways

to defend these machine learning models. We were also very interested in the aspect of data privacy as well,

we had many discussions about who should have control over the data. Whether there should be someone in

that community that handles the data or whether an authority like the police should. This work focused on

the adversarial attack on the DL model, the data privacy open problems are left for future work.

Edge-based and autonomous, DL computer vision applications, such as those used in surveillance or traf-

�c management, must be assuredly correct and performant. However, realizing these applications in practice

incurs a number of challenges. First, the constraints on edge resources precludes the use of large-sized, DL

computer vision models. Second, the heterogeneity in edge resource types causes different execution speeds

and energy consumption during model inference. Third, DL models are known to be vulnerable to adversarial

perturbations, which can make them ineffective or lead to incorrect inferences. Although some research that

addresses the �rst two challenges exists, defending against adversarial attacks at the edge remains mostly an
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Figure 3.5: Results of attacking Bayesian Bit-plane models with a Bayesian target model before and after
bit-plane removal

unresolved problem. To that end, this paper presents techniques to realize robust and edge-based DL com-

puter vision applications thereby providing a level of assured autonomy. We utilize state-of-the-art (SOTA)
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Figure 3.6: Results of attacking Bayesian Bit-plane models with a normal target model before and after bit-
plane removal

object detection attacks from the TOG (adversarial objectness gradient attacks) suite to design a generalized

adversarial robustness evaluation procedure. It enables fast robustness evaluations on popular object detection
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architectures of YOLOv3, YOLOv3-tiny, and Faster R-CNN with different image classi�cation backbones to

test the robustness of these object detection models. We explore two variations of adversarial training. The

�rst variant augments the training data with multiple types of attacks. The second variant exchanges a clean

image in the training set for a randomly chosen adversarial image. Our solutions are then evaluated using

the PASCAL VOC dataset. Using the �rst variant, we are able to improve the robustness of YOLOv3-tiny

models by 1-2% mean average precision (mAP) and YOLOv3 realized an improvement of up to 17% mAP

on attacked data. The second variant saw even better results in some cases with improvements in robustness

of over 25% for YOLOv3. The Faster RCNN models also saw improvement, however, less substantially at

around 10-15%. Yet, their mAP was improved on clean data as well.

Our work focuses on edge-based (and thereby also cloud-based) object detection adversarial machine

learning defense strategy, which to our knowledge has not been researched extensively. Since there has not

been much work on the defense side of object detection, we attempt defense strategies that have worked on

image classi�cation tasks. We have devised different forms of adversarial training where we augment the

training data with four types of attacks each having a different purpose or swap out the clean image in the

training set for a random adversarial equivalent. Most attacks like PGD [31] or C&W[22] attempt to cause

the classi�er to incorrectly classify the object. In these object detection attacks, each attack attempts to affect

the loss function in a different way to either cause vanishing, extra, or incorrect labels.

We evaluate the attacks and defenses on both edge-based and traditional cloud-based object detection

models. We also evaluate how well these models perform on different cloud and edge hardware. Our work

builds upon the ideas from Section 2.2, where the attacks were devised using strategies from TOG [42]. We

follow the guidelines of adversarial machine learning evaluation [37] to build a reliable attack evaluation

work�ow for object detectors in edge/cloud scenarios.

3.3.1 Design of Edge-Based Adversarially Robust Object Detection Models

This section presents our proposed QUAT defense strategy. For that, we �rst describe the TOG attack suite

that we have used for the adversarial training. We then describe our proposed QUAT defense technique along

with a description of the training dataset. We designed two variants of the QUAT training process that is

described in more detail below.

3.3.1.1 Overview of the Proposed QUAT Approach

A high-level work�ow of our proposed Quartet Adversarial Training, or QUAT, approach is presented in

Figure 3.7. The intent is to develop adversarially robust, edge-based object detection models. For this, we

need a way to subject the model(s) to a range of adversarial attacks. The TOG suite [42] provides such a
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capability from which we derive adversarially trained images as shown in Figure 3.7. These then serve as the

training data to de�ne adversarially robust models suitable for deployment at the edge using two variants of

the QUAT process that we have designed. These adversarially robust models are then evaluated using a set

of test data and compared with regular models that are not adversarially robust.

Figure 3.7: Wor�ow for Designing Edge-Based Adversarially Robust Models

3.3.1.2 Attack Injection and Adversarial Training using the TOG Attack Suite

To help design a defense mechanism against adversarial attacks on machine learned models, we �rst needed

to understand whether these attacks affect the losses differently and if so, in what way. Thus, we sought a

systematic approach that could provide us a broad coverage of attacks on models that could highlight these

nuances. To that end we chose TOG (Targeted Adversarial Objectness Gradient) [42], which de�nes a suite of

attacks on object detectors. TOG provides a systematic adversarial robustness evaluation work�ow for object

detection. Moreover, TOG works on both the One Shot and Two Stage detectors, and further, the targeted

attacks in the TOG suite impact each model a little differently so that the model under consideration can then

be defended using a more diverse adversarial training set.

The TOG suite ensembles several physics-based attacks on object detectors and therefore provides a

simple integrated evaluation procedure for common object detectors, i.e., different loss functions. Effectively,

the TOG attack framework ensembles several different loss functions. The object detection loss can be broken

down into three different losses:L ob j for detecting the existence of an object,L bbox for the location and

dimension of the bounding boxes, andL cls for the detected object's class. Moreover, TOG can carry out four

different types of attacks:

• Untargeted (U):Causes the model to incorrectly detect and classify an image without targeting any

speci�c object.
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• Vanishing (V):Causes the model to not detect any objects in the image when there are objects.

• Mislabel (M):Causes objects to be detected, but classi�ed incorrectly.

• Fabricate (F):Causes additional false objects to be detected with high con�dence.

There are several hyperparameters that can be set for the attack, such as number of iterations, con�dence

to �lter predictions, perturbation bounde, and attack learning ratea . e is essentially the strength of the attack

or the maximum distortion. It is usually in the range of 8/255–32/255, where 255 comes from the fact that an

8-bit pixel has 256 possible values. The con�dence is in the range of 0.0-1.0, and is the threshold that is used

to output the detections based on the con�dence in the detection. The attack learning rate is the step size of

the attack and is set at 2/255, per convention.

3.3.1.3 Proposed Defense Strategy: QUAT

Although TOG provides systematic evaluation of attacks on object detectors, it does not utilize the orthog-

onality property underlying these attacks. We exploit this orthogonality in the attack types to conduct ad-

versarial data augmentation for object detection model training and thereby seek more adversarially robust

models. Based on this idea, we then propose a defensive strategy for object detection tasks at the edge and

the cloud. To minimize deployment costs, we make use of pre-trained models and defensive techniques. To

realize our approach, we faced the following challenges:

Challenge 1: Although adversarial training is widely used as the single-model deterministic inference

defense to AML, it causes the clean mean average precision (mAP) to drop. By clean, we refer to data

that has not been perturbed whereas the attacked data is called adversarial data. While these defenses are

promising, our aim is to limit the decrease in clean mAP as much as possible because we want to preserve

the model's performance in normal circumstances. Since the technique is compute-intensive, much more so

for the full YOLOv3 model than YOLOv3-tiny, we surmise that by combining all four strong attack types

from TOG into the adversarial training – an approach we call QUAT shown in Figure 3.7 – will improve the

robustness of these models and the clean accuracy.

Challenge 2: Machine learned models require large training datasets and compute power. Further, for

adversarial training, the original model mustencounter a range of perturbations/corruptions so the model can

generalize better to new situations. The challenge is thus to �nd a diverse adversarial training dataset without

inducing more training costs. While not initially important, this will be important when the models need to

be retrained with new data.

To address these challenges, we present two variants of a defensive approach called QUAT, where the

second variant was developed based on lessons learned from the �rst.
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3.3.1.3.1 QUAT (1.0)

In the �rst variant, we added the attacked images to the training set, which in turn formulates a type of data

augmentation technique [71]. The detailed operation of QUAT (1.0) is described in Algorithm 1, where we

split the training data into four subsets U (untargeted), V (vanishing), M (mislabeling) and F (fabrication) that

are mutually exclusive and correspond to the 4 attack types in TOG, but together make up the full training set.

This is shown on line 1. We then attack each mutually exclusive subset with either untargeted, mislabeling,

vanishing, or fabrication attacks withe values of 8/255, 16/255 and 32/255. The differentepsilonvalues

results in models that are trained on different strengths of attacks thereby allowing us to see how training is

impacted with different attack strengths. This operation is carried out on lines 2-11. After each image has

been attacked, we save the attacked images with the ground-truth bounding box information in the traditional

YOLO training format (class name, con�dence, left, top, right, bottom). The attacked datasets are combined

by theire values so that we can train separate models on all 4 attacks with the same epsilon value. On line 14

we then combine the clean and attacked datasets for three QUAT (1.0) datasets of different attack strengths.

Algorithm 1 Generation of QUAT (1.0) Images

Require: X: original training samples;e: maximum perturbation bounds (L¥ constraint);L : adversarial
loss;L ob j: objectness loss;G: sign function;O: auxiliary target detection;Õx;e[� ]: is the projection onto
a hypersphere with a radiuse centered atx 2 X in Lp norm;T: attack iterations;a : attack learning rate;
W: model weights

1: V [ M [ F [ U = X s.t.V \ M \ F \ U = /0
2: for e = 8;16;32do
3: for v 2 V;m2 M; f 2 F;u 2 U do
4: for i = 1:::T do

5: v0
te = Õ

x;e

�
v0

t� 1 � a G
� ¶L ob j(v0

t� 1; /0;W)
¶v0

t� 1

� �

6: m0
te = Õ

x;e

�
m0

t� 1 � a G
� ¶L (m0

t� 1;O� (x);W)
¶m0

t� 1

� �

7: f 0
te = Õ

x;e

�
f 0
t� 1 + a G

� ¶L ob j( f 0
t� 1; /0;W)

¶ f 0
t� 1

� �

8: u0
te = Õ

x;e

�
u0

t� 1 + a G
� ¶L (u0

t� 1; Ô(x);W)
¶u0

t� 1

� �

9: end for
10: end for
11: end for
12: v0

te 2 V0
te;m0

te 2 M0
te; f 0

te 2 F0
te;u0

te 2 U0
te

13: V0
te [ M0

te [ F0
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te = X0
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14: Qe = X
S

X0
te

3.3.1.3.2 QUAT (2.0)

Our evaluation of QUAT (1.0) (see Section 3.3.2.3) reveals long training times due to the training set being

two times the size of the regular training set and drop in clean accuracy as its key drawbacks. Hence, we
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propose QUAT (2.0), which is a rapid transfer-based adversarial tuning framework for generalized object

detection tasks under adversarial settings. After implementing QUAT (1.0), we realized that we could give

the model even more diverse data by training on multiplee values as well as images created by attacking

different victim models. Our reasoning was that this would also limit transferabililty of other adversarial

examples as well as different attack strengths.

Our framework makes use of a pretrained object detection model and �ne-tunes it with precomputed

adversarial perturbations. We computed these perturbations in the same way as in Algorithm 1 except that

instead of splitting the training set into four mutually exclusive subsets, we attack the entire training set with

each different attack. This way, when randomly selecting the image to swap, it could be any of the attacks

with any bound on any victim model. It could also just be a clean example. This transfer learning procedure

induces limited compute burden while seeking a more balanced performance between natural robustness and

adversarial robustness. Compared to the normal object detection model training that usually needs more than

100 iterations to reach an optimal status, our framework only induces a limited 15� 25 number of iterations.

As a result, we can formulate the optimization goal for the proposed method as the following:

min
adv2TOG

å Lnat(Ob jDet) � anat + Ladv(Ob jDet) � aadv

subject to:

anat + aadv = 1

(3.1)

In this way, we seek an overall goal through the minimization of the empirical loss as a weighted-sum of

adversarial loss and natural loss. We solve this optimization problem in an iterative way using the proposed

adversarial parameter tuning procedure.

Algorithm 2 Swap of Clean Images During Data Loading

Require: X: original training samples;e: perturbation bounds (8,16,32);M: victim model (FRCNN, YOLO,
SSD); T: type of TOG attack (fab, van, mis, un, clean);AeMT : adversarial training samples;Rand:
random selection function;load: load data for training.

1: for x 2 X do
2: e= Rand(e)
3: m= Rand(M)
4: t = Rand(T)
5: if t == cleanthen
6: load(x)
7: else
8: load(aemt) whereaemt 2 AeMT
9: end if

10: end for

Instead of adding images to the training set, we randomly swap out a clean image for an adversarially
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Table 3.3: Description of Datasets Used For Each QUAT Iteration (It.) (F=fabrication, M=mislabeling,
U=untargeted, V=vanishing, Y=YOLOv3, FR=FasterRCNN, S=SSD300)

QUAT It. Dataset Target Model Attack Strength Total #
1.0, 2.0 Clean VOC Train N/A N/A N/A 1
1.0 Adversarial VOC Train Y F,M,U,V 8,16,32 12
2.0 Adversarial VOC Train Y,FR,S F,M,U,V 8,16,32 36
1.0, 2.0 Clean VOC Test N/A N/A N/A 1
1.0, 2.0 Adversarial VOC Test Y,FR,S F,M,U,V 8,16,32 36
2.0 Clean VOC Test Edge N/A N/A N/A 1
2.0 Adversarial VOC Test Edge Y,FR,S F,M,U,V 8,16,32 36

attacked image. We hypothesized this would help the models generalize better to unseen attacks, as well as

cut down the training time by cutting the adversarial dataset in half. We show the QUAT (2.0) data loading

process in Algorithm 2. On lines 2,3,4 we show how for each image in the training set, it is random whether

a clean or attacked image is loaded. If it is clean then, the normal image is loaded on line 6. If it is to be an

adversarial image, then it is loaded based upon the victim model, attack type, ande, shown on line 8.

3.3.2 Experimental Results

This section evaluates the ef�cacy of our proposed QUAT approach validating the claims we made.

3.3.2.1 Object Detection Datasets and Models Used in Evaluation

We have used the PASCAL Visual Object Classes (VOC) [14] benchmark for object detection in the eval-

uations. The VOC 2007 train/validation/test set contains 9,963 images with 26,640 annotated objects. We

also used the VOC 2012 data for which the train/validation data has 11,530 images with 27,450 region of

interest (ROI) annotated objects. The VOC 2007 is split around 50% and then combined with the 2012

train/validation data for the full training set per convention.

To simplify the experimentation, for QUAT (1.0), we used object detectors YOLOv3 and YOLOv3-tiny

because these models are known for their inference speed as well as high mAP. For QUAT (2.0), we used

YOLOv3, YOLOv3-tiny, and also Faster R-CNN with either ResNet50, MobileNet v3-large or MobileNet

v3-large-320 backbones because of the ease of deployment of these models as well as their performance im-

provements over older methods. The ResNet50 model is used as the cloud-based model while the MobileNet

models constitute the edge-based models. Tensor�ow is used as the Deep Learning framework for the attacks,

Darknet is used to train the YOLOv3 models, and Pytorch is used for training the Faster R-CNN models.

3.3.2.2 General Evaluation Methodology

To determine how well the object detection models perform on datasets likePASCAL-VOC, they are judged

on their inference time and their mean average precision (mAP). The mAP is calculated using a metric
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calledIntersectionover Union (IoU).The higher the mAP the better, but its semantics for object detection are

different compared to image classi�cation accuracy, where the classi�cation is either correct or incorrect. In

contrast, the goal of object detection is to draw bounding boxes around objects and then correctly classify the

object(s). To calculate the mAP, the analyst needs the ground-truth and predicted bounding box coordinates,

which can then be used to calculate the IoU. The IoU is calculated as the amount the predicted bounding box

overlaps with the ground-truth bounding box divided by the total area of the union of both boxes.

To determine the ef�cacy of the model, the analyst sets a threshold percentage for the overlap. The

threshold is usually set at 0.5 per convention and because of the fact that humans can barely tell the difference

between 0.3 and 0.5 IoU. For some different datasets or competitions, a different con�dence threshold is used.

The mAP is then calculated by drawing precision-recall curves with the IoU set at different thresholds. This

is done for each class, and at this point it is just the average precision (AP). The average AP across all classes

is then the mAP. The hypothesis is that the mAP value of the adversarially robust model will be larger than

the mAP value of the original, adversarially vulnerable model.

To that end, we trained all YOLOv3 models from scratch, both for QUAT and non adversarial, on the

PASCAL-VOC dataset. We utilized networks that had been pre-trained on ImageNet and COCO for the

Faster R-CNN QUAT (2.0) models. All of the training was conducted on a desktop (Server) with a 12

Core/24 Thread AMD Ryzen 9 3900x processor, 32 GB RAM, an 8 GB NVIDIA RTX 2060 Super GPU, and

2TB of SSD. The testing was carried out on the server (representing a cloud server) as well as a Jetson TX2

device (representing the edge device).

To evaluate how well these models, i.e., QUAT (1.0)/(2.0) versus regular, performed, we calculated the

average precision (AP) and mean Average Precision (mAP) at 0.5 con�dence (per convention), and recorded

the inference time.

3.3.2.3 QUAT (1.0) Evaluation

The combined PASCAL VOC train/validation dataset has 16,551 images and their associated annotated

bounding boxes. The adversarial datasets for QUAT (1.0) vary in the number of images because only certain

successful attacked images were saved. The adversarial PASCAL VOC train/val dataset then has a total of

either 27,232, 26,592, or 26,312 images. The random sampling in this hybrid dataset manipulates the ratio of

natural and adversarial loss in the overall empirical loss minimization optimization.

We trained each tiny model for 100 and 200 iterations, and each full model for 50,000 iterations using the

DarkNet framework including the adversarial images into the training data. We chose 100, 200 and 50,000

iterations, respectively, because we wanted to train all of our models for the same number of iterations to get

a baseline. We also noticed that the model was trained well enough after this point to gain valuable insights.
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We ran all tests with a detection con�dence of 0.5, and set the input resolution of the network to 416

pixels for both YOLOv3 and YOLOv3-tiny. These are each standard values to use for the PASCAL VOC

dataset. There are different numbers that can be used for the input resolution. We chose to go with a lower

number because with an edge scenario we wanted the model to predict faster and be in a more constrained

scenario.

3.3.2.3.1 Processing Time

The YOLOv3-tiny models processed the images faster, which was to be expected. It is apparent that the

attack strength and time to process images are related. The stronger attacks (i.e.e = 32=255) resulted in a

shorter processing time, while the clean data took the longest to process. This may be due to the fact that the

models found less objects in the attacked images which could lead to shorter processing time. The YOLOv3-

tiny QUAT (1.0) models were able to process the images faster on average than the regularly trained model.

We noticed the opposite to occur for the YOLOv3 models. We discuss this along with other resource-aware

defense approaches in Section 7.

3.3.2.3.2 mAP on Clean Data

We refer to clean data as the non perturbed or non attacked data. The models we trained did not attain state of

the art (SOTA) mAP. This is due to the fact that we wanted to train each model from scratch to get a baseline

robustness, and to be able to compare the effects of QUAT versus traditional training. Although they are not

reporting the highest mAP, we believe using these to be a better comparison than using SOTA pre-trained

models against the QUAT models. In the future, with the knowledge of whether QUAT is effective, we will

try to �ne-tune the models to achieve SOTA results.

3.3.2.3.3 mAP on Adversarial Data

We now discuss the results of evaluating QUAT (1.0) models on the attacked data. We include a �gure (see.

Figure 3.8) that shows how each QUAT (1.0) model compared to the regularly trained model for each attack.

If there is a negative value, then the regular model has a higher mAP and if it is a positive value, the QUAT

(1.0) model has a higher mAP. All of the attacks are very effective against the YOLOv3-tiny models in terms

of decreasing their mAP. The regtraintiny model has the highest clean mAP but then records the lowest mAP

for each attack. While the regularly trained model did achieve higher mAP on the clean data by 1-3%, the

QUAT (1.0) models achieved higher mAP up to 17%, on each attacked dataset.

Thee of the attack appears to have affected the regular models more than the QUAT (1.0) models meaning

that fore of 32 the AP decreased more for the regularly trained model than for the QUAT (1.0) models. This
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Figure 3.8: Comparison of each QUAT(1.0) model to the regularly trained model [mAP(QUAT) �
mAP(REG)]. These results demonstrate the improvement QUAT(1.0) had over the regularly trained mod-
els on attacked data

was the same pattern for each attack. It should be noted that thee=32/255 attacks were the most effective

attacks against each model. We also found that the tiny and full models trained on data that had been perturbed

with e=16/255 performed the best across the models.

The QUAT (1.0) YOLOv3 models show that the technique does improve robustness as seen in Figure 3.8.

It can also be seen in the YOLOv3-tiny models as well, but by not as wide of a margin.

3.3.2.3.4 Transferability of Defense

To study the transferability of the defense to other attacks, we evaluated the models against attacks designed

for SSD-300, SSD-512 and Faster R-CNN. For these attacks we only usee=8/255. As can be seen inFig-

ure 3.9, the attacks had roughly the same effect on the YOLOv3-tiny models as the attacks tailored speci�cally

for YOLO. The transfer attacks are however not as successful on the regularly trained Full YOLO model as

well as the QUAT (1.0) YOLO models. The QUAT (1.0) models outperformed the regularly trained model

against these transfer attacks. This shows that the QUAT (1.0) defense does transfer to other attacks targeting
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different victim models.

Figure 3.9: Transfer Attack Results for both YOLOv3 and YOLOv3-tiny

3.3.2.4 QUAT (2.0) Evaluation

Now we will discuss how QUAT(2.0) performed against clean and adversarial data in terms of mAP as well

as inference time. The models were evaluated on the Server as well as the Jetson TX2.

3.3.2.4.1 Processing Time

As can be seen in Figures 3.10 and 3.11, the Cloud-based and Edge-based YOLOv3 were faster than their

equivalent Faster RCNN models. This was to be expected due to the fact that Faster RCNN is a two stage

object detector compared to YOLOv3 being a one shot detector. Comparing each Faster RCNN to their QUAT

(2.0) counterpart, we saw the Faster RCNN models oscillate in terms of faster processing speed depending

on the attack. We saw something different with YOLOv3 models, meaning the regularly trained models

processed their detections more quickly than the QUAT (2.0) model.

Another point that should be noted is the increase in processing time on the Jetson TX2 which can be seen

in Figures 3.10 and 3.11. While it is to be expected that the Jetson TX2 would take longer during inference,
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it is important to know how much and directly to compare it to the same model on a Server-type machine.

Some of the models on the Server were able to evaluate images in between 10� 15msand 75� 80mswhereas

the same models on the Edge Device were only able to evaluate images between 50msand 350ms.

Another thing to note is that for the YOLOv3 and somewhat for the YOLOV3-tiny models, their inference

time decreased as the attack strength increased. We hypothesize this is due to the fact that the model was

making less predictions than the QUAT (2.0) models which stayed fairly consistent.

Figure 3.10: Averaged Evaluation Time of Server and Edge-Based Models on Server for QUAT (2.0). This
is here to help understand the processing speed and potential trade-offs of using Faster RCNN or YOLOv3.

3.3.2.4.2 mAP on Clean Data

As can be seen in Figures 3.12 and 3.13, the QUAT (2.0) YOLOV3 models slightly underperformed com-

pared to their regularly trained counterparts. The QUAT (2.0) Faster RCNN models actually performed the

same, or better than their clean counterpart on clean data. This is not usually the case, and was not even

the case for QUAT (1.0). One hypothesis could be that the QUAT(1.0) models over-�tted to the adversarial

training data because it was twice the size as the original training data. This has been one of the major down-

falls of Adversarial Training and a very positive result for this research area. This shows that we may not
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Figure 3.11: Averaged Evaluation Time of Edge-Based Models on Edge Device for QUAT (2.0). This is here
to help understand the processing speed and potential trade-offs of using Faster RCNN or YOLOv3.

always have to sacri�ce clean accuracy for robustness, which is an important step in deploying deep learning

applications in safety-assured situations.

3.3.2.4.3 mAP for Adversarial Data

The QUAT (2.0) models also performed better than their clean counterpart on adversarial data (see Fig-

ures 3.12 and 3.13). It is interesting to look at how the models performed on adversarial data generated for

different victim models. It appears that the SSD300 attacks were strongest across each model, in particular,

the Untargeted attack withe = 32. Also, a closer look at Figures 3.12 and 3.13 reveal that thee of the attack

affected the models trained on clean data more than the QUAT (2.0) models. There is a much steeper drop off

in adversarial accuracy when going from 8-16 and then from 16-32. This shows that the QUAT (2.0) models

were able to generalize better to the attacks overall but also to attacks of different perturbation bounds. Seen

in Figure 3.13, the models evaluated on the Jetson TX2 mirror the results of the models ran on the Server in

terms of mAP. As discussed earlier, there were differences in their inference time.
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(a)

(b)

(c)

Figure 3.12: Evaluation of Server and Edge-Based Models on Server Using Data Attacked with (a) Faster
RCNN (b) SSD300 and (c) YOLO Architecture. This shows the ef�cacy of the proposed QUAT(2.0) algo-
rithm.
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(a)

(b)

(c)

Figure 3.13: Evaluation of Edge-Based Models on Edge Device Using Data Attacked with (a) Faster RCNN
(b) SSD300 and (c) YOLO Architecture. This shows the ef�cacy of the proposed QUAT(2.0) algorithm.
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3.3.2.4.4 mAP on Poltergeist Adversarial Data

The last evaluation we did of our QUAT (2.0) approach was on a purely black-box as well as physical attack

called Poltergeist [41]. A physical attack is carried out on the sensor or detected objects instead of attacking

through software. This particular attack causes misclassi�cation by using acoustic signals directed at the

inertial sensors. The authors of Poltergeist used it in an autonomous driving scenario, but for this paper it is

a good example of a natural style corruption because it is representative of a camera shaking due to wind or

being out of focus. There are three values that can be changed to cause different variations of the corruption.

They help determine whether the corruption will be a radial, linear, or rotational motion blur as well as the

extent to which the image is blurred.

The attack was able to drop the QUAT(2.0) and regular YOLOV3-tiny models to 0% mAP across all

variations of corruption. The YOLOV3 models were still able to detect some objects correctly, but their mAP

did decrease. The highest mAP that QUAT (2.0) YOLOV3 was able to reach was 28.6% while the best mAP

for regular YOLOV3 was only 14.3%. The QUAT (2.0) Faster RCNN models with ResNet50, Mobilenet-

v3-large, Mobilenet-v3-large-320 were able to achieve on average 7.7%, 6.2%, and 8.1% mAP, respectively,

while their regular counterparts were able to achieve 7.4%, 5.7%, and 6.0% mAP, respectively. The QUAT

(2.0) models saw a less substantial performance gain than in the previous sections, but still outperformed

their regular counterparts.

3.3.2.5 Further discussion on mAP improvement in Comparison to other Defense Methods

In a related defense work [45] for object detection, the authors report mAP improvements of 1.1% mAP on

the COCO dataset. While this is not directly comparable because we are looking at the Pascal VOC dataset,

we wanted to show what improvements others were able to make on similar tasks. It also shows why the

improvement in mAP for the QUAT models was more signi�cant than the raw numbers.

The YOLOv3-tiny QUAT (1.0) and (2.0) models mostly performed better than their regular counterpart,

but the adversarial training was not as successful as it was for the YOLOv3 QUAT(1.0) or the YOLOv3 and

Faster RCNN QUAT(2.0) models. We hypothesize that this is because the YOLOv3-tiny model is smaller and

has less weights to train on and so the extra data was less bene�cial. Instead of getting a 17% increase, we got

an improvement between 1� 2%. While this may seem very low, it is similar to the improvements that were

obtained in the aforementioned paper. Also, the YOLOv3-tiny models were only able to achieve 20� 25%

mAP on clean data. If we were to make that our baseline for the YOLOv3-tiny models, the improvement

is much more signi�cant, than if our baseline were set at 75� 100%. This also makes the YOLOv3 and

Faster RCNN models improvement more signi�cant because even though the baseline is at around 45% and

60� 70% mAP, it improved by up to 17% and up to 20%.
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3.4 Ideas for Future Work

For this focus area, here is a brief discussion of potential avenues for further research:

1. Further testing of the QUAT framework - more experiments to determine the difference in performance

between 1.0 and 2.0, evaluate against more attacks, apply to semantic segmentation models.

2. Determine better metrics to evaluate the effectiveness and cost of QUAT and other defense methods.
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CHAPTER 4

Managing resources and deployed applications ef�ciently when computing across the edge and cloud

Due to the limited resources at the edge, work must be done to ef�ciently deploy applications. This can be

accomplished in several different ways. The �rst is to optimize models to run on smaller, more resource

constrained hardware. The next way is to utilize both the resources at the cloud and the edge, by still doing

some compute on a cloud server, but having the main application be deployed on the edge.

4.1 Limitations of Prior Work

Several limitations exist in these previous efforts that we would like to highlight:

1. Isolated solutions: Each approach contributes to different parts of the edge computing pipeline - there

is a need for a uni�ed approach.

2. Adaptiveness: Need ability to adapt to dynamically changing situations.

3. Robustness: Evaluation of these frameworks when faced with adversarial examples is lacking.

4.2 Applying DDDAS Principles for Realizing Optimized and Robust DL Models at the Edge

Due to capacity and power constraints of edge resources, the footprint of DL models for edge resources must

be reduced – a process known as quantization. Thus, a change in model execution performance and accuracy

across the different devices can be expected due to the fact that the models are typically optimized for a small

number of cloud-based GPUs.

There have been several efforts, such as Apache TVM [1], Once-for-all (OFA) [2], and knowledge

distillation (KD) [3] that attempt to optimize smaller DL models for edge deployment. TVM is a compiler

that optimizes DL models for different hardware targets. In OFA, the authors propose training one large

network and then use pruning to obtain many smaller networks. Lastly, KD is the idea of teaching a smaller

student model using labeled data as well as the output predictions of a larger teacher model. These works

have all been successful at deploying smaller DL models on edge devices.

While these frameworks work effectively in normal conditions, prior work on determining whether or

not the compiler-generated smaller DL models are vulnerable to the same AML attacks that traditional, full

DL models have been shown to be are generally lacking. These attacks use knowledge of the model and

the data to craft small perturbations to the input data, effectively unnoticeable to the human eye, but causing

misclassi�cation of the data. AML typically is even more compute and resource intensive than traditional DL.

41



The attacks typically use an iterative process to craft the smallest perturbation that causes misclassi�cation.

Defenses, in particular the most effective defense strategy being adversarial training, take much longer to

deploy than traditionally trained DL models.

These prohibitive costs make it very dif�cult to use existing AML defense techniques directly the edge.

To combat this, we propose a novel application of the DDDAS paradigm to generate, evaluate and deploy

robust and optimized edge-based DL models. In our approach the DDDAS feedback loop manifests between

a powerful cloud or fog server and multiple edge-based devices. The end result is a robust and reduced-

size DL model that will be deployed on the edge devices. Our novel application of the DDDAS paradigm

operates as follows: Assuming that an initial reduced size and robust DL model is deployed at the edge, then

this edge device will periodically stream dynamically instrumented data concerning attack robustness as well

as accuracy of model predictions back to the server where several larger models will check the performance

and robustness of the edge-based model. Based on these performance results, adaptive retraining of the edge-

based model will occur at the cloud server. Subsequently, this new model will be deployed on the edge-device

after adversarial retraining and optimization.

In this chapter, we lay out the general idea behind our approach and preliminary studies using this ap-

proach. First, we describe the overall system model and then discuss the approach highlighting the DDDAS

loop and its components that are distributed across the edge and cloud.

4.2.1 System Model

The system consists of one or more edge devices and a cloud server. In this scenario, the edge device is

assumed to run an application such as surveillance of a parking lot or aiding an AR device that is giving

real-time guidance to a user. It will be directly connected to a camera or any other type of sensor being used.

4.2.2 Server side

As seen in Figure 4.1, the server is used to train the original model that is to be deployed to edge device.

This is also where multiple larger networks are deployed that have been trained using different architectures,

defense methods, etc. The goal is to cover enough 'adversarial' ground with multiple networks that a fusion

of all of the models will not be fooled by whatever perturbations are crafted.

We emphasize the 'dynamic data-driven' aspect by continuously checking prediction results on incoming

data from the edge side in a 'dynamic' way. The server takes in data from the edge device and passes it

through multiple networks, where we then fuse those results and compare them to the edge-device model

prediction. From the fused results, we create new ground truth training and validation images. These images

can then be either used directly, or they can be attacked and used for adversarial training. While all of this
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Figure 4.1: System Model

is going on, an edge model is continuously �ne-tuned with the newly annotated data while a student model

is distilling knowledge using the fused results as the teacher model. When the edge device drops below a

certain performance threshold, one of the updated models is chosen to be deployed.

There have been many research works on machine learning model optimizations for speci�c hardware,

and in particular smaller edge-based devices. Among them we specially choose three critical techniques of

Once-for-all (OFA) [2], Apache TVM [1] and Knowledge Distillation (KD) [3]. These three techniques

involve three model phases of adversarial training, defensive model optimization and robustness-preservation

model structure simpli�cation.In our framework, every candidate model for the edge would go through

Apache TVM or OFA where it is optimized for the device.

4.2.3 Edge side

The edge side is where the application is actually running. It is continuously collecting the streaming data

which is passed through the network. These results are saved and checked for any potential anomalies. If there

are any, then this triggers a certain amount of data and predictions to be sent back to the server. Periodically,

data and predictions are sent back for model checking anyways, the trigger causes more data to be sent back

though.

We emphasize the 'dynamic data-driven' view in two aspects. First of all, the periodic prediction result

checking and calibration with the server side enables the 'dynamic' model updating to guarantee consistent

adversarial robustness. Secondly, the feedback information from the server side should also enable potential

threat type detection and estimation(for example whichLp norm attack), leading to 'dynamic' selection and
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execution of robust candidate models.

4.2.4 Preliminary studies

Due to fact that TVM does not support object detection models at the moment, we are trying to add this

capability, but have not bee able to test our approach yet. We expect this framework to allow users to deploy

applications to the edge that can then be dynamically adapted during deployment to perform their most

optimal when faced with clean or adversarial data. We combine multiple ideas to obtain the most robust,

optimized edge-based DL models.

4.2.5 Discussion

This paper was more conceptual, with little experimentation. We further explore some of the ideas expressed

in this paper in our next work which is discussed in the following sections.

4.3 Final PhD Contribution: AdvTVM: Realizing Robust and Optimized Machine Learning at the

Edge

In this time of rapid advancements in arti�cial intelligence (AI) and machine learning (ML), it is of paramount

importance to deploy robust and ef�cient models. These models are being integrated into many different

systems such as healthcare, autonomous vehicles, and �nancial services. Due to the criticality of these

systems, it is crucial that we ensure they are resilient against adversarial (AML) attacks. These attacks often

involve subtly changing the input data to deceive otherwise well-performing models. Because of the subtlety

and the success of these attacks, they pose a signi�cant threat to the reliability and security of ML systems.

With the growth of ML, edge computing has started to be integrated into more applications. Edge com-

puting has revolutionized how data can be processed and analyzed. By moving computation and data storage

closer to where it is being used, it reduces network latency and bandwidth while allowing more real-time

decision-making. This shift to the edge has been very bene�cial to systems that require rapid response such

as industrial IoT, smart cities, and connected vehicles. Despite the promise that edge computing brings, de-

ploying typically resource intensive ML models on edge devices comes with new challenges, such as ensuring

the resilience of the models to AML in resource-constrained environments.

Apache TVM, an open-source ML compiler stack, has emerged as a potentially critical tool in the land-

scape of edge computing. It allows users to ef�ciently compile and deploy ML models across different

hardware, including CPUs, GPUs, and specialized edge accelerators. Despite its ef�ciency and versatility,

the resilience of Apache TVM-compiled models against AML attacks remains a largely unexplored area,

especially in the context of edge computing.
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This papers aims at investigating the area of Apache TVM's adversarial robustness within the constraints

of edge computing. We explore how models compiled and optimized using Apache TVM withstand AML

attacks when deployed on edge devices. Through this evaluation of model resilience, we seek to identify

potential vulnerabilities and then propose solutions to enhance their robustness, in turn ensuring that ML

deployments at the edge are secure and reliable.

The motivation to carry out this study comes from the increasing deployment of ML models at the edge,

an environment where the ability to defend against AML attacks is critical for maintaining the integrity

and trustworthiness of ML systems. Edge devices often operate in less controlled environments and are

subject to various security threats, some known and some yet to be discovered. Understanding the adversarial

robustness of these models in edge settings will be essential. This paper's main contribution is providing

empirical insights into the adversarial robustness of TVM-compiled models on edge devices, showcasing

areas for improvement, and suggesting best practices for resilient model deployment.

We strive to enhance the understanding of adversarial robustness in the context of edge computing and

Apache TVM, aiding the development of secure and resilient ML systems. Through comprehensive evalua-

tion and analysis of adversarial robustness, speci�cally for models at the edge, this paper provides a founda-

tion for future research in the critical area of ML resiliency.

This paper is an extension of the work laid out in [72]. In the next section, we brie�y discuss some

related background information for AML and edge optimizations. We then present the relevant information

for experimental replication. We then discuss the results and conclusions we came to for this work.

4.3.1 AML for Computer Vision

The task of image classi�cation involves passing an image through a model, some variation of a CNN, which

will then return a prediction for what the class is of the image. There is typically only one main object in

these images, but there are cases where the goal is to recognize the overall scene.

AML is a relatively new �eld with its start in classic linear regression models [17]. The work on ad-

versarial evasion attacks [18] led to the seminal work on adversarial attacks on DL models [19]. It has

attracted much attention in recent years given the rapid development in DL especially in computer vision

tasks [20, 21, 22].

Formally, the goal of any adversarial attack on a given ML model is to maximize the target loss function,

L , of a trained model,M, for a speci�ed perturbation bound,p, usually in theL0, L2, or L¥ norm. This

is done by perturbing a benign/clean inputx to x0 with maximum change to any pixel,e, so that detection

results,O, from both inputs are different.

Based on how much information is known to the attacker, AML comprises both white box and black
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box attacks. Most attacks are based on the white box setting where the model details or full training data is

known to the attacker. In contrast, the work in [23] implements these attacks in a black-box scenario, where

the attacker only has access to the output of the model. This represents a more realistic attack scenario. There

have also been attacks that craft adversarial perturbations by making physical modi�cations [24, 25, 26] e.g.,

placing tape over a stop sign strategically.

One important property of AML is that adversarial examples usually transfer effectively between mod-

els [27]. This has become an important metric for attacks and defenses, i.e., whether a defense can defend

against multiple attack types or whether an attack can break multiple model types.

Defenses fall into two categories: reactive and proactive, where the former corresponds to detection and

mitigation of adversarial images and the latter to making the model more robust. There has been much work

on �nding suitable defenses for these attacks. The dif�culty is that defense strategies are consistently being

broken [28, 29, 30].

Currently, the most successful single-model defense is the proactive method of adversarial training [31].

The idea is to augment the training data with adversarial examples so that the model will take into account

the data distribution shifts caused by perturbations, and be able to correctly classify the adversarial image.

There have been other defense mechanisms that utilize data augmentation [32] and/or pre-processing [33,

34] where the idea is to remove/destroy the perturbations to mitigate the adversarial impact. The combination

of these data transformations with adversarial training [35] have also been proposed as a set of defense

strategies. Detecting [36] adversarial images has also been looked into as a form of defense.

A roadmap on evaluating adversarial examples and defenses was given in [37], where the authors outline

an approach to test the robustness of models and describe some of the usual pitfalls that can occur with

defenses. We have followed these guidelines in our proposed research but we still wish to expand upon them.

4.3.2 DL Model Optimization and Quantization for the Edge

With the development of new edge-based hardware accelerators like the Jetson products, it has become more

feasible to carry out computation closer to where data is being collected. Along with this, energy ef�cient

computing is very important right now with these computationally expensive DL applications. While the

devices have made it more feasible, there is still much work to be done to create models suited for the edge

that perform as well as their cloud suited models. There are several different areas that have been explored

to address this concern. The �rst we will discuss is the use of model optimization and/or quantization, the

second is computation of�oading.

To make DL models small enough to run on edge-hardware several different approaches involve using

quantization and/or optimization. Apache TVM [1] is one of these approaches that uses both optimization

46



and quantization. TVM is a compiler for DL that optimizes DL models for speci�c HW targets. Once-for-all

(OFA) [2] is another approach that uses progressive shrinking, which utilizes a generalized pruning method

to obtain (> 1019) subnetworks with reduced dimensions in terms of depth, width, kernel size, and resolution.

Knowledge Distillation uses a student-teacher method, where the student model is trained using the teacher

model prediction output as well as normal training data. The teacher output contains more information than

just labels, it contains the probability distribution for labels.

4.3.3 Hardware and Software Con�guration

For maximum reproducibility, in this section we provide the relevant software used in experimentation. We

conducted experiments using an Anaconda environment.

1. Apache TVM 3.7

2. Python 3.7

3. Pytorch v1.12.1

4. CUDA 11.7

To experimentally evaluate our ideas, we ran the training and tuning of models on our desktop (Server)

with a 12 Core/24 Thread AMD Ryzen 9 3900x processor, 32 GB RAM, an 8 GB NVIDIA RTX 2060 Super

GPU, and 2TB of SSD. The testing was carried out on the server (representing a cloud server) as well as a

Jetson Nano 2GB developer kit (representing the edge device).

4.3.4 Datasets

The CIFAR-10 dataset [5] is one of the most commonly-used datasets in the image classi�cation community.

It consists of 60,000 color 32x32 images, with 50,000 in the training set and 10,000 in the test set. CIFAR-10

contains 10 disjoint classes: airplane, automobile, bird, cat, deer, dog, frog, horse, ship, truck. The classes

are balanced, with 6000 images per class, making CIFAR-10 a fairly simple dataset to train on even though

the images themselves are small and the objects are very distinct.

We also use several other datasets of varying size and number of classes to validate our techniques. The

�rst of which is a COVID chest X-ray dataset [6] that has three classes: COVID, Pneumonia, No �ndings.

This dataset has 1,125 images: 125 COVID, 500 Pneumonia, and 500 No �ndings. We also used the MIT

Indoor Scene Recognition dataset [7] that contains 67 indoor classes with a total of 15,620 images. The

number of images varies across class, but there are at least 100 images per class. Lastly, we used a subset

of Imagenet [8], called Tiny Imagnet [9]. This dataset has 200 classes compared to Imagenet's 1000. This
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contains a training set with 100,000 images, a validation set with 10,000 images, and a evaluation set with

10,000 images.

4.3.5 Models

We chose three models based on their abilities to be deployed on edge or cloud devices. The table shown

lists the three models as well as relevant size and performance information. These are presented in Table 4.1

along with parameters to differentiate them in terms of size and computation speed.

Table 4.1: Models Used and Relevant Statistics

Model # of Parameters File Size (MB) GFLOPS
Resnet18 11689512 44.7 1.81
Densenet121 7978856 30.8 2.83
Squeezenet1.1 1235496 4.7 0.35

4.3.6 Adversarial Attacks

We conducted three different attacks to evaluate the robustness of TVM. Instead of using multiple different

attack strengths, we focused on three attacks that each have varying levels of perturbation. To further expand

the experimental results, we ran each of the attacks against all three models. We utilized the Cleverhans [73]

library to help us craft the adversarial examples.

4.3.6.1 FGSM

FGSM generates attacks by perturbing the clean image using the gradient of the loss function.

4.3.6.2 PGDL2

PGD is an iterative attack that applies FGSM multiple times and then projects the perturbed image onto the

L2 norm space.

Table 4.2: Table of Models Used

Datasets
CIFAR10, COVID XRAY, MIT Indoor Scenes, Tiny Imagenet

Models
Resnet18, Squeezenet, Densenet121

Pretraining Strategy
Finetune, Feature Extraction, Pytorch Pretrained, User Pretrained, Scratch

Training Strategies
Bit-plane Removal, Normal

Adversarial Training Strategies
PGD, QUAT
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4.3.6.3 PGDL¥

This form of PGD is also an iterative attack that applies FGSM multiple times, but then projects the perturbed

image onto theL¥ norm space.

4.3.7 TVM Compilation and Tuning

Figure 4.2: TVM Compilation and Optimization Flow

As brie�y mentioned, TVM is an ML compiler that optimizes models for speci�c devices. As shown

in Figure 4.2, there are several steps the model must go through before optimization can be completed.

First, the model from a framework, in our case Pytorch, must be imported. It is then translated into Relay

which is a high-level model language for TVM. It is described as a functional language and an intermediate

representation for neural networks. At this step, graph-level optimizations are applied to optimize the model.

Next, the high-level representation is lowered to a tensor expression (TE)representation. This is done because

TE is a domain-speci�c language for describing tensor computations.

The next step in the optimization �ow is searching for the best schedule using AutoTVM. Schedules spec-

ify lower-level loop optimizations for the TE representation. AutoTVM then runs various search algorithms,

in our case we used XGBoost, to determine the best values for the user-de�ned tunable knobs. On-device

measurements are also used to determine the optimal schedule. After this step, a tuning log is generated in

JSON format that selects the optimal tuning schedule. With the optimal schedule, we lower the represen-

tation further to Tensor Intermediate Representation (TIR), where it is optimized by low-level optimization

passes. Next the TIR is lowered to the target compiler for the hardware, such as LLVM or NVCC. Finally,

this representation is further compiled down to machine code, or a linkable object module, which can then be

deployed on the hardware via a TVM runtime.

4.3.8 Evaluation Metrics

To evaluate our problem of robustness preservation, we focused on several different metrics. First of all, we

collected results for a baseline by evaluating each model on clean, untouched data. We then evaluated these

same models on all of the adversarial data we had collected. We then tuned and compiled the models using

TVM and evaluated the pre and post tuning accuracy. For two of the datasets, MIT Indoor and Tiny-imagenet,
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we calculated the Top-5 accuracy as well as the Top-1 accuracy due to the number of classes. While these

experiments ran, we also collected latency data, CPU metrics, and GPU metrics to determine the difference

in computational performance.

4.3.9 AdvTVM Overview

The primary objective of this work is to evaluate TVM, the machine learning compiler, under adversarial

conditions and determine what level of robustness is preserved through the compilation and tuning process

for edge and cloud devices. This section will outline our process for investigating this problem.

To test our ideas, we trained models using many different combinations of training techniques and strate-

gies. We utilized the PyTorch framework for training and evaluating models. We then optimize these models

by utilizing TVM. First of all we experimented around with model pretraining, feature extracting, �ne-tuning.

We either used already pre-trained models through PyTorch or trained models from scratch. Then we either

trained models by training the feature extractor and the �nal output layers or freeze the feature extraction

layers and only train the output layers. The second approach is known as �ne-tuning.

Building upon the work done in [70] and [74], we explored the removal of bit-planes from images for

adversarial robustness (example of this can be seen in Figure 3.1). They proposed that removing bit-planes

from an image could potentially remove adversarial perturbations. As this is just a pre-processing technique,

it does not add signi�cant training or testing cost.

We also explored multiple different combinations of Adversarial training. We trained models using tra-

ditional adversarial training by using just one type of attack, PGD, to train the model. We also utilized a

modi�ed version of the QUAT approach. This approach was initially explored for object detection, where it

saw some positive results. We evaluated both iterations of QUAT, by either augmenting the data with the ad-

versarial images (Version 1), or randomly substituting attacked images into the training set (Version 2). With

these adversarially trained models, we also explored the use of user pre-trained models versus the default

pre-trained models from PyTorch.

This procedure is further outlined in Algorithm 3. The �rst step in the algoritm is to train ground-truth

models, or models that are trained on clean, untouched data. This is where we explored bit-plane removal,

feature extraction, and �ne-tuning. We then saved the best performing models from each strategy for Step

2. In the adversarial generation step, we used models that we had trained from scratch on each dataset. We

generated attacks; FGSM, PGD, PGDLinf for a normal version and a version that had been trained using

bit-plane removal.

In step 3, we utilized the adversarial data from Step 2 to train more models. For this, we used models

we had previously trained in Step 1, as well as models that had randomly initialized weights and models that
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Algorithm 3 Adversarial Generation and Training Experimental Work�ow

1: Input: DatasetsD, ParametersP, StrategyS, ModelsM, AttacksA, DevicesDev
2: Output: Adversarial DatasetsAD, Adversarial ModelsAM, Experimental resultsR
3:

4: Step 1: Model Training
5: for each datasetDi do
6: for each modelMi do
7: for each strategySi do
8: for each set of hyperparametersPi do
9: Initialize the modelMi with parametersPi

10: TrainMi with strategySi usingDi;train
11: Validate the model on the validation set
12: end for
13: Save best models for adversarial generation
14: end for
15: end for
16: end for
17:

18: Step 2: Adversarial Data Generation
19: for each trained modelMi do
20: for each attack typeAi do
21: Generate adversarial datasetsADi;train, ADi;test
22: SaveADi for training and evaluation
23: end for
24: end for
25:

26: Step 3: Adversarial Model Training
27: for each datasetDi do
28: for each modelMi do
29: for each strategySi do
30: for each set of hyperparametersPi do
31: Initialize the modelMi with parametersPi
32: TrainMi with strategySi usingADi;train
33: Validate the modelAMi on the validation set
34: end for
35: end for
36: end for
37: end for
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had been pretrained on the full Imagenet dataset. In this step, we further explored bit-plane removal, feature

extraction, and �ne-tuning, but in combination with with the different forms of adversarial training.

We initially thought we would have to tune every single model, for each dataset, but instead realized that

the tuned parameters could be reused. In other words, we could tune a normal Resnet18 model on CIFAR10,

and then use the tuning logs generated through tuning to optimize each other variation of Resnet18 on the

other other datasets. This allowed us to just generate three tuning logs per device.

The �nal tuning and evaluation process are outlined in Algorithm 4. In Step 1, we generate the tuning

logs used to optimize the models. This step can take a considerable amount of time depending on how

many schedules are checked. For instance, tuning a Resnet18 model involves 1000 optimization trials (early

stopping at 300) for all 17 layers (excluding output). We created tuning logs for each model (Resnet18,

Squeezenet, Densenet121) for both the server and the Jetson nano. We utilized TVM's Remote Procedure

Call (RPC) to perform tuning and evaluation on the Jetson nano.

Algorithm 4 AdvTVM Experimental Work�ow

1: Input: Datasets (D,AD), Models (M,AM), AttacksA, DevicesDev
2: Output: Experimental resultsR
3:

4: Step 1: TVM Tuning
5: for each trained modelMi do
6: for each deviceDevdo
7: Compile modelMi for TVM
8: Generate tuning logsTi of modelMi for Dev
9: end for

10: end for
11:

12: Step 2: AdvTVM Evaluation
13: for each datasetDi ,ADi do
14: for each modelMi ,AMi do
15: for each deviceDevdo
16: EvaluateMi , AMi onDi;test, ADi;test onDev
17: Evaluate TVM compiledMi , AMi onDi;test, ADi;test onDev
18: Evaluate TVM compiled and tunedMi , AMi onDi;test, ADi;test onDev
19: Calculate performance metrics (e.g., accuracy, latency)
20: end for
21: end for
22: end for

4.3.10 Experimental Results

In this section we will present the results from the extensive evaluations we performed. We start by presenting

the baseline results, and then expand into the other changeable parameters described in the previous section.
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Table 4.3: Baseline Best Accuracy

Resnet18 Squeezenet Densenet121
Cifar10 77.89 80.41 79.67
COVID Xray 78.01 78.01 80.14
Tiny Imagenet 78.53 78.04 79.91
MIT Indoor 90.15 80.15 91.86

4.3.10.1 Baseline Results

The baseline results on clean data are presented in Table 4.3. While these accuracies are not quite up to the

levels of the SOTA presented in Table 2.1, they still perform relatively well, with most achieving accuracies of

around 80% and some even over 90%. We determined their performance was suf�cient for further evaluation.

4.3.10.2 Impact of Bit-plane Removal

Table 4.4: Baseline Best Accuracy after Bit-plane Removal

Resnet18 Squeezenet Densenet121
BP Norm BP Norm BP Norm

Cifar10 72.02 77.89 64.78 80.41 73.72 79.67
COVID Xray 75.12 78.01 75.12 78.01 74.82 80.14
Tiny Imagenet 76.71 78.35 67.4 78.04 78.96 79.91
MIT Indoor 88.8 90.15 77.76 80.15 89.93 91.86

In this section we will discuss the impact of bit-plane removal on baseline data. The accuracy for each

model is shown in Table 4.4. In this table, we have placed the highest accuracies in bold, and the lowest

are underlined. While none of the bit-plane models outperform the normal models on clean data, there is

little decrease in performance outside of a couple instances. In particular, the bit-plane removal approach

decreased the performance signi�cantly for Squeezenet on CIFAR10 and Tiny Imagenet. We hypothesize

this is due to the model being smaller than the others as well as the fact that those two datasets have the most

training data.

4.3.10.3 Impact of Adversarial Training

Table 4.5: Baseline Best Accuracy after Adversarial Training

Resnet18 Squeezenet Densenet121
Norm PGD1 PGD2 QUAT1 QUAT2 Norm PGD1 PGD2 QUAT1 QUAT2 Norn PGD1 PGD2 QUAT1 QUAT2

Cifar10 77.89 71.5 71.59 66.55 66.54 80.34 80.41 80.31 73.57 73.11 79.67 73.59 73.51 64.51 65.5
COVID Xray 75.89 78.01 78.01 61.0 65.25 76.24 78.01 77.66 75.53 77.3 76.24 80.14 77.66 64.54 68.79
Tiny Imagenet 77.62 78.35 78.29 71.7 72.28 78.04 77.96 77.92 77.23 77.38 78.81 79.74 79.71 75.31 75.51
MIT Indoor 89.78 90.15 90.15 88.51 88.96 80.15 80.15 79.63 79.03 78.88 91.19 91.34 91.86 89.63 89.55

Next, we discuss the impact of adversarial training, with help from Table 4.5. We have emphasized the

top accuracies again by presenting them in bold. In this table, it is apparent that some of the adversarial
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