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Chapter 1

Introduction

In autonomous systems, robotics, and artificial intelligence inference workloads, embedded
systems—particularly edge devices like the NVIDIA Jetson—are widely utilized due to their efficient
compute capacity and low power consumption. But even in these resource-constrained environments,
managing power and thermal constraints remains a significant challenge. Static power management
strategies, such as predefined Dynamic Voltage and Frequency Scaling (DVFS) policies, seldom are
able to dynamically adjust to varying workload demands, leading to overheating, excessive power
consumption, and resource waste. Adaptive power management may have a solution in reinforcement
learning (RL), which can change power modes according to workload conditions. However, the real-time
hardware interaction needed by traditional online RL methods is beyond the capabilities of embedded
systems due to limited compute power and the possibility of hardware degradation. Offline RL
approaches offer a more realistic alternative to live exploration by learning from pre-collected data.
This work proposes an Advantage Weighted Regression (AWR)-based offline RL framework
to maximize power efficiency, temperature control and system stability for different kinds of
workloads on the NVIDIA Jetson platform. Leveraging a supervised learning technique, AWR [15]
is an off-policy reinforcement learning method that assigns greater importance to positive actions
while preserving stability. AWR guarantees sample-efficient learning from historical workload data,
unlike conventional RL methods that depend on unstable Q-value bootstrapping or high-variance policy
gradients. The proposed approach is evaluated against a static baseline policy that alternates between
increasing and decreasing load 50% of the time and increases or decreases load at random the rest of
the time without regard for workload type. Overcoming the limitations of the static policy across
CPU-intensive, GPU-intensive, memory-intensive, and mixed workloads, the results show
that the AWR-based policy considerably improves power efficiency, workload adaptability, and
thermal stability. This work demonstrates the possibilities of offline reinforcement learning for
energy-efficient workload management in embedded systems. The integration of workload-aware
optimization offers a practical approach for reducing power consumption, preventing thermal
throttling, and enhancing general system performance in power-constrained environments.

1.1 Background

1.1.1 Reinforcement Learning

Reinforcement Learning (RL) offers a framework for sequential decision-making, wherein an agent en-
gages with an environment to formulate an optimal strategy that maximizes cumulative rewards [12].
The agent monitors the system’s present condition, chooses an action according to its policy, obtains
feedback as a reward, and moves to a subsequent state. The agent refines its decision-making through
iterative interactions, leading to improved long-term performance.

At each time step t, the agent occupies state s; and chooses an action a; based on its policy 7, which
delineates the probability of selecting an action for a given state:

ay = m(s¢). (1.1)

Upon execution of an action, the environment yields an observation 0,11, which the agent utilizes to
revise its internal state representation:

St4+1 = U(st,at,ot+1). (12)



The main goal in reinforcement learning is to identify a policy that optimizes the expected cumulative
reward across a specified time horizon. The value function quantifies the expected sum of future rewards
when adhering to policy 7 from a given initial state:

Vﬂ(So) =E

T
ZR(Stvat) | SO,W] : (1.3)
=0

The distribution of probabilities across state-action sequences is determined by the agent’s policy and
the transition model of the environment:

p(ao, s1,---,57 | 80, m) = 7(ao | s0)Penv(01]ao)d(s1 = U(so,ao,01)) (1.4)

X7 (a1|81)Penv(02]a1,01)d(s2 = U(s1,a1,02)) -+ - . (1.5)

The primary objective is to identify an optimal policy 7* that maximizes the expected reward across
all potential state trajectories:

T = arg mTEriXE [Vx(s0)] - (1.6)

Reinforcement learning enhances intelligent decision-making in intricate and dynamic environments
by continuously optimizing policies based on prior experiences. Diverse reinforcement learning algorithms
employ varying methodologies for value function estimation, policy updating, and balancing the trade-offs
between exploration and exploitation.

1.1.2 Advantage-Weighted Regression (AWR)

Reinforcement learning (RL) techniques frequently encounter challenges in achieving a balance between
stability and efficiency, especially in offline contexts where data acquisition is constrained. Advantage-
Weighted Regression (AWR) presents a distinctive methodology by utilizing supervised learning tech-
niques to modify policies, circumventing the dependence on high-variance policy gradients or erratic
Q-learning updates [I5]. Unlike traditional reinforcement learning techniques that leverage trial-and-
error interactions with the environment to improve rewards, AWR learns from fixed datasets of past
experiences. Enhancing policy updates, it increases the likelihood of reinforcing beneficial actions by
prioritizing actions based on their comparative benefits. While improving sample efficiency, this ap-
proach reduces instability brought on by large policy changes. By estimating a state’s expected return
using Monte Carlo simulations, AWR minimizes approximation bias and does away with the need for
bootstrapping:

V(s)=E

Z’ytrt | 50 = s] . (1.7)
=0

To assess action quality, the advantage function is determined by subtracting the estimated return
from the observed reward:

A(s,a) = R(s,a) — V(s). (1.8)

This advantage-weighted mechanism enables policy updates to emphasize superior actions while en-
suring stability. AWR enhances policy optimization by framing it as a weighted regression problem,
wherein actions with greater advantage values exert a more significant impact on learning. AWR, em-
ploys a KL divergence constraint to avert significant deviation from the original dataset:

Eona, () Drr(m(-]s)||n(|s)) <e. (1.9)

The updated policy rule allocates probabilities to actions based on exponentiated advantages:

B

where [ is a temperature parameter that regulates the extent to which advantage affects action
selection [I5]. AWR’s dependence on supervised learning for policy optimization renders it especially

7*(als) x p(als) exp (A(S’“)) . (1.10)



appropriate for offline reinforcement learning, where direct engagement with the environment is imprac-
tical. This property enables AWR to utilize pre-collected data for consistent and effective learning,
rendering it highly appropriate for power-aware workload management in embedded systems.



Chapter 2
Related Work

Reinforcement learning has been widely employed to optimize power management in embedded systems,
achieving a balance between performance and energy efficiency. Several researchers have examined Q-
learning, regression, and offline reinforcement learning techniques for dynamic power allocation. Martinez
and Ipek [I1] assess machine learning techniques for low-level power management decisions, including
scheduling and resource allocation. Yang et al. utilize regression-based models for power optimiza-
tion in heterogeneous computing environments [20]. These methodologies demonstrate the feasibility of
learning-based power control; however, they often necessitate manually developed policies or real-time
implementation, which may be infeasible for resource-constrained devices. Q-learning has been thor-
oughly examined for power optimization. Ye and Xu [2I] utilize Q-learning to optimize idle periods,
while Shen et al. [I8] apply Q-learning for temperature-sensitive dynamic voltage and frequency scal-
ing (DVFS) management, consequently reducing energy consumption under constrained performance
parameters. Gupta et al. [5] expand the application of reinforcement learning to mobile processors, opti-
mizing performance through dynamic adjustments of core activation and frequency scaling. Traditional
Q-learning, however, experiences state-action space explosion in high-dimensional control problems, ren-
dering it inefficient for contemporary heterogeneous processors. This limitation requires the application
of deep reinforcement learning techniques, such as Deep Q-Networks (DQN), which enhance scalabil-
ity while also increasing training complexity. Q-learning facilitates adaptive power control; however,
it encounters significant challenges related to sample complexity and stability. Unlike Q-learning and
its variants, Advantage-Weighted Regression (AWR) is a supervised policy optimization method that
extracts knowledge from previously collected data. This makes it more suitable for power-constrained
embedded systems where real-time exploration is impractical. Peng et al. [I5] introduce AWR as a
robust off-policy learning method that reduces bootstrapping errors and lessens variance compared to
traditional policy gradients. AWR, has predominantly been utilized for robotics tasks and OpenAI Gym
benchmarks. Alternative policy optimization methodologies, including Proximal Policy Optimization
(PPO)[I7], Soft Actor-Critic (SAC)[6], and Advantage-Weighted Actor-Critic (AWAC) [I3], have been
thoroughly examined in the realm of reinforcement learning. Nonetheless, each technique exhibits spe-
cific constraints in an offline reinforcement learning context. PPO enhances learning via policy clipping;
however, its on-policy characteristic necessitates frequent interactions with the environment, rendering
it inefficient for embedded systems where data acquisition is costly. SAC enhances exploration via en-
tropy maximization, advantageous for online reinforcement learning; however, its significant sampling
requirements entail considerable computational expenses. AWAC enhances offline reinforcement learn-
ing through Q-learning bootstrapping; however, it is susceptible to bias stemming from inaccuracies in
value function estimation. Advantage-Weighted Regression (AWR) provides a computationally efficient
method by eliminating the need for value bootstrapping and relying on direct policy updates via su-
pervised learning. AWR does not require explicit constraints like policy clipping, unlike PPO. AWR
promotes structured exploration by reinforcing high-advantage actions, in contrast to SAC, which em-
ploys entropy maximization for exploration while managing entropy complexity. AWR enhances sample
efficiency in offline reinforcement learning by circumventing unstable bootstrapping, in contrast to TD3
[3], which relies on critic-based Q-value estimation. AWR has shown robust performance across vari-
ous reinforcement learning benchmarks, such as HalfCheetah-v2, Hopper-v2, and Walker2d-v2[I]. This
methodology has shown effectiveness in motion control tasks for humanoid agents, particularly in sce-
narios where real-time data acquisition is impractical [I4] [9]. AWR employs advantage-weighted policy
updates within a batch-learning framework, achieving a balance of stability, adaptability, and computa-
tional efficiency, thereby establishing itself as a dependable choice for power-aware workload management
in embedded systems. We have modified the AWR formulation to suit the power optimization task. Of-
fline reinforcement learning has recently attracted interest for optimizing power-efficient workloads, as



policies are formulated without direct hardware engagement, thus preventing overheating and system
degradation. Our method enhances temperature and power management by directly modulating work-
load execution intensity, rather than employing DVFS or idle interval adjustments. We employ offline
reinforcement learning (AWR) to develop power-efficient workload management strategies that mitigate
thermal accumulation and energy consumption on the NVIDIA Jetson platform.



Chapter 3
Methodology

3.1 Introduction

This work uses an offline reinforcement learning (offline RL) framework to develop a policy model for
dynamic power and workload management on the Jetson Nano. Due to Jetson’s limited memory, thermal
headroom, and power constraints, real-time hardware interaction during training is not feasible. Instead,
offline reinforcement learning is chosen to avoid long-term hardware deterioration, system instability, and
thermal throttling. The policy is trained entirely from a pre-collected dataset, eliminating the need for
direct interaction during learning.

3.2 Problem Formulation

The workload-aware power and thermal optimization problem is formulated as a Markov Decision Pro-
cess (MDP) [16], where the agent learns to optimize system resource utilization while balancing power
consumption and thermal constraints. However, since the policy is learned from logged experience (of-
fline RL), state transitions are not explicitly modeled. Nonetheless, the fundamental MDP retains state
transitions, despite the fact that they are not explicitly represented in the learning procedure.

e State Space S: The system state at time ¢ is represented as:
st = (Ucpu, Ugpu, P, Tcpu, Tapu, W) (3.1)

where:

— Ucpu,Ugpu — CPU and GPU utilization levels.
— P — Power consumption (Watts).

— Tcpu, Tapu — CPU and GPU temperatures.

W — Workload type (e.g., CPU-intensive, GPU-intensive, memory-intensive).

e Action Space A: The agent selects workload execution actions, which indirectly determine the
power mode:
a; € {Increase Load, Decrease Load} (3.2)

where:

— Increase Load — Switches to MAXN power mode and increases workload execution intensity.

— Decrease Load — Switches to 5W power mode and reduces workload execution intensity.

e Reward Function R(s,a): The reward function is designed to balance power efficiency, resource
utilization, and thermal stability. It is formally defined in the Methodology Section.

e Offline Learning from Experience: Unlike standard RL approaches that interact with an
environment, Offline RL [I0] learns from a pre-collected dataset of system states, actions, and
rewards. Thus, the policy optimization is based on historical system behavior, rather than explicit
environment modeling.



e Policy Objective: The objective is to identify a policy that maximizes the overall efficiency of
the system.
7* = argmax J(7) (3.3)
s

where J(7) denotes an objective function that encapsulates essential performance metrics such as
energy efficiency, thermal stability, and workload adaptability.

In this context, the learning process relies entirely on historical data, which removes the necessity for
interaction with the system in real-time.

3.3 Dataset Preparation and Preprocessing

The training dataset was collected by running four different workloads on the Jetson Nano: CPU-
intensive, GPU-intensive, memory-intensive, and combined CPU+GPU tasks. Each task ran for an
hour, allowing observation of both short-term and long-term behavior, such as thermal accumulation,
performance degradation under heat, and utilization pattern changes. In total, about eight hours of
performance data were collected over two sessions on different days, ensuring that various conditions,
including external factors like temperature drift and cold starts, were represented in the dataset. The two
experience datasets collected on different days were combined into a single dataset. Each record in the
dataset includes system states (sensor readings), actions (increasing or decreasing load), and observed
rewards. Categorical fields such as task type, power mode, and Jetson clock state were numerically
encoded for offline RL training. Actions were assigned binary values (increase load = 1, decrease load
= 0). Records were sorted by timestamp to maintain the correct sequence of events during workload
execution.

3.4 Design of Reward Functions

A custom reward function is introduced to optimize energy efficiency, resource utilization, and thermal
safety, which are critical elements in the management of embedded systems. The reward function consists
of three main components: utilization per watt, transition rewards, and thermal penalties.

3.4.1 Reward Based on Utilization

The main element of the reward is utilization per watt, which assesses the system’s performance in
relation to power consumption.

Rutil - alog(]- + Utask/P) (34)

Here, Ui,sk denotes the primary utilization metric contingent upon the workload. CPU utilization
per watt is evaluated for tasks that are CPU-intensive. GPU utilization per watt is employed for tasks
that are intensive on the GPU. In memory-intensive tasks, the maximum utilization of RAM, CPU, and
SWAP per watt is considered.

The function log(1+ ) is used instead of a direct logarithm to improve numerical stability, especially
for small values of Uiagk/P. This transformation reduces the disproportionate penalization of minor
efficiency values, enabling reward scaling. The use of log(1 4+ x) improves convergence by preventing
undefined behavior at * = 0, promoting stable learning. It also reduces reward growth and power
consumption by implementing diminishing returns for high utilization. The choice of log(1+x) over log(x)
was based on heuristics rather than theoretical analysis. Practical factors like numerical stability and
improved training dynamics drove this selection, not a mathematical framework. To improve workload
management reward shaping, future research could investigate alternative transformations or adaptive
scaling mechanisms.

3.4.2 Transition Reward

A transition reward term mitigates sudden declines in efficiency and incentivizes improvements in effi-
ciency across states, thereby facilitating smooth transitions.



in(Aeg, 10), if A 0
Rtransition = {mln( offs )7 ' ot = (35)

0.5 Act, if Ao < 0

The term Aeg = Uask,t+1/Pi+1 — Utask,i/P: denotes the variation in efficiency between successive
states.

The transition reward is limited to 10 to avoid excessive reinforcement of trivial efficiency improve-
ments, thereby promoting stable learning updates. The penalty for negative efficiency changes is assigned
a weight of 0.5 to facilitate gradual adjustments in workload, thereby preventing excessively punitive
measures that may result in overly cautious behavior.

3.4.3 Thermal Penalty

Temperature penalties are imposed when temperatures surpass task-specific safe thresholds, with penal-
ties adjusted according to power mode:

(3.6)

)\high (Tmax - Tsafe)/107 if Tmax > Tsafe
Rthermal = .
0, otherwise

Let Tihax = max(Tcpu,Tepu) denote the maximum recorded temperature, while Tyap signifies a
safety threshold specific to the task. The safe temperature thresholds are 75°C for CPU-intensive work-
loads, 70°C for GPU-intensive workloads, 65°C for memory-intensive workloads, and 72°C for mixed
workloads. The penalty differs among power modes, as high-power modes possess greater thermal head-
room than constrained modes. In 5W mode, the penalty increases by 1.5 times due to performance
constraints, which ensures conservative workload execution. In MAXN mode, the penalty is decreased
to 0.75%, as this mode inherently emphasizes performance over thermal limitations. The temperature
thresholds and penalty multipliers were determined heuristically using system observations rather than
analytically derived constraints. While these values are good approximations for optimizing workload ex-
ecution, they are not always optimal for all hardware configurations. The penalty multipliers were chosen
to balance the trade-off between energy efficiency and performance, but their actual impact may differ
depending on workload characteristics. Future research could look into adaptive or learned penalty scal-
ing mechanisms, such as reinforcement learning-based threshold adjustments or dynamic penalty weight
tuning based on real-time workload conditions.

3.4.4 Final Reward Computation

Min-max normalization serves to stabilize reward values during the learning process. The ultimate
reward function is calculated as follows:

R(87 a) = max ((Rutil + Rtransition) : (]- - Rthermal)v Rmin) . (37)

where Ryn guarantees that high-efficiency states consistently obtain a minimum reward:

2 if Rutin > 20
Rmin == ’ ' ’ 1. (38)
—5, otherwise

3.5 Comparison of Traditional AWR and Modified AWR

Advantage-Weighted Regression (AWR) [15] enhances the policy by maximizing the advantage-weighted
logarithmic probability of chosen actions:

arg mSXESNd,J,(S),aN}L((IlS) [logw(a|s) exp (14“(;7(1)>:| (39)

The policy function m(a|s) indicates the likelihood of choosing action a in state s, whereas d,(s)
signifies the state distribution according to the behavior policy u. The behavior policy u(als) delineates
the probability of choosing action a in state s within the dataset. The advantage function A,(s,a)
quantifies the comparative benefit of an action a in relation to the anticipated return at state s. The
temperature parameter 8 modulates the impact of the advantage function on action weighting. The



weighting function exp (W) exponentially modifies advantage values to emphasize actions with

greater advantages.
Conventional AWR computes the advantage function utilizing Monte Carlo returns:

A(s,a) = nytR(st, az) — V(s), (3.10)

t=0

where V() represents the estimated value function, and -y denotes the discount factor. The associated
weighting function is:

w(s,a) = exp (A(Zj a)> . (3.11)

AWR additionally imposes a KL divergence constraint to guarantee that the revised policy stays
proximate to the behavior policy:
Esnd, () DrcL(m(-]s)]|u(-|s)) < e (3.12)

This constraint stabilizes policy updates by inhibiting excessive deviation from the original policy.
The revised AWR in this study eliminates both the value function estimation and the KL constraint.
The advantage is calculated using a batch mean reward as a reference point:

A'(s,a) = R(s,a) — — Z R(s;,a;), (3.13)

where N denotes the batch size. This obviates the necessity of estimating V'(s), thereby diminishing
variance and rendering the method entirely batch-oriented. The action weights are standardized within
the batch:

exp(A'(s,a)/B)

w'(s,a) = ) 3.14
) = Elexp(A(s,0)/B) (314

To ensure stability in learning, the weights are constrained:
Wegipped (8, @) = min(w’(s, a), 10). (3.15)

Given that the dataset comprises independent (state, action, reward) tuples obtained from a static
policy, imposing a KL divergence constraint is superfluous. The KL term typically guarantees that policy
updates adhere closely to the original behavior policy; however, since the dataset does not explicitly
represent the behavior policy during training, this constraint is excluded. In conventional AWR, the
value function V (s) is approximated through Monte Carlo rollouts across entire trajectories. The absence
of complete trajectories in our dataset would result in increased variance and bias when estimating V' (s).
Substituting it with a batch mean reward renders advantage estimation stable and eliminates the necessity
for trajectory-based value estimation. Exponentiating advantage values may produce significantly skewed
weight distributions, resulting in instability. To address this, weights are normalized within each batch
and capped at a maximum value of 10, ensuring that no single action predominates the learning process
while preserving the advantages of advantage weighting. The modified AWR enhances sample efficiency
and facilitates entirely batch-based learning, yet it presents trade-offs. Eliminating the KL constraint
permits enhanced policy flexibility but may result in increased exploration away from the behavior
policy. In the absence of a value function, the policy lacks access to long-term value assessments and
depends exclusively on immediate rewards. Weight normalization and clipping mitigate instability but
may restrict updates for high-advantage actions. These modifications render AWR more appropriate for
offline reinforcement learning in embedded systems, where real-time interactions with the environment
are unfeasible.

3.6 Policy Network Design

A deep multi-layer perceptron (MLP)[4] is used as the policy model, receiving CPU, GPU, and memory
utilization, power, temperatures, and operating mode as input. The network predicts action probability
distributions to determine whether to increase or decrease the load. MLPs are chosen for their efficacy in



modeling nonlinear relationships within structured numerical data. Unlike convolutional neural networks
(CNNs)[4], which are optimized for spatial feature extraction, or recurrent neural networks (RNNs)[4],
which specialize in sequential data, MLPs are well-suited for tabular-like state representations. The
state space of the problem is defined by workload-specific system metrics, as opposed to high-dimensional
spatial or temporal inputs, which renders a multi-layer perceptron a computationally efficient and scalable
option. Considering the computational limitations of embedded systems like the NVIDIA Jetson Nano,
multilayer perceptrons (MLPs) offer a suitable equilibrium between model complexity and real-time
inference performance. More sophisticated architectures such as transformer models [I9] would impose
superfluous overhead without a definitive performance benefit. Batch normalization is applied after each
hidden layer to improve learning stability. It standardizes activations during training, reducing internal
covariate shift and expediting convergence. This method is especially advantageous in reinforcement
learning, where unstable gradients can obstruct policy optimization by rendering policy updates erratic.
The Sigmoid Linear Unit (SiLU) activation function enhances reinforcement learning efficacy [2]. SiLU
is characterized as:

SiLU(z) =z - o(x), (3.16)

where o(x) denotes the sigmoid function. In contrast to ReLU, which may experience ”dying neurons” as
a result of zero gradients for negative inputs, SiLU maintains minimal gradient values even for negative
inputs. Elfwing et al. [2] contend that SiLU enhances the stability of reinforcement learning by providing
a smoother and non-monotonic activation function, which improves gradient flow and reduces gradient
saturation. This enables improved optimization of policy networks in reinforcement learning, where
dynamic state transitions require stable and efficient gradient propagation.

3.7 Procedure for Training

Advantage-Weighted Regression (AWR) is used to train the policy network using an offline reinforcement
learning framework, eliminating the need for real-time hardware interactions. The policy network is built
as a multi-layer perceptron (MLP), with four fully connected layers. Batch normalization and the SiLU
activation function are used to improve gradient flow and reduce vanishing gradients. The architecture
comprises an input layer that translates state representations to 256 neurons, succeeded by hidden layers
containing 128 and 64 neurons, and culminating in an output layer that produces softmax [4] probabilities
for prospective actions. The training hyperparameters were established empirically via trial and error,
utilizing a batch size of 64, a learning rate of 0.001 (diminished by 50% every 1000 epochs through
a step-based scheduler), and gradient clipping to a maximum norm of 10 to maintain stability. The
advantage function is calculated as the disparity between individual rewards and the mean reward of
the batch, yielding a stable learning signal. The advantage values are normalized to manage variance,
exponentiated to obtain importance weights that highlight actions with greater rewards, and constrained
within the interval [-10, 10] to avert instability from extreme weight values. The policy optimization
employs a weighted behavior cloning method, wherein cross-entropy loss is calculated over action logits,
adjusted by advantage-derived weights, and optimized with the Adam optimizer.
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Figure 3.1: Policy Loss Over Training Epochs
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Algorithm 1 Advantage-Weighted Regression (AWR)) Training Algorithm

1: Given: Offline dataset D = {(s;,a;,7;)}Y,, policy network 7y, epochs T' = 5000, batch size B = 64,
temperature parameter f3, clipping limits [—10, 10]

2: Return: Optimized policy network 7}

3: Initialize policy network mg with random weights

4: for epoch t =1 to T do

5: for each batch (s,a,r) ~ D of size B do

6: Compute batch mean reward: 7 = & Zil T
7 Compute advantage: A, =r; — T

8: Normalize advantage: A; = %

9: Compute weights: w; = exp(A4; /)

10: Clip weights: w; « min(w;, 10)

11: Compute action logits: z = my(s)

12: Compute cross-entropy loss: £ = Zf;l w; - CE(z;, a;)
13: Perform gradient update: 6 < 6 — nVyL

14: Clip gradients: |V < 10

15: end for

16: Adjust learning rate (Step-based scheduler)

17: end for

18: Return trained policy network 7}

3.8 Evaluation

The evaluation phase parallels the data collection phase to guarantee consistency in workload execu-
tion and reward calculation. The trained policy is juxtaposed with the static policy employed for data
collection across CPU, GPU, memory, and mixed workloads. Fach workload execution runs for 20 min-
utes to avert system instability resulting from out-of-memory errors. The trained policy dynamically
modifies workload intensity according to the state of the system, adding penalties for excessive temper-
ature spikes. To evaluate the policy’s efficacy, various critical performance metrics are examined. Power
consumption, quantified in watts, explains the enhancements in energy efficiency realized through the
policy. The percentages of CPU and GPU utilization reflect the efficiency of the policy in allocating
computational resources among various workloads. Temperature measurements, documented in degrees
Celsius, guarantee that the policy inhibits thermal throttling and sustains stable functionality. Memory
utilization, encompassing RAM and swap usage, indicates the efficacy of memory management across
diverse workloads. The mean reward directly quantifies the efficacy of the reinforcement learning policy
in balancing power efficiency and workload adaptability. These metrics were selected due to their direct
impact on system performance, energy efficiency, and hardware durability. It is essential to ensure opti-
mal power utilization while avoiding performance degradation for the implementation of reinforcement
learning-based workload optimization in embedded systems.

11
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Chapter 4
Results

The trained policy outperforms the static policy in managing memory, temperature, power, and utiliza-
tion. Key improvements include:

Task Metric Baseline Evaluation Improvement (%)
CPU Temp (°C)  51.03 53.58 5
CPU Util (%) 58.16 70.31 20.89
CPU GPU Temp ("C)  46.22 48.51 4.95
GPU Util (%) 0.00 0.00 0.00
Power (W) 3.69 4.12 “11.65
RAM Util (%) 55.91 58.55 4.72
Swap Util (%) 13.07 17.24 -31.91
CPU Tem[(> ;C) 58.29 52.69 9.61
CPU Util (% 11.15 11.99 7.53
CPU+GPU GPU Temp (°C)  54.75 49.25 10.05
GPU Util (%) 98.06 96.18 “1.92
Power (W) 6.49 6.06 6.63
RAM Util (%) 55.21 61.83 11.63
Swap Util (%) 99.04 78.57 20.67
CPU Temp (°C)  66.11 54.64 17.35
CPU Util (%) 10.21 13.48 32.03
GPU GPU Temp (°C)  62.79 50.93 18.89
GPU Util (%) 98.13 97.02 112
Power (W) 6.71 5.56 17.14
RAM Util (%) 77.68 76.98 0.9
Swap Util (%) 14.82 20.21 -36.37
CPU Temlz (7(30) 52.61 49.43 6.07
CPU Util (% 47.32 40.3 -14.84
Memory by Temp (*C) 4788 44.88 6.27
Power (W) 4.26 3.51 17.61
RAM Util (%) 79.39 87.06 9.6
Swap Util (%) 80.83 38.6 52.06

Table 4.1: Policy Evaluation for CPU, GPU, and Memory Workloads

CPU utilization increased by 20.89% for CPU-intensive tasks, leading to an increase of 5% and
4.95% in CPU and GPU temperatures, respectively. Power consumption increased by 11.65%. RAM
usage increased by 4.72% while swap usage increased by 31.9%, indicating greater memory stress. CPU
utilization increased by 7.53% for combined CPU-GPU tasks, while CPU and GPU temperatures dropped
by 9.61% and 10.0%, respectively. Power consumption decreased by 6.63%. RAM and swap usage
increased by 11.63% and decreased by 20.67%, respectively, demonstrating improved memory efficiency.
For GPU-intensive tasks, CPU usage increased by 32.03%, while GPU temperature decreased by 18.89%.
Power consumption was reduced by 17.14%. Swap utilization increased by 36.37%, increasing memory
overhead. For memory-intensive tasks, the CPU and GPU temperatures decreased by 6.07% and 6.27%,
respectively, and power usage decreased by 17.61%. RAM usage increased by 9.6%, and swap usage
decreased by 52.06%, indicating better memory management.

The evaluation results demonstrate significant enhancements in workload efficiency and energy con-
sumption across various task types. Lowering CPU and GPU temperatures is essential for maintaining
system stability and avoiding thermal throttling, which can result in diminished performance and long-
term hardware deterioration. The reduced temperatures noted during the evaluation of trained policy
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suggest that reinforcement learning-based workload management effectively sustains stable operating
conditions. Moreover, enhancements in power efficiency facilitate improved energy conservation, which
is especially critical for embedded systems functioning within power limitations. The adaptability of
workload, indicated by heightened CPU and GPU utilization percentages, illustrates the policy’s capac-
ity to dynamically optimize system resources. The trained policy contrasts with static power policies
by dynamically adjusting to workload demands, thereby optimizing the distribution of computational
loads for enhanced power efficiency and performance. Enhanced memory utilization, specifically reduced
swap usage, demonstrates that the policy optimizes task execution while minimizing dependence on
virtual memory, which may adversely affect system responsiveness. The enhancements are especially
advantageous for embedded devices like the NVIDIA Jetson Nano, where power limitations, thermal
management, and workload efficiency critically influence system reliability and longevity. The findings
indicate that reinforcement learning is effective for optimizing workload execution in resource-constrained
settings, ensuring energy efficiency and system stability.
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Chapter 5

Conclusion and Future Work

The trained policy enhances CPU utilization for CPU-intensive tasks, resulting in higher power con-
sumption while simultaneously improving temperature regulation and memory optimization for GPU
and memory-intensive workloads. The findings indicate a balanced trade-off among performance, power
efficiency, and system stability. The results demonstrate that workload optimization utilizing reinforce-
ment learning can markedly enhance power management in embedded systems.

5.1 Limitations

Despite these advancements, certain limitations must be acknowledged. The current policy is formulated
based on particular workloads, which raises concerns about its relevance to new applications. The re-
liance of reinforcement learning on historical data prompts inquiries about its effectiveness in handling
workloads that surpass the training dataset. Another limitation is the policy’s reliance on an offline
learning methodology. OfHline reinforcement learning ensures stable training; however, it limits the pol-
icy’s capacity to adapt dynamically to real-time changes in the system. The model exhibits inadequate
responsiveness to sudden workload escalations or temperature fluctuations. The trained policy is opti-
mized for the NVIDIA Jetson Nano, and its efficacy on other hardware architectures remains untested.
Applying the method on processors with differing power and thermal limitations may require additional
modifications.

5.2 Future Research Directions

To overcome these limitations and enhance adaptability, various research avenues may be explored.
One significant extension entails the incorporation of online reinforcement learning methods to facilitate
real-time adaptability. The policy facilitates continuous learning, allowing for dynamic adjustments of
workloads based on real-time feedback instead of depending exclusively on pre-collected data. A hybrid
offline-online reinforcement learning framework can enhance stability by integrating new information
throughout the deployment process. Incorporating a diverse set of workload patterns into the dataset
enhances generalization, thereby maintaining the policy’s effectiveness across various applications such
as graphics simulations, gaming, and real-time Al inference. Furthermore, evaluating the policy on AMD
and ARM-based embedded systems would enhance cross-platform generalization, thereby increasing its
relevance across diverse hardware architectures. Optimizing the architecture of the policy neural network
can improve learning stability and adaptability. A promising approach entails the execution of the
policy in distributed systems for multi-node power optimization, enabling effective workload distribution
among diverse devices. Enhancing external hardware monitoring and integrating manually adjustable
CPU/GPU frequencies would enable more precise workload execution adjustments and improve power
management. Digital twin simulations [7] can evaluate policy efficacy prior to deployment, thereby
mitigating risks linked to real-world implementation. Transfer learning techniques[22] may enhance
policy generalization across various workloads and hardware configurations, thereby reducing the need
for retraining. We may consider implementing reinforcement learning techniques such as FAWAC [§]
and AWAC [13], which signifies a recent advancement over AWR. These techniques may enhance policy
stability and adaptability, leading to improved energy-aware workload optimization for embedded devices.
The implementation of these enhancements will enable the reinforcement learning framework to develop
into a more adaptive, generalizable, and efficient power optimization system for embedded devices.
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