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CHAPTER 1

The Effects of Multilateral IP Treaties on Patenting Behavior

1.1 Introduction

During the period from 1980 to 2015, there was substantial growth in world trade. Reductions in trade and

communication costs, combined with reductions in tariff and non-tariff barriers through the WTO and the

expansion of preferential trade agreements, resulted in an average growth in aggregate bilateral exports of

6.3% per year. Over the same period, cross border patenting activity grew even faster, with the number of

patent applications by foreigners averaging a growth rate of 8.3% per year (Figure ??). The large growth

in cross border patent applications is in part driven by reductions in both patenting and trade frictions be-

tween markets, largely as a result of bilateral or multilateral treaties. In the past few decades, the Agreement

on Trade Related Aspects of Intellectual Property Rights (TRIPS) and the Patent Cooperation Treaty (PCT)

were developed. These treaties are focused on strengthening and standardizing intellectual property protec-

tions in member countries. The major trade agreement during the period is the World Trade Organisation

(WTO) which subsumed and strengthened the trade liberalizations of the General Agreement on Tariffs and

Trade (GATT). In addition to these large multilateral treaties, several regional or bilateral free-trade agree-

ments were signed, many of which include explicit regulation regarding the issuance of patents. A cursory

inspection of the growth of trade and patent flows (Figure ?? 1) hints at the closely linked nature of patenting

and trade and an acceleration of cross-border patenting circa 1995, concurrent with the introduction of the

WTO/TRIPS.

Despite the TRIPS agreement being among the “most significant milestones in the development of in-

tellectual property”2, the impact of TRIPS membership on international patenting behavior remains an open

question. The goal of this paper is to evaluate the impact of WTO/TRIPS and other intellectual property

treaties on international patent flows.

I employ estimation techniques developed in the gravity literature which are traditionally used to identify

the determinants of international trade. I also take advantage of several new techniques to efficiently estimate

a 3-way fixed effect Poisson Pseudo-maximum likelihood (PPML) and perform necessary bias corrections

(Larch et al. (2019), Weidner and Zylkin (2021)). I find that the impacts of the treaties I consider are localized

between developing countries with limited impact on developed economies. The exception to this is the

1Trade flow data from the Atlas Dataset. “Domestic” patents have been removed to be comparable to exports which does not include
“domestic” trade. The two measures are plotted on different scales to be visually comparable, trade follow the left axis, patents follow
the right axis. Trade is measured in total USD value, patenting is measured as aggregate patent applications.

2Gervais (2012) pp. 3
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Figure 1.1: Total patenting vs. total exports

Patent Cooperation Treaty which I find has a significant impact in both developing and developed countries,

increasing patent flows by as much as 70%.

The remainder of this paper is organized as follows. Section 1.2 briefly outlines the related literature.

Section 1.3 presents a model of patent flows that motivates the subsequent analysis. Section 1.4 reviews the

construction of the data set. Sections 1.5 and 1.6 present the empirical strategies and results of the paper.

Section 1.7 provides some closing remarks.

1.2 Related Literature

This paper dovetails into an existing literature studying the relationship between international trade, innova-

tion, and intellectual property rights (IPR). Several papers have studied the impact of increased protections

afforded to intellectual property. Maskus and Penubarti (1995) and Maskus and Yang (2018) provide evidence

that stronger patent laws in a destination market attracts increased trade. Both papers employ qualitative sur-

vey data regarding the strength of IPR in each country like the Ginarte & Park index or the Fraser Freedom

index. Brunel and Zylkin (2019) further examine this question but focuses on the impact of the number of

patents in a market rather than indicators of IPR strength. They conclude that the number of patents in a desti-

nation market is positively correlated with its corresponding level of trade. This paper furthers this discussion

by examining the impact of strengthening local IPR on the level of patenting.
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Another branch of the literature takes a different perspective and analyzes the impact of increased prof-

itability of trade on innovation and patenting. Aghion et al. (2018) study the impact of positive demand shocks

in destination markets on firm level innovation decisions. Using data covering innovating French firms, they

observe increased innovation and patenting in response to destination demand shocks. Bloom et al. (2016)

and Coelli et al. (2016) ask a similar question, analyzing it from the perspective of China as a destination and

demonstrating the positive impact of increased demand in a destination on innovation and patenting activity

elsewhere.

Apart from the impact of IPR on trade, and vice-versa, strengthening IPR has been shown to spur

economic development. Branstetter (2006) demonstrates an increase in industrial activity in developing

economies in response to IP reforms. The increase is driven largely by transfers of technology, and cor-

responding shifts in production, from parent companies to their affiliates in “southern” economies. Moser

(2011) uses historic data from several world’s fairs to demonstrate the diffusion of technology that patents

provide, showing that stronger IPR led to greater geographic diffusion of technologies.

LaBelle et al. (2023) develops a model that formalizes the relationship between patent flows and intellec-

tual property diffusion. The model assumes that a portion of innovations can be imitated in all destinations

in the absence of a patent. This potential for technology diffusion incentivizes firms to apply for a patent in

markets where it would have been more profitable to enter without a patent. The presence of such an incen-

tive provides an explanation of increasing patent flows from the “north” to the “south” that is independent

of international trade and intellectual property treaties. Their estimates of the differential impact of treaties

on patent flows within and between countries in the “north” and the “south” are in agreement with those

presented in this paper. Additionally, they use a collection of time varying north-south border dummies to

show the effect of technology diffusion on patent flows.

Empirically, this paper is related to the gravity literature that evaluates the impact of various policies on

international trade. The structure of a gravity analysis was established in the seminal paper by Anderson and

Van Wincoop (2003) which establishes a model of trade flows between countries based on characteristics of

each market and the frictions between them. This analysis is well suited to analyzing patent flows because the

decision to patent in a market is driven by many of the same factors as trade. More to the question at hand,

a gravity analysis provides a useful framework by which to estimate the effect of bilateral treaties on patent

flows. Silva and Tenreyro (2006) establish the standard practice of using the PPML estimator to identify

various effects on bilateral flows, pointing out that using PPML bypasses many concerns regarding bias and

consistency. Piermartini and Yotov (2016) emphasize this technique and further suggests using 3-way fixed

effects to control for multilateral resistances a la Anderson and Van Wincoop (2003). Including 3-way fixed

effects also alleviates concerns about the endogeneity of policy shocks. Larch et al. (2019) develop tools to

3



overcome the computational intensity of deploying a 3-way FE PPML estimator in its analysis of the impact

of currency unions on trade. Weidner and Zylkin (2021) demonstrate a bias in this estimator as a result of the

incidental parameter problem. Despite the bias, they prove the estimator’s consistency as well as providing

a method to construct the necessary bias corrections. This paper implements the sum of these techniques to

robustly estimate the effect of joint treaty membership on bilateral patent flows.

1.3 Motivating Model

1.3.1 Overview of Patents

A patent can be used by an innovating firm “to prevent third parties not having the owner’s consent from the

acts of: making, using, offering for sale, selling, or importing for these purposes that product.”3 This enables

a firm to claim monopolistic profits over such a product within a given market. This protection begins in

a limited capacity as soon as the patent application is submitted, and takes full effect upon the grant of a

patent.4 Note that the protections afforded by a patent in a given country exist only within that country, eg.

a patent in the U.S. does not grant a monopoly in China. Therefore, innovating firms must decide in which

countries to apply for a patent. This decision for each market is informed by a comparison of the market

specific expected profits of applying for a patent versus the corresponding cost of the application.

The profitability of a patent is derived from sales of the patented product and thus is heavily dependent

on many of the same factors that incentivize international trade: the size/wealth of a destination market, the

iceberg trade costs, etc.

1.3.2 Model

Because of these similarities, I use a model which modifies the gravity equations described in Anderson and

Van Wincoop (2003) to describe bilateral patent flows. The traditional gravity equation models the flow of

trade from country to country based on several structural characteristics of the two markets:

Xi jt =
YitE jt

Yt

(
ti jt

PjtΠit

)1−σ

(1.1)

where Xi jt is the value of trade flows from country i to country j in year t. The gravity equation can be

separated into three groups of effects. The first group is characteristics of the origin country: Yit , the total

production in the origin country; and Πit , a measure of the profitability of all destination markets from the

origin’s perspective. The next group is characteristics of the destination country: E jt , the total expenditure;

and Pjt , the price index, together they form a measure of a country’s tendency to import. The third effect

3TRIPS Article 28
4In the sample, about half of all patent applications are eventually granted. An application can be pending for several years before

being either granted or rejected.
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comes from the features of pairs of countries, ti jt , an iceberg trade cost that represents obstacles to trade. The

iceberg trade cost can be composed of time invariant features of a pair of countries like the distance between

them as well time varying features like bilateral membership in treaties governing trade.

In addition to trade frictions present in the traditional gravity equation, a patent is affected by the strength

and structure of the intellectual property protections available between markets. In a “weak” patent regime,

the monopoly afforded by a patent may provide limited protection from imitation (loss of the monopoly). To

this end, the model incorporates the strength5 and length of a patent in the expected profits of an application.

This structure results in a cutoff rule for each country pair based on the quality of an innovation. Aggre-

gating the decisions of each firm over the distribution of innovation quality provides an equation describing

aggregate bilateral patent flows similar to equation 1.1:

Ni jt =

Traditional Gravity︷ ︸︸ ︷(
Pjt

µcitτi jt

)θ (E jt

σ

) θ
σ−1

Patenting︷ ︸︸ ︷
ιitbθ

it

(
Ψi jt

Fi jt

) θ
σ−1

(1.2)

Where Ni jt is the total number of patent applications stemming from a firm in country i to country j in year

t.6 A full description and derivation of equation 1.2 is found in Appendix ??. Here I merely point out the

differences from the traditional gravity model. The innovative capacity of each origin country is captured

jointly by ι , the total number of innovations in a source country, and b, the minimum productivity of those

innovations.7 The strength of an IP system is represented by Ψ which aggregates the impact of both patent

strength and length8. Finally, F represents the cost of applying for a patent which is allowed to vary between

pairs of countries. These costs can vary for a number of reasons: translation fees, legal representation costs,

formal application fees, etc.

This model provides some insight into why different treaties could impact patent flows. Treaties dealing

with intellectual property rights will affect both the overall value of a patent, Ψ, and the cost of a patent appli-

cation, F . I discuss each treaty of interest in more detail in section 4. Treaties involving trade liberalizations

will also have an effect through a reduction of trade frictions, τ .

Note that this produces a model of applications as opposed to granted patents. The reason for this distinc-

tion lies in the information revealed in a firm’s decision to submit an application. A firm forms expectations

of the profits it could gain from having a patent in each country and compares it to the costs of acquiring such

5Strength of a patent is modeled as a hazard rate of the resulting monopoly. A “perfectly strong” patent carries no risk of infringement,
the monopoly it grants lasts the entire length of the patent. A “perfectly weak” patent provides no protection against infringement, the
monopoly is immediately lost.

6For expediency, I frequently refer to “patent application flows” as just “patent flows.” Throughout the paper, I am dealing purely
with patent applications.

7Productivity is distributed according to a Pareto distribution with minimum b and dispersion θ .
8If national treatment is extended to all origin countries, Ψ will not vary across origins. However, at the beginning of the sample,

there are still a number of countries not a party to any treaty requiring national treatment.
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a patent. An application is therefore revelatory of the firm’s view of the strength of a patent. Additionally,

firms do not have the opportunity to wait for a patent to be granted in one country before applying in other

locations.9 This forces to firms to make expectations regarding profits in each location in the same way.

To identify the impact of bilateral and multilateral treaties, I translate equation 1.2 into an estimable form

with 3-way fixed effect as follows:

Ni jt = exp[oit +δ jt +di j +β1IPTreatiesi jt +β2TradeTreatiesi jt ]εi jt (1.3)

The set of origin-time (oit ), destination-time (δ jt ), and origin-destination (di j) fixed effects control for the

variation in patent flows not related to treaty membership. The remaining variation is explained by features

specific to each pair of countries that vary over time. This variation includes bilateral treaty membership. Joint

membership in each treaty is indicated by a dummy variable (contained in IPTreaties and TradeTreaties).

For example:

WTOi jt =

 1 ,i and j both members of the WTO in year t

0 o.w.
(1.4)

An important implication of this analysis is that the estimated effect of each treaty will be its discrim-

inatory effect, the estimated impact of a treaty on the patent flow between two countries conditional on

both being members. While the text of each treaty is written to be applied in this fashion, it seems more

than reasonable that part of the effect of each treaty may be purely non-discriminatory, affecting an origin

or destination country uniformly regardless of its partner. A common technique used to identify such non-

discriminatory effects on trade flows is to leverage the differential application of trade policy to inter- vs.

intra-national trade. A change in tariffs impacts international trade flows but has no effect on domestic trade.

This provides a baseline by which to measure the otherwise non-discriminatory effect of trade policies. The

same solution is not applicable here because the policies regarding intellectual property rights in a country are

applied equally to both domestic and international patent flows. For this reason, my analysis focuses purely

on the discriminatory effect of each treaty.

1.4 Data

To implement equation 1.3, I need measures of patent flows and treaty membership. To construct bilateral

patent flows, I employ the PATSTAT database from the European Patent Office (EPO). It is collected from

national patent offices, unified, and distributed biannually. I use the Spring 2018 release. Each primary entry

in the database is a patent application accompanied by many of its characteristics, e.g. date and type of

9Firms have 12 months, extendable to 30 months, to decide in which countries to submit a patent application. The decision of whether
or not a patent is granted is made and average of 36 months after submission, too late to base further applications on it.
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application. I limit the sample period to the years post 1980 due to the relative sparsity of data prior to 1980.

I also truncate the data post 2015 to avoid potential issues related to the data access for recent periods.10

Every patent application is classified by type. The most prominent patent type (and the type I focus on)

is “patents of invention.” A patent of invention typically represents a new innovation. This is in contrast to

other classifications of patents which typically indicate smaller changes to existing technologies. The sample

is limited to only patents of invention11 to capture innovation flows rather than small improvements. These

restrictions leave over 50 million applications in the sample (Table 1.1).

Restriction → Full Sample Years 1980-2015 Patents of Invention Patents of Invention 1980-2015
# Patent Applications 99,298,592 62,926,896 82,147,980 52,031,026

Table 1.1: Sample Restrictions

Constructing the bilateral patent flows, Ni jt , for equation 1.3 requires knowing the origin and destina-

tion of each application. The origin of an application is conceptually the origin of its innovation. Thus the

constructed origin should be uniform across all applications within a patent family. Such a family is the

collection of all applications (anywhere in the world) stemming from a single innovation. The first applica-

tion submitted in each patent family is known as the priority application. Priority is a notion codified by the

Paris Convention for the Protection of Industrial Property (1883) which grants an innovating firm 12 months

following the “priority application” during which to submit patent applications in other Paris Treaty member

countries. During this “priority period”, no other actors can attempt to acquire IP protections over that inno-

vation. I use the fact that every application in a patent family refers to the same priority application to link

applications into these simple patent families.

Determining the destination of an application is straightforward in most cases. For most applications,

the destination is merely the country in which patent protection is sought and is listed as the “country of

authority.” Some applications, however, are submitted as “European Union” patents. A firm can submit an

application directly to the EPO for an EU patent and designate in which countries it is seeking patent protec-

tion12. Designating additional countries incurs additional fees (formal fees, translation costs, etc.) so firms

make designation decisions in much the same way as other applications. Previous work has ignored this vari-

ation, assuming that each EU application was submitted in every EU country. I find that this assumption holds

10Patent applications are not published for a period a time following submission. The delay of publication varies by issuing authority
and ranges from a few months to a few years. Truncating 3 years from the tail end of the data set removes concerns about the data in
these periods.

11The U.S. classification terminology differs from elsewhere, a “utility patent” in the U.S. is akin to a patent of invention for the EPO
12An EU patent is merely an additional option available to innovating firms, it does not preclude national applications directly to EU

countries
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for less than 25% of EU applications with over 15% of applications designating fewer than 5 countries. To

capture this variation, I separate each EU application into distinct applications in each of its designated states.

Determining the origin of a patent is not quite as straightforward. Previous work constructing bilateral

patent flows has used the home country of the applicants for an application as the origin. It is common for dif-

ferent applications in the same patent family to have different applicants, potentially from different countries.

This leads to assigning multiple origins to a single innovation. To resolve this issue, I develop a method to

determine the origin of an innovation using the addresses of the applicants of the priority patent. This method

produces higher coverage over the data, allowing origin assignment for 13% more of the applications in the

sample. It also constrains the origin to be uniform within a patent family which is more consistent with the

conceptual definition of the origin of an innovation.13

A potential complication in determining the origin of a patent family lies in the fact that applicants can be

from different countries. To resolve this discrepancy, I determine which applicant best represents the origin

of the innovation. I use the “type” of each applicant (government, company, individual, etc.) with the as-

sumption that the “economically larger” applicant best represents the origin of the innovation14. The specific

ranking of applicant types along with other details of the origin assignment algorithm and considerations

regarding its implementation are included in Appendix 1.8.3.

Many of the patent families in the sample are singletons, i.e. patent protection for the given innovation

is only ever sought in one country. Over the course of the sample, however, the average family size grows.

In other words, firms are finding it on average more profitable to patent an innovation in multiple markets.

The full distribution of family size is provided in Figure 1.2. Each bar in the figure gives the percentage of

families of the given size in each sub-period. The bars advance in time from left to right, with the most recent

distribution having the lowest proportion of singleton patent families. There is potential that singleton patent

families represent a different type of innovation that is uniquely targeted towards a single market and has

limited viability internationally. To address that concern, I limit the empirical analysis to patent families that

have applications in multiple countries.

A cursory examination of the constructed bilateral patent flows illustrates several notable features of

patenting behavior. Figure 1.3 shows the global distribution of patent origins15 before year 2000, with darker

colors indicating higher patenting activity. Both frames show the concentration of patent origins in more de-

13Without this method, 30% of all applications that are part of non-singleton patent families are assigned an origin that is different
from the origin of the priority application.

14For example, an innovation with applicants ’General Electric from the U.S.’ and ’John Doe from Canada’ is assumed to have
originated in the U.S.

15Constructing the same map using patent destinations rather than origins results in an almost identical map.
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Figure 1.2: Distribution of patent family sizes over three sub-periods

veloped countries. Figure 1.4 focuses on applications after 2000 and demonstrates an increasing prevalence

patent originating in smaller or developing countries. Across the whole period, this is indicative of a large

degree of heteroskedasticity in patent flows. Heteroskadasticity is also a prominent feature of trade flows. I

address this using established techniques in the trade literature.

Figure 1.3: Heat map of patent origins, darker colors imply more patents originating there. Aggregated within
period, Pre-2000.

Another similarity of patent flows to trade flows lies in the prevalence of zeros in the panel of data.

Particularly amongst smaller economies, it is relatively frequent that there are no patent applications between
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Figure 1.4: Heat map of patent origins, darker colors imply more patents originating there. Aggregated within
period, Post-2000.

two countries in a given year. The simplest method of estimating the multiplicative models for both trade

and patent flows is to log-linearize the equations and use OLS. The presence of zeroes in the dependent

variable eliminates the possibility of log-linearizing without some modification. Silva and Tenreyro (2006)

demonstrate that the common methods of circumventing the problem of zeros in log-linearizing all result

in biased estimates. They propose the use of the PPML estimator which assumes the distribution of the

dependent variable is Poisson. In addition to resolving the zeros issue, it is robust to misspecification of the

conditional variance and is not biased in the presence of heteroskedasticity. For these reasons, I employ the

PPML estimator to study bilateral patent flows.

1.4.1 Treaties

I now turn to a more detailed discussion of each treaty I include in my empirical analysis. Table 1.2 details

the number of countries joining each treaty in the sample. There is a fair amount of variation in membership

for each treaty.

Joined Paris GATT PCT WTO/TRIPS
Before 84 83 24 0
During 94 44 124 164

Table 1.2: Number of countries entering each treaty before and during 1980-2015

Paris Treaty: The Paris Convention for the Protection of Industrial Property (1883) sets a baseline for inter-

national cooperation in patent protection. It establishes two important features of international patenting law:

‘national treatment’ and ‘priority.’ National treatment stipulates that citizens from any member country be

afforded the same availability of IP protections along with equal protection therefrom. This will affect patent

flows through both increased access to patents (reduction in Fi jt ) and increased protection (increased Ψi jt ).

10



Priority grants an innovator 12 months following the first patent application16 of an innovation in which to

submit further applications elsewhere. By allowing firms to delay patent applications, priority can alleviate

financial frictions in paying the application costs in multiple markets, Fi jt . It also allows firms the chance to

gather more information both on the economic and technological feasibility of a patent.

GATT: The general agreement on tariffs and trade (GATT) is designed to liberalize trade amongst its mem-

bers. There is a small paragraph in the GATT text that addresses the issuance and protection of patents,

but this section was rarely invoked and to little effect. Therefore, the channel through which GATT impacts

patent flows is limited to the reduction in trade frictions. As such, I expect to find a positive effect on patent

flows arising from a decrease in τi jt . The limitation of the sample to post 1980 has both pros and cons for this

evaluation. A major drawback is that I do not observe many of the larger economies as they join GATT17, this

truncation is necessary due to data coverage issues in earlier years. The effect of joining GATT is identified

based on 44 countries joining between 1980 and 1995 (when the WTO subsumes GATT). Note that though a

large economy like the U.S. does not join during the sample period, it is still part of many country pairs that

become joint members (requiring both parties to be members). One of the benefits of the sample restriction is

reduced concern that the effect of GATT varied over time, a possible result of the several negotiation rounds.

The last round of GATT negotiations prior to its replacement by the WTO was the Tokyo round in 1979,

conveniently. Because the sample period is lies between the Tokyo round and the WTO, the estimates can be

viewed as the impact of the Tokyo round of GATT. For simplicity I continue to refer to GATT membership

without the Tokyo qualifier.

PCT: The Patent Cooperation Treaty was developed in 1970 and “went into action” in 1978. One of the

stated goals of the treaty was “to simplify and render more economical the obtaining of protection for inven-

tions where protection is sought in several countries18.” To that end, it introduced the ‘international patent

application’ by which firms can apply for a patent in multiple member countries much more easily. An in-

ternational application does not replace the need for national applications but it does provide a unified portal

through which to apply for national patents. A PCT application begins with an international search to reveal

any relevant, existing work followed by an examination of the application to determine the patentability of an

innovation. The applicant can then direct the application to any member country’s patent office for a national

patent. While there are still fees associated with each of these national filings, several Offices’ national filing

16Priority is based on the first application submitted to any country, all subsequent applications anywhere in the world refer back to
the priority application.

17At the beginning of the sample, 83 countries were already GATT members
18Patent Cooperation Treaty (1970)
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fees are lower for international patent applications than they are for direct national applications in recognition

of the work already done during the international phase. In addition, a PCT application extends the priority

period granted by the Paris treaty to 30 months19. The combined effect of a PCT application is to reduce the

cost of acquiring a patent amongst its member countries and provide additional information to firms as they

determine in which countries to apply for a patent.

WTO/TRIPS: The WTO subsumed GATT in 1995 following several rounds of negotiations. Much like

GATT, I expect the WTO to reduce the trade frictions between member countries resulting in increased bilat-

eral patent flows. Beyond its role in liberalizing trade, the WTO introduced the agreement on Trade Related

Aspects of Intellectual Property Rights (TRIPS). The TRIPS agreement is groundbreaking for international

intellectual property insofar as it requires a ‘minimum standard level of protection’ for IP available to citizens

of any member country. This is a strengthening of the national treatment stipulation in the Paris Treaty which

only requires equal treatment of all citizens of member countries, allowing for little to no available protection.

The full impact of this requirement is likely not limited to discriminatory effects, a reformed IP system would

likely be applied evenly regardless of applicant nationality20. Because the WTO and TRIPS are so tightly

linked, the opportunities to separately estimate the effect of each are limited. In an effort to separate the two

effects, I leverage the transition period (5 years) given to developing countries to become TRIPS compliant.

Note that this transition period was only granted to developing countries21 that were original members of the

WTO and is not available to countries joining subsequently. This period creates some variation in the timing

between joining the WTO and being required to be TRIPS compliant.

Free Trade Agreements (FTAs): A number of regional and bilateral free trade agreements were formed over

the sample. These agreements are typically viewed as trade liberalizations amongst the member countries. In

that capacity, they will affect patent flows in the same way as GATT, reducing trade frictions (τi jt ). I follow

Santacreu (2021) and separate FTA’s into those that deal strongly with intellectual property and those that do

not. The data by which this determination is made is the DESTA dataset developed in Dür et al. (2014).

19Priority is always measured from the priority application regardless of the order of application. While a PCT application can be
used to extend the priority period from the standard 12 months to 30, it does not reset the clock. If a firm waits 11 out of the 12 months
afforded by the Paris Treaty then submits a PCT application, the 30 months is measured from the beginning of the initial 12 month
period.

20This also precludes the possibility of identifying the non-discriminatory effect using comparisons between inter- and intra-national
flows.

21A transition period was also granted to ”least-developed” countries. The period was originally 10 years but has been been extended
several times, most recently set to expire in 2021.
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1.5 Empirical Strategy

Recall the estimation equation presented in section 1.3:

Ni jt = exp[oit +δ jt +di j +βTreatiesi jt ]εi jt (1.5)

To identify the effects of each treaty, I take guidance from Piermartini and Yotov (2016) which provides an

assortment of pitfalls when dealing with trade data in a gravity setting. Fortunately, they also provide solutions

to these problems. The issues are raised in the context of trade flows, but they are equally applicable to patent

application flows. The most prominent feature of the data is the prevalence of zeros in aggregate patent

application flows, particularly between smaller countries. This poses a problem for any method that requires

log-linearization. Potential solutions to this issue include censoring the data to include only larger countries

that do not have zeroes in the bilateral patent flows or removing individual zero observations. Both solutions

remove a significant amount of information and ignore the meaning of a zero in the patent flows. Another

method to eliminate zeros is to add 1 to all observations, this understandably produces a significant bias in

estimates.

The second complicating facet of trade and patent data is its heteroskedasticity. Specifically, the variance

in patent flows between large countries is correspondingly larger than that between smaller countries. If

unaddressed, heteroskedasticity has the potential to induce a large bias in estimates. To address both of these

issues, I use a Poisson pseudo-maximum likelihood estimator as presented in Silva and Tenreyro (2006). The

PPML does not require log-linearization, thus skirting the problem of zero patent flows. Additionally, the

PPML estimator is robust to heteroskedasticity. The only requirement for the PPML to provide consistent

estimates is that the conditional mean is correctly specified. The traditional Poisson assumption is that the

conditional variance is equal or directly proportional to the conditional mean. In practice, the conditional

variance of patent data seems to be a higher order of the conditional mean. The variance of patent flows

between large countries is disproportionately larger than that of smaller country pairs. Econometrically, this

suggests an estimator that gives less weight to the larger observations due to their higher variance. Another

consideration, however, is the quality of the data. I expect that the data from the larger countries is more

reliable. A happy medium between the econometric and data concerns is to accept the traditional assumption

of direct proportionality.

To control for the unobservable “multilateral resistances” like MFN22 tariffs, average legal costs in a coun-

try, formal application costs, etc. I employ origin-year and destination-year fixed effects. This unfortunately

eliminates our ability to estimate the effects of other interesting covariates like distance, GDP, GDP/Cap, and

22Most Favored Nation
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the Fraser freedom index, along with anything else that does not vary within a year-country pair. Fortunately,

this does not disqualify the inclusion of trade policies, specifically joint membership in international treaties.

Another potential problem is the endogeneity of those policy decisions based on some preexisting relation-

ship between two countries that drives both patent flows and trade policies. I include origin-destination fixed

effects to alleviate this concern. This inclusion unfortunately disqualifies the estimation of other bilateral

characteristic effects, i.e. distance, common language, etc. Including all three types of fixed effects signifi-

cantly limits what can be included in each regression, but makes the estimates of the trade policy effects more

robust.

Estimation using this technique has long been prohibitively computationally intensive. Blundell et al.

(1995) suggest an alternate method by which to control for the possible endogeneity of bilateral trade agree-

ments. Rather than including a full set of origin-time fixed effects, they control for persistent dyad effects

by constructing a pre-sample mean23. Effectively, this implies using a few years of data at the beginning of

the sample to construct the pre-sample, leaving less data for analysis. This is certainly effective at reduc-

ing computational demands and does not require too much data on the front end. It does, however, require

some regularity on the nature of country relationships over the whole sample. Over the thirty-six year period

in question, it is not unreasonable to think that the nature of relationships within each country dyad have

changed in ways not fully reflected in the treaties being considered. While the set of origin-destination FEs

does not capture such changing dynamics either, it does treat the whole period uniformly. I report results

using the pre-sample mean for a comparison of the two methods in Table 1.5.

To implement the three-way FE PPML estimator, I use the technique described in Larch et al. (2019)

which utilizes an iterative estimation approach. Weidner and Zylkin (2021) further refine this method by

pointing out an asymptotic bias when using a 3-way FE PPML estimator. They demonstrate a bias in both

the point estimates and standard errors24 to a degree that can impact inference. For illustrative purposes, I

report results both with and without this bias correction in Table 2.6.

1.5.1 Treaty Dummies

Since the WTO supplants GATT during the sample, the construction of the treaty indicators merits some

attention. The GATT indicator represents joint membership in GATT up to 1994. In 1995 and following,

GATT is set to 0 to reflect the fact that GATT as a standalone treaty no longer exists. One result of this

construction is that the effect of joint GATT membership is estimated based on the variation provided by

countries that enter GATT between 1980 and 1994. These countries are primarily developing countries.
23In addition to the pre-sample mean between a pair of countries, an indicator of whether or not any patenting activity occurs between

them. This is included to deal with the zero lower bound on patent activity, zero activity between two countries indicates a different type
of relationship altogether

24Weidner and Zylkin (2021) further demonstrate a bias in the standard errors of a 2-way FE PPML
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The WTO indicator reflects joint membership in the WTO in years following 1995. Since the beginning of

the WTO occurs in the sample, the estimated effect of joint membership is identified based on all members.

Notably this includes several developed country pairs that are excluded from the effects of other treaties due

to joint membership before the beginning of the sample.

In column 3 of Table 2.6, I report results with the effects of the WTO and TRIPS identified separately.

The variation in timing between WTO and TRIPS “membership” stems from the transition period granted

to developing countries before being required to be TRIPS compliant. The TRIPS indicator is set to 1 if the

origin is a WTO member and the destination is required to be TRIPS compliant.

Following Santacreu (2021), I include an indicator of the presence of intellectual property provisions in each

free trade agreement. I take these indicators from the Design of Trade Agreements dataset (DESTA25). The

interpretation of the estimated effect of such provisions is an incremental effect relative to the overall impact

of FTAs.

1.6 Results

Table 2.6 reports estimates of the effect of each treaty using the baseline specification. The first two columns

present the results of 3-way FE PPML estimation with and without the bias correction26. While the bias

correction has relatively limited effect on the point estimates, the standard errors are significantly biased

downwards leading to overstated significance of the impact of each treaty. Column (3) performs the same

estimation with the inclusion of the TRIPS indicator, leveraging the variation arising from the transition

period.

The baseline specification is reported in column 2. I find that both trade and IP treaties have significant

effects on patent flows. These estimates represent the percent change in bilateral patent flows stemming from

joint treaty membership, i.e. the Patent Cooperation Treaty and the Paris Treaty have a strong positive effect,

increasing patent flows by 71% and 107% respectively. The estimated effect of the other treaties are puzzling.

An FTA between countries stimulates 20% higher patent flows. One might expect this effect to be mag-

nified by provisions in the FTA regarding intellectual property regulations. However, I find that there is no

additional impact arising from such provisions based on the insignificant estimate for FTA IP.

The differing effects of GATT and the WTO present another puzzle. The impact of joint GATT mem-

bership is both strong and significant, increasing patent flows by 105%. In contrast to this, the estimated

effect of joint membership in the WTO is both smaller and statistically insignificant. This contrast is a bit

surprising given the role of the WTO in both strengthening the trade liberalizations of GATT and introducing

25Dür et al. (2014)
26I include column (1) merely to highlight the importance of using the bias correction developed in Weidner and Zylkin (2021). All

other estimations are bias-corrected using this method.
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Dep. Var.: Ni jt Biased Bias Corrected w/ TRIPS
GATT 1.166∗∗∗ 1.054∗∗ 1.054∗∗

(0.244) (0.524) (0.524)

WTO 0.500∗∗ 0.410 0.388
(0.201) (0.412) (0.370)

PCT 0.671∗∗∗ 0.707∗∗∗ 0.707∗∗∗
(0.106) (0.125) (0.125)

Paris 0.930∗∗∗ 1.070∗ 1.070∗
(0.345) (0.647) (0.648)

FTA 0.190∗∗∗ 0.195∗∗ 0.195∗∗
(0.070) (0.084) (0.084)

FTA IP -0.002 -0.011 -0.011
(0.067) (0.078) (0.078)

TRIPS 0.023
(0.193)

Observations 158,424 158,424 158,424
Origin-Time FE Yes Yes Yes
Destination-Time FE Yes Yes Yes
Origin-Destination FE Yes Yes Yes

Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 1.3: Effect of various treaties, estimated using 3-way FE PPML with several specifications. Each
estimate indicates a percent impact on patent flows.

TRIPS. Column 3 reports estimates of the effects of the WTO and TRIPS identified separately, but I find no

significant difference in the effect of each treaty based on this additional variation.

1.6.1 North and South

The estimated effects of each treaty are determined based on variation in joint treaty membership during

the period. This variation is quite different for each treaty (Table 1.2). For GATT and the Paris Treaty in

particular, the countries joining each treaty during the sample are primarily developing countries. This means

that the estimated effect is heavily dependent on its effect in the economic ‘South.’ To demonstrate this, I

split the sample into 4 groups: North to North, North to South, South to North, and South to South27.

Sub-setting the sample in this fashion reveals disparate effects of each treaty in the North vs. the South.

27I define the economic North and South to be developed and developing countries respectively. This status is based on their WTO
designation in 1995.
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North2North North2South South2North South2South
GATT 0.169 -0.085 1.549∗∗∗ 1.630∗∗∗

(0.958) (0.264) (0.591) (0.201)

WTO -0.107 -0.244 0.402 0.635∗∗∗
(0.587) (0.377) (0.401) (0.200)

PCT 0.745∗∗∗ 0.058 0.057 0.288∗∗
(0.157) (0.093) (0.145) (0.145)

Paris -0.515 -0.384 0.506∗∗
(0.490) (0.501) (0.221)

FTA 0.250∗ 0.086∗ -0.073 0.799∗∗∗
(0.142) (0.045) (0.051) (0.261)

FTA IP -0.055 -0.114∗∗ 0.227∗∗∗ -0.374
(0.095) (0.049) (0.066) (0.308)

Observations 59,199 26,934 43,859 15,469
Origin-Time FE Yes Yes Yes Yes
Destination-Time FE Yes Yes Yes Yes
Origin-Destination FE Yes Yes Yes Yes

Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 1.4: Effect of various treaties, estimated using 3-way FE PPML. The Paris Treaty is excluded from the
North to North estimation due to a lack of variation in northern membership over the period.

The large impact of GATT and the Paris treaty in Table 2.6 seems to be based on their effect in the ‘South.’

The significance of the WTO estimate in the South does not pass through to the aggregate estimate in Table

2.6 because a higher proportion of the variation in membership comes from developed countries. Overall, this

analysis demonstrates a heavy impact of each treaty in South to South patent flows. This makes sense because

the regulatory changes required in each treaty most heavily impact developing countries. Notably, the only

multilateral treaty that has a significant effect in both the North and the South is the Patent Cooperation Treaty

which is aimed at reducing the cost of patent applications in multiple countries.

1.6.2 Dyad FE vs. Pre-sample Mean

In Table 1.5, I report estimates using the pre-sample mean method described in Blundell et al. (1995) to

control for country pair effects. Specifically I construct the following:

PreSampleMeani j =
1
6

1985

∑
t=1980

Ni jt (1.6)

PreSampleActivei j =


1 PreSampleMean > 0

0 PreSampleMean = 0
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Baseline Pre-sample Mean
GATT 1.054∗∗ 1.611∗∗∗

(0.524) (0.490)

WTO 0.410 2.293∗∗∗
(0.412) (0.753)

PCT 0.707∗∗∗ 0.865∗∗∗
(0.125) (0.244)

Paris 1.070∗ 0.703∗
(0.647) (0.401)

FTA 0.195∗∗∗ 0.295∗∗∗
(0.084) (0.068)

FTA IP -0.011 0.555∗∗∗
(0.078) (0.062)

log(Presample Mean) 2.701∗∗∗
(0.043)

Presample Active -1.183∗∗∗
(0.268)

Observations 146,702
Origin-Time FE Yes
Destination-Time FE Yes
Origin-Destination FE No

Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 1.5: Effect of various treaties. Column 1 estimated using 3-way FE PPML. Column 2 estimated using
2-way FE PPML alongside the Pre-sample mean method from Blundell et al. (1995).

Pre-Sample Mean controls for persistent dyadic frictions. Pre-Sample Active is included to differentiate

between active dyads and inactive dyads which can have different underlying relationships. The benefits of

this technique lie in its computational simplicity (relative to dyadic fixed effects). The cost of this method

is the assumption that country pair relationships remain constant over the sample period. While this is a

reasonable assumption when considering the effect of geographic remoteness or a shared language, it is

less plausible that the underlying political and economic relationships between countries remain unchanged.
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Consider a scenario in which the idiosyncratic relationship between countries is increasing over time. The

pre-sample mean is formed based on smaller interactions in early periods. The increasing dyadic effect is

then incorrectly attributed to treaties that are joined later in the sample.

Column 2 reports estimates using this method in comparison to the baseline specification in column 1.

As expected, the estimated effect of each treaty is significantly higher. The most significant increase is for

the WTO estimate which rises from 40% to 230%. This is consistent with the expectation that the effect

of treaties joined later in the sample (most true of the WTO) would be overstated using this method. To

avoid this bias, I employ origin-destination fixed effects rather than a pre-sample mean to control for dyadic

frictions.

1.7 Conclusion

This paper provides a quantitative evaluation of the impact of several multilateral treaties on international

patent flows. To accomplish this, I develop a robust method by which an origin and destination is assigned

to each patent application. A key feature of this method is the constraint that origin assignment must be

consistent within a patent family. This requirement not only more closely matches the intuitive definition

of an innovation’s origin, but also provides higher coverage in origin assignment. On this basis, I construct

patent flows between countries in each year. To estimate the discriminatory effect of treaty membership on

bilateral patent application flows, I adapt techniques developed in the empirical gravity literature to patent

flows. I use a PPML estimation alongside a full complement of fixed effects. I use a recently developed

method to correct for the bias produced by a 3-way fixed effect PPML specification. I find that both trade

and intellectual property treaties have significant impacts on patent flows between developing countries but

have little effect in the developed world. A notable exception to this is the Patent Cooperation Treaty. In

addition to its impact in developing countries, the PCT increases patent flows between developed economies

by about 70%. This highlights the importance of the cost of patent applications in firms’ decisions regarding

destination markets for new innovations.

1.8 Appendix

1.8.1 Model

I consider the decision problem for a firm in a monopolistically competitive industry in country i that has

developed an idea for producing a new product.

I assume there are N potential national markets in which the product can be sold, with CES preferences

in market j given by

U j =

(∫
Ω j

d j(ω)
σ−1

σ dω

) σ
σ−1

(1.7)
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where Ω j is the set of varieties sold in market j and ω indexes the varieties in that market. The differences in

the value of innovations across firms gives rise to a structure of heterogeneous firm monopolistic competition

as in Melitz (2003).

If the firm has exclusive right to sell the product in market j, it will earn revenues at time t given by

ri jt(p(ω)) = p(ω)d j(p(ω)) =

(
p(ω)

Pjt

)−σ

E jt (1.8)

where E jt is expenditure and Pjt =
(∫

Ω j
p(ω jt)

1−σ dω j

)1/(1−σ)
the price index in market j. Revenues in j will

depend on the number and price of competing varieties in the market, as well as on the overall expenditure

level of the destination market.

I assume that output is produced with a constant marginal cost of cit
z(ω) per unit, where cit is the cost

of a unit of factor input and z(ω) the units of output per unit of input for for variety ω . The quality of the

innovation is reflected in the value of z, which can be interpreted as the efficiency of the process for producing

the product or as the quality of the new product. I simplify by assuming that the firm knows the value of z at

the time it makes the patenting decision in market j. Letting τi j ≥ 1 be the iceberg transport cost of getting

the product from i to j, the flow of firm profit will be (p− ciτi j)di jt . Profit is maximized by choosing a price

pi jt =
σcit
1−σ

, which yields profits of

πi j(z) =
(

ciµτi j

Pj

)1−σ E j

σ
= zσ−1

π i j (1.9)

where µ = σ

σ−1 is the markup and π i jt captures the profitability of market j for a representative firm from i

at time t

The existence of a patent gives the firm the right to exclude firms from using the product or process

innovation in the market where it is patented. This protection would apply to both domestic and foreign firms

that might attempt to infringe on the patent, since foreign firms would be excluded from exporting goods that

infringed on the patent. If the firm enters market j without a patent, it has a probability αi j per unit time that

it’s product will be copied and the monopoly lost. If the firm obtains a patent, the probability that the patent

will be infringed on and copied (without compensation) is αP < α . Letting Tj denote the length of patent

protection and assuming an expected growth rate of profits γ j, the gain from obtaining a patent in market j

will be

∆
P
i jt(z) =

∫ Tj

0
πi j(z)

(
e−(r+αP

i j+γ j)t − e−(r+αi j+γ j)t
)

dt = zσ−1
π i jΨi j (1.10)

where Ψi j =
(r+αi j+γ j)(1−e

−(r+αP
i j+γ j)Tj )−(r+αP

i j+γ j)(1−e−(r+αi j)Tj )

(r+αi j+γ j)(r+αP
i j+γ j)

> 0 captures the expected gain in profits with
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patent protection in market j. The expected growth rate depends on both the growth rate of the market as

well as the strength of patent protection. The strength of patent protection will depend on both the duration

of protection, Tj, and the strictness of enforcement, which determines αP
j .

A firm will patent in market j if the expected gain from patenting exceeds the expected cost. I denote the

cost of obtaining a patent in market j by Fi j. This cost will consist both of fees for obtaining and maintaining

the patent and the transactions costs of filing the patent. Since transactions costs may depend on the similarity

of the origin and destination markets in factor such as language and institutions, I treat these the cost of a

patent as pair specific.

A firm will choose to patent if ∆P
i jt(z)≥ Fi j, patenting of a new product from i will be patented in j if

z ≥ zi j ≡
(

Fi j

Ψi jπ i j

) 1
σ−1

=
ciµτi j

P

(
E jΨi j

σFi j

) 1
1−σ

(1.11)

The critical value for patenting is increasing in the level of source country costs, cit increasing in the bilateral

trade and patenting frictions, τi jF
1/(σ−1)
i j , and decreasing in the profitability of market j, Ψi jE jtPσ−1

jt .

1.8.2 Bilateral Patent Flows

I obtain the bilateral patent flows by aggregating over the firms decisions. Firms in each country engage in

R&D that generates ideas for new products. The quality of the new product ideas is assumed to be described

by a Pareto distribution, Gi(z) = 1−
(

z
bi

)−θ

for z ≥ bi. 28

The probability that a firm from i patents a new idea in country j is

1−G(zi j) =

( zi j

bi

)−θ

(1.12)

The parameter bi is the lower bound of the distribution, so a higher productivity for country i innovators

is reflected in a larger value of bi. The parameter θ captures the shape of the distribution - a higher value

is associated with a lower spread of the distribution. In order for the expected profits from a market to be

bounded, we must have θ > σ −1.

Assuming that the output of new products in country i is ιi, the number of patents from i to j, Ni j will be

Ni j = ιi

( zi j

bi

)−θ

= ιi

(
biPj

µciτi j

)θ (E jΨi j

σFi j

) θ
σ−1

(1.13)

The number of patents will be an increasing function of the destination market size, E jΨi j
P1−σ , an increasing

28The value of patents has been measured based on surveys, citations, and licensing revenue. As surveyed in Hall and Harhoff (2012)
Hall and Harhoff (2012), These measures all suggest that the value of patents is highly skewed, so their value is typically modeled using
a Pareto or lognormal distribution.
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function of the innovative capacity and cost in the source country, ιc−θ

i , and decreasing in the level of bilateral

trade and patenting frictions, τi jF
1/(σ−1)
i j .

1.8.3 Data Assignment

For 93% of application families, the applicants for the priority application are from a single location. In these

cases, I merely take the applicants’ address country to be the family origin. In the cases where there is discord

amongst the applicants’ addresses, I sort applicants by “type”, e.g. company vs. individual. Specifically, I

regard the type of applicant to indicate the origin in the following order:

• Company, Government

• Hospital, University, Non-profit

• Individual

The rationale being that an application for which both a company and an individual are listed as applicants,

the company represents a more clear indication of where the innovation originated, if not in the literal sense

maybe in the financial sense.

This process requires very complete data, as such it reduces the available sample yet further. There

are many families that have applicant addresses not for the priority application but for other subsequent

applications. I have decided not to try to reclaim those entries to avoid the need to reconcile the idiosyncratic

ways each country has to record the ”type” of person. Importantly, Japan (a very active patenting country)

almost exclusively records persons as individuals. If I were to determine the origin using the entire family, I

would run the risk of underrepresenting Japan as an innovator merely due to its data recording practice (e.g.

between a German “company” and a Japanese “individual”, Germany would be assigned as the origin). By

limiting the origin assignment to within a single application (the priority application) I bypass this potential

for different data recording methods to produce unrepresentative origin assignments.

As a means of alleviating the significant requirements of having applicant addresses, I allow the destina-

tion of the priority application to serve as the family origin for singleton families. The assumption here being

that an innovation only ever patented in a single country is likely to have originated in that country.

1.8.4 Destination Assignment

While most of the assignments of destination are straightforward. A significant complication lies in the EU.

A single EU application can be submitted to get protection in several “designated states” within the EU.

The application fee is higher depending on how many designated states are indicated (though supposedly
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more efficient than applying in each country separately). For applications submitted as “European patent

applications,” I treat it as an individual application in each of the designated states.
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CHAPTER 2

Value Weighted Bilateral Patent Flows

2.1 Introduction

The value of a patent is readily useful, but it is not easily measured. In Chapter One, I present a model of the

number of patents flowing between countries and estimate the corresponding impact of various international

treaties dealing with intellectual property rights. In this paper, I discuss several patent valuation techniques

that provide value weights of the patent flows from country to country. I present and compare estimates of

the impacts of the several international trade/intellectual property treaties on both value weighted and non-

weighted patent flows. I show that despite the positive impact of the Patent Cooperation Treaty (PCT) on

the number of patents flowing between markets, the value of the patent flow is unaffected. This behavior is

consistent for patents in the pharmaceuticals industry which is R&D intensive and heavily reliant of intellec-

tual property protection. This suggests that the increase in the number of patents due to the PCT is largely

composed of relatively low-quality patents. This is reinforced with by significant negative estimates of the

impact of the PCT on the average value of patents flowing between member countries.

Using the model from Chapter One, I show that the quality threshold to patent in a destination implies an

inverse relationship between the number of patents in a destination and their average quality. I modify the

model so it represents the patent value flow between countries based on the underlying economic characteris-

tics of the origin and destination markets. The structure of the model for value-weighted patents implies that

the impact of changes in the market conditions are directionally the same as those for non-weighted patent

counts. However, the sign of the effect of changes in market conditions on the average value of patent flows

is dependent on the skewness parameter of the value distribution of innovation. As long as the value distribu-

tion is heavily skewed, as is suggested in prior literature, the directional impact of market changes will match

relative to patent counts.

Section 2 of this paper presents an overview of prior literature regarding patent value measurement and the

gravity literature that serves as the basis for the estimation techniques. Section 3 builds upon the model from

Chapter One and presents testable implications for patenting behavior. Section 4 reviews the data sources

used and their respective benefits and restrictions. Section 5 presents summary statistics of patent values by

country and estimates of the impact of international treaties on patent value flows.
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2.2 Related Literature

Patents are a rich data source regarding innovation, and patent counts by firm/country have been used exten-

sively to measure many aspects of intellectual property. Scherer (1965) uses firm level patent counts in the

U.S. to relate innovative capacity to the size and structure of firms, finding that monopolies may not be the

most efficient firm structure to generate innovation. Evenson (1984) uses patent counts to summarize inter-

national innovation and adoption behaviors, finding that innovation is concentrated in a few highly developed

countries and illustrating the adaptation of smaller economies. Pakes and Griliches (1980) develop a model

where patents represent incremental knowledge as the result of R&D, finding that patent counts provide a

reasonable estimate of accumulated knowledge. There are many uses of patent counts, but they are all subject

to the same crucial shortcoming: the quality of an innovation is unobserved despite being a key feature when

measuring innovative capacity or accrued knowledge etc. Scherer (1965) uses limited data on the profitability

of patents and finds that the quality of patents has a “distribution highly skewed toward the low private value

side, with a very long tail into the high value side”, suggesting a Pareto distribution.

Whether measuring the efficacy of R&D using patents as an indicator of innovative success or measur-

ing the flow of intellectual property between countries using patents as an indicator of knowledge transfer,

enriching patents with value/quality measures provides more granular insight. Several methods of measur-

ing the value of a patent have been utilized, falling roughly into two groups: small sample data with purely

economic value indicators and large sample data with generic value indicators. The first group is populated

with techniques like Hall et al. (2005) and Connolly and Hirschey (1988) which use a panel of market valu-

ations of publicly traded companies and their associated patents over time to estimate the incremental value

of patent citations. Pakes (1985) takes this further and demonstrates a clear cause and effect relationship that

R&D expenditure and patent applications generate large increases in market valuations for publicly traded

companies.

A different take on measuring the economic value of a patent relies on patent renewals revealing which

patents are worth maintaining. The renewal of a patent indicates that the firm considers the patent to be at

least as valuable as the renewal fee. While the formal fees are fairly small on a yearly basis, they do provide

a direct measure of patent value. If a patent is even not renewed, it is permanently lapsed and cannot be

reinstated1.

As such, Pakes (1984) models patent renewals as an option to renew the patent in the future in addition

to another year of protection. They treat the decision to renew as a dynamic programming problem where

firms continue learning the value of an innovation as it ages, allowing for the possibility that a patent of little

1If a patent lapses, there is a 6-month window during which it can be reinstated, incurring additional late fees. The innovation is not
protected while the patent is lapsed and the reinstatement does not last beyond the original patent length.
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current value may be the basis of a highly lucrative discovery. Since firms continue renewing a patent until

the renewal fee exceeds its the expected value, renewal fees provide a lower bound for the value of a patent.

Using these lower bounds, he uses MLE to recover the parameters of the model and finds that the distribution

is highly skewed with a majority of patent being low-value with some ‘winners’. Similarly, Bessen (2008)

uses patent renewal fees as a direct measure of patent value, showing that a majority of U.S. patents are fairly

low value. De Rassenfosse and Jaffe (2018) show that renewal fees are an effective means to filter out ‘low-

value’ patents. These patent value measures have the benefit of a relatively clear economic interpretation,

however, the data requirements for implementation make them impractical to scale beyond a single region.

The second group of patent valuation methods do not attempt to distinguish between the economic and

technical value of a patent but have the benefit of being based purely on the characteristics of the patent

itself, which makes scaling to a larger dataset much more practical. The foremost patent value measure is

the number of citations a patent receives from new innovations. Citations represent a portion of knowledge

that a new innovation found significant. From a technical standpoint this indicates that the original patent

had some technical significance that was necessary for further innovation. From an economic perspective,

the investment another firm makes in the citing innovation implies some latent economic value in the tech-

nology. Citations are the most commonly used measure of patent value and the literature is full of examples.

Trajtenberg (1990) introduces the use of citations as a proxy for patent value which Albert et al. (1991) sub-

sequently reinforced by comparing citations to a survey of valuations made by industry experts. Hall et al.

(2005) and Harhoff et al. (1999) each use one of the economic measures of patent value, market valuations

and patent renewals respectively, to demonstrate that citations are highly correlated with patent value. An

important caveat to citation data however, is that it is right-truncated. Since citations continue to accumulate,

the citation count is unknown for a substantial period of time following the patent application.

Another widely available value measure is family size, the number of countries in which an innovation

is patented. For a given innovation, a higher quality will lead to meeting the quality threshold that makes

patenting profitable in more countries, producing a positive relationship between family size and patent value.

This paper also leans heavily on the trade gravity literature for both the structure of the model and the

empirical methodology. I modify the model presented in Chapter One which is itself based on the structure

of traditional gravity model established in Anderson and Van Wincoop (2003). The gravity literature was

designed to relate trade flows between countries to the underlying economic characteristics of the countries

and any idiosyncratic relationship they may have. This makes a gravity structure perfect for studying the

impact of various origin/destination feature on the resulting patent flows. The empirical methods used to

estimate such impacts were refined as the field progressed. Silva and Tenreyro (2006) establishes the use

of Poisson Pseudo-Maximum Likelihood (PPML) as the estimation technique that eliminates several issues
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that arise with trade data and gives unbiased and consistent estimates. Piermartini and Yotov (2016) later

demonstrates that the use of 3-way fixed effects (origin-time, destination-time, and origin-destination) can be

used to absorb confounding effects and allow for the estimation of international treaty impacts. Weidner and

Zylkin (2021) then shows that such an estimator is biased and provides a method to correct the bias of both

the point estimates and standard errors.

I borrow from both the gravity and patent valuation literature to estimate the impact of several treaties

on patent value flows between countries. I construct patent value weights using citations, renewals, and

family size. Following the guidance of the gravity literature, I employ a 3-way fixed effects PPML estimation

to identify the effect of several international treaties on the flow of both non-weighted and value-weighted

patents.

2.3 Model

I employ the model developed in Chapter One but for brevity I only reference the features of the model

that are of particular interest in patent valuations. Recall that the quality of a patent is drawn from a Pareto

distribution, Gi(z) = 1−
(

z
bi

)−θ

for z ≥ bi, where bi is the minimum quality of innovations in origin i and θ

dictates the shape of the distribution. The shape parameter is restricted in two ways: θ > σ − 1 is required

for expected profits to be finite and θ > 1 is required for expected quality to be finite2. The model dictates

a minimum quality threshold, zi j, for firms in origin country i to apply for a patent in destination country j

based on the underlying market conditions in and between the two countries. Firms in origin country i apply

for a patent in destination country j if the quality of their innovation exceeds the minimum quality threshold,

thus the number of patent applications flowing from i to j is

Ni j = ιiE


 0 z < zi j

1 z ≥ zi j

= ιi

( zi j

bi

)−θ

(2.1)

where Ni j is the count of patents from origin i being patented in destination j and ιi represents the innovative

output of the origin country. Since the value of a patent is explicitly modeled, weighting each patent by its

value can be accomplished with a small change from equation 2.1.

Zi j = ιiE


 0 z < zi j

z z ≥ zi j

= ιi
θz1−θ

i j

(θ −1)bθ
i

(2.2)

2σ represents the elasticity of substitution between all of the goods

27



where Zi j is the value weighted count of patents from origin i being patented in destination j. The value of

zi j as derived in Chapter One and can be substituted into equations 2.1 and 2.2 as follows3.

zi j ≡
ciµτi j

Pj

(
E jΨi j

σFi j

) 1
1−σ

(2.3)

Ni j = ιibθ
i

(
Pj

µciτi j

(
E jΨi j

σFi j

) 1
σ−1
)θ

(2.4)

Zi j =
ιiθbθ

i
θ −1

(
Pj

µciτi j

(
E jΨi j

σFi j

) 1
σ−1
)θ−1

(2.5)

The overarching structure of the relationship between weighted or non-weighted patent counts to the

underlying economic factors remains the same. Regardless of the value of θ , the directional effect of changes

in destination and origin characteristics are the same. The number of both value-weighted and non-weighted

patents will be an increasing function of the destination market size, E jΨi j
P1−σ , an increasing function of the

innovative capacity and cost in the source country, ιic−θ

i , and decreasing in the level of bilateral trade and

patenting frictions, τi jF
1/(σ−1)
i j .

2.3.1 Patent Value Implications

Modeling the quality of a patent as a draw from a random distribution with a minimum threshold for patenting

has implications for the types of patents going to and from countries. Note that an increase in destination

market size, E jΨi j
P1−σ , should have both a positive impact on the number of patent applications and a negative

impact on average patent quality (due to a reduction in zi j). We should observe this behavior across all origins

patenting in a destination country. Table 2.4 presents patent flows to destination countries and their average

patent value measures that confirm this prediction.

The same exercise can be performed with origin countries but with less straightforward implications. The

quality threshold for applying for a patent from an origin is positively related to the input costs in the country,

ci. This implies that origin countries with high input costs should have correspondingly high average patent

values, but this relationship is confounded by the minimum quality of innovations in i, bi. There is no clear

relationship between the average patent quality of the origin and the number of patents from the origin since

both bi and ιi affect the number of patents but do not impact the quality threshold. Table 2.5 presents origin

level patent counts and value measures.

3Pj is the price level in j, E j is expenditure in j, ci is the cost of inputs in i, Ψi j is the marginal benefit of a patent from i to j, Fi j is
the cost of patenting from i to j, τi j is the trade friction between i and j, σ is the elasticity of substitution, and µ = σ

σ−1 is the markup

28



Destination Total Renewed Average Average Average Avg. GDP ($B)
Country Patents Family Size Forward Citations Patent Age 1985-1995
Germany 369003 29.9 23.96 12.91 1,679

UK 339612 30.3 24.46 12.99 941
France 326057 30.6 24.46 12.93 1,148

Netherlands 155031 35.3 25.28 12.81 295
Switzerland 129792 36.4 24.79 12.70 232

Spain 127332 38.6 25.39 12.88 449
Belgium 122374 37.5 24.85 12.66 191
Sweden 119784 36.9 26.09 12.79 215
Austria 99377 39.1 24.75 12.67 157

Italy 92529 40.3 32.67 16.54 979
Luxembourg 50173 43.1 28.45 12.83 13

Denmark 43642 51.7 28.61 13.09 127
Greece 36674 47.7 28.78 12.99 92
Ireland 20867 68.5 33.62 13.38 45

Portugal 19770 62.4 28.57 13.20 74
Finland 3684 88.7 30.77 13.54 105

Table 2.1: Patent Value Summary Statistics by Destination, sample is limited to patent applications submitted
to the EPO between 1985-1995 that have been renewed at least once. GDP is reported in Billion USD and is
averaged over the years 1985-1995.

Origin Total Renewed Average Average Average
Country Patents Family Size Forward Citations Patent Age

USA 101709 48.5 43.7 13.5
Germany 83302 26.1 15.3 11.9

Japan 83064 19.7 21.0 13.7
France 33659 29.3 16.8 12.4

UK 18395 57.2 26.0 12.8
Switzerland 13293 32.3 20.4 12.7

Italy 12182 29.7 13.7 12.5
Netherlands 10744 35.4 17.2 12.5

Sweden 7512 53.1 24.0 13.6
Austria 4043 33.3 12.8 12.2
Canada 3351 57.7 32.0 13.5
Finland 3257 50.3 21.4 13.7
Belgium 3212 43.0 19.6 13.0
Denmark 2347 64.3 25.7 13.4
Australia 1805 63.7 25.4 14.2
Norway 1164 62.2 21.0 12.8
Spain 1086 34.1 13.3 12.6

South Korea 1004 31.0 18.5 13.4

Table 2.2: Patent Value Summary Statistics by Origin, sample is patent applications submitted to the EPO
between 1985-1995 that have been renewed at least once. Only displaying countries that have at least 1000
EPO patents in the period.
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2.4 Data

Patent data is collected from the PATSTAT database. PATSTAT is maintained by the European Patent Office

(EPO) and contains a wealth of information for over 100 million patents globally. Each patent is necessarily

associated with a destination country and I impute the origin of each patent family using the algorithm I

develop in Chapter One4. Pharmaceutical patents are identified as patents with IPC codes beginning with

‘A61K’ or ‘A61P’5. For treaty impact estimation, I complement this data with WTO and GATT membership

information from the Head and Mayer (2014) gravity dataset. I take FTA and intellectual property specific

FTA data from the DESTA database (Raess et al. (2018), Santacreu (2021)). In addition to pure patent counts,

I construct value-weighted bilateral patent flows using three patent valuation methods: citations, renewals,

and family size.

A patent family is the collection of applications covering the same innovation submitted in different des-

tination countries. The size of a patent family is the number of destination countries in which an application

is submitted. Patents submitted to the EPO are submitted in turn to a collection of member countries that

the applicant selects. Since patent protection must be enforced and maintained in each designated country

(designated state) separately, I treat each designated state as an independent application and adjust the family

size accordingly.

The number of forward citations for a patent is determined at the patent family level and is the number of

other patent families that cite it. Citations, however, are made to individual patents. A patent can technically

cite several patents for the same innovation and receive citations from several patent applications of the

same innovation. To reflect the marginal meaning of a citation from one innovation to another, the citation

count for each patent is defined as the number of unique patent families that cite the patent6. An important

consideration to be made when using citation data is that citations continue to accumulate for a patent, so

citation data is necessarily right-truncated. To avoid this issue, I limit the data to patent applications prior to

2005; this provides 13 years7 for citations to accrue. A majority of citation occur within the first 10 years of

a patents term, so this is a sufficient buffer to avoid excessive truncation.

Renewal data in PATSTAT is limited to patent applications submitted to the EPO. Within the EPO, patents

must be renewed every year, beginning with the 3rd year and continuing to the 20th. In both the initial filing

and subsequent renewals, firms must determine in which countries to pay for patent protection. The formal

renewal fee starts low at ∼300 Euros at the 3rd year and increases to ∼1,000 Euros in the 10th year, after

4This origin assignment method has since been used by Howard et al. (2023), Bond and Luther (2024)
5A61K designates ’Preparations for Medical, Dental, or Toiletry Purposes’, A61P designates ’Specific Therapeutic Activity of Chem-

ical Compounds or Medicinal Preparations’
6Specifically, any/all patent applications in a secondary patent family that cite any patent in the primary patent’s family are counted

as one citation for the primary patent
7Data is from the Spring 2018 issue of PATSTAT
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which it remains constant8. Notably, renewal fees must be paid in each country in which the patent is renewed.

Since there is limited variation in fee schedules over the sample period, the number of years that a patent was

renewed captures the variation in renewal behavior. I refer to the number of years that a patent was maintained

as the age of the patent. Patents are active for the first 3 years even if they are never renewed; for simplicity,

I only consider patents that were renewed at least once. Just like citations, renewal data is right-censored and

a sufficient lag must be provided to avoid missing data. In the summary statistics presented below, I limit

the data to patent applications submitted to the EPO between 1985 and 1997 and that were renewed at least

once9. This is the full extent of the available renewal data with a 20 year buffer allowed to observe the full

renewal profile.

2.5 Results

I focus on two broad slices of patent data in this section, all patents and pharmaceutical patents. I include

separate results for pharmaceutical patents since pharmaceuticals are considered to be an intellectual property

intensive industry. I use three methods of measuring the value of a patent as discussed in Section 4: citation

count, renewal age, and family size. Since each method is measuring the value of a patent, they are expected

to be positively correlated with each other. Table 2.3 shows the correlations between each pair of value

measures across all patents as well as pharmaceutical patents.

Sample Renewal Age vs. Renewal Age vs. Citation Count vs.
Citation Count Family Size Family Size

All Patents 0.159 0.046 0.275

Pharmaceutical Patents 0.182 0.031 0.219

Table 2.3: Correlation of Patent value measures. Sample is limited to EPO patents 1985-1995 for the corre-
lation of renewal age and citation count as well as the correlation of renewal age and family size.

All three correlations are positive with varying size. The positive but low correlation between citations

and renewal age is expected since they are suited to measuring the quality of different types of patents. Hall

et al. (2005) shows that citations are useful in identifying high value patents that are part of the long tail

of the quality distribution, Bessen (2008) notes that renewal data performs well identifying the quality of

the majority of patents a the low end of the quality distribution. Similarly, family size is a measure of the

extensive margin of an innovation’s marketability while citation counts are a measure of the intensive margin.

So the correlation of family size and citation count is expected to be positive but low.

8These are approximate numbers, the actual fee schedule is updated every two years
926% of international patent families have an EPO patent that has renewal activity
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2.5.1 Origin and Destination Average Patent Value

As noted in Section 2.3.1, the model implies a negative relationship between the size/profitability of a desti-

nation market and the average quality of patent applications it receives. It also implies a positive relationship

between the size/profitability of a market and the total number of patent applications received. Together, this

amounts to a rough negative relationship between the number and quality of applications in a destination.

Table 2.4 demonstrates this relationship across European destination countries. I find a clear negative re-

lationship between patent count and patent quality by all measures. I also report the average GDP of each

country during the sample period to show that total patents is roughly correlated with the size of a market and

patent quality measures are negatively correlated with market size.

Destination Total Renewed Average Average Average Avg. GDP ($B)
Country Patents Family Size Forward Citations Patent Age 1985-1995
Germany 369003 29.9 23.96 12.91 1,679

UK 339612 30.3 24.46 12.99 941
France 326057 30.6 24.46 12.93 1,148

Netherlands 155031 35.3 25.28 12.81 295
Switzerland 129792 36.4 24.79 12.70 232

Spain 127332 38.6 25.39 12.88 449
Belgium 122374 37.5 24.85 12.66 191
Sweden 119784 36.9 26.09 12.79 215
Austria 99377 39.1 24.75 12.67 157

Italy 92529 40.3 32.67 16.54 979
Luxembourg 50173 43.1 28.45 12.83 13

Denmark 43642 51.7 28.61 13.09 127
Greece 36674 47.7 28.78 12.99 92
Ireland 20867 68.5 33.62 13.38 45

Portugal 19770 62.4 28.57 13.20 74
Finland 3684 88.7 30.77 13.54 105

Table 2.4: Patent Value Summary Statistics by Destination, sample is limited to patent applications submitted
to the EPO between 1985-1995 that have been renewed at least once. GDP is reported in Billion USD and is
averaged over the years 1985-1995.

The relationships between origin size, number of origin patents, and quality of origin patents are not

well defined by the model, but the average patent quality remains an interesting metric for an origin country.

Pakes (1984) models the decision to renew patents as a dynamic programming decision based on a patent’s

decaying value but subject to value shocks over its lifetime. Within this model, MLE is used to recover the

underlying model parameters from the renewal profiles of patents in several EU countries. While the model

presented in this paper does not explicitly consider renewal decisions, a similar estimation technique could

be employed to recover the parameters describing the innovative characteristics of each origin10

10Estimating the innovation parameters of origins is beyond the scope of this paper.
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Origin Total Renewed Average Average Average
Country Patents Family Size Forward Citations Patent Age

USA 101709 48.5 43.7 13.5
Germany 83302 26.1 15.3 11.9

Japan 83064 19.7 21.0 13.7
France 33659 29.3 16.8 12.4

UK 18395 57.2 26.0 12.8
Switzerland 13293 32.3 20.4 12.7

Italy 12182 29.7 13.7 12.5
Netherlands 10744 35.4 17.2 12.5

Sweden 7512 53.1 24.0 13.6
Austria 4043 33.3 12.8 12.2
Canada 3351 57.7 32.0 13.5
Finland 3257 50.3 21.4 13.7
Belgium 3212 43.0 19.6 13.0
Denmark 2347 64.3 25.7 13.4
Australia 1805 63.7 25.4 14.2
Norway 1164 62.2 21.0 12.8
Spain 1086 34.1 13.3 12.6

South Korea 1004 31.0 18.5 13.4

Table 2.5: Patent Value Summary Statistics by Origin, sample is patent applications submitted to the EPO
between 1985-1995 that have been renewed at least once. Only displaying countries that have at least 1000
EPO patents in the period.

2.5.2 Treaty Effect Estimation

Since the derived structure of the patent value flows is consistent with traditional gravity models, I employ

the estimation techniques developed in that literature. I use a bias-corrected PPML with 3-way fixed effects

to estimate the impact of each treaty on bilateral patent value flows. I present these estimates in Table

2.6 covering non-weighted patent flows as well as citation weighted and family size weighted patent value

flows. The estimates for the non-weighted specification are different from those presented in Chapter One

due to the sample restriction imposed by using citations (1985-2005). Some significance is lost due to the

sample restriction, but the impact of the PCT on bilateral patent count flows remains positive and significant.

However, this significance disappears when we control for the value of patents. A reduction in the coefficient

for PCT membership implies that the value weights of patent applications stimulated by the PCT depress the

significance of those patents relative to others. This indicates that the increase in patents due to the PCT was

largely composed of lower-quality innovations.

For the pharmaceuticals industry, both the PCT and the Paris Treaty11 have significant positive effects on

patent flows between member countries. But similar to the results across all patents, these effects are reduced

when considering their impact on value-weighted patent flows. While a reduction in patent value may seem

11The Paris Convention for the Protection of Industrial Property (1883) serves as the foundation of modern intellectual property rights
internationally.
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Dep. Var.: Ni jt , Zi jt Patent Count Citation Weighted Family Size Weighted
Patent Count Patent Count

GATT 0.313 0.371 0.636∗∗∗
(0.284) (0.350) (0.180)

WTO 0.301 0.134 0.419∗∗
(0.430) (0.345) (0.169)

PCT 0.311∗∗ 0.261 0.206∗
(0.147) (0.155) (0.117)

Paris -0.200 -0.133 0.015
(0.218) (0.296) (0.169)

FTA -0.100∗∗∗ -0.045∗ -0.030
(0.033) (0.024) (0.023)

FTA IP 0.061 0.079 0.053
(0.053) (0.062) (0.041)

Observations 99,337 87,338 99,337
Origin-Time FE Yes Yes Yes
Destination-Time FE Yes Yes Yes
Origin-Destination FE Yes Yes Yes

Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 2.6: Effect of treaties on value weighted and non-weighted patent flows, estimated using 3-way FE
PPML. Each estimate indicates a percent impact on patent flows. Note that this sample is limited to 1985-
2005 to avoid truncated citation data.

counter-intutitve, it follows from the model that a reduction in the fixed cost and an increase in the marginal

benefit of patenting results in a lower quality threshold for patents. Since the primary effects of both the PCT

and the Paris treaty are reducing of fixed costs of patenting and increasing the level of patent protection, the

drop in patent value is not unexpected.

To get a clearer picture of the effect of these treaties on average patent quality, we can divide the value-

weighted patent flows by the non-weighted patent flows. The resulting average value of patent flows, Zi j
Ni j

, can

be written in a similar form that eliminates the innovative characteristics of the origin, ιi and bi.

Zi j

Ni j
=

θ

θ −1

(
Pj

µciτi j

(
E jΨi j

σFi j

) 1
σ−1
)−1

(2.6)

Note that the directional effects of market characteristics on average value of patent flows, Zi j
Ni j

, is depen-

dent on the magnitude of θ . If θ > 1 as is required in the model, then the relationships are reversed from

those noted earlier. The average value of patent flows are decreasing with destination market size, E jΨi j
P1−σ ,

decreasing with cost in the source country, ci, and increasing with the level of bilateral trade and patenting

frictions, τi jF
1/(σ−1)
i j . Note that the primary impacts of intellectual property treaties are to reduce patenting
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Dep. Var.: Ni jt , Zi jt Patent Count Citation Weighted Family Size Weighted
Patent Count Patent Count

GATT 0.220 0.147 0.205
(0.198) (0.092) (0.144)

WTO -0.010 0.050 0.090
(0.190) (0.048) (0.108)

PCT 0.224∗ 0.082 0.006
(0.135) (0.091) (0.063)

Paris 1.375∗∗∗ 0.605 0.791∗∗∗
(0.393) (0.457) (0.274)

FTA -0.039 -0.084∗∗∗ -0.045
(0.030) (0.026) (0.026)

FTA IP 0.027 -0.004 -0.013
(0.042) (0.035) (0.039)

Observations 55,273 51,638 55,273
Origin-Time FE Yes Yes Yes
Destination-Time FE Yes Yes Yes
Origin-Destination FE Yes Yes Yes

Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 2.7: Effect of treaties on value weighted and non-weighted pharmaceutical patent flows, estimated
using 3-way FE PPML. Each estimate indicates a percent impact on patent flows. Note that this sample is
limited to 1985-2005 to avoid truncated citation data.

frictions (↓ Fi j) and increase patent protection (↑ Ψi j), both of which result in a reduction in average patent

quality. Table 2.8 shows the estimated effects of each treaty on the average value of patent flows.

Both of the treaties I consider that are primarily focused on trade, GATT and the WTO, have strong posi-

tive effects on the average value of patent flows. In contrast, both the Paris treaty and the PCT have significant

negative impacts on the average value of patents flowing between member countries. The negative impact

of the PCT is consistent with the model predictions, but the positive impact of the WTO and GATT present

a puzzle. These results are consistent for the intellectual property intensive pharmaceuticals industry. The

number of patents and the resulting patent flow variation is significantly reduced by focusing on just the phar-

maceutical industry, but the two treaties with significant coefficients, GATT and the PCT, have roughly the

same impact as estimated overall. Both Pakes (1984) and Grabowski (1983) interpret the heavily skewed na-

ture of the patent quality distribution as a large number of innovations that are patented with some uncertainty

regarding their payoff. Once patented, there are some ’winners’ but the majority of patents are low-value.

Lowering the patenting quality threshold by reducing patenting frictions, will encourage patenting even more

innovations with lower a-priori quality signals and resulting in lower realized average patent quality.
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Dep. Var.:
Ni jt
Zi jt

All patents Pharmaceutical Patents

GATT 0.390∗∗∗ 0.370∗∗∗
(0.106) (0.134)

WTO 0.541∗∗∗ 0.100
(0.074) (0.112)

PCT -0.266∗∗∗ -0.466∗∗∗
(0.080) (0.099)

Paris -1.037∗∗ 0.390
(0.451) (0.270)

FTA 0.011 -1.132∗∗∗
(0.060) (0.056)

FTA IP 0.178∗∗∗ 0.591∗∗∗
(0.063) (0.068

Observations 45,654 25,473
Origin-Time FE Yes Yes
Destination-Time FE Yes Yes
Origin-Destination FE Yes Yes

Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 2.8: Effect of treaties on average value of patent flows using citations as the valuation method, estimated
using 3-way FE PPML. Each estimate indicates a percent impact on patent flows. Note that this sample is
limited to 1985-2005 to avoid truncated citation data.

2.6 Conclusion

This paper expands upon the model from Chapter One and demonstrates the implied negative relationship

between the number of patent applications in a destination and their quality. I show that the model can be

modified to show the bilateral patent value flows and still fits in the gravity framework for estimation. I use

citations as a measure of patent value to construct citation weighted bilateral patent value flows and estimate

the impact of several intellectual property treaties. I find that the positive impact of the PCT identified using

simple patent counts is ameliorated by incorporating patent values, indicating that the increase in patent due

to the PCT is comprised of low-quality patents. This finding is consistent for the pharmaceutical patents

despite pharmaceuticals being an intellectual property intensive industry. The negative impact of the PCT on

average patent quality is reinforced with estimates of its impact directly on the average quality of a patent.

Overall, I find that the Patent Cooperation Treaty has a positive impact on the number of patents flowing

between countries, but that this increase is largely composed of low-value patents.
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CHAPTER 3

The Effect of Imitability on Patent Flows

This chapter is co-authored with Eric Bond and Zach Luther.

3.1 Introduction

In this paper, we focus on the flow of intellectual property between countries and the impact of domestic firms’

ability to imitate on an innovating firm’s decision to patent in a new market. When a firm develops a new

innovation, it is faced with the decision of whether and where to apply for patent protection. In each market

in which a firm acquires a patent, it can collect monopolistic profits and avoid competing with imitating firms.

The marginal benefit of a patent is therefore dependent on the capacity of competing firms in each market to

imitate new innovations, if there is low risk of another firm imitating the product, there is a correspondingly

low incentive to seek a patent to begin with. We model this decision making process for firms and aggregate

the implied behavior to generate patent flows between countries based on their underlying market features.

Different industries have widely varying dependency on formal intellectual property like patents. Pharma-

ceuticals and electrical components are heavily patented whereas the sewing industry has very few patents1.

Within any given country, the capacity of firms to quickly imitate a new innovation and bring it to market will

differ across industries. To address this variation, we analyze industry specific patent flows using the IPC2

codes of each patent.

Our paper is related to a number of strands in the literature. The gravity equation approach has been

successfully used to explain trade flows, foreign investment flows, and flows of patents between countries.

For example, Baier and Bergstrand (2007) use a gravity approach to model the effect of preferential trade

agreements on trade flows. Coleman (2022) and LaBelle et al. (2023) have applied gravity models to explain

cross border patent flows. The emphasis in these papers is on the impact of trade agreements and international

agreements on the amount of cross border patents. LaBelle et al. (2023) also uses a growth model to consider

the welfare effects of these agreements in. Our work differs from these in that our analysis focuses on the

effect of destination market imitative capacity on international patent flows.

Section 2 presents a model of firm level patent decisions, including the risk of imitation in the absence

of a patent. Firm level decisions are aggregated over a presumed Pareto distribution of innovation quality

to produce bilateral patent flows. The structure of these flows is similar to traditional gravity equations.

1Industries with low patent counts are not necessarily ‘low intellectual property’, but the predominant form of intellectual property
protection may be informal, i.e. trade secrets

2Internation Patent Classification (IPC) codes delineate the technolgic area for each patent.
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Section 3 discusses the data sources and the methods used to determine patent origin and industry. Section

4 presents the estimation methods and results, demonstrating that an increase in the technical ability of firms

in a destination market to imitate an innovation has a positive significant effect on incoming patent flows.

Section 5 concludes.

3.2 A model of the Firm’s patent decision

We consider a model with K sectors, where each sector consists of firms supplying differentiated prod-

ucts under conditions of monopolistic competition. We analyze the patent application decision for a firm in

industry k from country i in a monopolistically competitive industry that has developed an idea for a new

variety of a product, indexed by ω , and is determining in which of M markets to apply for a patent.

Preferences of consumers in market j are given by

U j =
K

∏
k=1

(∫
Ω jk

x(ω)
σ−1

σ dω

) α jkσ

σ−1
(3.1)

where Ω jk is the set of varieties available in sector k in country j. The demand for a representative variety in

sector i of country j will be

d jk(ω) = α jk

(
p jk(ω)−σ

P1−σ

jk

)
Yj (3.2)

where Pjk =
(∫

Ω jk
p jk(ω)1−σ dω

) 1
1−σ

is the k sector price index in country j and Yj is income in country j.

Production of a variety is assumed to have a constant marginal cost of cik
z(ω) , where cik is the input cost in

country i and z(ω) represents the productivity of the particular variety ω . Since all varieties with the same z

value have identical demands and costs, we drop the ω index in the following discussion. Letting δi jk ≥ 1 be

one plus the iceburg trade cost associated with delivering a good from origin i to destination j, the delivered

cost will be ci jk = cikδi jk. The profit maximizing price of a representative variety whose product is patent

protected will depend on its productivity, pi jk(ω) =
µcikδi jk

z , where µ = σ

σ−1 . The variable profit that a firm

earns from a patent in market j is

π
P
i jk(z) =

(
µcikδi jk

Pjk

)1−σ
α jkYj

σ
= zσ−1

π i jk (3.3)

where π
P
i jk = πP

i jk(1). In order to sell the patented product in market k, the firm must incur a fixed cost of

patenting, Fi j and an entry cost for the market, fi jk. The patent cost will consist both of fees for obtaining and

maintaining the patent and the transactions costs of filing the patent. Since transactions costs may depend on

the similarity of the origin and destination markets in factors such as language and institution, we treat these

38



the cost of a patent as pair specific. Entry costs will be both pair and sector specific.

If the innovating firm does not have patent protection on the product in market j, it faces potential compe-

tition from an imitator. Let
cI

jk
ψ jkz denote the marginal cost of the most efficient imitator that can sell in market

j, where cI
jk is the input cost of the imitator and ψ jk ∈ [0,1] the efficiency of the imitator in duplicating the

product. Defining c̃I
jk ≡ cI

jk/ψ jk, an innovator will be unable to charge the monopoly price in market j in the

absence of a patent if c̃I
jk < µci jk. The optimal policy for the innovator in that case would be to adopt a limit

pricing strategy and set pN
j = c̃I

jk/z for c̃I
jk ∈

[
ci, jk,µci jk

)
. The return to the innovator without a patent is then

π
N
i jk(z,cik, c̃I

jk)− fi jk = zσ−1
α jk

(
1−

ci jk

c̃I
jk

)(
c̃I

jk

Pj

)1−σ

Yj − fi jk = zσ−1
π

N
j (c

I
j)− fi jk (3.4)

where π
N(z,ci jk, c̃I

jk) is variable profit for a benchmark innovation when the imitator has effective unit cost

of c̃I
jk.

The following result provides a simple characterization of the relationship between variable profits with

and without a patent based on the relative cost of imitators.

Lemma 1 Profits without a patent in sector k in market j can be expressed as π
N
jk(

c̃I
jk

ciδi jk
) = λ

(
c̃I

jk
ciδi jk

)
π

P
jk,

where λ

(
c̃I

jk
ciδi jk

)
= σ

(
1− ciδi jk

cI
j

)(
c̃I

j
ci jµ

)1−σ

. The function λ

(
c̃I

jk
ciδi jk

)
is increasing and concave on [1,µ],

with λ (1) = 0 and λ (µ) = 1.

The profit without a patent in market j can range from 0, if imitators can duplicate the innovation at the same

cost as the patent holder, to the full monopoly profit, when innovators cannot compete at the monopoly price.

We allow for the possibility of imperfect patent protection by assuming that there is a probability φ j

that the imitator is able to infringe on the patent without punishment. In order for an application to be

profitable, the expected return must exceed that obtained without a patent, which requires πP
i jk(z)(1−φ j) ≥

(1+φ)πN
i jk +Fi j. Using Lemma 1, patenting yields a higher return than not patenting if

z ≥ zP
i jk ≡

(
Fi j

π
P
i jk(1−λi jk −φ j(1+λi jk))

) 1
σ−1

(3.5)

The threshold for entry is higher when: the cost of patenting is greater relative to the profitability of the

market, the likelihood the patent will be infringed on is larger, and the ability of local firms to imitate is

higher.

The requirement for profitable entry in the absence of a patent is πN
i jk(z)≥ fi jk, which yields a threshold
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requirement

z ≥ zN
i jk ≡

(
fi jk

λi jkπ
P
i jk

) 1
σ−1

(3.6)

If zP
i jk > zN

i jk, firms with innovations satisfying z ≥ zP
i jk will patent and those with z ∈ [zN

i jk,z
P
i jk] will enter

without a patent. If this condition fails, then entry is only profitable if the firm enters with a patent, which

yields a threshold
(

Fi j+ fi jk
π i jk(1−φ j(1−λi jk))

) 1
σ−1

for patenting. In the following we assume that the threshold for

patenting is given by (3.6), although similar results on patenting patterns are obtained with the latter threshold.

To obtain the probability that an innovation will be patented, we assume that the profitability of a new

innovation is drawn from a Pareto distribution with cdf in country i of Gi(z) = 1−
(

bi
z

)θ

, where bi > 0 is

an indicator of the profitability of the innovation process in i and θ is inversely related to the spread of the

distribution of productivities. Using (3.6), the probability that a firm from i in sector k will apply for a patent

in destination j is

Pr(z ≥ zP
i jk) = bθ

i

(
π

P
i jk(1−λi jk −φ j(1+λi jk))

Fi j

) θ
σ−1

(3.7)

where θ > σ − 1 is required for expected profits to converge. The probability of applying in a market is

increasing in the productivity of innovation in the origin market, the profitability of the destination market,

and the strength of patent protection.

The market specific threshold values from (3.6) create a hierarchy of markets, so that destination mar-

kets can be ranked from most to least profitable from i in industry k. A patent family, which is the set of

patent applications that cite the same priority application, will consist of all the markets for which (3.5) is

satisfied. More productive innovations will have larger patent families, with the distribution of family sizes

depending on the θ and the distribution of market profitability. Since an innovation will only be observed

in the data if it has been patented in its own market, the probability that an application is filed in market

j is Pr
(

z ≥ zi jk|z ≥ ziik

)
. Note that under the assumption that the distribution of outcomes from the R&D

process is Pareto, the probability that an applicant in its lowest cost market will apply in another market is

independent of bi, the productivity of the R&D process. Therefore, while a more productive innovator will

have a larger family size, differences in average family size across origins will not reflect differences in the

productivity of R&D in the origin market. Instead, average family size reflects the difference in profitability

between the destination markets and the innovator’s most attractive market.

We can also use (3.6) to aggregate over patent families to obtain a gravity equation at the country level.

Letting ιik denote the flow of new ideas generated by country i in sector k, we can use (3.7) to obtain the
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number of patents from origin i to destination j in sector k

Ni jk = ιibθ
i

(
π

P
i jk(1−λi jk −φ j(1+λi jk))

Fi j

) θ
σ−1

(3.8)

Equation (3.8) is a gravity equation for patent flows that depends on the level of innovative activity in the

origin, the profitability of the destination market from that origin, and the frictions associated with patenting

in that market.

In our empirical analysis we use panel data to estimate a gravity equation based on (3.8). We follow

the approach suggested in the gravity equation literature by using a Poisson pseudo-maximum likelihood

(PPML) that takes the form:

Ni jkt = exp
(
α + γi jk +ψikt +δ jk +βX Xi jt +βYYjkt + εi jkt

)
, (3.9)

where the t subscript denotes the time period. The γ terms represent fixed effects. γi jk is a dyad - product

fixed effect that captures time invariant factors in the trade frictions (δi jk) and patenting frictions (Fi j) such as

distance, language, and institutional factors. The δ jk are destination-industry fixed effect that captures time

invariant characteristics of an industry within each destination. The ψikt are origin-time-sector effects that

capture changes in the level of innovative activity (ιikt ,bikt) as well as origin production costs cit .

In applications of the gravity equation to bilateral trade flows, the emphasis is frequently on the effect

of preferential trade agreements on trade flows. The preferred approach (eg. Baier and Bergstrand (2007),

Piermartini and Yotov (2016)) is to use panel data and include bi-directional fixed effects, origin time fixed

effects, and destination time fixed effects. The effect of preferential trade agreements is then identified using

dummy variables for preferential agreements that take place during the sample period. Since trade frictions

affect the incentive to patent through their impact on the profitability of the market, we include these in

Xi jt . In addition, the Xi jt will include agreements that affect the patenting frictions (Fi jt ) between countries.

A second focus in our analysis is on the importance of the profitability of the local market and the ability

of local innovators to imitate patented products, so we include these factors in the Yjkt vector and drop the

destination time fixed effects that are frequently used in gravity equations.

3.3 Data

The dependent variable in our gravity analysis is the number of patent applications between origin i and

destination j at time t. For patent application data, we use the Patstat Global (2023 Autumn version), which

contains information on patent applications filed in 99 patent offices from 1990-2019. For national patent
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offices, successful applications provide protection for the national market and thus that country is the desti-

nation. For applications to regional patent offices, such as the European Patent Office (EPO), a successful

application may require additional filings to obtain protection in particular national markets. Since PATSTAT

does not generally provide information on subsequent applications to individual national offices, we treat the

number of applications to an EPO member country as the sum of direct applications to the national office

plus the number of EPO applications for which the country is listed as a designated state.3

Establishing the origin of the application is more complicated, since applications provide information on

both applicants and inventors, and in many cases they come from more than one country. Since our focus

is on the decision making unit for patent applications, we focus on the origin for the applicants rather than

inventors.4 In cases where an application lists applicants from more than one country, we use the algorithm

described in Coleman (2022) for identifying the source5.

A successful patent application requires that the innovation be useful, non-obvious and novel. Novelty

requires that the innovation be an improvement on the existing state of the art. A priority patent application is

the first patent application made for an innovation, and provides the applicant with 12 months during which

an application at another office is evaluated on the basis of the state of the art at the time of the priority

application. A patent family consists of all of the subsequent applications associated with a particular priority

application. We define an international patent family as one that contains more than a single application.

Figure 3.1 shows the number of domestic families, which consist of only a priority patent, and international

families. International patent families account for only 22.8% of all patent families, so the vast majority of

patent families consist of a single application. Among international patent families the average family size

is highly skewed as illustrated in Figure 3.2. The spread of family sizes appears to be consistent with the

assumption of a Pareto distribution of the quality of ideas and innovations frequently used in the literature

(Eaton and Kortum (1999); Koléda (2004); Scherer (1965)).

Patent applications are associated with different technology types according to their international patent

classification (IPC) codes, which are classification codes assigned to inventions by patent examiners. We
3We consider alternative approaches to treating EPO applications in our robustness checks.
4This measure contrasts with other measures that identify origins on the bases of the nationality of the inventors, often resulting in

the splitting of origin across locations. While such measures are useful for identifying the location of knowledge associated with the
application, our focus is on the location of the decision-making unit on where to apply.

5We exploit data on patent applicants’ reported countries of residence to classify technologies into their geographical origins. For
each patent family, we identify the priority application(s) as the earliest-filed application(s) in the family. In some instances, more than
one patent application was filed on the same day. In these instances, all applications filed on the priority date are referred to as the
priority. Once we have identified the priority applications, we rank patent applicants for these applications along two dimensions. First,
we rank by the “type” of entity an applicant is, as reported by Patstat’s PSN SECTOR indicator. For example, if a priority application
has an entity of type “individual” and another of type “company,” then the country of residence for the latter should be more informative
regarding the main proprietor of the underlying technology.Companies and governments are given the highest ranking, followed by
universities and hospitals, while individuals and applicants without any entity type identifier are ranked last. The rationale behind this
criterion is that companies, governments, and other institutions should have more resources to invest in the research and development
of a technology, as well as the production and export of the manifested invention. The second dimension we rank on is the applicant’s
position in the sequence of applicants listed on the patent application. The idea behind this criterion is that applicants who appear earlier
in the list of applicants should have at least as large of a stake in the ownership of the corresponding technology as those later in the list.
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Figure 3.1: Number of Patent Families and International Patent Families

will use the IPC categories to identify our sectors for patent applications. The codes range from the 1-digit

section level to the 8-digit “main group” level, where more digits imply a higher level of granularity. An

individual application may have multiple main groups associated with it and different patent applications

within the same family can have different associated technology codes, so we impute the type of technology

at the patent family level based on its assigned 3-digit classes. The imputed 3-digit class k f for each family f

is determined as the mode of all 3-digit classes assigned to its patent applications i:

Tables 3.1 and 3.2 illustrate the 8 different 1-digit classifications along with the top five 3-digit categories

that account for the most applications within that 1-digit classfication. Pharmaceuticals (A61) are by far the

most common innovation type across all sections, followed by computing and calculating innovations (G06),

electrical components (H01), and electrical communications (H04). We will repeat our analysis at the 8 1-

digit, the 27 2-digit, and the 122 3-digit sectors. The 2-digit group is derived by taking the first two digits

of k f , while the 1-digit section corresponds to its first digit.6 We also examine cross-border flows for patent

6E.g., the 3-digit imputed technology class of “A41” corresponds to the two-digit group “A4” and the 1-digit section “A.”

43



Figure 3.2: Size Distribution of International Patent Families

applications across all technology types in the economy.

k f = Mode f (ki f ). (3.10)

A B C D
Class No. Families Class No. Families Class No. Families Class No. Families

A61 (Pharmaceuticals) 444,388 B60 (Transport) 129,726 C07 (Organic Chemistry) 39,935 D06 (Treatment of textiles) 13,189
A47 (Household) 52,260 B01 (Physical, chemical processes) 79,861 C08 (Molecular Compounds) 35,715 D21 (Paper-making) 6,191

A01 (Furniture, appliances) 49,520 B65 (Packaging) 66,802 C12 (Biochemistry) 27,435 D01 (Fibres) 4,799
A63 (Sports, games) 31,687 B41 (Printing) 49,059 C09 (Dyes, paints) 18,360 D04 (Non-woven fabrics) 3,553

A23 (Food) 17,667 B29 (Plastics) 47,840 C23 (Metallurgy) 13,074 D05 (Sewing,embroidering) 3,313

Table 3.1: Top 5 classes for Sections A–D

To address the role of trade and patenting frictions on bilateral patent flows, the Xi jt in (3.12), we use

data on preferential trade agreements and patent agreements that were signed during the period 1990-2019.

Data on membership in preferential trade agreements, which reduce the trade frictions δi jt , is obtained from

the United States International Trade Commission’s (USITC) Dynamic Gravity Dataset7 for this period. To
7Head and Mayer (2014)
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E F G H
Class No. Families Class No. Families Class No. Families Class No. Families

E21 (Mining) 30,060 F16 (Engineering) 73,270 G06 (Computing, calculating) 369,409 H01 (Electrical elements) 331,120
E04 (Construction) 21,856 F02 (Combustion engines) 32,797 G01 (Measuring, testing) 146,257 H04 (Electrical communications) 205,646
E05 (Locks, Keys) 16,318 F01 (Machines, engines) 29,941 G02 (Optics) 89,919 H02 (Electric generation) 54,763
E02 (Hydraulics) 8,625 F04 (Liquid pumps) 19,352 G11 (Information storage) 63,198 H03 (Circuitry) 29,311

E06 (Doors, windows) 7,694 F24 (Heating, ventilation) 17,772 G03 (Photography) 49,165 H05 (Other electric techni) 24,870

Table 3.2: Top 5 classes for Sections E–H

account for the role of intellectual property rights (IPR) regimes on cross-border patenting behavior, we

collect data on membership in bilateral intellectual property (IP) agreements from the World Bank Deep

Trade Agreements8 database and for membership in TRIPS. The Patent Cooperation Treaty (PCT), which

was signed in 1970, created a patent application process that provided additional ways to make patenting

in multiple markets more attractive and to reduce the resource costs of patent searches. By filing a PCT

application, an innovator will receive an international patent search and a non-binding evaluation of the

patentability of an idea from one of the major national patent offices. The results of the international search

and opinion on patentability are typically received in about 4 months, and that opinion is made available

to patent authorities in member countries where an application is filed. In addition, the filing of a PCT

application provides the applicant with an additional 18 months of priority beyond that provided by the

Paris convention. Although the PCT application by itself does not provide patent protection in any of the

member countries, the reduced cost of patent searches due to the availability of the PCT decision and the

additional flexibility in the timing of applications both serve to reduce the frictions associated with cross

border patenting. In order to be eligible for the PCT process, one of the applicants must be from a PCT

member country and the national office where the application is made must be a party to the PCT.

For the destination market variables, Yi jt in (3.12), we use factors that would affect the demand in the

destination market or the ability to imitate an innovation. We collected data on market size based on GDP

and population from the CEPII Gravity Dataset for years 1990-2019. In order to identify the taste for the

particular sector’s product, the α jkt from (3.1) we use the World Bank ISIC Rev.2 Trade Data, which con-

tains information on national-level trade measured at the 4-digit product code level. Since innovations are

sorted into different technology types according to their IPC codes, there is no direct linkage between the

type of technology a patent family represents relative to the sector or industry in which it is used during

production. In order to evaluate innovation and trade on an industry level, we use Lybbert and Zolas (2014)’s

Patent Crosswalk algorithm to probabilistically match each ISIC group into its corresponding IPC section,

2-digit group, and class. Lybbert and Zolas (2014) assigns a probability for each ISIC code l that falls under

technology type k evaluated at either the IPC-1, IPC-2, or IPC-3 level. We denote the probability that ISIC

8Hofmann et al. (2017)
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code l falls under technology type k as Pr[l|k] and use these probabilities to form a fuzzy linkage between

trade (as measured by ISIC product codes), and innovation (as measured by IPC codes)9. Table 3.3 describes

summary statistics regarding the likelihoods of an ISIC product code l belonging to a technology group k:

Aggregation No. techn. types k Mean(Pr(k = l)) Std. Dev.(Pr(k = l)) Min(Pr(k = l)) Max(Pr(k = l))
IPC-1 8 0.332 0.348 0.021 1.000
IPC-2 27 0.260 0.316 0.002 1.000
IPC-3 122 0.218 0.279 6.9×10−6 1.000

Table 3.3: Using Patent Crosswalks to link ISIC products l to IPC technology types k

At each level of aggregation and for each technology type (“industry”) k, we calculate imports between

countries i and j in year t by taking the weighted sum of dyadic imports over all ISIC product codes l

associated with k:

Importsi jkt = ∑
l

Pr(l|k)∗ Importsi jlt . (3.11)

When we aggregate across all technology types in the economy, we simply take the sum of all imports as

Importsi jt = ∑l Importsi jlt . Table 3.4 describes information on cross-border trade sorted by granularity of

technology types.

To capture the imitative ability of the destination market, we use the log of the number of patents in

industry k originating from destination j. To account for patent backlogs and patent publication lags, we take

the moving average across the previous three years. Specifically, we define Ln(Patents from jk) = Ln(1+
Pat jk,t−1+Pat jk,t−2+Pat jk,t−3

3 ) to control for the fact that it takes time for innovators to observe the innovative and

imitative capacities of a particular market. Ln(Importsi jkt ) represents the logarithm of exports (in current US

dollars) imported into market j from origin i in industry k, and serves as our primary market size variable.

Ln(GDPpc jt ) is the logarithm of GDP per capita in destination j in year t, and serves as our measure of

market size across all industries.

Aggregation No. Obs. Mean Std. Dev. Min Max
All patents 146,256 9.15 5.46 0 20.61

IPC-1 408,205 11.74 2.92 .0001 20.00
IPC-2 768,214 11.42 2.73 0 20.11
IPC-3 1,591,715 10.50 2.89 0 19.99

Table 3.4: Descriptives on dyad-industry trade (in logs)

We combine the data on economic and IP fundamentals with the data from PATSTAT to create a balanced
9Since our primary interest is regarding the gravity of cross-border patent applications (rather than trade in goods and services), we

convert ISIC groups into IPC technology types, and we treat these technology types as our “sectors” in the model.
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panel at the dyad-industry level, where “industry” is a colloquial term referring to either the aggregate econ-

omy, or the IPC-1, IPC-2, or IPC-3 technology (sub-)classes referred to earlier in this section, depending

on the specification. When no patent data is available for a dyad-industry pair, we impute a value of zero

regarding cross-border patent flows for that cell.

Variable Mean Std. Dev. Min Max
TRIPS Transitioned 0.59 0.49 0 1

PCT 0.59 0.47 0 1
EPO 0.12 0.32 0 1
IPR 0.18 0.39 0 1

R&D 0.17 0.37 0 1
PTA 0.34 0.59 0 1

Ln(GDPpc) 2.64 1.60 0.09 10.74

Table 3.5: Summary statistics for trade and IP relations variables (N = 146,256)

3.4 Reduced-Form Estimation

We evaluate the implications of gravity equation (6) using a Poisson pseudo-maximum likelihood (PPML)

procedure to estimate:

Ni jkt = exp
(
α + γi jk +ψikt +δ jk +βXi jkt + εi jkt

)
, (3.12)

where Ni jkt describes the number of patent families in industry k originating from i and filed in j in year

t,10 and Xi jkt is a vector of our primary independent variables of interest, which contains information on the

within-industry innovative capacity of destination markets, as well as market size. Ln(Patents from jk) is the

logarithm of the number of patents in industry j originating from destination j, and serves as our primary

measure of imitability. Ln(Importsi jkt ) represents the logarithm of exports (in current US dollars) imported

into market j from origin i in industry k, and serves as our primary market size variable. Ln(GDPpc jt ) is the

logarithm of GDP per capita in destination j in year t, and serves as our measure of market size across all

industries. Since we are interested in cross-border patent flows, we omit all observations where i = j (i.e., all

intra-national patent flows).

To align our results with the conventional gravity literature (Baier and Bergstrand (2007)), we also include

dyad-industry fixed effects (γi jk), origin-industry-year fixed effects (ψikt ), and destination-industry fixed ef-

fects (δ jk). Dyad-industry fixed effects account for unobserved heterogeneity in the structural relationships

10The European Patent Office has its own patent examination procedures, where innovators can choose to patent in an EPO member
state via the filing of a European application rather than filing directly with the national office. These applications are reviewed by
examiners at the EPO and, if approved, may be validated in each state designated by the innovator. We account for this by defining
Ni jkt = Direct Filingsi jkt +EP Filingsi jkt when j is an EPO member state, and EP Filingsi jkt are the number of EP-bound families with
j as a designated state.
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between countries at the industry level. The inclusion of origin-industry-year fixed effects controls for within-

industry productivity (bik) and the manifestation of ideas (ιik) from the model, as well as endogenous changes

in cross-border patent flows due to, e.g., global shocks to innovation in a given sector. Destination-industry

fixed effects account for time-invariant factors affecting a country’s attractiveness and comparative advantage

in innovating in a given sector. Since a primary factor of interest affecting cross-border patenting in our

model is a destination country’s ability to imitate incoming technologies (c̃I
jk, which enters π̄N

i jk), we do not

include destination-industry-year fixed effects.

Dependent Variable: Ni jkt
(1) (2) (3) (4)

All Patents IPC-1 IPC-2 IPC-3
Ln(Patents from jkt ) 0.295∗∗∗ 0.244∗∗∗ 0.237∗∗∗ 0.228∗∗∗

(0.0463) (0.0231) (0.0194) (0.0153)

Importsi jkt -0.00103 0.191∗∗∗ 0.177∗∗∗ 0.128∗∗∗

(0.00557) (0.0370) (0.0355) (0.0300)

Ln(GDPpc jt ) 0.0634 -0.139∗ -0.101 -0.0005
(0.128) (0.0742) (0.0670) (0.0569)

Constant 5.475∗∗∗ 2.419∗∗∗ 2.145∗∗∗ 1.996∗∗∗

(0.388) (0.492) (0.426) (0.316)
Observations 146,256 408,205 768,214 1,591,715
Pseudo R2 0.972 0.952 0.937 0.908
Standard errors (in parentheses) are clustered at the country-pair (and, when applicable, IPC) level.
Each regression includes origin-industry-year, dyad-industry, and destination-industry fixed effects.
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 3.6: PPML—baseline results

The main results from estimation of (3.12) are given in Table 3.6. Each column represents a different

level of aggregation for each industry (technology class). When the independent variable of interest is in

logs, coefficients can be interpreted as elasticities. When the independent is measured in levels, coefficients

are interpreted as semi-elasticities.11

Our results support the primary intuition of our model: when firms face greater potential competition

in a destination market by local imitators, they have more incentive to patent there. Column (1) indicates

that, over all industries, a 1% increase in the number of patents originating from destination j implies a

0.295% increase in the number of bilateral filings in that destination for innovators from i. The sign of our

imitability measure is robust to a disaggregation of the economy into multiple technology classes, although

the magnitude decreases slightly to a low of 0.228 when data is evaluated at the sub-class (IPC-3) level. The

size of the destination market in the form of within-industry imports also has a positive effect in columns
11I.e., the marginal effect of a level variable x on y, holding other variables constant, is given by dy/dx = (exp(β ∗ x)−1)∗100.
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(2)-(4), which aligns our model further with the prevailing gravity literature that larger destinations see a

larger exchange of resources, or in this case, technology transfer.

Multilateral agreements regarding intellectual property rights (IPR) may have effects on incentives to file

patents abroad. For example, the enactment of the Trade-Related Aspects in Intellectual Property Rights

(TRIPS) agreement may have increased local firms’ costs in imitating foreign technologies, reducing the

profit differential from patenting there (i.e., a decrease in π̄ p − π̄N in the model) and decreasing incentives

to file for protection. On the other hand, TRIPS may have a positive effect on cross-border patenting if it

reduced imperfections in IPR protection (i.e., a decrease in φ j in the model). To disentangle institutional

changes in IPR regimes from changes in cross-border patenting over time, we re-estimate (3.12) by including

in the right-hand side a vector of additional variables describing IPR and trade relations between countries.

Specifically, TRIPS Transitionedi jt is an indicator variable equal to unity if both i and j signed onto TRIPS

and completed the TRIPS transition period by year t, and is equal to 0 otherwise. PCTi jt is an indicator equal

to unity if i and j belong to the Patent Cooperation Treaty (PCT) in year t. EPOi jt is an indicator equal to

unity if i and j belong to the EPO in year t. IPRi jt is an indicator variable equal to unity if i and j have

an enforced bilateral agreement with at least one IPR-related provision outside the current WTO mandate.

R&Di jt is an indicator equal to unity if i and j have an enforced agreement with at least one provision related

to joint research projects, the exchange of researchers, or the development of public-private partnership in

intellectual property. PTAi jt is a dummy variable equalling unity if i and j have a bilateral preferential trade

agreement (PTA) in force, and is equal to 0 otherwise.

Results are shown in Table 3.7. Interestingly, we find a mixed relationship between IP agreement mem-

bership and cross-border patent flows. Unsurprisingly, membership in TRIPS or the EPO positively drives

cross-border flows. Moreover, participation in R&D or preferential trade agreements are also positive deter-

minants of cross-border flows, although only for the disaggregated approaches taken in columns (3) and (4).

However, membership in the PCT and IPR agreements outside the WTO mandate appear to have a negative

relationship with cross-border flows. One of the consequences of eliminating the destination time fixed effect

from our estimation (necessary to include imitability measures) is that we do not control for potential endo-

geneity of treaty membership. For example, patents flows could be increasing prior to treaty membership in

expectation of it, or membership could be in part caused by an increase in technology transfer; both of these

would lend themselves to ameliorating the estimated effect of various treaties. Moreover, there is moderate

collinearity between the intellectual property agreement variables, and the coefficient on PCT is not robust

to different levels of aggregation. This latter point could signify the fact that rules and regulations regarding

patenting procedures may affect cross-border patent flows differently if, e.g., innovators in different industries

have different incentives regarding where to apply (Bond and Luther (2024)). Nevertheless, the main results
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Dependent Variable: Ni jkt
(1) (2) (3) (4)

All Patents IPC-1 IPC-2 IPC-3
Ln(1 + Patents From jkt ) 0.294∗∗∗ 0.245∗∗∗ 0.238∗∗∗ 0.225∗∗∗

(0.0404) (0.0225) (0.0192) (0.0151)

Importsi jkt -0.000603 0.172∗∗∗ 0.157∗∗∗ 0.115∗∗∗

(0.00514) (0.0360) (0.0345) (0.0295)

GDPpc jt 0.0542 -0.140∗∗ -0.105 -0.00178
(0.112) (0.0713) (0.0645) (0.0550)

TRIPS Transitionedi jt 0.0425 0.102∗∗∗ 0.106∗∗∗ 0.125∗∗∗

(0.0483) (0.0289) (0.0241) (0.0200)

PCTi jt -0.0696 -0.129∗∗ -0.0866∗ -0.316
(0.125) (0.0595) (0.0497) (0.0463)

EPOi jt 0.248 0.367∗∗∗ 0.397∗∗∗ 0.365∗∗∗

(0.235) (0.112) (0.0866) (0.0812)

IPRi jt -0.226∗∗∗ -0.182∗∗∗ -0.208∗∗∗ -0.240∗∗∗

(0.0785) (0.0420) (0.0352) (0.0297)

R&D i jt 0.0605 0.0923 0.116∗∗ 0.141∗∗∗

(0.120) (0.0577) (0.0462) (0.0407)

PTAi jt 0.117 0.0725 0.0997∗ 0.114∗∗

(0.141) (0.0687) (0.0577) (0.0471)

Constant 5.505∗∗∗ 2.694∗∗∗ 2.392∗∗∗ 2.801∗∗∗

(0.392) (0.488) (0.426) (0.315)
Observations 146,256 408,205 768,214 1,591,715
Pseudo R2 0.972 0.952 0.937 0.908
Standard errors in parentheses and are clustered at the origin and industry level.
Each regression includes origin-industry-year, dyad-industry, and destination-industry fixed effects.
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 3.7: PPML—baseline + TRIPS + bilateral agreements

from our previous estimation are robust to the addition of these new variables: the sign and significance of the

imitability measure (Ln(1+Patents f rom jkt)) and market size (Importsi jkt ) are virtually unchanged relative

to Table 3.6.

3.4.1 Addressing the EPO

The EPO has its own universal patenting procedures for its 30+ member countries. If a firm desires protection

in a member country, they may file directly with its national office, or file with the EPO. A filing at the EPO,

if approved, allows patent protection in all of the EPO member countries the innovator seeks protection in;
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conversely, a filing at the national office only allows protection in that market. Because of this level of IPR

integration between EPO members, it is important to account for such relationships during estimation. We

do so in this report by following two different alternatives when estimating the effects of innovative capacity

and market size (industry imports and GDP) for the EPO:12

• Approach 1 (Weighting): Weight each observation for every EPO country by the fraction of (within-

industry) EP-bound patents that saw maintenance activity in that country. For example, if among the

EPO member countries, Germany saw maintenance activity for 60% of all EP-bound patents and 40%

of all EP-bound semiconductors, then Germany would contribute 60% of the weight for EPO’s GDP

and 40% of the weight for EPO’s semiconductor imports for that year. This approach places a larger

weight on countries with a greater within-industry innovative capacity.

• Approach 2 (EP-aggregated): Aggregate the EPO into a single destination, without weighting any

of the variables. This approach treats every EPO member country as a single market, and has the

advantage of reducing sample size and facilitating computational efficiency, at the expense of ignoring

heterogeneity across EPO member states regarding market size, innovative capacities, and bilateral

relations between countries.

Tables 3.8-3.10 display results at the IPC-1, IPC-2, and IPC-3 levels—results for all patents together

are omitted for brevity. Column (1) in each table replicates the corresponding set of results from our main

specification in Table 3.7. Results on our primary independent variables of interest regarding a.) imitabil-

ity (Ln(1+Patents f rom jkt)), and b.) market size (Importsi jkt ) are robust to different EPO weighting and

aggregation schemes. Coefficients change slightly in magnitude, particularly when we aggregate the EPO

into a single destination and lose many observations by doing so. Other findings regarding goodness of fit

and the general sign of our estimated coefficients remain, for the most part, qualitatively and quantitatively

unchanged.

12We do not attempt to weight any of the IPR or preferential trade agreement variables. In these cases, these variables take the
maximum value across all member states in the EPO and assign it to the EPO observation. E.g., if the United States was a signatory to
a trade agreement with Germany, its value for PTAi jt with the EPO would be 1. A similar story can be said for IPRi jt , PCTi jt , TRIPS
Transitionedi jt , and R&Di jt .
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Dependent Variable: Ni jkt
(1) (2) (3)

Baseline Results Weighting EP-aggregated
Ln(1 + Patents From jkt ) 0.245∗∗∗ 0.262∗∗∗ 0.256∗∗∗

(0.0225) (0.0229) (0.0274)

Importsi jkt 0.172∗∗∗ 0.136∗∗∗ 0.199∗∗∗

(0.0360) (0.0292) (0.0296)

Ln(GDP jt ) -0.140∗∗ -0.144∗∗ -0.167∗∗

(0.0713) (0.0681) (0.0669)

TRIPS Transitionedi jt 0.102∗∗∗ 0.0810∗∗∗ 0.0643∗∗

(0.0289) (0.0295) (0.0306)

PCTi jt -0.129∗∗ -0.120∗∗ -0.118∗∗

(0.0595) (0.0598) (0.0583)

EPOi jt 0.367∗∗∗ 0.383∗∗∗ –
(0.112) (0.113) –

IPRi jt -0.182∗∗∗ -0.174∗∗∗ -0.0812
(0.0420) (0.0424) (0.0943)

R&Di jt 0.0923 0.0914 -0.0889
(0.0577) (0.0577) (0.0712)

PTAi jt 0.0725 0.0654 -0.0541
(0.0687) (0.0688) (0.0658)

Constant 2.694∗∗∗ 3.168∗∗∗ 2.918∗∗∗

(0.488) (0.433) (0.506)
Observations 408,205 408,205 110,108
Pseudo R2 0.952 0.952 0.968
Standard errors in parentheses and are clustered at the origin and industry level.
Each regression includes origin-industry-year, dyad-industry, and destination-industry fixed effects.
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 3.8: PPML—comparing EPO aggregations, weighting schemes (IPC-1)

3.5 Conclusion

Intuitively, a firm only needs patent protection when there is a risk of competition. In the absence of competi-

tors, firms have a natural monopoly without incurring the cost of a patent. The model presented in this paper

posits that firms consider the risk of imitation as part of its decision to apply for patents. We find evidence that

firms are more likely to patent in destinations that have active innovative communities that have the capacity

to imitate new innovations. We control for trade and IP treaty membership, destination size measures, and

industry at various disaggregation levels and find that the positive impact of destination imitability on patent

flows is robust across all specifications.
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Dependent Variable: Ni jkt
(1) (2) (3)

Baseline Results Weighting EP-aggregated
Ln(1 + Patents From jkt ) 0.238∗∗∗ 0.252∗∗∗ 0.239∗∗∗

(0.0192) (0.0195) (0.0237)

Importsi jkt 0.157∗∗∗ 0.120∗∗∗ 0.196∗∗∗

(0.0345) (0.0289) (0.0223)

Ln(GDP jt ) -0.105 -0.107∗ -0.135∗∗

(0.0645) (0.0620) (0.0558)

TRIPS Transitionedi jt 0.106∗∗∗ 0.0984∗∗∗ 0.0615∗∗

(0.0241) (0.0246) (0.0267)

PCTi jt -0.0866∗ -0.0801 -0.0742
(0.0497) (0.0502) (0.0487)

EPOi jt 0.397∗∗∗ 0.412∗∗∗ –
(0.0866) (0.0873) –

IPRi jt -0.208∗∗∗ -0.204∗∗∗ -0.0935
(0.0352) (0.0355) (0.0827)

R&Di jt 0.116∗∗ 0.116∗∗ -0.0680
(0.0462) (0.0463) (0.0607)

PTAi jt 0.0997∗ 0.0936 -0.0493
(0.0577) (0.0580) (0.0554)

Constant 2.392∗∗∗ 2.851∗∗∗ 2.494∗∗∗

(0.426) (0.380) (0.390)
Observations 768,214 768,214 198,331
Pseudo R2 0.937 0.937 0.959
Standard errors in parentheses and are clustered at the origin and industry level.
Each regression includes origin-industry-year, dyad-industry, and destination-industry fixed effects.
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 3.9: PPML—comparing EPO aggregations, weighting schemes (IPC-2)
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Dependent Variable: Ni jkt
(1) (2) (3)

Baseline Results Weighting EP-aggregated
ipc3 moving avg 3y 0.225∗∗∗ 0.233∗∗∗ 0.210∗∗∗

(0.0152) (0.0155) (0.0173)

Imports od 0.115∗∗∗ 0.102∗∗∗ 0.146∗∗∗

(0.0295) (0.0532) (0.0139)

Ln(GDPpc d) -0.00178 -0.0132 -0.00432
(0.0550) (0.0532) (0.0406)

TRIPS Transitionedi jt 0.125∗∗∗ 0.116∗∗∗ 0.0720∗∗∗

(0.0200) (0.0196) (0.0217)

PCTi jt -0.0316 -0.0241 -0.0156
(0.0463) (0.0466) (0.0477)

EPOi jt 0.365∗∗∗ 0.376∗∗∗ –
(0.0812) (0.0815) –

IPRi jt -0.240∗∗∗ -0.233∗∗∗ -0.136∗∗

(0.0297) (0.0306) (0.0640)

R&Di jt 0.141∗∗∗ 0.136∗∗∗ -0.0233
(0.0407) (0.0406) (0.0524)

PTAi jt 0.114∗∗ 0.107∗∗ -0.0423
(0.0471) (0.0471) (0.0437)

Constant 2.081∗∗∗ 2.251∗∗∗ 2.164∗∗∗

(0.315) (0.298) (0.254)
Observations 1,591,715 1,591,715 385,394
Pseudo R2 0.908 0.908 0.937
Standard errors in parentheses and are clustered at the origin and industry level.
Each regression includes origin-industry-year, dyad-industry, and destination-industry fixed effects.
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Table 3.10: PPML—comparing EPO aggregations, weighting schemes (IPC-3)
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