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CHAPTER 1

Introduction

Historically, biomedical studies have not adequately included all groups in the populations they wish

to study. This inadequate inclusion, termed underrepresentation, occurs when a group comprises a

lower proportion of a study cohort than they comprise of the population of interest. Underrepre-

sentation, a phenomenon seen in nearly all �elds of biomedicine, harms groups who are often mi-

noritized, marginalized, and discriminated against. Recent efforts by the scienti�c community, es-

pecially by studies that purposively recruit participants like theAll of UsResearch Program and AI-

READI (Mapes et al., 2020; AI-READI, 2024), have explicitly set goals to study more diverse and

representative research cohorts. Moreover, researchers have proposed general community-based

strategies to improve recruitment of groups historically underrepresented in research (Clark et al.,

2019; Heller et al., 2014). In this thesis, we propose complementary and individualized strategies

to improve representation in biomedical research cohorts.

1.1 Who is Underrepresented

At the most granular level, over- and underrepresentation of a particular cohort depends on how

groups are de�ned and what the target population is. Nevertheless, some groups have been consis-

tently underrepresented in biomedical research in the U.S. TheAll of UsResearch Program enumer-

ates a number of these groups (Mapes et al., 2020):

• “Individuals who identify as other than White and non-Hispanic (i.e. Asian; Black, African or

African American; Hispanic, Spanish, or Latino; Native Hawaiian or Paci�c Islander;Middle

Eastern or North African)

• Individuals who have not had a needed medical visit in the past 12 months or cannot easily

obtain or pay for medical care as needed

• Children 17 or younger and adults 65 or older

• Individuals with household incomes equal to or below 200% of the Federal Poverty Level

• Individuals with either a physical or cognitive disability

• Individuals with less than a high school degree or equivalent
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• Individuals who identify as gender variant, non-binary, transgender, or something else

• Individuals who reside in rural and non-metropolitan areas

• Individuals who are neither male nor female (i.e. intersex)

• Individuals who identify as asexual, bisexual, gay or lesbian or something else”

Studies have con�rmed under-representation of these groups across the spectrum of biomedical re-

search. A review of hundreds of cancer studies from 2000-2010 found study cohorts that were

signi�cantly more White and male than the general cancer patient population (Kwiatkowski et al.,

2013), with little change from the prior decade, despite of�cial guidance from the National Institutes

of Health (NIH) in 1993 to include more women and minorities in clinical trials (Kennedy, 1993).

Similar under-representation of non-White, non-Hispanic, and/or non-male participants has been

seen across varied medical �elds, including cardiovascular disease (Melloni et al., 2010), in�am-

matory bowel disease (Pathiyil et al., 2023), insomnia (Li et al., 2023), and vaccine trials (Puttick

et al., 2023). Meanwhile, patients enrolled in studies of diabetes have tended to be younger and with

higher hemoglobin A1c levels than the general diabetic population (Weng, 2015). Notably, this is

not a problem limited to the past. Biomedical research cohorts recruited within the past ten years

continue to struggle with issues of representation (Ng et al., 2023; Abel et al., 2023; Tsiouris et al.,

2023). Studies from 2015-2019 that used machine learning methods to process electronic health

records (EHR) data reported race and ethnicity of their datasets only 36% of the time, even then

revealing unrepresentative training datasets (Bozkurt et al., 2020). Even programs that intentionally

aim to recruit more diverse populations, likeAll of Us, can struggle to combat underrepresenta-

tion of certain groups, such as blind and deaf individuals (Lewis V et al., 2023). These persistent

challenges to building representative datasets motivate the need for further research into improving

representation.

1.2 Harms of Underrepresentation

Lack of representation causes several, multifaceted harms. At a high level, underrepresentation

fails to support the principle of justice as described in the 1978 Belmont Report, a guide to ethics

in human subjects research (United States, 1978). In its section about research subject selection,

the Belmont Report speci�cally notes that even if investigators fairly select and treat individual

subjects in their studies, injustice may still arise from institutionalized biases in society. Other
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authors have expanded this interpretation to a principle of fair inclusion, which charges that “the

selection of research participants must be suf�ciently inclusive to ensure that the research in question

fairly bene�ts members of society” (MacKay and Saylor, 2020). Thus, underrepresentation of some

groups may violate this principle. Moreover, representative cohorts support study legitimacy while

non-representative cohorts may harm trust in the research enterprise (Arnesen and Peters, 2018;?).

Non-representative cohorts also harm the validity of research. Studies of non-representative

cohorts can lead to skewed and biased associations (Schoeler et al., 2023), and overrepresented

groups tend to yield more bene�ts from research (e.g., more accurate predictions) than underrepre-

sented groups (Bentley et al., 2020). The performance disparity between over- and underrepresented

groups is especially marked when using computational methods on large datasets, where predictive

ef�cacy is a common goal of research (Mullainathan and Obermeyer, 2017; Obermeyer et al., 2019;

Shahbazi et al., 2023). Biases arising from underrepresentation of groups in the training data of ma-

chine learning (ML) models have also occurred outside of biomedicine, sometimes with disastrous

results (Dastin, 2018; Mulshine, 2015).

Recognizing that many groups considered underrepresented in biomedical research are also so-

cietally underprivileged, discriminated against, or marginalized, continuing to underrepresent them

in studies can perpetuate or even exacerbate inequities. Research �ndings may not generalize to

groups underrepresented in those studies (?). This harm is particularly poignant when research

on non-representative cohorts is translated into clinical practice and yields disparities in bene�ts

(Veinot et al., 2018). The resultant research disparities limit innovation in and access to effective

health intervention, perpetuate existing health inequities, and have been estimated to cost hundreds

of billions of dollars (?). Given the signi�cant potential harms from unrepresentative cohorts, many

have echoed the need for methods to improve representation.

1.3 Thesis Aims

In this thesis, we have developed measures of representation and applied these measures to demon-

strate how they may be used to improve representation of biomedical research cohorts. We hy-

pothesize that more representative biomedical cohorts may be constructed, both retrospectively and

prospectively. To this end, we propose the following three aims:

1. De�ne measures for representation that are amenable to optimization.
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2. Develop a method for selecting representative samples from an existing dataset.

3. Develop a method for improving representation in simulated prospective cohort recruit-

ment.

4



CHAPTER 2

Related Work

There have been numerous prior investigations into what it means for a dataset to be representative,

how more representative datasets may be created, and other strategies for mitigating representation

biases in data. In this section, we present a non-exhaustive summary of relevant existing work

within these �elds. Despite this prior work, we do not believe this �eld has been fully explored,

especially in the context of biomedical research.

2.1 De�ning Representativeness

There have been several investigations de�ning representativeness, which we treat as a quanti�able

version of the concept of representation. Shahbazi et al. (2023) provide an excellent survey of recent

work in the �eld of representation. Broadly, de�nitions of representation have fallen along one of

two conceptual lines. One line is that representation, or rather its lack thereof, can be measured as

a statistical distance from a target population based on a set of attributes. This concept has been

commonly applied to analyze representativeness in clinical trials, often by comparing the rates a

group comprises in the research cohort to its rate in the target population (He et al., 2016; Qi et al.,

2021; Sen et al., 2016). Similar reasoning has been applied to identify novel distributions that are

both representative of a prior data distribution and satisfy outcome parity; in this study, the authors

considered the distribution with minimum Kullback-Leibler divergence (KLD) to the prior data dis-

tribution to be most representative (Celis et al., 2020). Others conceptualize representation by how

well a dataset covers all possible combinations of attributes. This conceptualization can be extended

to both human and non-human studies (Asudeh et al., 2019), and has been used to identify rare or

missing attribute combinations within datasets (Jin et al., 2020). In this thesis, we primarily utilize

the former conceptualization and measure representation as a distance between a cohort and target

population (Chapter 3). However, we do provide one analysis of attribute combinations present

in a cohort to highlight general agreement between these two conceptualizations of representation

(Chapter 4).
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2.2 Generating Representative Cohorts

Like with de�ning representation, several methods have been proposed to generate representative

cohorts across a variety of applications, though they have not always been applicable to biomedicine.

Methods for generating representative cohorts can be categorized by whether or not they assume

the dataset constructor can select individuals/records based on attributes. There have been several

methods proposed to build cohorts when individuals can be selected by their attributes. Authors

have described such selection methods in the �elds of hiring and selecting citizen's assemblies

(Huppenkothen et al., 2020; Flanigan et al., 2021). However, these selection algorithms contain

domain-speci�c constraints like a manual human review phase or quotas, respectively, which may

not translate into biomedical research. Other studies have described processes for sampling records

to improve algorithmic fairness (i.e., decrease disparate predictions or performance between groups)

when a speci�c downstream task is knowna priori (Abernethy et al., 2022; Shekhar et al., 2021;

Niss et al., 2022). Although algorithmic fairness is a common goal of representative sampling, a

speci�c downstream task is not always known, or there may be several downstream tasks (e.g., in a

multi-purpose dataset likeAll of Us or the U.K. Biobank). Moreover, algorithmic fairness does not

necessarily imply dataset representativeness nor vice versa.

When individuals or records cannot be selected to join a cohort according to their attributes,

we may think of selecting them from a set of sites or datasets. The distribution of attributes at

each site or dataset may be known or unknown initially, but should be learnable through the actual

recruitment process. This formulation of the recruitment process is similar to the multi-armed ban-

dit (MAB) problem, a well-studied framework for reinforcement learning-style problems (Slivkins,

2019; Bubeck, 2012). Nargesian et al. (2021) propose a MAB methodology for achieving a de-

sired cohort attribute distribution when sampling from a set of sources. However, their generalist

methodology is not particularly adapted for biomedical cohort construction and does not support

dual objective functions, which we introduce in this thesis.

2.3 Post hocRebalancing

When a non-representative cohort has already been generated, it may be possible to improve rep-

resentativeness through computational and statistical techniques. A straightforward method for re-

balancing a downstream task (e.g., regression) is inverse probability/propensity weighting (IPW),
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where each sample is weighted in the task inversely to its group's proportion in the dataset (Shen

et al., 2014). However, IPW has the potential to accentuate biases in the original dataset (King and

Nielsen, 2019). IPW and related statistical techniques require a downstream task to achieve rebal-

ancing effects; in contrast, oversampling methods directly generate additional synthetic examples

belonging to minority groups. Oversampling methods may address issues of insuf�cient statistical

power or privacy concerns with sharing information for groups that comprise a small proportion of

the overall dataset (Cummings et al., 2019; Wan et al., 2015). A widely used oversampling method,

the Synthetic Minority Oversampling Technique (SMOTE), achievespost hocgroup size parity via

creation of synthetic examples (Chawla et al., 2002). Other synthetic data augmentation methods

have been shown to improve algorithmic fairness in downstream algorithms (Sharma et al., 2020).

However, synthetic data generation methods are not always well-suited to biomedical study data

(Fletcher et al., 2021).
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CHAPTER 3

Aim 1

In this chapter, we focus on de�ning measures of representation that are amenable to computational

optimization. We discuss how divergence measures from information theory make for robust mea-

sures of representation, through both re�ection of a known population and for diversity. Throughout

this work, we refer toexamples(individual participants and/or records), which comprisesamples

or cohorts (the group being studied and/or recruited), which are subsets of apopulation (all indi-

viduals of interest).

3.1 Preliminaries

Consider the discrete target population distributionP and sample distributionS over a set of at-

tributesa 2 A. We will consider thatP(a) is known andS(a) is measurable for all attributesa. We

�rst introduce Kullback-Leibler divergence (KLD) as a function of these distributions (Kullback

and Leibler, 1951):

KLD(Sjj P) = å
a2A

S(a) log
�

S(a)
P(a)

�
(3.1)

Some relevant properties of KLD include asymmetry, i.e.,KLD(S jj P) 6= KLD(P jj S), non-

negativity, i.e.,KLD(Sjj P) � 0, and the speci�c case of zero-KLD proven by Jensen's inequality

(Jensen, 1906):

KLD(Sjj P) = 0 () S= P (3.2)

We also consider a third distribution, the uniform distributionU, which is de�ned below where

jAj is the cardinality ofA:

U(a) =
1

jAj
8a (3.3)

At times, we notate the KLD of the sample distribution to the uniform,KLD(Sjj U), as KLD-

U. A related measure to KLD, the Jensen-Shannon divergence (JSD) is de�ned with the following
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formula (Lin, 1991):

JSD(Sjj P) =
1
2

KLD
�

Sjj
1
2

(S+ P)
�

+
1
2

KLD
�

P jj
1
2

(S+ P)
�

(3.4)

Unlike KLD, JSD is both symmetric, i.e.,JSD(Sjj P) = JSD(P jj S) and bounded above and

below, namely 0� JSD(Sjj P) � 1. The square root of the Jensen-Shannon divergence is a metric

known as the Jensen-Shannon distance (JSDist).

3.2 Assessing Representation of a Known Population

Standard KLD is a powerful tool for assessing representation of a dataset compared to a known

population. The natural lower bound of KLD at 0, along with the function's convexity (Soch,

2020), make it an ideal distance function for numerical optimization using gradient-based methods.

We provide an exemplar case of using KLD to assess representation of a population below. Say

populationP has known values for its joint distribution of age, gender, race, ethnicity, and location,

as outlined in table 3.1.

Attribute Values Distinct Values

Age 0-17, 18-44, 45-64, 65+ 4
Gender Man, Other, Woman 3
Race Asian, Black, Middle Eastern / North African,

Native American, Native Hawaiian / Paci�c
Islander, Two or More, White

7

Ethnicity Hispanic/Latino, Non-Hispanic/Latino 2
Location U.S. State (alphabetical) 50

Table 3.1: Sample demographic attributes.

We de�ne our attribute seta 2 A with combinations of these attributes, for examplea2;3;5;1;1

would refer to the group identifying as 18-44 year-old, Non-Hispanic/Latino Native Hawaiian, /

Paci�c Islander women who live in Alabama. The total number of groups is the product of the

number of distinct values within each group, in this example 4� 3 � 7 � 2 � 50 = 8;400. Thus,

KLD for population proportion matching is assessed with respect to each of these intersectional

groups. With this measure, optimal population representation is de�ned as a KLD of 0, and higher

KLD values re�ect worse representation.
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Another way to assess representation of a known population, that avoids the curse of dimension-

ality, is to consider each attribute as a univariate distribution. In the example shown in Table 3.1,

�ve univariate distributions would be considered, with no more than 50 distinct values per attribute.

These separate divergence values are then composed together to achieve a measure of represen-

tation. In work presented in Aim 2, we use a custom distance metric termed Distance Summary

(DistSum), which uses the univariate distributions of age, gender, race, and ethnicity separately:

DistSum(Sjj P)= 4
p

(JSDistage(Sjj P))4+( JSDistgender(Sjj P))4+( JSDistrace(Sjj P))4+( JSDistethnicity(Sjj P))4 (3.5)

Like with standard KLD, a Distance Summary score of 0 indicates perfect population representation.

Unlike KLD, the Distance Summary score is bounded above with a value of4
p

4 =
p

2 indicating

maximal unrepresentativeness.

3.3 Assessing Intrinsic Diversity

As noted by Gilmore-Bykovskyi et al. (2021); Nargesian et al. (2021); Chawla et al. (2002) and

others, proportional representation may not always be suf�cient to remedy bias in scienti�c stud-

ies. Sometimes, this insuf�ciency may be addressed by using an alternative, non-population, target

attribute distribution. Unfortunately, determining such a distribution — e.g., the true population of

persons with diabetes — may be impractical due to biases in data collection. Thus, we are left with

a dilemma in guiding recruitment goals. To remedy this dilemma, we propose using a general target

distribution that applies to any group-based attribute distribution, the uniform distribution (Equation

3.3). The uniform distribution is the maximum entropy distribution for any �nite and discrete set

(Conrad, 2010), meaning it represents the least knowledge and greatest uncertainty about the set.

Celis et al. (2020) similarly use a maximum entropy approach when trying to identify an underlying

data distribution that balances representativeness and outcome parity. Applied to distributions of

demographic attributes, it may be considered a na�̈ve approach to assessing representation when an

underlying population distribution is unknown. Thus, we consider the uniform distribution to be

the mostdiversetarget distribution because all groups have equal probability density. From another

perspective, when a sample diverges from the uniform distribution — measured through KLD-U —

it indicates that some group is being more heavily represented than another.
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3.4 The Proportional Representation-Diversity Trade-Off

Unfortunately, achieving a KLD to the Census population distribution of zero while simultaneously

achieving a KLD-U of zero is impossible for a single cohort unless the Census distribution is uni-

form. Regardless of which version and modi�cations of the U.S. Census we used, we found the

Census did not equal or approximate the uniform distribution (Tables 4.1, 5.1, and 5.2).

Theorem 1. If P 6= U, there does not exist S that satis�es KLD(Sjj P) = KLD(Sjj U) = 0.

Proof. Assume9S such thatKLD(S jj P) = KLD(S jj U) = 0. Using equation 3.2, we may re-

express the 0-divergence equations as equality of distributions, namelyS= P = U. This is a contra-

diction ofP 6= U.

Although we cannot simultaneously achieve zero divergence to both the Census and uniform

distributions, we may still quantify the extent to which each divergence must be traded off for the

other. We achieve this through empiric analysis, creating simulated population distributions which

optimize different weightings of the two objective functions. The result of this analysis is a Pareto

frontier, representing the set of optimal solutions; that is, the set of solutions from which neither

representation nor diversity may be improved without harming the other quantity. We show an

example Pareto frontier for KLD to the U.S. population derived from 2022 Census estimated values

and KLD-U (Figure 3.1). We may quantify this frontier numerically, using a method for convex

bi-criterion problems (Li et al., 2003). First, we may identify the two extremes of the frontier,

where the sample distribution is either the uniform distribution or the population distribution. For

example, take the case whereS= P. We know from Equation 3.2 thatKLD(Sjj P) = 0, and through

substitution we recognizeKLD(Sjj U) = KLD(P jj U). Similar results are derived whenS= U.

Using the method described in (Li et al., 2003), we may describe the frontier with a superellipse, a

shape with the following equation:

�
�
�
x
a

�
�
�
n
+

�
�
�
y
b

�
�
�
n

= 1 (3.6)

In this equation,a andb are determined by the two extremes of the bi-criterion optimization,x

andy refer to the two loss functions (KLD to the Census and the uniform), andn is identi�ed via

least-squares �tting of the empiric optima (Figure 3.1). Thus, the speci�c superellipse describing
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the Pareto frontier between KLD to Census and KLD-U is the following:

�
KLD(Sjj U)
KLD(P jj U)

� 0:522

+
�

KLD(Sjj P)
KLD(U jj P)

� 0:522

= 1 (3.7)

We omit the absolute value because KLD is non-negative everywhere, indicating only one-quarter

of the superellipse is relevant to the frontier.

Figure 3.1: Pareto frontier of KLD to the 2022 estimated U.S. Census population and KLD-U.
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3.4.1 Measuring Optimality

Because there exist an in�nite number of Pareto-optimal solutions to the dual optimization problem

of KLD to Census and KLD-U, assessing whether a cohort is closer to the set of optima than another

may be challenging. We propose two methods — one general and one speci�c — to assessing

cohort optimality. The superellipse equation provides a natural way to assess general optimality.

A modi�cation of the equality from Equation 3.6 into an inequality yields the set of sub-optimal

solutions, with the left-hand quantity being termed `Distance to Optima', or `DistOpt'.

�
KLD(Sjj U)
KLD(P jj U)

� 0:522

+
�

KLD(Sjj P)
KLD(U jj P)

� 0:522

= DistOpt> 1 (3.8)

The greater DistOpt is, the less optimal a cohort is in general. We visually depict DistOpt value

regions compared to the Pareto frontier in Figure 3.2. This Figure also depicts the region where

DistOpt< 1, a region considered supraoptimal and mathematically impossible to achieve.

DistOpt can be used to generate isolines for known superellipse radii (e.g., 1.1, 1.2, 1.3, ...),

which can be used to quickly visually assess a cohort's closeness to optimality.

If, instead, a speci�c combination of diversity and representation is known and desired, we may

assess optimality with respect to that point in the following manner. LetS0be a target cohort on the

Pareto frontier, i.e.,DistOpt(S0) = 1. We may then assess the distance from cohortS to S0 using

traditional distance functions. We show an example usingL2 loss below:

L =

s �
KLD(Sjj P) � KLD(S0jj P)

� 2

+
�

KLD(Sjj U) � KLD(S0jj U)
� 2

(3.9)

3.5 Limitations

While our proposed divergence-based methods are powerful tools for assessing representation —

both from a proportional perspective and from a diversity perspective — there are still several im-

portant limitations to note. First, representing a population requires ground truth knowledge of that

population. Compounding this issue, our standard KLD-based method for assessing representation

suffers from multiplicative expansion; that is, the method requires knowledge of group sizes for

every combination of attributes. We use U.S. Census Bureau data to best approximate this ground

truth, but are thus limited to combinations based on age, sex, race, ethnicity, and location (expressed
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Figure 3.2: Pareto frontier with DistOpt regions overlaid.

in Federal Information Processing Standard [FIPS] level). We may address the issue of multiplica-

tive expansion by using alternative methods of assessing representation (e.g., DistSum), but these

methods limit intersectionality. Intersectionality studies how compounding identities — especially

marginalized identities — intersect to create a unique experience distinct from each individual iden-

tity; for example, the experience of being a Black woman is not simply the sum of the experiences of

being Black and a woman (Crenshaw, 1991). Intersectional representativeness is critical in datasets.
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Crenshaw (1991) raises the concern that most crime statistics, at the time of writing, were classi�ed

by sex or race but not by both.

Additionally, we must recognize that even Census counts are not perfect. In particular, the

Census undercounts populations who are underrepresented in biomedicine (Elliott et al., 2021; US

Census Bureau, 2014). We also encounter issues of harmonization, where demographics reported

in a biomedical dataset differ from demographics in the Census. We highlight an example of har-

monization issues in Table 3.2, comparingAll of Us data to Census data. In attempting to best

harmonize these two datasets, we must make certain assumptions that possibly induce bias. When

comparing these datasets, we equate sex (notably not sex assigned at birth) reported in the Census

to gender in theAll of Us dataset, exclude individuals who identify with a race that is not present

in both datasets (American Indian/Alaska Native or Middle Eastern / North African), use a lookup

table to translate FIPS codes to ZIP3 (US Census Bureau, 2010; Wilson and Din, Alexander, 2018;

Housing and Urban Development, 2022), and impute missing values for race in Hispanic/Latino

individuals inAll of Usdata, though we are only able to use the Bureau's `hot deck' method and not

the relational method due to lack of data availability (Bureau, 2021).

Attribute Census Data All of UsData

Version CC-EST-2022-ALL C2022-Q4-R9

Age 5-year bins (0-4, 5-9, ...) and 85+ Date of birth, adults only

Sex and Gender Sex (male or female) Gender and sex assigned at birth

Race American Indian / Alaska Native,
Asian, Black, Native Hawaiian /
Paci�c Islander, Two or More,
White

Asian, Black, Generalized Multiple
Populations, Middle Eastern /
North African, Native Hawaiian /
Paci�c Islander, White

Ethnicity Hispanic/Latino or
Non-Hispanic/Latino

Hispanic/Latino or
Non-Hispanic/Latino

Location FIPS codes ZIP3

Imputation Yes No

Table 3.2: Differences in demographics reporting between theAll of Us Research Program and the
U.S. Census.

15



CHAPTER 4

Aim 2

There are many types of scienti�c studies that utilize records from large existing biomedical datasets

but cannot study all available records. A common example is medical chart review, which is usually

limited to hundreds or few thousands of records because of time and budget constraints on manual

human review. In this Aim, we focus our attention on generating more representative subsamples

from a large, less representative dataset.

4.1 Datasets

In our investigations with sub-sampling a large biomedical cohort for representation, we use data

available from a large, deidenti�ed repository of electronic health records (EHRs) at Vanderbilt

University Medical Center (VUMC), a large academic medical center in Nashville, Tennessee. This

database is termed the Synthetic Derivative (SD), though it does not include synthetic data (Roden

et al., 2008; Danciu et al., 2014). Demographic data was queried for all individuals in the SD during

2019, which yielded 3,035,516 unique patient records with year of birth, gender, race, ethnicity,

and 3-digit residential ZIP code (ZIP3). Any individual who indicated more than one race value

was assigned to a group of `Two or More Races', while individuals with any values of `Missing',

`Declined', or `Unknown' for demographic values were excluded from analysis due to inability for

comparison. In total, 2,156,806 (71.1%) records were retained (table 4.1).

The corresponding Census data derived from 2019 population estimates in table CC-EST-2019-

ALLDATA (US Census Bureau, 2019), and included data on 5-year age group, sex, race, ethnicity,

and Federal Information Processing Standard (FIPS) code, which corresponds 1:1 with counties.

Recognizing that the SD re�ects the demographics of VUMC patients and does not undertake re-

cruiting effortsper se, we de�ned an empiric geographic region to represent the service area of

VUMC. Namely, we �rst identi�ed the ZIP3 code with the highest count of patients in the SD, code

370** (611,242 patients). We then retained all ZIP3s with at least 6,000 patients for further analy-

sis, corresponding to approximately 1% of the most prevalent ZIP3. This yielded 23 ZIP3 regions

covering 92.26% of all patients in the SD. We converted these 23 ZIP3 codes into FIPS codes using
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a published crosswalk (US Census Bureau, 2010), yielding 145 counties: 11 in Alabama, 38 in

Kentucky, 1 in Mississippi, and all 95 in Tennessee. Querying the Census population estimates for

these regions yielded 8,951,520 individuals (Table 4.1).

Demographic Group SD Count (%) Census Count (%)

Age (c 2 = 392885; p = 0;
p

JSD= 0:1395)

0-4 54,692 (2.54) 538,047 (6.01)
5-9 107,788 (5.00) 543,418 (6.07)
10-14 130,763 (6.06) 567,023 (6.33)
15-19 130,103 (6.03) 560,535 (6.26)
20-24 133,527 (6.19) 586,051 (6.55)
25-29 135,301 (6.27) 640,541 (7.16)
30-34 136,541 (6.33) 580,457 (6.48)
35-39 134,527 (6.24) 563,888 (6.30)
40-44 125,378 (5.81) 535,049 (5.98)
45-49 125,112 (5.80) 569,533 (6.36)
50-54 125,769 (5.83) 568,773 (6.35)
55-59 136,744 (6.34) 609,117 (6.81)
60-64 134,896 (6.25) 573,551 (6.41)
65-69 124,575 (5.78) 491,609 (5.49)
70-74 115,002 (5.33) 405,859 (4.53)
75-79 88,623 (4.11) 279,091 (3.12)
80-84 67,280 (3.12) 176,442 (1.97)
85+ 150,185 (6.96) 162,536 (1.82)

Gender(c 2 = 3039; p = 0;
p

JSD= 0:0160)

Male 1,014,366 (47.03) 4,377,949 (48.91)
Female 1,142,440 (52.97) 4,573,571 (51.09)

Race(c 2 = 23725; p = 0;
p

JSD= 0:0923)

American Indian / Alaska Native 4,179 (0.19) 48,511 (0.54)
Asian 38,341 (1.78) 162,967 (1.82)
Black 284,900 (13.21) 1,387,338 (15.50)
Native Hawaiian / Paci�c Islander 0 (0.00) 9,878 (0.11)
Two or More Races / Mixed Race 4,560 (0.21) 183,205 (2.05)
White 1,824,826 (84.61) 7,159,621 (79.98)

Ethnicity (c 2 = 55781; p = 0;
p

JSD= 0:0502)

Hispanic / Latino 69,448 (3.22) 504,806 (5.64)
Non-Hispanic / Latino 2,087,358 (96.78) 8,446,714 (94.36)

Table 4.1: Demographics of the VUMC Synthetic Derivative alongside Census population estimates
for a comparable region.
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As shown in Table 4.1, there are statistically signi�cant differences across each univariate at-

tribute distribution compared. We also highlight visual differences between these distributions in

Figure 4.1, that shows which attribute combinations are over- and underrepresented in reference to

the Census. Paler values indicate that an attribute group has similar proportions in the SD and the

Census, while red values indicate underrepresentation and blue values indicate over-representation.

Values are reported in percentage under- or over-representation. For example, a group that com-

prises 1:5% of the SD and 1% of the Census would be considered+ 50% over-represented, whereas

a group comprising 0:25% of the SD and 1% of the Census is� 75% underrepresented. In brief,

older non-Hispanic White and Hispanic Asian populations are the most over-represented groups,

while Hispanic, American Indian / Alaska Native (AI/AN), mixed race (i.e., two or more), and Na-

tive Hawaiian / Paci�c Islander (NH/PI) populations are the least represented. The overall DistSum

for the SD compared to the Census is 0.148.

Figure 4.1: Differences between SD and Census Population Distributions.

4.2 Stochastic-Greedy Algorithm to Optimize Representation

We approach representative sub-sampling in an iterative process, dividing the total number of de-

sired examples evenly among a �xed number of steps, during which examples are added to the
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cohort. Example records are chosen in a locally-greedy manner that assesses improvement in rep-

resentation at each iteration step. Stochasticity in the record selection prevents over-correction and

instability (algorithm 1). In this algorithm, representation is de�ned using DistSum (equation 3.5).

Correction rateg, a quantity similar to the learning rate in machine learning, in�uences how much

weight is placed on a record's change in distance summary when selecting records. Higher values

of g correct for unrepresentativeness faster than lower values, but run the risk of over-correction

and introducing opposite forms of un-representativeness. We pay special attention tog = 0, a case

where the probability of selecting each record is equal, recovering the uniform distribution. This

special case can be considered na�̈ve sampling (a negative control) because information about the

Distance Summary is ignored by the model.

Algorithm 1: A stochastic-greedy algorithm for representative subsampling
Data: DatabaseD, desired sample sizen, iteration stepsT, Target PopulationP
Result: SampleS

1 S /0 ;
2 B  U(1; jDj) ; / * Initialize each record score to a uniform * /
3 for t = 1, ..., T do
4 C  /0 ; / * Initialize cohort to draw * /
5 for i = 1, ..., n/T do
6 c � B ; / * Select a record according to scores B * /
7 C = C+ c ; / * Add record c to drawn cohort C * /
8 D = D� c ; / * Remove record c from database D * /
9 end

10 S= S+ C ;
11 for r in D do
12 B(r) = DistSum(S[ r; P) � DistSum(S; P) ; / * Score each record by

its change to DistSum * /
13 end
14 B = max(B) � B ; / * Normalize and invert scores to assign

higher scores to records which decrease DistSum most * /
15 B = Bg ; / * Raise all B to correction rate g * /
16 end

4.3 Representative Sub-Sampling through Agent-Based Modeling

To execute Algorithm 1, we treat the SD databaseD as a collection of agents using the agent-based

modeling software Mesa in Python (Masad and Kazil, 2015). Each record in the SD corresponds to

one agent, and all agents are initially placed in the unrecruited databaseD. As records are iteratively
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selected, their corresponding agent exitsD and enters sample cohortS, corresponding to a strategy of

sampling without replacement. In Figure 4.2, we show the performance of Algorithm 1 for selecting

cohorts of 20,000 examples over 20 time steps across a variety of correction rates, including our

negative control of uninformed sampling (g = 0). Each implementation of our algorithm with non-

zero correction rate signi�cantly outperformed uninformed sampling (Table 4.2). The algorithm

with correction rate of 2, which had the best performance of the analyzed correction rates, yielded

cohorts that were, on average, 5:8� more representative of the target population than uninformed

sampling. As expected, higher correction rates show some initial over-correction behavior during

early steps, though the representativeness of the �nal cohorts do not differ signi�cantly among

implementations of different correction rates (Table 4.2). Because Distance Summary results are not

necessarily Normally distributed, we present 95% Bayesian Credible Intervals for mean Distance

Summary using an uninformative Jeffrey's Prior (Oliphant, 2006). We consider (non)-overlapping

credible intervals as measures of statistical signi�cance, which roughly translates toa = 0:01 if the

posterior distributions are assumed to be Normally distributed (Cumming and Finch, 2005).

Correction Rate
(g)

Distance Summary at Step 5
(Mean [95% Credible Interval])

Final Distance Summary, Step 20
(Mean [95% Credible Interval])

0 0.149 [0.146, 0.152] 0.146 [0.144, 0.149]
1 0.059 [0.047, 0.072] 0.027 [0.023, 0.031]
2 0.040 [0.022, 0.058] 0.025 [0.024, 0.026]
5 0.077 [0.056, 0.097] 0.031 [0.025, 0.037]
10 0.222 [0.156, 0.288] 0.042 [-0.004, 0.088]

Table 4.2: Performance of the Representativeness-Informed Subsampling Algorithm on the SD
Dataset.

4.3.1 Validating Representative Subsampling

We con�rm that Distance Summary aligns with other quantitative and qualitative notions of repre-

sentativeness by evaluating the �nal cohorts generated by Algorithm 1. As a �rst qualitative step,

we compare the proportions of each subgroup in the �nal cohort to its corresponding population

proportion. This methodology is similar to methods presented by He et al. (2016) and Qi et al.

(2021). We show these results as heatmaps of the �nal cohorts of 20,000 individuals generated us-

ing a correction rate of 0 vs. 2 (Figure 4.3). Heatmap colors are determined in the same manner as
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Figure 4.2: SD Record Subsampling for Representation. Shaded areas indicate 95% Bayesian Cred-
ible Interval.

with Figure 4.1. The �nal cohort generated withg = 2 (right) is paler in total than the cohort gener-

ated withg= 0 (left), with particularly noticeable improvements in the representation of mixed-race

and American Indian / Alaska Native (AI/AN) groups. This visible improvement in representation

lends qualitative validity to our quantitative improvement in Distance Summary score.

Figure 4.3: Cohort Heatmaps for Random [Left] vs. Representativeness-Informed (g = 2) [Right]
Sampling.

To further validate Distance Summary by comparing to another notion of representativeness, we
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study the number of attribute combination groups present in the �nal cohort. This measure more

closely aligns with coverage-based methods of assessing representation presented by Asudeh et al.

(2019) and Jin et al. (2020). Based on the attributes and values in Table 4.1, there are 432 unique

combinations (i.e., bins) of attributes that are possible in our datasets. The Census datasets has

nonzero counts for 431 of these bins, while the SD includes 356 bins. Most notably, this discrepancy

is due to the absence of any individuals identifying as Native Hawaiian / Paci�c Islander alone in

the SD. We analyze the number of unique bins with nonzero counts in the cohort as records are

sampled to a �nal cohort size of 20,000 across a range of correction rates (Figure 4.4). After about

10 iterations, all informed sampling methods include more unique bins than random sampling with

correction rate 0. These results reinforce our intuition that representativeness-informed sampling to

optimize Distance Summary yields cohorts that are more representative across other measures of

representation and inclusion.

Figure 4.4: Number of Unique Attribute Groups in Cohort. Shaded regions indicate 95% Bayesian
Credible Interval.
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4.3.2 Sensitivity Analyses

We now turn our attention to the robustness of Algorithm 1. Knowing that our databaseD and

populationP are constant, we are interested in how perturbations to the other hyperparameters

— number of iterationsT and �nal cohort sizen — affect the resultant cohorts. We varied the

number of sampling iterations from 5 to 40 while keeping the target cohort size constant at 20,000,

yielding the �nal cohort Distance Summary values in Table 4.3. Fewer iterations yielded greater

uncertainty in �nal cohort representativeness, though every tested iteration number outperformed

the 20-step uninformed sampling baseline (95% CI 0.144-0.149, table 4.2). Moreover, the 95%

credible intervals for all iteration numbers overlap, indicating statistical non-signi�cance.

Number of
Iterations

Final Distance Summary, Step 20
(Mean [95% Credible Interval])

5 0.064 [0.022, 0.105]
10 0.047 [-0.003, 0.098]
20 0.025 [0.024, 0.026]
40 0.024 [0.024, 0.024]

Table 4.3: Effect of Iteration Number on Final Cohort Representativeness.

We also varied the �nal desired cohort size from 2,000 records to 20,000 while keeping the

number of iterations constant at 20. Speci�cally, we analyzed smaller �nal cohort sizes because we

predicted that it would be more dif�cult to achieve a proportionally representative cohort with fewer

records. However, we found little difference in �nal cohort representativeness across the cohort

sizes analyzed (Figure 4.5). As expected, smaller cohort sizes show higher Distance Summary

scores earlier on in the cohort building process, though these differences subside around iteration

10.

4.4 Limitations

In this chapter, we have showcased how measures of representation can be used to solve a practical

problem, sub-sampling a more representative cohort from a less representative dataset. Neverthe-

less, there are limitations to our methodology. First, there are certain barriers to representation that

cannot be overcome through sub-sampling. For example, the absence of any individuals identifying

as Native Hawaiian / Paci�c Islander in the SD dataset precludes any sub-sampling method from
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Figure 4.5: Representativeness of Different Cohort Sizes. Shaded regions indicate 95% Bayesian
Credible Interval.

being able to represent this population. This same issue manifests in a less pronounced form when

the desired sample size is large, and even including all available records from underrepresented

groups is insuf�cient to adequately represent them in the sample.

Strati�ed random sampling (SRS), the process of choosing examples randomly from within

pre-speci�ed groups (i.e., strata), is a simple method that often performs well in selecting a repre-

sentative sample. However, SRS has two key limitations. Often, multiplying population proportions

with a desired sample size leads to fractional expected counts of individuals in some groups. Be-

cause fractional individuals do not exist, a decision must be made about how to round these counts.

For very small cohorts where some groups would have an expected sample proportion of< 0:5

individuals, the speci�c rounding method chosen may have a signi�cant impact on the representa-

tiveness of the overall sample. Secondly, SRS is less �exible. While SRS can adequately match a

desired univariate or multivariate distribution, it is less obvious how SRS may handle cases where

study designers want to differentially weight entire attributes (e.g., placing twice as much emphasis

on the distribution of gender compared to age). In contrast, differentially weighting attributes is

natural using a measure like DistSum, where the individual JSDist terms within the loss function
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may be multiplied by a desired weighting factor.

Another major concern with our sub-sampling methodology is that certain groups in the database

may not, themselves, be representative of that same group in the population. This is of particular

concern with minority and/or underrepresented groups, where the group size in the database may be

insuf�cient to fully represent the group in the population. Unfortunately, this is an error inherent to

the sub-sampling methodology and cannot easily be overcome. Post-hoc debiasing techniques like

inverse probability weighting suffer from a similar issue. Synthetic oversampling techniques like

SMOTE address this concern by generating additional synthetic examples (Chawla et al., 2002), but

these methods are also prone to noise and error (Soltanzadeh and Hashemzadeh, 2021; Jiang et al.,

2021). Moreover, these techniques do not address the core inadequacy of a group in a database

not fully representing the same group in the population. A better solution would be to start with a

more representative database (Chen et al., 2018), when study designers have the ability to in�uence

recruitment. We make this solution the focus of Aim 3.
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CHAPTER 5

Aim 3

While sub-sampling of records may be an ef�cient and actionable method to improve representa-

tiveness of a cohort derived from a secondary-use dataset, studies that directly recruit participants

can create a more representative starting dataset. Starting with a more representative dataset may

obviate the need for sub-sampling and subsequent limiting of statistical power. Moreover, represen-

tative and diverse data collection has been shown as a method for improving algorithmic fairness

without sacri�cing model accuracy (Chen et al., 2018). For biomedical studies that purposively re-

cruit participants from a variety of sites, which we term participatory studies, we propose methods

for prospectively improving representation and diversity. We assume that several different recruit-

ment sites exist with unique demographic distributions, and that different research cohorts can be

constructed based on how recruitment resources are allocated among these sites. To model prospec-

tive recruitment of participatory studies, we conduct two sets of experiments. In the �rst set of

experiments, we simulate prospective recruitment of a research cohort from a network of participat-

ing medical centers. For the second set of experiments, we compare performance of our recruitment

methodology against historic data available through theAll of Us Research Program (AoU). AoU

is particularly suitable for this investigation because the program goals are to be “open to all” and

“re�ect the rich diversity of the United States” (All of Us Research Program, 2020). We believe

these goals map well onto our measures for representation and diversity, namely as distances from

the U.S. population distribution and from the uniform distribution, respectively.

5.1 Datasets

5.1.1 STAR CRN

For our �rst set of experiments, we use publicly available data from the Stakeholders, Technol-

ogy, and Research (STAR) Clinical Research Network (CRN). STAR is a network of nine health

systems that together comprise one of the eight CRNs funded by the Patient Centered Outcomes

Research Institute (PCORI) (STAR CRN, 2023; PCORI, 2023; Forrest et al., 2021). As of the most

recent public data release (last updated November 16, 2022), the STAR CRN reports demographic
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information on age (in 4 bins), gender, race, and ethnicity, for their sites:

1. Vanderbilt University Medical Center (VUMC) - Nashville, TN

2. Vanderbilt Health Af�liated Network (VHAN) - Nashville, TN

3. Meharry Medical College (MHRY) - Nashville, TN

4. Mayo Clinic (MAYO) - Rochester, MN; Phoenix, AZ; and Jacksonville, FL

5. University of North Carolina (UNC) - Chapel Hill, NC

6. Duke University (DUKE) - Durham, NC

7. Medical University of South Carolina (MUSC) - Charleston, SC

8. Spartanburg Regional Healthcare System (SRHS) - Spartanburg, SC

9. Wake Forest (WAFO) - Winston-Salem, NC

In total, the nine sites comprise 18.5M patients as of their last public reporting updates, ranging

from July to September 2022. We recognize that some patients may be included in multiple sites

because of geographic overlap among the sites' areas of service.

We exclude all records with values of `No Information', `Unknown', `Ambiguous', `Refuse

to answer', or `Other' in any demographic �elds for harmonizing with U.S. Census data, yielding

14.5M (78.4%) records for analysis. Additionally, we note that only univariate demographic dis-

tributions are available (e.g., patients by age or by gender but not by age and gender), such that

we assume attribute independence to construct a joint multivariate demographic distribution at each

site. To best estimate the true population of the U.S., we rely on the July 2022 U.S. Census Bureau

population estimates by age (in 5-year bins), sex, race, and ethnicity from the American Community

Survey (table CC-EST2022-ALL), based on the 2020 decennial Census (U.S. Census Bureau, 2022,

2023). To harmonize with STAR CRN demographics data, we focus on individuals identifying with

one race only and we equated reported sex in the Census with gender in STAR CRN data, yielding

a U.S. population of 323.2M. We distribute the 15-19 years age bin in Census data proportionally,

with 60% of the population being allocated to the 0-17 years bin and 40% to the 18-45 years bin.

Table 5.1 presents the demographic distributions from the U.S. Census, along with the ratios of

each population group at the nine STAR CRN sites to the Census. Positive ratios indicate a group

is overrepresented compared to the Census while negative ratios indicate underrepresentation. Gen-

eral trends include underrepresentation of younger individuals, males, individuals identifying with a

race of 1) American Indian / Alaska Native (AI/AN), 2) Asian, 3) Native Hawaiian / Paci�c Islander
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(NH/PI), and/or Hispanic / Latino (H/L) ethnicity. We also report the KLD of each STAR CRN site

to the Census population in Table 5.1.

Site: Census VUMC VHAN MHRY MAYO UNC DUKE MUSC SRHS WAFO

Count 323.2M 1.978M 316.3K 311.7K 2.808M 3.055M 2.728M 1.305M 521.7K 1.513M
Missing N/A 25.26% 9.05% 20.50% 9.01% 26.42% 27.80% 12.47% 19.64% 22.62%
KLD REF .1523 .2170 .4875 .2477 .1314 .1251 .2583 .1556 .1199

Age

0-17 21.07% +1.237 -1.250 -1.944 -2.218 -1.283 -1.275 +1.111 -1.275 -1.290
18-44 36.10% -1.082 -1.067 +1.180 -1.205 -1.061 -1.059 +1.123 -1.028 -1.130
45-64 25.13% -1.092 +1.152 +1.291 +1.102 +1.031 +1.037 -1.067 +1.037 -1.015
65+ 17.69% -1.008 +1.151 -1.252 +1.857 +1.335 +1.319 +1.431 +1.260 +1.523

Gender

Female 50.41% +1.068 +1.119 -1.036 +1.030 +1.091 +1.095 +1.081 +1.042 +1.069
Male 49.59% -1.075 -1.138 +1.035 -1.031 -1.102 -1.106 -1.090 -1.045 -1.075

Race

AI/AN 1.35% -6.374 -26.52 -3.045 -2.339 +1.539 -2.385 -7.442 -5.604 -1.894
Asian 6.48% -3.078 -3.501 -8.111 -2.478 -2.691 -2.547 -5.912 -4.460 -3.211
Black 14.05% -1.051 -1.984 +3.586 -3.115 +1.695 +1.693 +2.295 +1.616 +1.363
NH/PI 0.27% -1335 -7.210 -1.500 -1.558 -1.863 -2.564 -2.700 -1.132 -2.087
White 77.85% +1.083 +1.169 -1.615 +1.183 -1.088 -1.066 -1.173 -1.033 +1.002

Ethnicity

H/L 19.05% -3.566 -5.670 -1.376 -3.423 -2.039 -2.037 -4.488 -3.219 -2.021
NH/L 80.95% +1.169 +1.194 +1.064 +1.167 +1.120 +1.120 +1.183 +1.162 +1.119

Table 5.1: STAR CRN site characteristics and demographic ratios relative to the U.S. Census. Posi-
tive values indicate overrepresentation of a group compared to Census counts while negative values
indicate underrepresentation.

5.1.2 All of Us Research Program

For our second set of experiments, we useAll of Us Dataset C2022-Q4-R9 in the Controlled Tier.

This dataset includes a total of 413,457 unique participants with intake survey dates (i.e., recruitment

dates) ranging from May 31, 2017 to June 30, 2022. In addition to intake survey date and the

demographic variables listed in Table 3.2, the dataset includes the electronic health record (EHR)

site, if applicable, where data were obtained. There are 50 EHR sites in the AoU dataset, each

with a unique 3-digit identi�er. However, 30.47% of AoU participants do not have a de�ned EHR

site. For participants to be included in our analyzed dataset, they must have de�ned values for all

demographic attributes (values are listed in table 3.2), an age of at least 20 years as of 2022 (for

comparison to Census data), an intake survey date, and a ZIP3 location in one of the 50 U.S. states.

During our initial data exploration, we discovered that nearly 85% of individuals who identify

as Hispanic/Latino did not list a de�ned race value. To prevent exclusion of the vast majority of
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Hispanic/Latino individuals from our dataset, we performed imputation via the `hot-deck' method

that the U.S. Census Bureau uses to impute missing race values (Bureau, 2021). Speci�cally, when

we encounter an individual who identi�es as Hispanic/Latino and some unde�ned race value (e.g.,

`None of These', `Skip', `Some Other Race'), we randomly assign a race value based on the dis-

tribution of de�ned race values for individuals in the same age group and with the same gender.

After data �ltering and imputation, 387,583 individuals remain in our dataset (Table 5.2). To de�ne

a comparable Census dataset, we used the same July 2022 population estimates for the STAR CRN

experiments provided in table CC-EST-2022-ALL. In addition to the demographics we used previ-

ously, we also included FIPS code. To harmonize with values also reported in the AoU dataset, we

excluded individuals who identi�ed as American Indian / Alaska Native, any 5-year age bins that

included children, and we equated reported sex in the Census dataset with gender in AoU. A total

of 248,360,520 individuals were included (Table 5.2).

We compare the multivariate demographics of AoU to the Census in Figure 5.1. Blue colors

indicate over-representation of a particular group while red colors indicate underrepresentation.

Numbers inside the boxes refer to the ratio of over- or underrepresentation, with paler values closer

to 1 indicating proportional representation. For example, a group with AoU proportion 0.5% and

census proportion 1% will have a ratio of� 2� representation, while a group with AoU proportion

1.5% and census proportion 1% will have a ratio of 1:5� representation. In general, non-White

Hispanic/Latino populations appear to be over-represented compared to Census proportions (though

this may be an artifact of imputation) while non-Hispanic Asian, non-Hispanic Native Hawaiian /

Paci�c Islander, and younger males are underrepresented compared to Census proportions.
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Demographic Group AoU Count (%) Census Count (%)

Age

20-44 126,414 (32.61) 109,958,279 (44.27)
45-64 139,806 (36.07) 81,287,170 (32.73)
65+ 121,363 (31.31) 57,115,071 (23.00)

Gender

Female 239,571 (61.81) 126,509,045 (50.94)
Male 148,012 (38.19) 121,851,475 (49.06)

Race

Asian 16,742 (4.32) 16,155,290 (6.50)
Black 86,686 (22.37) 32,828,357 (13.22)
Native Hawaiian / Paci�c Islander 872 (0.22) 607,035 (0.24)
Two or More Races / Mixed Race 13,507 (3.48) 5,312,304 (2.14)
White 269,776 (69.60) 193,457,534 (77.89)

Ethnicity

Hispanic / Latino 72,729 (18.76) 41,378,366 (16.66)
Non-Hispanic / Latino 314,854 (81.24) 206,982,154 (83.34)

Intake Survey Date (All of Usonly)

Up to Aug 2017 2,185 (0.56)
Sep - Nov 2017 6,069 (1.57)
Dec 2017 - Feb 2018 9,865 (2.55)
Mar - May 2018 24,821 (6.40)
Jun - Aug 2018 24,396 (6.29)
Sep - Nov 2018 30,693 (7.92)
Dec 2018 - Feb 2019 31,588 (8.15)
Mar - May 2019 39,858 (10.28)
Jun - Aug 2019 41,506 (10.71)
Sep - Nov 2019 38,464 (9.92)
Dec 2019 - Feb 2020 34,712 (8.96)
Mar - May 2020 8,848 (2.28)
Jun - Aug 2020 4,902 (1.26)
Sep - Nov 2020 4,449 (1.15)
Dec 2020 - Feb 2021 5,428 (1.40)
Mar - May 2021 8,956 (2.31)
Jun - Aug 2021 11,601 (2.99)
Sep - Nov 2021 16,341 (4.22)
Dec 2021 - Feb 2022 15,885 (4.10)
Mar - May 2022 20,189 (5.21)
Jun 2022 6,827 (1.76)

Table 5.2: Demographics of theAll of Uscohort alongside total U.S. Census population estimates.
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Figure 5.1: Differences between AoU and Census Population Distributions. F refers to Female, M
refers to Male, HL refers to Hispanic/Latino, NH refers to Non-Hispanic/Latino, NH/PI refers to
Native Hawaiian / Paci�c Islander, and ToM refers to Two or More.

AoU is also a geographically diverse dataset, with participants from every U.S. state. We show

a map ofAll of Us participant counts by ZIP3 in Figure 5.2. Areas with no recruited participants

show up in light grey. ZIP3s with fewer than 20 participants were set to 20, per AoU policies on

data sharing. Participation rates varied widely by ZIP3, with some ZIP3s recruiting over 10,000

individuals, while the majority of sites recruited 100 or fewer. To avoid issues of ZIP3s with low

participant numbers having skewed demographic distributions, we generalized neighboring ZIP3s

such that each resultant location (i.e., modi�ed-ZIP3) had at least 100 participants in the AoU co-

hort. Through generalization, we decreased the number of regions from 863 ZIP3s to 386 modi�ed-

ZIP3s. The only exception to our 100-participant rule was the generalization of the entire state of

Alaska, which had 97 participants and had no neighboring ZIP3s to generalize with.

In Figures 5.3 and 5.4, we show the (multivariate) KLD ([M]KLD), the KLD using the joint

population distribution, from each modi�ed-ZIP3 to the total Census population and to the uniform

distribution, respectively. The geographic distributions of KLD and KLD-U notably differ, with

regions in the U.S. South showing the highest KLD values while regions in the U.S. Midwest and

Northeast show the highest values of KLD-U. These differences con�rm our expectations based on

the demographics of these regions, where the South has a greater non-white population and is less
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Figure 5.2:All of UsParticipant Counts by ZIP3.

re�ective of the total U.S. population but more diverse.

Figure 5.3:All of UsParticipant KLD to Census population by modi�ed-ZIP3.
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Figure 5.4:All of UsParticipant KLD to uniform by modi�ed-ZIP3.

5.2 Multi-Arm-Bandit Framework for Improving Representation

We formalize the goal of achieving representativeness through recruitment as a MAB problem

(Slivkins, 2019; Bubeck, 2012). Namely, there exist sites (i.e., arms) that may be recruited from,

each with their own, unknown, distribution of demographics. We acknowledge that various factors

may in�uence the participation rates of different groups in actual recruitment. Thus, we consider the

product of a site's demographic distribution with its subgroup-speci�c participation rates to yield a

response distribution, which corresponds to the expected distribution of successful recruitments for

each site. For example, a subgroup with a higher participation rate will have a higher probability

density in the response distribution than a subgroup with a lower participation rate, even if the two

groups comprise equal proportions of the demographic distribution. In the basic recruitment case,

we assume that all groups have equal participation rates that do not change through recruitment,

such that we may use site demographic distributions as the response distributions.

The goal of the recruitment team is to allocate a speci�ed amount of recruitment resources

among sites to optimize some loss function, such as KLD or DistOpt (Equation 3.8), which encodes

a desired trade-off between representation and diversity. Our proposed method for achieving this

goal is detailed as Algorithm 2. The algorithm is �rst initialized with prior knowledge about each

site's expected demographics distributions, coded as Dirichlet parameters. If no prior knowledge
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exists, these may be set to uninformative values such as the Jeffreys prior for Dirichlet. Using these

Dirichlet parameters, the algorithm estimates each site's response distribution. These demograph-

ics estimates are used to �nd an optimal resource allocationr which minimizes the desired loss

function across available sites. Resources are then allocated to sites, with fractional values being

rounded such that each site recruits an integer number of participants and the sum is alwaysN=T.

Simulated recruitment takes place, operationalized as random draws from a site's actual response

distribution, incorporating both underlying demographics and group-speci�c participation rates Af-

ter each recruitment step, the algorithm updates the Dirichlet conjugate prior at recruited sites to

represent increased knowledge of the true response distributions.

Algorithm 2: A MAB-style algorithm for representative recruitment.
Data: SitesS1; :::;Sn with attribute distributionsD 2 Mn� m, desired sample sizeN,

iteration stepsT, target population distributionP 2 Rm, loss functionL
Result: CohortC

1 C  /0 ;
2 initialize a 2 Mn� m ; / * Dirichlet parameters * /
3 initialize D� 2 Mn� m ; / * Attribute distribution estimates * /
4 for t = 1, ..., T do
5 r 2 Rn

� 0  0 ; / * Initialize resource allocation vector * /
6 for i = 1, ..., n do
7 D�

i � Dir(a i;1; :::;a i;m) ; / * Estimate distributions * /
8 end
9 if Thompson Samplingthen

10 j �  arg minjE
h
L

�
D�

j + C
�i

;

11 r j � = 1 ;
12 else
13 r �  arg minr E[L (r D� + C)] subject toå r = 1;
14 end
15 r1; :::rn = round(r � � N=T) ; / * Ensure integer values and that

å r = N=T * /
16 for i = 1, ..., n do
17 c  /0;
18 for j = 1, ..., ri do
19 s� Cat(Di) ; / * Recruit an individual at site i via a

categorical distribution * /
20 c + = s;
21 end
22 C + = c;
23 a i + = c ; / * Update the Dirichlet parameters for site i * /
24 end
25 end
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5.3 STAR CRN Experiments

5.3.1 Recruitment Simulation Methodology

We split the recruitment timeline into a sequence of iterations according to the frequency of policy

updates. For example, we model a 5-year recruitment timeline of 10,000 participants with quarterly

policy updates as a 20-step process with 500 recruitments to allocate each iteration. In the �rst itera-

tion, we initializea priori knowledge of site response distributions in one of three ways: 1) an unin-

formed Jeffreys prior with concentration parametersa = 0.5, 2) empirically through pre-simulation

sampling from each site, or 3) a fully informed prior using actual site demographic distributions as

concentration parameters. By using these priors, we cover the range of possible starting informa-

tion that may be available to researchers starting recruitment. In subsequent iterations, simulated

recruitments are used to update the Dirichlet conjugate prior and represent increased knowledge of

the site response distributions. Recruiters may use this prior knowledge to determine an optimal

allocation of recruitment resources among the sites, as described in Algorithm 2.

We analyze two broad classes of recruitment strategies: 1) na�̈ve strategies, which disregard

knowledge of site demographics during policy updates and 2) adaptive strategies, which use this

knowledge to update recruitment policies. The three na�̈ve strategies we analyze are: 1) “Random

Site,” which allocates all resources to one random site each iteration, 2) “Uniform,” which allocates

equal resources to each site at each iteration, and 3) “Informed Static,” which simulates 1,000 sam-

ples from each site as its prior knowledge (disregarding other speci�ed priors) and identi�es a policy

to optimize representativeness which is not updated over iterations. Although not involving recruit-

ment, some multi-site genomic analyses roughly apply a uniform distribution of sampling across

sites (Zuvich et al., 2011). Moreover, the informed static policy represents a partially informed, but

�xed, resource allocation (e.g., �xed grant funding). To evaluate a baseline adaptive strategy, we

use Thompson sampling (Algorithm 2, line 10) (Slivkins, 2019; Thompson, 1933), which allocates

all recruitment resources to the site which is expected to reduce a given distance function the most.

Finally, our proposed adaptive strategy (Algorithm 2, line 13) distributes resources among sites in a

locally optimal manner for a given distance function. We provide the results for two strategies with

different distance functions: 1) MKLD and 2) Distance Summary.

To simulate changes in the response distribution, we systematically modify the response dis-

tribution as a function of each subgroup's proportion of the demographic distribution (e.g., site-
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majority groups all become either more or less likely to respond). When these changes occur over

time, independent of recruitment policies, we call the changes distribution shifts (Equation 5.1).

When these changes occur in response to recruitment, they are termed causal bias (Equation 5.2).

D j ;i [t + 1] =
D j ;i [t]l

å m
i= 1D j ;i [t]l

(5.1)

D j ;i [t + 1] =
D j ;i [t](1+ r j (k � 1))

å m
i= 1D j ;i [t](1+ r j (k � 1))

(5.2)

wherel is the distribution shift factor andk is the causal bias factor. A value of 1 for either of these

factors recovers the no-bias case; a value greater than 1 indicates site-majority groups are more

likely to respond (accentuating the shape of the site's underlying demographic distribution); and a

value less than 1 indicates site-minority groups are more likely to respond (blunting the shape of the

site's demographic distribution).

5.3.2 Recruiting More Representative Cohorts

Figure 5.5 shows that, in our baseline cases with static response distributions, adaptive recruitment

strategies outperform na�̈ve recruitment strategies at generating a representative cohort. As ex-

pected, the adaptive recruitment strategy that minimizes multivariate KLD yielded the most repre-

sentative cohorts on average, using this measure. While the differences in MKLD among algorithms

may only represent a 20% difference or less, small relative differences understate major impacts on

cohort demographics. For instance, Figure 5.6 highlights the impact of adaptive recruitment strate-

gies on the demographics of the �nal cohort by comparing the na�̈ve uniform baseline to our fully

informed adaptive strategy. Notable improvements can be seen in the representation of individuals

identifying with a race of AI/AN or Asian.

Incorporating prior knowledge about site-speci�c demographic distributions allowed all adap-

tive sampling methods to recruit more representative cohorts. The MKLD-based adaptive strategy

decreased its �nal KLD from 0.1257 [95% CI: 0.1247, 0.1266] to 0.1157 [95% CI: 0.1149, 0.1164]

(Figure 5.5), surpassing both the site with the lowest KLD (Wake Forest, 0.1199) and the informed

static strategy (0.1206 [95% CI: 0.1193, 0.1218]). The informed static strategy, which uses pre-

simulation sampling to establish a prior, represents partially informed sampling. Expectedly, it
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Figure 5.5: Comparison of cohort representativeness (where lower KLD is more representative) for
nä�ve and adaptive recruitment strategies over time, using uninformed(a) and fully informed(b)
prior knowledge. The shaded areas indicate a 95% Bayesian credible interval of mean KLD values.

Figure 5.6: Demographic comparisons of the average cohort recruited under a na�̈ve uniform policy
(a) compared to an adaptive, fully informed policy(b) optimizing for MKLD. Negative (red) values
indicate a group is underrepresented in comparison to its Census proportion, whereas positive (blue)
values indicate overrepresentation.

performs better than uninformed recruitment and worse than fully informed recruitment. The im-

pact of prior knowledge is most noticeable on the Thompson sampling strategy, which transforms

from performing worse than na�̈ve baselines to becoming statistically indistinguishable from our

best-performing strategy. Due to the high variance of the Jeffreys prior, the uninformed Thompson

sampler often allocates resources to the same site during the �rst several iterations, a phenomenon

evidenced by bands of constant resource allocation in the early iterations in Figure 5.7c. Since

the distributed adaptive recruitment strategy may sample from multiple sites at each iteration, this

37



Figure 5.7: Mean (across experiments) recruitment policies at each iteration and averaged across
all iterations (AVG) for our distributed adaptive recruitment policy(a, b) compared to a Thompson
sampler(c, d), both with(d, b) and without(a, c) prior knowledge of site response distributions.
Darker colors indicate higher recruitment density.

strategy explores more ef�ciently in the initial steps than the Thompson sampler. After only �ve

iterations, our uninformed adaptive strategy learns suf�cient information about site demographics

to outperform the nä�ve baselines. After ten iterations, the adaptive policies begin to resemble those

of their fully informed counterparts (Figure 5.7a-b).

5.3.3 Sensitivity Analyses: Varying the Response Distributions

Real-world recruitment scenarios often do not follow the strict arm independence and invariance

conditions of traditional MAB analyses. To simulate situations where the response distribution

changes either over time or in response to recruitment, we investigated a range of distribution shift

and causal bias factors and analyzed their effect on �nal cohort KLD (Figures 5.8, 5.9). Shifts in the

response distribution challenged our adaptive recruitment strategies because both prior knowledge

and knowledge gained through recruitment become less accurate over time. In the distributional

shift analysis, uninformed adaptive models performed signi�cantly better than their fully informed

counterparts for distribution shift factors greater than 1 (Figure 5.8). Across the range of tested dis-

tribution shift factors, our uninformed adaptive strategy consistently recruited more representative

cohorts than the na�̈ve baselines or Thompson sampler. Expanding on changes to the response dis-
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Figure 5.8: The �nal cohorts of uninformed adaptive strategies are more representative than those
of nä�ve strategies across distribution shift factorsl (a) while the fully informed adaptive strategies
suffer from strong, yet incorrect, priors and show lower representativeness whenl is much greater
than 1(b). The shaded regions around the lines indicate a 95% Bayesian CI and the blue boxes in
the top row correspond to the magni�ed areas in the bottom row.

tribution, causal bias presents a yet more challenging situation: recruiting at a site may induce a bias

that makes the site sub-optimal. Thus, with both uninformed and fully informed adaptive strategies,

there is a range of causal bias factors where adaptive strategies outperform na�̈ve baselines (Figure

5.9). This range is approximately 0.85 – 1.25 for uninformed strategies and 0.8 – 1.05 for fully in-

formed strategies. Thus, causal bias in the response distribution of> 5� 25% per iteration lead the

estimated response distributions to accumulate so much error over time that adaptive recruitment

becomes ineffective. Similar to our results for distribution shift factors, uninformed strategies trade

off base-case optimality for greater �exibility in the face of changing response distributions.

5.4 All of Us Research Program Experiments

5.4.1 Recruitment Simulation Methodology

We apply Algorithm 2 in simulation with historic AoU data to model a possible balance of Census

representation and diversity that AoU may have achieved if their recruitment objectives were quan-

ti�ed with KLD and KLD-U. As a �rst experiment, we assume that recruitment resources can be
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