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CHAPTER 1

Introduction

1.1 Design and Analysis of a Resource-Efficient Study

Epidemiological cohort studies such as the Framingham Heart Study (Dawber et al., 1951) or the Coronary

Artery Risk Development in Young Adult Study (Friedman et al., 2017), have been generating high-quality

data to improve understanding of determinants of health for decades. In recent years, the Health Information

Technology for Economic and Clinical Health Act incentivized the use of electronic health records (EHRs)

(Adler-Milstein and Jha, 2017) increasing the amount of available data. Even though cohort studies and EHRs

provides data on outcome and covariates, researchers are frequently interested in novel biomarker exposures

that are not measured as part of primary data collection and are expensive to collect. Key examples include

omics-based biomarkers, brain imaging, and gut microbiota. When exposure ascertainment costs limit the

sample size, it is important to focus the available resources on subjects with the most amount of information,

and design studies that specifically target these individuals.

Two-phase outcome dependent sampling (ODS) designs are a cost-effective solution that allow researchers to

target informative individuals for expensive exposure ascertainment and increase estimation precision com-

pared to simple random sampling (SRS) designs (White, 1982; Zhou et al., 2002; Lin et al., 2013; Schildcrout

et al., 2013). Briefly, in a two-phase ODS study, outcome and inexpensive covariates are available on every-

one at phase one (e.g., from EHRs, clinical trials and/or cohort studies), then, based on the research question

of interest, a smaller group of subjects is selected for a phase two. The expensive exposure is measured

only on the subjects selected for phase two. For cross-sectional outcomes, classical examples of two-phase

ODS designs include the case-control study for binary outcomes (Breslow, 1996) and the extreme-tail sam-

pling design for continuous outcomes (Lin et al., 2013). For longitudinal outcomes, two-phase ODS studies

select informative subjects based on a single summary of the outcome vector (Schildcrout and Heagerty,

2008; Schildcrout et al., 2013). Below, are three examples of two-phase ODS studies with different out-

comes:

• The Norwegian Mother and Child Cohort Study (MoBa). The Norwegian Mother and Cohort Study

(MoBa) enrolled over 90,000 pregnant women between 1999 and 2008. To study the association be-

tween time to pregnancy and exposure to perfluorinated and polyfluorinated compounds (PFCs), a

two-phase ODS design was implemented and women whose time to pregnancy was greater than 12

1



months were oversampled (Whitworth et al., 2021).

• The National Heart, Lung, and Blood Institute Exome Sequencing Project. The National Hearth, Lung

and Blood Institute Exome Sequencing Project (NHLBI ESP) brought together data from multiple

cohort studies in order to identify genetic variants associated with heart, lung and blood diseases.

Among the studies in the NHLBI ESP, those on body mass index (BMI), LDL cholesterol, and blood

pressure were designed such that only subjects with extreme values of each trait were sampled for

whole-exome sequencing. For instance, the study on BMI sampled 267 subjects with BMI greater than

40 kg/m2, and 178 subjects with BMI less than 25 kg/m2 from the 11,468 subjects enrolled in the

Women’s Health Initiative (Lin et al., 2013).

• The Crystalloid Liberal or Vasopressors Early Resuscitation in Sepsis (CLOVERS) Study. The Crys-

talloid Liberal or Vasopressors Early Resuscitation in Sepsis (CLOVERS) study was a multi-center

randomized controlled trial comparing the effect of two fluids strategies on reducing mortality in hos-

pitalized patients (National Heart, Lung, and Blood Institute Prevention and Early Treatment of Acute

Lung Injury Clinical Trials Network, 2023). An ancillary study of the CLOVERS trial aimed to under-

stand the relationship between mortality and glycocalyx degradation. To study the association between

mortality and glycocalyx degradation, a two-phase ODS study was implemented and patients who died

during the CLOVERS trial were sampled with probability one. In Chapter 5, we discuss the CLOVERS

study in more details.

Once the most informative individuals have been selected for expensive exposure ascertainment, researchers

need to account for the two-phase ODS design in the analysis stage. If analysis is done without considering

the sampling design as if the sample had been randomly selected from the population, estimates will be biased

(Holt et al., 1980; Lin et al., 2013). Thus, it is essential to provide practitioners with analysis procedures that

can be used to estimate the associations of interest. This dissertation introduces novel designs and analysis

procedures for two-phase ODS studies with longitudinal outcomes. Each chapter focuses on a setting where

outcome and covariates are available on everyone, but an expensive to collect exposure needs to be ascertained

on a sub-sample of the population.

We begin by reviewing the literature on analysis procedures for two-phase ODS studies. In Chapter 2, we

introduce novel two-phase ODS designs for multivariate longitudinal continuous outcomes, and we detail

two analysis approaches to estimate the outcome-exposure association of interest. The designs and methods

presented in Chapter 2 use different amount of information to identify informative individuals and estimate

the parameters of interest. Importantly, we show how both approaches can be applied to secondary analysis
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of previously conducted two-phase ODS studies. In Chapter 3, we switch our focus to longitudinal binary

outcomes and introduce a class of design that accounts for all available information in order to select the

most informative individuals for expensive exposure ascertainment. Together with the design we describe a

method to estimate the parameters of interest that extends the work of Tao et al. (2017) to longitudinal data.

In Chapter 4, we introduce the dames R package to implement a two-phase ODS study with a longitudinal

binary outcome and/or analyze data derived from such studies. The dames package brings together the

designs and analysis procedures discussed in Chapter 3 with already existing designs and analysis procedures

in order to harmonize multiple functions into a single framework. Finally, in Chapter 5 we focus on a

longitudinal ordinal outcome, and present different methods to analyze data coming from a two-phase ODS

design. Across the whole dissertation, we aim to provide researchers with multiple options for designs

and analysis methods that can be implemented based on 1) the research question of interest, 2) the type of

longitudinal outcome (i.e., continuous, binary and ordinal), and 3) the amount of data available at the study

planning stage and/or at the analysis stage.

1.2 Inference Methods for Two-Phase ODS Studies

Let Y be the outcome of interest (possibly multivariate), X be the vector of continuous and/or categorical

expensive exposures, and Z be the vector of inexpensive covariates. Under a two-phase ODS design out-

come and inexpensive covariates, (Y,Z), are measured for N subjects in phase one, while X is collected

subsequently for a sub-sample of size n2 (n2 < N) in phase two. We consider data generated from the joint

distribution P(Y|X,Z;θ)G(X|Z)H(Z) where P(Y|X,Z;θ) is a parametric model indexed by θ , G(X|Z) is

the conditional distribution of the expensive exposures X given the inexpensive covariates Z, and H(Z) is the

distribution of the inexpensive covariates Z. Our aim is to make inference on θ , the vector of coefficients

linking Y with Z and X.

Existing inference methods for two-phase ODS designs can be classified in two broad categories based on

the amount of data used to estimate θ . In particular, we can distinguish between methods that only con-

sider subjects sampled for phase two with complete data on outcome, inexpensive covariates and expensive

exposures, and methods that combine data on subjects sampled in phase two with data on outcome and in-

expensive covariates available for subjects not sampled in phase two. Table 1.1 summarizes the methods

currently available to estimate the parameters of interest in a two-phase ODS design.
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Table 1.1: Summary of available methods for the estimation of parameters in two-phase design ODS studies.
Entries in the table are sorted by the amount of data each method use to estimate the paramters of interest.

Name Data Used Outcome Notes

Complete Data Likelihood Phase 2
Scalar

Longitudinal

Semiparametric Empirical

Likelihood
Phase 2 Scalar

Developed for cross-sectional continuous outcomes. As-

sume phase two sampling is based on the outcome only.

Weighted Likelihood Phase 2
Scalar

Longitudinal

Assume each subject has non zero probability of being

selected.

Semiparametric Maximum

Likelihood

Phase 2 + Phase 1

stratum member-

ship

Scalar
Requires continuous outcome and covariates data to be

discretized.

Mean Score Estimator Phase 1 + 2 Scalar
Requires categorical outcome and inexpensive covari-

ates.

Pseudoscore Estimator Phase 1 + 2 Scalar

Allows for the inclusion of categorical and continuous

data (outcome and inexpensive covariates) measured in

phase one.

Estimated Likelihood

Estimator
Phase 1 + 2 Scalar

Does not require discretization of the outcome. Allows

for the inclusion of categorical inexpensive covariates

measured in phase one. Does not support continuous in-

expensive covariates.

Fully Efficient Maximum

Likelihood
Phase 1 + 2 Scalar

Allows for categorical and continuous outcome. As-

sumes the absence of inexpensive covariates. Assume

phase two sampling is based on the outcome only.

Sieve Maximum Likelihood Phase 1 + 2
Scalar

Longitudinal

Supports any type of inexpensive covariates and two-

phase ODS designs.

Multiple Imputation Phase 1 + 2 Longitudinal Requires binary expensive exposure.

Full-Conditional Likelihood Phase 1 + 2 Longitudinal

1.2.1 Methods Using Phase Two Data Only

Complete-Data Likelihood Estimator

Let Si be the indicator of whether Xi is measured for subject i, where Si = 1 if subject i is selected for phase

two and Si = 0, otherwise. The complete-data likelihood estimates the parameters θ by explicitly conditioning

on whether a subjects has been selected for phase two. The likelihood can be written as (Lawless et al., 1999;

Schildcrout and Heagerty, 2008; Schildcrout et al., 2013):

Lc(θ) =
n2

∏
i=1

P(Yi|Xi,Zi,Si = 1) =
n2

∏
i=1

P(Yi|Xi,Zi;θ)pr(Si = 1|Yi,Zi,Xi)

P(Si = 1|Xi,Zi;θ)
, (1.1)
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where pr(Si = 1|Yi,Zi,Xi) is the known probability of being sampled in phase two. Note that pr(Si =

1|Yi,Zi,Xi) depends on the observed outcome and inexpensive covariates only, and thus it can be re-written

as pr(Si = 1|Yi,Zi,Xi) = pr(Si = 1|Yi,Zi) = π(Yi,Zi). The denominator in equation (1.1), P(Si = 1|Zi;θ),

is the correction factor accounting for the phase two biased sample, and it is computed by solving:

∫
y
P(y|Xi,Zi;θ)π(y,Zi)dy. (1.2)

Calculation of the correction factor, P(Si = 1|Zi;θ), is based on 1) the outcome in the analysis and 2) the

type two-phase ODS design used to select the informative individuals for phase two exposure ascertain-

ment.

Weighted Likelihood Estimator

If the expensive exposure X was observed for all N subjects in phase one, θ would have been estimated

by maximizing the likelihood LN = ∏
N
i=1 P(Yi|Xi,Zi;θ). The weighted likelihood approach estimates LN

by considering the n2 subjects sampled for phase two, and weighting their contribution to the likelihood

according to the inverse of their selection probability (Horvitz and Thompson, 1952), i.e.,

Lw(θ) =
n2

∏
i=1

1
π(Yi,Xi)

P(Yi|Xi,Zi;θ) (1.3)

Although the weighted likelihood estimator is simple to implement, the method has limitations. First, the

estimator can only be used when all subjects in phase one have a non-zero probability of being selected for

phase two; second, the weighted likelihood estimator leads to inefficient estimates when the phase two selec-

tion probabilities are highly variable. These limitations are problematic in a two-phase ODS design where

efficiency gains are usually obtained by assigning a zero or small sampling probability to non-informative

subjects and a high sampling probability to informative subjects (Lawless et al., 1999; Zhou et al., 2002; Lin

et al., 2013).

Semiparametric Empirical Likelihood Estimator

For a cross-sectional continuous outcome, Zhou et al. (2002) proposed to estimate θ using a semiparametric

maximum likelihood estimator. The estimator was originally designed for two-phase ODS studies that sam-

pled informative individuals by 1) selecting a simple random sample of size n0, 2) partitioning the outcome

Y in K strata, Sk, based on known constants −∞ = a0 < a1 < ... < aK = ∞, and 3) supplementing the n0 sub-

jects selected at random with samples of size nk taken from each stratum Sk. Under the proposed design, and

with the additional assumption of no inexpensive covariates Z, the likelihood function of interest becomes
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the product of two terms representing the contribution of the subjects in the simple random sample and in the

supplemental samples, respectively, i.e.,

Ls(θ ,G) =
n0

∏
i=1

P(Yi0|Xi0;θ)G(Xi0)
K

∏
k=1

nk

∏
i=1

P(Yik,Xik|Yik ∈ Sk;θ) (1.4)

=
K

∏
k=0

nk

∏
i=1

P(Yik|Xik;θ)G(Xik)
K

∏
k=1

P(Yik ∈ Sk)
−nk .

Similar to the complete-data likelihood in equation (1.1), P(Yik ∈Sk) =
∫

x P(Yik|x)g(x)dx is a scaling factor

that accounts for the biased phase two sample. However, differently from the likelihood in equation (1.1)

where the correction factor was based on the probability of being sampled in phase two, P(Yik ∈ Sk) is the

probability of being in stratum Sk. Note that, estimation of θ requires the knowledge of the distribution of the

expensive exposures G(Xi). To avoid additional assumptions, Zhou et al. (2002) developed a semi-parametric

approach that maximizes Ls(θ ,G) in equation (1.4) using profile likelihood and non-parametric estimation:

first, they estimated G(Xi) by fixing the parameter θ in equation (1.4), and solving for an empirical estimate

Ĝ(Xi). Then, they plugged Ĝ(Xi) in equation (1.4) and use a Newton-Raphson approach to estimate the

parameters of interest θ .

1.2.2 Methods Using Phase One and Two Data

If phase one data on outcome and inexpensive covariates are available, including them in the estimation

of θ can increase efficiency (Chatterjee et al., 2003; Schildcrout et al., 2015; Song et al., 2009; Tao et al.,

2017; Weaver and Zhou, 2005). In this section, we review methods that combine complete data on outcome,

expensive exposures and inexpensive covariates from subjects sampled in phase two, with partial data on

outcome and inexpensive covariates from subjects not sampled. First, we focus on settings with categorical

outcomes and inexpensive covariates; then, we consider continuous data. Finally, we look at methods that

have been developed for longitudinal outcomes.

Mean Score Estimator

When both outcome and inexpensive covariates are discrete, Reilly and Pepe (1995) proposed to estimate θ

by solving

Q(θ) =
N

∑
i=1

Si

{
∂

∂θ
P(Yi|Xi,Zi;θ)

}
+

N

∑
i=1

(1−Si)

{∫
x

∂

∂θ
P(Yi|x,Zi;θ)G(x|Y,Z)dx

}
= 0, (1.5)

where the first term refers to subjects sampled in phase two with complete data on (Y, X, Z), and the second

term refers to subjects not sampled in phase two with data on (Y, Z). To calculate θ without having to make
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any additional assumptions on the distribution of the expensive exposures given the inexpensive covariates

and the outcome, G(x|Y,Z), Reilly and Pepe (1995) estimated G(x|Y,Z) in equation (1.5) with its empirical

distribution. Note that while estimating G(x|Y,Z) using its empirical estimation is a valid approach as in any

two-phase ODS design G(x|Y,Z) = G(x|Y,Z,S = 1), its computation requires the analyst to have at least

one subject in each of the strata defined by (Z,Y); thus, extensions of the mean score estimator to continuous

data are infeasible.

Semiparametric Maximum Likelihood Estimator

When phase one outcome and inexpensive covariates are continuous, Lawless et al. (1999) suggested to

discretize the available information into a smaller number of strata, Sk (k = 1, ...,K), classify phase one

subjects in stratum Sk based on their observed data, and select subjects for phase two exposure ascertainment

based on stratum membership only. Under the assumption that only stratum membership is retained for

subjects not sampled in phase two, the likelihood is given by:

LF(θ ,G) =
K

∏
k=1

{
∏

i∈Dk

P(Yi|Xi,Zi;θ)G(Xi|Zi)

}
Qk(θ ,G)Nk−nk , (1.6)

where Nk is the total number of subjects in stratum Sk, nk is the number of subjects in Sk that are sampled

for phase two, Dk is the set of subjects in stratum Sk that have been sampled in phase two (i.e., |Dk| = nk),

and Qk(θ ,G) = pr{(Y,X,Z) ∈ Sk}.

Discretization of outcome and inexpensive covariates leads to substantial loss of information; thus, methods

combining both phase one and phase two data introduced after the mean score estimator and the semipara-

metric maximum likelihood estimator, aimed to increase estimation efficiency by allowing either the outcome

or the inexpensive covariates to be continuous.

The Pseudo-Score Estimator

One of the first inference approaches that did not require discretization of a continuous outcome to estimate

the parameters θ is the pseudo-score estimator (PSE) introduced by Chatterjee et al. (2003). If information

on outcome and inexpensive covariates for subjects not sampled in phase two is available, the likelihood of

the observable data is proportional to:

L(θ ;G) =

{
∏

i:Si=1
P(Yi|Xi,Zi;θ)

}{
∏

i:Si=0

∫
x
P(Yi|x,Zi;θ)G(x|Zi)dx

}
, (1.7)
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and, the PSE can be computed by taking the first derivative of equation (1.7) and solving:

N

∑
i=1

Si

{
∂

∂θ
logP(Yi|Xi,Zi;θ)

}
+

N

∑
i=1

(1−Si)

{
∂

∂θ

∫
x

logP(Yi|x,Zi;θ)G(x|Z)dx
}

(1.8)

=
N

∑
i=1

Si {U(Yi|Xi,Zi;θ)}+
N

∑
i=1

(1−Si)

∫
x U(Yi|Xi,Zi;θ)logP(Yi|x,Zi;θ)G(x|Z)dx∫

x logP(Yi|x,Zi;θ)G(x|Z)dx
= 0,

where U(Yi|Xi,Zi;θ) = ∂ logP(Yi|Xi,Zi;θ)/∂θ . The estimation of θ requires knowledge of G(x|Z), which,

in the PSE approach, is estimated non-parametrically. Under the assumption of categorical inexpensive co-

variates Z, Chatterjee et al. (2003) derived a valid empirical estimate of G(x|Z) that considered the biased

nature of the phase two sample. Note that, because in a two-phase ODS design, the sampling scheme depends

on the outcome, one cannot estimate G(x|Z) using the empirical distribution observed in the phase two data

alone. This is because, when using data on expensive exposure and inexpensive covariates observed in phase

two only, we are actually estimating G(x|Z,R = 1) which can be different from G(x|Z).

In a later paper, Chatterjee and Chen (2007) extended the PSE approach to accommodate continuous inex-

pensive covariates, Z. The idea was to estimate G(x|Z) in equation (1.8) using kernel smoothing techniques.

While this extension removed the need to discretize continuous inexpensive covariates, the newly proposed

PSE suffered from the curse of dimensionality: a higher number of continuous Z implied a higher dimen-

sion of the kernel used to estimate G(x|Z). Thus, in these settings, Chatterjee and Chen (2007) suggested

to reduce the dimensionality of the vector Z using methods such as principal component analysis before

estimating G(x|Z) and θ .

Maximum Estimated Likelihood Estimator

The maximum estimated likelihood estimator (MELE) (Weaver and Zhou, 2005) is an alternative method

to estimate θ in settings with a continuous outcome and categorical inexpensive covariates. Similar to the

semiparametric empirical likelihood estimator, and other methods described in this section, the MELE can

be implemented when we have 1) a simple random sample that has been supplemented by stratified sampling

based on the outcome, or 2) a stratified sample based on the outcome.

The MELE is similar to the PSE in many aspects. Like the PSE, the MELE does not require discretization

of the continuous outcome and uses, in the estimation procedure, the information on (Y,Z) available for

subjects not sampled in phase two. In addition, the MELE is computed by maximizing the likelihood of

the observable data described in equation (1.7). What differs between the MELE and PSE approaches is the

estimation of G(X|Z) in equation (1.7). Under the assumption of K outcome strata (S1, ...,SK), Weaver and
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Zhou (2005) derived G(X|Z) using the law of total probabilities as

G(x|Z = z j) =
K

∑
k=1

P(Y ∈ Sk)P(x|Z = z j,Y ∈ Sk)≈
K

∑
k=1

Nk(z j)

N(z j)
P̂k(x|Z = z j), (1.9)

where N(z j) and Nk(z j) are the total number of observations in phase one and in stratum k, respectively.

P̂k(x|Z = z j) is the empirical distribution of the expensive exposure given the inexpensive covariate, Z = z j,

in stratum k, (k = 1, ...,K). Simulation studies in Weaver and Zhou (2005) showed that the MELE approach

was consistently less efficient than the PSE approach.

Fully Efficient Estimators

The MELE and PSE are based on approximations of the full likelihood in equation (1.7) computed using

different estimates of G(X|Z). Hence, neither method is fully efficient. Fully efficient methods that can be

implemented when there are no inexpensive covariates Z were developed by Song et al. (2009) and Lin et al.

(2013). Both methods are based on observed data likelihood

∏
i:Si=1

P(Yi|Xi;θ)G(Xi) ∏
i:Si=0

∫
x

P(Yi|x;θ)G(x)dx, (1.10)

and estimate G(X) and θ simultaneously within a single algorithm. In particular, G(X) is estimated empir-

ically using a discrete probability function on each value of the expensive exposure observed in phase two,

and P(Yi|Xi;θ) is estimated parametrically. Simulation studies in Song et al. (2009) highlighted how the

simultaneous estimation of θ and G(X) led to higher efficiency compared to the MELE and PSE approaches.

However, if inexpensive covariates are available in phase one, estimators based on equation (1.10) can incur

in efficiency losses as information on the inexpensive covariates, Z, is disregarded. Moreover, if sampling for

phase two depends on both outcome and inexpensive covariates, then these methods do not reflect the correct

sampling mechanism leading to biased results (Tao et al., 2017)

A fully efficienct method that can be used for any cross-sectional data, and allows phase two sampling to

depend on both outcome and inexpensive covariates is the sieve maximum likelihood estimator (SMLE)

proposed by Tao et al. (2017). The SMLE aims to maximize the observed data likelihood

∏
i:Si=1

P(Yi|Xi,Zi;θ)G(Xi|Zi) ∏
i:Si=0

∫
x

P(Yi|x,Zi;θ)G(x|Zi)dx. (1.11)

Note that in the scenario with no inexpensive covariates, Z, the observed data likelihood in the SMLE ap-

proach simply reduces to the likelihood in equation (1.10). Similar to other methods described in this section,

G(Xi|Zi) is estimated non parametrically. In particular, to allow for categorical and continuous covariates,
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G(Xi|Zi) is estimated using the methods of sieves (Grenander, 1981) and B-spline basis. Simulation studies

in Tao et al. (2017) showed that when sampling depended on the outcome only, the SMLE was more efficient

than the fully efficient estimators introduced by Song et al. (2009) and Lin et al. (2013), as well as the PSE

approach.

Multiple Imputation for Two-Phase ODS with Longitudinal Outcomes

The key assumption in any two-phase ODS design is that subjects with data on the expensive exposure, X, are

selected based on the observed outcome and inexpensive covariates (Y,Z); thus, X in subjects not selected

for phase two is missing at random, i.e,

P(Xi|Zi,Yi,Si = 0) = P(Xi|Zi,Yi,Si = 1) = P(Xi|Zi,Yi), (1.12)

and one could generate information on X for the unsampled subjects based on the available information

without accounting for the design. The idea is to build a model for the conditional exposure distribu-

tion in the unsampled subjects P(Xi|Yi,Zi,Si = 0), and fill-in the missing observations by sampling from

P(Xi|Yi,Zi,Si = 0). The process of filling-in the missing data is repeated independently M times to create M

imputed datasets. In each imputed dataset the outcome model of interest is fitted to estimate θ . Finally, the

results from the M datasets can be pooled together using Rubin’s rule (Rubin, 1976).

For a single binary expensive exposure X and a longitudinal continuous or binary outcome, Schildcrout et al.

(2015, 2018) introduced two multiple imputation (MI) approaches that aim to approximate full-likelihood

methods. The two approaches are based on different specification of P(Xi|Yi,Zi,Si = 0). The first MI ap-

proach, named the indirect imputation, requires the specification of the outcome model P(Yi|Xi,Zi;θ) and

the marginal exposure model G(Xi|Zi). In particular, the indirect approach, models the conditional exposure

distribution in the unsampled subjects as

log
{

P(Yi|Xi = 1,Zi;θ ,Si = 1)
P(Yi|Xi = 0,Zi;θ ,Si = 1)

}
+

[
log

{
P(Si = 1|Xi = 1,Zi)

P(Si = 1|Xi = 0,Zi)

}
+ log

{
G(Xi = 1|Zi)

G(Xi = 0|Zi)

}]
. (1.13)

On the other hand, the second MI approach, named direct imputation, models the conditional exposure model,

P(Xi|Yi,Zi,Si = 0), directly. For a longitudinal continuous outcome and under the Gaussian linear mixed

model assumption, Schildcrout et al. (2015) showed that the conditional exposure distribution in the unsam-

pled subjects can be written as:

YT
i V−1

i (µ1,i −µ0,i)−
1
2
(
µ

T
1,iV

−1
i µ1,i −µ

T
0,iV

−1
i µ0,i

)
+ log

{
G(Xi = 1|Zi)

G(Xi = 0|Zi)

}
, (1.14)
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where µx,i = E[Yi|Xi = x,Zi] and Vi = Var[Yi|Xi,Zi].

In order to provide unbiased estimates of the parameters, both the indirect and direct imputation requires

the correct specification of the conditional exposure distribution in the unsampled subjects. Specification of

this model can be harder in the direct imputation approach as the time-varying outcome Y is included as a

covariate in the model for the time-fixed covariate X.

Full Conditional Likelihood for Longitudinal Data

For a continuous longitudinal outcome, Sun et al. (2017) and Zelnick et al. (2018) proposed to estimate the

parameters θ using a full-conditional likelihood defined as

LF(θ ,γ) = ∏
i:Si=1

P(Yi|Xi,Zi,Si = 1;θ)G(Xi|Zi,Si = 1;γ) ∏
i:Si=0

P(Yi|Xi,Zi,Si = 1;θ ,γ), (1.15)

where γ is the vector of parameters indexing the distribution of the expensive exposure X given the inexpen-

sive covariate. Similar to the scalar outcome setting, estimation of θ requires knowledge of G(Xi|Zi,Si = 1;γ)

which can be estimated parametrically (i.e., using logistic regression if the expensive exposure is binary) or

non-parametrically.
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CHAPTER 2

Design and Analysis of Two-Phase Studies with Multivariate Longitudinal Data

2.1 Introduction1

Modern observational studies regularly collect phenotype (e.g., disease status and vital signs) and easily

obtained covariate data for most or all study subjects, while biomarker exposure variables (e.g., DNA geno-

type or gut microbiome) used to address novel hypothesis are obtained with additional collection processes

and therefore costs. In cases where ascertainment costs limit the sample size, and attractive approach is to

implement a two-phase outcome-dependent sampling (ODS) design (White, 1982) that utilizes phase-one

outcome and covariate data to select the most informative subjects for phase-two exposure collection. It is

well known that two-phase ODS studies can reduce cost and increase statistical power compared to simple

random sampling (SRS) studies (Breslow and Chatterjee, 1999; Zhou et al., 2002; Tao et al., 2020).

There is extensive literature on two-phase ODS studies with a single outcome. For cross-sectional outcomes,

classical examples include the case-control design for binary data and the extreme-tail design for continuous

data (Zhou et al., 2002; Weaver and Zhou, 2005; Lin et al., 2013; Zhou et al., 2017). For longitudinal out-

comes, efficient designs select subjects based on low-dimensional summaries of the outcome vector (Schild-

crout et al., 2013; Sun et al., 2017). While Prentice and Pyke (1979) showed that for the case-control design

with binary response data valid inference can be obtained using standard logistic regression, for nearly all

other outcome distributions, failure to account for the design will generally results in bias and efficiency loss

(Holt et al., 1980; Lin et al., 2013). Analysis procedures that properly account for two-phase ODS designs

can be classified broadly into two classes: those that base inference on subjects sampled for phase two only

(i.e., complete-case analysis) (Zhou et al., 2002; Schildcrout et al., 2013) and those that combine complete

data on subjects sampled for phase two with partial data on subjects not sampled for phase two (Lawless

et al., 1999; Chatterjee et al., 2003; Weaver and Zhou, 2005; Song et al., 2009; Schildcrout et al., 2015; Sun

et al., 2017; Tao et al., 2017).

Two-phase ODS studies with multivariate outcomes are becoming more common because they allow re-

searchers to target informative subjects for multiple outcomes and therefore permit efficiency gains for mul-

tiple parameters. For example the National Heart, Lung and Blood Institute Exome Sequencing Project (Lin

1This chapter is adapted from the paper “Design and Analysis of Two-Phase Studies with Multivariate Longitudinal Data" published
in Biometrics and has been reproduced with the permission of the publisher and my co-authors Ran Tao and Jonathan S Schildcrout.
Di Gravio, C., Tao, R. and Schildcrout, J.S. (2022) Design and analysis of two-phase studies with multivariate longitudinal data.
Biometrics, 00, 1– 13. https://doi.org/10.1111/biom.13616
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et al., 2013) sought to boost statistical power to detect genetic associations by oversampling subjects with

extreme values of low-density lipoprotein cholesterol, blood pressure, or body mass index (BMI) for whole

exome sequencing. Similarly, the Cohorts for Heart and Aging Research in Genetic Epidemiology Targeted

Sequencing Study selected subjects with extreme values in 14 traits on top of a simple random sample for

sequencing at 77 genomic loci that have been identified by genome-wide association studies to be associated

with one or more traits (Lin et al., 2014). For these scenarios, Tao et al. (2015) developed a multivariate linear

regression approach to conduct proper inference.

In this chapter, we propose efficient, two-phase ODS designs and associated analysis procedure for multivari-

ate, longitudinal continuous outcomes, which to our knowledge, have not been studied. We describe designs

that select informative subjects for phase two exposure ascertainment based on low-dimensional summaries

of subjects’ outcome vectors and covariate data. Together with the designs we present two analysis proce-

dures: (1) a multiple imputation (MI) procedure that can be used when complete data from subjects selected

for phase two and partial data from subjects not selected for phase two are available, and (2) a complete-case

procedure that extends the ascertainment corrected maximum likelihood (ACML) of Schildcrout et al. (2013)

to multivariate outcomes and applies when only data from subjects selected for phase two are available. Im-

portantly, we show that the MI and ACML procedures can be applied to secondary analyses of previously

conducted two-phase designs which has been discussed in the scalar (Lee et al., 1997; Pan et al., 2018),

but not longitudinal, response settings. While the designs and analysis procedures described herein apply to

multivariate, longitudinal response data, for ease of exposition we will focus on the bivariate, longitudinal

response data case.

We motivate the proposed two-phase ODS designs and inference procedure with the Lung Health Study

(LHS), a multicenter randomized clinical trial that aimed to evaluate the effectiveness of a smoking cessation

intervention program and inhaled bronchodilators use on lung function (Connett et al., 1993). In particular,

we are interested in examining a genetic association with lung function decline, where we characterize lung

function with two correlated longitudinal measures: forced expiratory volume (FEV) in the first second of an

exhalation following bronchodilator use and forced vital capacity (FVC). We conceive of a scenario where

lung function and covariate data are available, but we must retrospectively collect genetic data which is

expensive to analyze from stored blood samples and thus limits the sample size.

The chapter is organized as follows. Section 2.2 discusses the bivariate linear mixed effects model and

the LHS data, and Section 2.3 introduces efficient sampling designs for bivariate longitudinal continuous

data. Section 2.4 then develops the MI and ACML procedures that can be used to perform valid inference

under two-phase ODS designs, and Section 2.5 evaluates the finite sampling operating characteristics of the
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designs and inference procedures. Section 2.6 illustrates the designs and estimation procedures using the

LHS. Finally, Sections 2.7 and 2.8 conclude the chapter with a discussion, additional simulations results and

potential extensions of the proposed methodology.

2.2 Notation and Data

2.2.1 Bivariate Linear Mixed Effects Model

Let N be the number of subjects in the original phase one cohort, Y1i and Y2i be the n1i− and n2i−vectors

of responses for the first and second outcome, respectively, X1i and X2i be the n1i × p1 and n1i × p2 design

matrices for the fixed effects associated with the first and second outcome, respectively. A bivariate linear

mixed effects model is given by:

Y1i = X1iβ1 +U1ib1i + ε1i,

Y2i = X2iβ2 +U2ib2i + ε2i, (2.1)

where β1 and β2 are the p1− and p2−vectors of fixed-effect coefficients, b1i and b2i are the random effects,

U1i and U2i are the design matrices for the random effects, and ε1i and ε2i are the error terms in these two mod-

els. A common design matrix for the random effects is given by U1i = [1,T1i] and U2i = [1,T2i] where T1i and

T2i are the observation times. Given these design matrices, we assume (bT
1i,b

T
2i)

T ≡ (b10i,b11i,b20i,b21i) ∼

N(0,D) with D being a 4×4 covariance matrix, and

ε1i

ε2i

∼ N

0,

σ2
1 In1i

σ2
2 In2i


≡ N(0,Σi),

with σ2
1 and σ2

2 being the error variances, and In1i and In2i being the n1i ×n1i and n2i ×n2i identity matrices,

respectively. Furthermore, we assume that the error terms (ε1i,ε2i) are independent of the random effects

(b1i,b2i). For ease of exposition, the model in Equation 2.1 can be rewritten using a single equation

Yi = Xiβ +Uibi + εi ≡

X1i 0

0 X2i

β +

U1i 0

0 U2i

bi +

ε1i

ε2i

 , (2.2)

where Yi = (YT
1i,Y

T
2i)

T, β = (β T
1 ,β

T
2 )

T and bi = (bT
1i,b

T
2i)

T. In subsequent sections, we assume that n1i =

n2i = ni, U1i = U2i = Ui, and X1i = X2i = (Xei,Zi), where Xei is an expensive exposure to be measured on a

fraction of subjects in phase two and Zi represents the inexpensive covariates that are available for everyone

at phase one. Note that while the model assumptions we made in this section help easing notation and
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problem exposition, the methodology presented applies to more general scenarios with different number of

observations and/or expensive and inexpensive covariates per outcome.

The multivariate density corresponding to subject i is:

P(Yi|Xi,Zi) = (2π)−ni |Vi|−1/2exp
{
−1

2
(Yi −µi)

TV−1
i (Yi −µi)

}
, (2.3)

where µi = E(Yi|Xi) = Xiβ , Vi = Var(Yi|Xi) = UiDUT
i +Σi, and θ is the vector of parameters that includes

the coefficients of the fixed effects β as well as a vector α consisting of the unique elements of D and Σi. In

standard analysis, if N2 representative subjects were drawn from the original cohort, inference on θ can be

made by maximising the log-likelihood l(θ ;X,Y) = ∑
N2
i=1 logP{(Yi|Xi;θ)}.

2.2.2 The Lung Health Study

The LHS was a multicentre randomized clinical trial (RCT) recruiting adults aged 35-60 with moderate

lung function impairment. A total of 5,887 subjects were recruited and their lung function was measured

annually for five years. The primary goal of the LHS was to evaluate the effectiveness of a smoking cessation

intervention program in slowing down annual rate of lung function decline (Connett et al., 1993).

In an ancillary study of 4,251 participants with DNA genotypes measured, Hansel et al. (2013) performed

genome-wide association studies (GWAS) and identified two novel loci associated with lung function decline.

Even though Hansel et al. (2013) had complete DNA data, this is often not the case; thus, in what follows we

assume that at the ancillary study design stage, genetic data have not yet be collected. Given the interest in

rate of lung function decline and the cost associated with the collection of genotype data, we implemented a

two-phase ODS study to examine the association between one of the single nucleotide polymorfisms (SNPs)

identified by Hansel et al. (2013) and the rate of lung function decline over time. Specifically, our expensive

exposure is the binary presence/absence of at least one copy of the T-allele at SNP rs177852, while the out-

comes include FEV1 and FVC as measures of lung function. Thus, the model of interest is given by:

E[Y1i j|Xi] = β10 +β1xXei +β
T
1zZi +β1tTi j +β1xtXeiTi j,

E[Y2i j|Xi] = β20 +β2xXei +β
T
2zZi +β2tTi j +β2xtXeiTi j, (2.4)

where Y1i j and Y2i j denote FEV1 and FVC measured for subject i at study year j, respectively, Ti j ∈ {1, ...,5}

denotes the study year j for subject i, Xei is the indicator of the presence of the T-allele at SNP rs177852, and

Zi includes pack-years of smoking, number of cigarettes smoked per day the year before enrollment in the

study, sex, age, and site (nine indicators), change in BMI from baseline and the interaction of study year with
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age and sex. Our primary interest lies in the inference of β1xt and β2xt which correspond to the differences in

rate of lung function decline between those with and without the T-allele at SNP rs177852.

2.3 Extending Efficient Sampling Designs to Multivariate Longitudinal Outcomes

Efficient sampling designs for a single longitudinal continuous outcome have been described previously

(Schildcrout et al., 2013, 2020; Sun et al., 2017). Briefly, given the outcome, Y1i, and a set of inexpen-

sive covariates available for the full cohort, Z1i, these designs classify subjects into multiple strata based on

a user-defined function Q1i = g(Y1i,Z1i), and select subjects for expensive exposure ascertainment based on

stratum membership only. For instance, one might define Q1i to be the mean of the observed outcome Y1i,

partition the support of Q1i into K strata {(−∞,k1], ...,(kK−1,∞)} ≡ {R11, ...,R1K}, and then select subjects

for expensive exposure ascertainment from each stratum. Given Si, the indicator of whether subject i had been

selected for exposure ascertainment, and q1i the observed value of Q1i, the two-phase selection probability

for the kth stratum is π(R1k) = Pr(Si = 1|Y1i,Z1i) = Pr(Si = 1|q1i ∈ R1k).

Although Q1i can take any form, we focus on two specific linear function of Y1i. The first function, proposed

by Schildcrout et al. (2013), defines Q1i to be the estimated intercept and slope from the subject-specific

regression of the outcome on time, that is, Q1i = (UT
1iU1i)

−1UT
1iY1i. Sampling strata can be defined using

the subject-specific intercept, slope or both. We refer to the corresponding design as ODS designs since

sampling is based on strata defined by the outcome value. The second function, proposed by Sun et al.

(2017), defines Q1i to be the best linear unbiased predictor (BLUP) of the random effects estimated from

a linear mixed effects model that relates the outcome to phase one covariates. That is, Q1i = B1i(Y1i −

Z1iβ̂
∗
) where B1i = D̂∗Z1iΣ̂

−1
i , D̂∗ and Σ̂i are the covariance matrices for the random effects and error terms,

respectively, estimated from a linear mixed effects model relating Y1i to the inexpensive covariates, and

β̂
∗

are the estimated coefficients of the fixed effects. Similar to the ODS designs, sampling strata can be

defined using the random intercept, the random slope, or both. We refer to the corresponding designs as

BLUP dependent sampling (BDS) designs since sampling is based directly on strata defined on the phase one

BLUPs.

ODS and BDS designs can improve estimation efficiency when sampling strata R1k are identified based on

a summary statistic Q1i that is related to the inferential target. Specifically, oversampling subjects with

high/low subject-specific slopes yields higher within-subject variation in phase two data that translates into

higher efficiency of the parameters’ estimates associated with time-fixed covariates. Similarly, oversampling

subjects with high/low subject-specific slopes yields higher within-subjects variation in phase two data that

translate into higher efficiency of the parameters’ estimates associates with time-varying covariates. When
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the associations between inexpensive covariates and outcome are small, the ODS and BDS designs perform

similarly. However, when the associations between inexpensive covariates and outcome are large, BDS

designs can be more efficient than ODS designs (Sun et al., 2017) as the former are able to remove the

variability in the outcome that is solely due to the inexpensive covariates.

We extend the ODS and BDS designs to multiple longitudinal outcomes though for ease of exposition we

focus on the bivariate longitudinal outcome setting. Specifically, we first define Q1i and Q2i for the first and

second outcomes, respectively, and use them to create sampling strata {R11, ...,R1K} and {R21, ...,R2K}. Then,

with probability ξ1i and (1−ξ1i) we assign subject i to be sampled based on Q1i or Q2i. Finally, depending on

the sampling variable assignment, we randomly sample subjects from strata {R11, ...,R1K} with probability

π(R1k) = Pr(Si = 1|q1i ∈ R1k) and from strata {R21, ...,R2K} with probability π(R2k) = Pr(Si = 1|q2i ∈ R2k)

with q1i and q2i being the observed values of Q1i and Q2i, respectively. This setting allows us to define

different functions Q1i and Q2i, different sampling strata {R11, ...,R1K} and {R21, ...,R2K}, and different

sampling probability assignments ξ1i and (1−ξ1i) for the two outcomes. For instance, we can create sampling

strata on the percentiles of Q1i and Q2i, and choose K = 3 for both outcomes so that {R11,R12,R13} and

{R21,R22,R23} represent subjects with low, middle and high value of Q1i and Q2i. By oversampling from

R11, R13, R21, and R23, we increase the response and exposure variability in the phase two sample for both

outcomes, which could lead to efficiency gains over SRS.

The values of π(R1k) and π(R2k) should be chosen by taking into account the research question and a poten-

tial bias-variance trade-off associated with the extremeness of the design, where an extreme sampling design

is one that samples proportionately more subjects from the extremes of the sampling variable distribution.

Together with the cutpoints that define sampling strata, π(R1k) and π(R2k) determine how extreme a design

is. With fixed cutpoints or sampling strata, larger R11, R13, R21, and R23 values yield more extreme de-

signs which, if implemented correctly, imply greater observed response variability and statistical efficiency

(Schildcrout et al., 2013, 2015). However, with likelihood-based estimation procedures, relatively extreme

designs are also likely to be more susceptible to estimation bias when the regression model is misspecified

(Schildcrout et al., 2020). To strike a balance between robustness and efficiency, less extreme design or robust

estimation procedures can be considered.

Similarly, the choice of ξ1i should be made based on the research question. For example, if both Y1i and

Y2i are of equal importance, then we might choose ξ1i = ξ2i = 0.5; however, if the association between Xei

and Y1i is of greater clinical relevance than than between Xei and Y2i, then we might choose ξ1i > 0.5 and

ξ2i < 0.5. Settings in which sampling was conducted based on Y1i but interest shift in to the association

between Xei and Y2i can be seen as special cases of multivariate ODS and BDS designs where ξ1i = 1 and
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ξ2i = 0. Thus, the estimation methods described in this chapter apply to secondary outcome analysis of data

from a previous two-phase ODS study.

Figure 2.1 shows two examples of extreme ODS and BDS designs. In each plot, we define ξ1i = ξ2i = 0.5,

and create sampling strata by taking the 15th and the 85th percentiles of Q1i and Q2i. Finally, we set π(R11) =

π(R13) = π(R21) = π(R23) = 1 and π(R12) = π(R22) = 0. Each point in the plot represents a single subject

in the phase one cohort with the colors indicating whether a subject has been assigned to be sampled based

on Y1i (purple points) or Y2i (green points), respectively. The different color’s shades represent whether

a subject has been selected for phase two exposure ascertainment with the darker color indicating sampled

subjects.

Figure 2.1: Sampling regions for two different study design. The first panel shows an ODS slope sampling
design. The second panel shows an BDS slope sampling design. Each point in the plot represents a single
subject. Purple points are those subjects whose selection for phase two is based on the first outcome, green
points are those subjects whose selection for phase two is based on the second outcome. Points with lighter
color shades are subjects who have not been sampled for phase two.

2.4 Estimation and Inference

Since subjects sampled for phase two are not selected via SRS, valid inference on parameters of interest must

account for the biased sampling design (Holt et al., 1980; Lawless et al., 1999; Lin et al., 2013). In this section,

we introduce an MI approach that combines complete data from subjects selected in phase two with partial
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data from subjects that were not selected in phase two. Note that since in the LHS data, the expensive exposure

of interest was binary, we focus on an MI approach for a missing binary exposure Xei. In Section 2.10, we

introduce potential extensions of the MI approach to a non-binary expensive exposure.

In addition, we describe an extension of the ACML estimator of Schildcrout et al. (2013) to address circum-

stances where we only have complete data from subjects selected in phase two. While the ACML estimator

is expected to be less efficient than the MI approach if both phase one and two data are available, the current

ACML software implementation allow us to estimate the parameters of interest for binary and continuous

expensive exposures.

2.4.1 Multiple Imputation

The ODS and BDS designs depend on a low-dimensional summary of the outcome Yi and inexpensive covari-

ates Zi. Thus, Si is independent of the expensive exposure Xei given Yi and Zi. In formula, P(Xei|Yi,Zi,Si =

0) = P(Xei|Yi,Zi) = P(Xei|Yi,Zi,Si = 1). Consequently, we can construct the conditional exposure model

for subjects with Si = 0 by using available data on subjects with Si = 1, that is,

P(Xei = 1|Zi,Yi,Si = 0)
P(Xei = 0|Zi,Yi,Si = 0)

=
P(Xei = 1|Zi,Yi,Si = 1)
P(Xei = 0|Zi,Yi,Si = 1)

=
P(Xei = 1|Zi,Yi)

P(Xei = 0|Zi,Yi)
. (2.5)

Applying Bayes’ rule to both the numerator and denominator of P(Xei = 1|Zi,Yi)/P(Xei = 0|Zi,Yi), we

obtain the following formulation for the conditional exposure model:

P(Yi|Xei = 1,Zi)

P(Yi|Xei = 0,Zi)
× P(Xei = 1|Zi)

P(Xei = 0|Zi)
. (2.6)

Under the Gaussian assumption [Yi|Xei = 0,Zi] is normally distributed with mean µ0,i = E(Yi|Xei = 0,Zi)

and variance V0,i = Var(Yi|Xei = 0,Zi). Similarly, [Yi|Xei = 1,Zi] is normally distributed with mean µ1,i =

E(Yi|Xei = 1,Zi) and variance V1,i =Var(Yi|Xei = 1,Zi). Thus, we can rewrite equation (2.6) as:

−1
2

{
(Yi −µ1,i)

TV−1
1,i (Yi −µ1,i)− (Yi −µ0,i)

TV−1
0,i (Yi −µ0,i)

}
− 1

2
log

{
|V1,i|
|V0,1|

}
+ log

{
P(Xei = 1|Zi)

P(Xei = 0|Zi)

}
(2.7)

Finally, if we further assume that V1,i =V0,i =Vi, then the conditional exposure log-odds model for subjects
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not sampled in phase two reduces to:

−1
2
{
(Yi −µ1,i)

TV−1
i (Yi −µ1,i)− (Yi −µ0,i)

TV−1
i (Yi −µ0,i)

}
︸ ︷︷ ︸

(a)

+ log
{

P(Xei = 1|Zi)

P(Xei = 0|Zi)

}
︸ ︷︷ ︸

(b)

. (2.8)

We model expression (b) using a logistic regression model indexed by parameter γ , and so the conditional

exposure log-odds model in equation (2.8) becomes an offsetted logistic regression model with expression

(a) being the offset. We conduct the MI approach as follows:

(1) Fit the bivariate linear mixed effects model Yi = Xiβ +Uibi + εi among subjects with Si = 1 to obtain

the initial estimates θ̂
(0)

=

(
β̂
(0)
, α̂(0)

)
and Ĉov

(
β̂
(0))

.

(2) At the kth iteration:

(a) Sample β
(k−1) ∼ N

(
β̂ (k−1), Ĉov

(
β̂
(k−1)))

calculate the offset, offset(k−1) using expression

(a) in equation 2.8.

(b) For subjects with Si = 1, fit the offsetted regression model in equation (2.8):

log
{

P(Xei = 1|Zi,Yi)

P(Xei = 0|Zi,Yi)

}
= Ziγ i +offset(k−1) (2.9)

to obtain estimates γ̂
(k−1) and Ĉov

(
γ̂
(k−1)

)
.

(c) Sample γ(k) ∼ N
(

γ̂(k−1), Ĉov
(

γ̂
(k−1)

))
.

(d) Use γ(k) and offset(k−1) to calculate p̂(k)Xei
= Pr(Xei = 1|Zi,Yi) for all subjects with Si = 0.

(e) For all subjects with Si = 0, impute X (k)
ei ∼ Bern

(
p̂(k)Xei

)
.

(f) Fit the bivariate linear mixed effects model Yi = Xiβ +Uibi + εi using the imputed data set to

obtain θ̂
(k)

=

(
β̂
(k)
, α̂(k)

)
and Ĉov

(
β̂
(k))

.

(3) Repeat steps (a)-(f) in (2) m times and take the mth data set as the complete data. Fit the bivariate linear

mixed effects model Yi = Xiβ +Uibi + εi on the complete data and store the results.

(4) Repeat steps (2)-(3) M times and combine the results using Rubin’s rule (Rubin, 1976).

We observed that m equal 5 to 20 iterations appears adequate in scenarios we studied and, similar to Harrell

(2016), we recommend M to be at least 100λ , where λ is the percentage of missing data. Since in our design

Xei is missing for the majority of the subjects, a higher number of imputation M is needed to (1) use the normal
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approximation to the t-distribution for the computation of the confidence interval and (2) aid reproducibility

of the results (White et al., 2011).

It is worth noting that in our MI algorithm we appropriately acknowledge the uncertainty in estimating β

and γ but for pragmatic reasons ignore the uncertainty in estimating α . This is because our MI approach

is based on the R package nlme, which is widely used in the analysis of longitudinal data, but does not

provide uncertainty estimates of the variance components. While imputation methods should account for

the uncertainty in all parameters, previous studies showed that the uncertainty in the variance component

estimates is low (Schildcrout et al., 2013), and inclusion of subjects with complete and partial data in the

analysis recovers nearly all the information associated with the variance parameters (Zelnick et al., 2018).

Moreover, the score spaces of β and α are orthogonal under SRS and scenarios like genetic studies where the

variables of interest are weakly associated with the outcome (Tao et al., 2020). Thus, ignoring the variability

in α is not expected to have a substantial impact on the validity of the estimation of the coefficients of the

fixed effects β . Simulation studies in Section (2.5) showed that the MI procedure led to unbiased estimates

of the model’s coefficients and standard errors.

2.4.2 Ascertainment Corrected Maximum Likelihood

The ACML is a complete-case analysis method that requires specification of a model for Yi|Xi, and corrects

for biased sampling by explicitly conditioning on a subject i being selected in phase two. For a single

longitudinal outcome, the ascertainment corrected likelihood (ACL) takes the form:

N2

∏
i=1

P(Y1i|X1i,Si = 1;θ) =
N2

∏
i=1

π(q1i)P(Y1i|X1i;θ)

∑
K
k=1 π(R1k)

∫
R1k

P(q1i|Xi;θ)dq1i
(2.10)

where N2 is the number of subjects selected in phase two, and the denominator

K

∑
k=1

π(R1k)
∫

R1k

P(q1i|Xi;θ)dq1i = Pr(Si = 1|X1i;θ) (2.11)

is the scaling factor that corrects for the biased sample. Under ODS sampling, Q1i = (UT
1iU1i)

−1UT
1iY1i ≡

WiY1i and the scaling factor in equation (2.10) can be calculated in closed form because Yi|Xi being normally

distributed implies Qi|Xi is normally distributed with mean W1iE(Y1i|Xi) and variance W1iVar(Y1i|Xi)WT
1i

(Schildcrout et al., 2013). Under BDS sampling, Q1i = B1i(Y1i −Z1iβ̂
∗
), and by the law of large numbers

and Delta method it can be shown that Qi|Xi is normally distributed with mean B1iE(Y1i|Xi)−Z1iβ̂
∗

and

variance B1iVar(Y1i|Xi)BT
1i (Sun et al., 2017).

We extend the ACML method to bivariate longitudinal outcomes for designs where subjects are assigned
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to be sampled based on one of the outcomes with probability ξωi, (ω = 1,2). Let τωi be the indicator of

whether subject i is sampled based on the ωth outcome, The ACL for bivariate longitudinal outcomes takes

the form:

N2

∏
i=1

2

∏
ω=1

{ξωiP(Yi|Xi,Si = 1;θ)}τωi =
N2

∏
i=1

2

∏
ω=1

{
ξωiπ(qωi)P(Yi|Xi;θ)

∑
K
k=1 π(Rωk)

∫
Rωk

P(qωi|Xi;θ)dqωi

}τωi

(2.12)

Because the probabilities ξωi and π(ωi) are known a priori and do not depend on θ , the ascertainment

corrected log-likelihood is proportional to

N2

∑
i=1

[
logP(Yi|Xi;θ)−

2

∑
ω=1

τωilog

{
K

∑
k=1

π(Rωk)
∫

Rωk

P(qωi|Xi;θ)dqωi

}]
. (2.13)

The second term in equation 2.13 represents the ascertainment correction that accounts for the biased sam-

pled. Similar to the case of a single longitudinal outcome, both terms can be calculated analytically under

the Gaussian assumption. We estimate θ by maximizing expression (2.13) using the Newton-Raphson algo-

rithm.

Note. Because secondary outcome analysis of two-phase studies with ODS or BDS designs based on the

primary outcome can be seen as special cases of the multivariate ODS and BDS design respectively, both the

MI and ACML methods can be readily applied to analyze secondary outcomes from a previously conducted

ODS or BDS design.

2.5 Finite Sampling Operating Characteristics

We conducted simulation studies to examine the validity and efficiency of the proposed designs and inference

procedures for two-phase studies with multivariate longitudinal data. We generated data from the bivariate

linear mixed effects model

Y1i j = β10 +β1xXei +β1zZi +β1tTi j +β1xtTi jXei +b10i +b11iTi j + ε1i j,

Y2i j = β20 +β2xXei +β2zZi +β2tTi j +β2xtTi jXei +b20i +b21iTi j + ε2i j, (2.14)

where Xei is an expensive binary covariate with P(Xei = 1) = 0.3, Ti j denotes the follow-up time variable,

Zi is a continuous confounder generated from a normal random variable with mean −0.15+ δXei and vari-

ance 1, δ is a parameter controlling the correlation between Xei and Zi. For each subject i we generated

equally spaced Ti j values from 0 to 5, randomly selected dropout time from Ti j = 3, 4, or 5, and removed
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all subsequent time points. This resulted in subjects having 4 to 6 observations. Unless otherwise spec-

ified, across all simulations, we set N = 2400, (β10,β1x,β1z,β1t ,β1xt) = (80,0.5,−2.5,−2.5,−0.25) and

(β20,β2x,β2z,β2t ,β2xt) = (65,−0.6,−2,−1,−0.15). The random effects (b10i,b11i,b20i,b21i) were generated

from a multivariate normal distribution with mean 0 and covariance matrix

D =



20.25 0.25 7.50 0.125

1 0.75 0.25

9 0.375

0.25


, (2.15)

and the error terms ε1i j and ε2i j were generated from normal distributions with mean 0 and variances σ2
1 =

2.25 and σ2
2 = 1, respectively. We present simulation results in two subsections, each with a different aim. In

Section 2.5.1, we assumed that both Y1i and Y2i are of interest and we investigated the validity and efficiency

of the proposed designs and the ACML and MI inference procedures. Following the LHS analysis we focused

on estimating the coefficient associated with the time by expensive covariate interaction, and we oversampled

subjects with extreme slopes under the ODS and BDS designs. In Section 2.5.2, we considered the secondary

data analysis setting where we are interested in analyzing Y2i using data from an existing two-phase ODS

study based on Y1i.

2.5.1 Validity of Inference Procedures and Efficiency of Two-Phase Designs

We assumed that data on the outcome and inexpensive covariate were available on 2400 subjects but resource

constraints only permits Xei ascertainment on approximately 800 subjects. We considered three designs:

(1) SRS, (2) ODS slope sampling, and (3) BDS slope sampling. For the ODS slope sampling design, we

generated three strata (Rω1,Rω2,Rω3) for each outcome Yωi (ω = 1,2) by fitting a simple linear regression

of Yωi on Ti and defining the three strata based on the 15th and 8th percentiles of the subject-specific slopes.

We then randomly assigned half of the subjects to be selected based on Y1i and the other half based on

Y2i. For each outcome, we selected (Nω1,Nω2,Nω3) subjects from the three strata. We carried out the BDS

slope sampling design in a similar fashion as the ODS slope design, except that we used the BLUP random

slopes to identify the strata. When implementing the MI approach we set m = 10 iterations and M = 70

imputations.

We report four simulation settings, denoted hereafter by Settings (a)-(d), with (a) as described above, and

with (b), (c) and (d) altering the correlation between Xei and Zi, the degree of extreme sampling and the

confounder by time interaction association, respectively. Table 2.1 summarizes the detailed specifications of
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our simulation study.

Table 2.1: Simulation settings

Setting (β1zt ,β2zt) (Nw1,Nw2,Nw3) δ Cor(Xei, Zi)

(a) (−0.1, −0.15) (150, 100, 150) −0.05 −0.02

(b) (−0.1, −0.15) (150, 100, 150) −2.00 −0.66

(c) (−0.1, −0.15) (180, 40, 180) −0.05 −0.02

(d) (−0.7, −0.45) (150, 100, 150) −0.05 −0.02

Tables 2.2, 2.3, 2.4 and 2.5 show the results for Settings (a)-(d), respectively. Overall the methods performed

well with approximately unbiased parameter estimates, standard error estimates that accurately reflected the

true sampling variation, and the coverage probabilities that were close to 0.95. In addition, the estimates

of D, σ2
1 and σ2

2 were unbiased. For instance, in Setting (a), the average estimated variances of the random

effects were V̂ar(b10) = 20.23, V̂ar(b11) = 1.00, V̂ar(b20) = 8.98, and V̂ar(b21) = 0.25, and the corresponding

empirical standard deviations were 0.66, 0.03, 0.28 and 0.003, respectively.
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Table 2.2: Simulation results for Setting (a) when phase-two sampling depends on both outcomes. SE,
empirical standard error. SEE, empirical mean of the standard error estimator. CP, coverage probability of
the 95% confidence interval. ML, maximum likelihood.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with ML

% Bias 0.000 −0.284 −0.073 0.086 −1.593 −1.448 0.003 −1.519 −0.048 0.004 0.188 −0.406

SE 0.196 0.372 0.160 0.046 0.087 0.039 0.133 0.240 0.109 0.025 0.045 0.021

SEE 0.198 0.359 0.164 0.048 0.087 0.040 0.132 0.239 0.110 0.026 0.046 0.021

CP 0.943 0.941 0.957 0.961 0.947 0.948 0.952 0.955 0.957 0.956 0.962 0.957

ODS Slope Sampling with ACML

% Bias −0.004 1.394 −0.104 −0.108 1.236 −1.732 −0.006 0.990 −0.054 −0.029 0.770 −0.364

SE 0.195 0.362 0.148 0.041 0.079 0.035 0.133 0.241 0.097 0.023 0.042 0.019

SEE 0.198 0.359 0.149 0.042 0.076 0.035 0.131 0.238 0.099 0.023 0.042 0.019

CP 0.962 0.956 0.946 0.946 0.947 0.957 0.957 0.958 0.944 0.951 0.951 0.952

BDS Slope Sampling with ACML

% Bias 0.011 −5.601 0.063 0.390 −6.841 −1.873 −0.013 −2.265 −0.079 0.155 −4.041 -0.700

SE 0.196 0.356 0.163 0.038 0.069 0.031 0.125 0.233 0.108 0.020 0.037 0.010

SEE 0.199 0.359 0.165 0.038 0.069 0.031 0.129 0.234 0.107 0.021 0.038 0.017

CP 0.953 0.939 0.951 0.950 0.936 0.946 0.954 0.948 0.948 0.960 0.941 0.955

Random Sampling with MI

% Bias 0.001 -0.797 -0.088 0.093 -2.374 -1.736 -0.005 -2.090 -0.057 -0.020 -0.331 -0.526

SE 0.142 0.365 0.093 0.034 0.085 0.024 0.097 0.238 0.067 0.018 0.045 0.012

SEE 0.143 0.353 0.095 0.034 0.084 0.023 0.096 0.024 0.064 0.018 0.045 0.012

CP 0.952 0.940 0.952 0.956 0.944 0.941 0.945 0.944 0.936 0.957 0.945 0.959

ODS Slope Sampling with MI

% Bias 0.001 0.654 -0.099 -0.064 1.020 -1.417 0.002 0.686 -0.024 -0.044 0.487 -0.418

SE 0.139 0.345 0.094 0.031 0.071 0.024 0.098 0.231 0.067 0.016 0.037 0.012

SEE 0.143 0.354 0.096 0.031 0.069 0.023 0.095 0.234 0.064 0.017 0.037 0.012

CP 0.951 0.950 0.954 0.950 0.942 0.942 0.948 0.954 0.943 0.947 0.950 0.955

BDS Slope Sampling with MI

% Bias -0.002 1.051 -0.099 0.007 -0.182 -1.637 -0.001 -0.332 -0.036 -0.078 1.403 -0.483

SE 0.140 0.364 0.094 0.030 0.069 0.024 0.095 0.232 0.067 0.016 0.036 0.012

SEE 0.143 0.353 0.095 0.031 0.069 0.023 0.094 0.231 0.0639 0.017 0.037 0.012

CP 0.955 0.936 0.953 0.957 0.947 0.938 0.944 0.950 0.943 0.950 0.950 0.953
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Table 2.3: Simulation results for Setting (b) when phase-two sampling depends on both outcomes. SE,
empirical standard error. SEE, empirical mean of the standard error estimator. CP, coverage probability of
the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with ML

% Bias 0.000 0.428 −0.073 0.086 −2.723 −1.448 0.003 −1.823 −0.048 0.004 −0.604 −0.406

SE 0.196 0.485 0.160 0.046 0.119 0.039 0.132 0.320 0.109 0.025 0.060 0.021

SEE 0.198 0.486 0.164 0.048 0.117 0.040 0.132 0.324 0.110 0.026 0.063 0.021

CP 0.943 0.944 0.957 0.961 0.944 0.948 0.952 0.956 0.957 0.956 0.961 0.957

ODS Slope Sampling with ACML

% Bias −0.004 3.151 −0.213 −0.100 −0.609 −2.269 −0.004 −0.758 −0.184 −0.034 −0.577 −0.480

SE 0.193 0.487 0.164 0.038 0.094 0.032 0.131 0.316 0.106 0.021 0.050 0.018

SEE 0.198 0.486 0.163 0.038 0.095 0.032 0.131 0.322 0.108 0.021 0.052 0.018

CP 0.959 0.944 0.944 0.949 0.951 0.962 0.945 0.957 0.951 0.953 0.961 0.953

BDS Slope Sampling with ACML

% Bias 0.002 −6.815 0.344 0.180 −7.650 −5.525 −0.010 −2.339 −0.189 0.062 −5.120 −1.399

SE 0.196 0.482 0.161 0.038 0.093 0.032 0.125 0.311 0.106 0.020 0.050 0.017

SEE 0.198 0.486 0.164 0.038 0.093 0.031 0.129 0.317 0.107 0.021 0.051 0.017

CP 0.952 0.950 0.953 0.950 0.948 0.938 0.959 0.959 0.952 0.961 0.944 0.960

Random Sampling with MI

% Bias 0.000 0.427 −0.075 0.011 −2.982 −2.724 −0.001 −2.201 −0.225 −0.040 −0.990 −0.567

SE 0.120 0.427 0.117 0.029 0.102 0.029 0.085 0.286 0.082 0.015 0.053 0.015

SEE 0.122 0.428 0.120 0.029 0.103 0.029 0.081 0.284 0.080 0.015 0.054 0.015

CP 0.944 0.944 0.949 0.959 0.949 0.944 0.940 0.942 0.933 0.958 0.956 0.947

ODS Slope Sampling with MI

% Bias −0.001 2.394 −0.168 −0.020 −1.342 −1.692 −0.001 −2.241 −0.219 −0.031 −0.958 −0.522

SE 0.119 0.427 0.117 0.028 0.087 0.027 0.085 0.278 0.079 0.015 0.046 0.014

SEE 0.122 0.429 0.120 0.028 0.088 0.026 0.081 0.282 0.080 0.015 0.048 0.014

CP 0.948 0.949 0.956 0.955 0.945 0.944 0.944 0.951 0.962 0.957 0.964 0.959

BDS Slope Sampling with MI

% Bias −0.001 2.002 −0.150 −0.008 −1.935 −2.074 −0.002 −2.641 −0.248 −0.048 −0.192 −0.365

SE 0.119 0.424 0.118 0.028 0.086 0.026 0.084 0.281 0.082 0.015 0.045 0.014

SEE 0.122 0.426 0.120 0.029 0.088 0.026 0.081 0.279 0.079 0.015 0.047 0.014

CP 0.957 0.945 0.950 0.957 0.956 0.951 0.937 0.953 0.940 0.952 0.958 0.956

26



Table 2.4: Simulation results for Setting (c) when phase-two sampling depends on both outcomes. SE,
empirical standard error. SEE, empirical mean of the standard error estimator. CP, coverage probability of
the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with ML

% Bias 0.000 −0.267 −0.090 0.085 −1.601 −1.404 0.003 −1.459 −0.050 0.007 0.175 −0.350

SE 0.197 0.372 0.160 0.046 0.087 0.039 0.132 0.241 0.109 0.025 0.045 0.021

SEE 0.198 0.359 0.164 0.048 0.087 0.040 0.132 0.239 0.110 0.026 0.046 0.021

CP 0.943 0.941 0.957 0.962 0.947 0.948 0.952 0.955 0.957 0.956 0.963 0.958

ODS Slope Sampling with ACML

% Bias −0.009 1.892 0.044 −0.045 0.709 −0.780 −0.016 0.011 −0.029 −0.071 1.279 −0.190

SE 0.198 0.363 0.165 0.037 0.067 0.031 0.130 0.238 0.108 0.020 0.037 0.017

SEE 0.201 0.364 0.165 0.037 0.068 0.031 0.133 0.240 0.109 0.020 0.037 0.018

CP 0.962 0.946 0.945 0.944 0.947 0.956 0.959 0.953 0.952 0.954 0.952 0.950

BDS Slope Sampling with ACML

% Bias 0.011 −5.737 −0.025 0.424 −7.215 −2.842 −0.014 −2.375 −0.397 0.121 3.879 −0.535

SE 0.201 0.370 0.166 0.036 0.067 0.029 0.132 0.239 0.106 0.019 0.037 0.016

SEE 0.202 0.364 0.167 0.036 0.066 0.030 0.131 0.237 0.108 0.020 0.037 0.017

CP 0.956 0.943 0.952 0.947 0.933 0.954 0.946 0.936 0.957 0.960 0.946 0.960

Random Sampling with MI

% Bias 0.002 −0.681 −0.106 0.091 −2.286 −1.678 −0.004 −1.752 −0.053 −0.018 −0.327 −0.508

SE 0.142 0.367 0.093 0.034 0.085 0.024 0.098 0.239 0.067 0.018 0.045 0.012

SEE 0.143 0.353 0.095 0.035 0.085 0.023 0.095 0.234 0.064 0.018 0.045 0.012

CP 0.952 0.941 0.955 0.956 0.942 0.941 0.936 0.950 0.936 0.956 0.949 0.957

ODS Slope Sampling with MI

% Bias −0.002 1.184 −0.106 −0.042 0.781 −1.396 −0.001 −0.286 −0.029 −0.059 1.016 −0.384

SE 0.142 0.360 0.094 0.030 0.068 0.024 0.099 0.237 0.066 0.016 0.036 0.012

SEE 0.144 0.359 0.095 0.031 0.067 0.023 0.096 0.236 0.064 0.016 0.036 0.012

CP 0.958 0.942 0.954 0.954 0.948 0.940 0.938 0.944 0.945 0.953 0.954 0.953

BDS Slope Sampling with MI

% Bias −0.003 1.889 −0.117 −0.017 0.250 −1.496 −0.003 −1.011 −0.032 −0.064 1.092 −0.437

SE 0.143 0.362 0.094 0.030 0.067 0.024 0.098 0.235 0.067 0.016 0.035 0.012

SEE 0.144 0.357 0.095 0.030 0.066 0.023 0.095 0.232 0.064 0.016 0.036 0.012

CP 0.954 0.942 0.953 0.953 0.948 0.941 0.937 0.943 0.941 0.951 0.951 0.957
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Table 2.5: Simulation results for Setting (d) when phase-two sampling depends on both outcomes. SE,
empirical standard error. SEE, empirical mean of the standard error estimator. CP, coverage probability of
the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with ML

% Bias 0.000 −0.308 −0.076 0.085 −1.559 −0.209 0.003 −1.445 −0.052 0.008 0.152 −0.133

SE 0.196 0.372 0.160 0.046 0.087 0.039 0.133 0.240 0.109 0.025 0.045 0.021

SEE 0.198 0.359 0.164 0.048 0.087 0.040 0.132 0.239 0.110 0.026 0.046 0.021

CP 0.943 0.941 0.957 0.961 0.947 0.948 0.952 0.955 0.957 0.956 0.962 0.957

ODS Slope Sampling with ACML

% Bias −0.008 0.944 0.023 −0.046 1.418 −0.073 −0.007 0.972 0.149 0.083 0.114 0.000

SE 0.195 0.362 0.148 0.041 0.079 0.035 0.133 0.241 0.097 0.023 0.042 0.019

SEE 0.198 0.359 0.149 0.042 0.076 0.035 0.131 0.238 0.099 0.023 0.042 0.019

CP 0.958 0.954 0.949 0.946 0.941 0.952 0.947 0.947 0.953 0.944 0.940 0.954

BDS Slope Sampling with ACML

% Bias 0.011 −5.739 0.014 0.398 −6.998 −0.278 −0.013 −1.956 −0.127 0.139 −3.933 −0.235

SE 0.196 0.356 0.163 0.038 0.069 0.031 0.125 0.233 0.108 0.020 0.037 0.017

SEE 0.199 0.359 0.165 0.038 0.069 0.031 0.129 0.234 0.107 0.021 0.038 0.017

CP 0.953 0.941 0.952 0.952 0.938 0.949 0.954 0.949 0.948 0.961 0.944 0.954

Random Sampling with MI

% Bias 0.001 −0.740 −0.089 0.100 −2.509 −0.248 −0.006 −2.476 −0.057 −0.006 −0.641 −0.176

SE 0.142 0.365 0.093 0.034 0.085 0.024 0.097 0.237 0.067 0.018 0.045 0.012

SEE 0.143 0.353 0.095 0.034 0.084 0.023 0.096 0.235 0.064 0.018 0.045 0.012

CP 0.954 0.938 0.952 0.957 0.943 0.940 0.946 0.943 0.936 0.957 0.945 0.958

ODS Slope Sampling with MI

% Bias −0.001 0.311 −0.114 −0.056 0.945 −0.164 0.001 0.377 −0.043 −0.003 −0.457 −0.119

SE 0.142 0.360 0.094 0.032 0.077 0.024 0.099 0.238 0.066 0.017 0.040 0.012

SEE 0.143 0.353 0.095 0.032 0.074 0.023 0.095 0.2334 0.064 0.017 0.040 0.012

CP 0.948 0.936 0.952 0.954 0.941 0.945 0.933 0.945 0.949 0.942 0.948 0.953

BDS Slope Sampling with MI

% Bias −0.002 1.167 −0.108 0.014 −0.380 −0.241 −0.002 −0.737 −0.049 −0.075 1.314 −0.166

SE 0.139 0.360 0.094 0.030 0.069 0.024 0.095 0.231 0.066 0.016 0.036 0.012

SEE 0.143 0.353 0.095 0.031 0.069 0.023 0.094 0.231 0.064 0.017 0.037 0.012

CP 0.960 0.939 0.954 0.959 0.944 0.939 0.943 0.948 0.944 0.952 0.950 0.953

Figure 2.2 and Table 2.6 show the relative efficiency between different designs and inference procedures

compared to SRS with maximum likelihood analysis. The ODS and BDS designs were more efficient than

SRS in estimating (β1t ,β1xt ,β1zt ,β2t ,β2xt ,β2zt) because they oversample relative informative subjects in phase
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two. In Setting (a), the ODS design with ACML improved estimation efficiency of (β1xt ,β2xt) by 46% and

48%, respectively, while MI improved estimation efficiency of β1xt by an additional 12% and of β2xt by an

additional 6%. Similarly, the BDS design with ACML improved estimation efficiency of (β1xt ,β2xt) by 59%

and 49%, respectively, while MI improved estimation efficiency of β1xt by an additional 14% and of β2xt by

an additional 11%. Some notable observations from the other scenarios displayed in Figure 2.2:

• Toward estimating (β1xt ,β2xt), efficiency gains associated with MI over ACML were further enhanced

when correlation between Xei and Zi was increased (Setting (b)).

• Efficiency gains of the ODS and BDS designs were larger when sampling was more extreme (Setting

(c)).

• The ODS and BDS designs exhibited similar precision towards estimating (β1xt ,β2xt) when time by

confounder associations were weak (Settings (b)-(c)); however, the ODS design became somewhat

less efficient when time by confounder associations were strong.

• In all settings, MI was much more efficienct than ACML towards estimating (β1z,β1zt ,β2z,β2zt) because

the latter only uses data on subjects selected in phase two while the former uses (Y,Z) in subjects

selected and not selected for phase two.
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Figure 2.2: Relative efficiency of two-phase desings and inference procedures to standard maximum likeli-
hood estimation under random sampling (RS) in estimating β1xt and β2xt .
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Table 2.6: Relative efficiency of two-phase designs and inference procedures to standard maximum likelihood
estimation under SRS across 1,000 replicates.

Y1 Y2

β1x β1z β1t β1xt β1zt β2x β2z β2t β2xt β2zt

Setting (a)

ODS Slope with ACML 1.139 0.990 1.401 1.481 1.522 1.068 1.050 1.463 1.457 1.380

BDS Slope with ACML 1.086 0.969 1.481 1.594 1.560 1.080 1.031 1.653 1.486 1.544

Random with MI 1.025 2.951 1.841 1.038 2.757 1.014 2.651 1.977 1.022 2.888

ODS Slope with MI 1.066 2.922 2.299 1.656 2.720 1.027 2.703 2.441 1.599 2.894

BDS Slope with MI 1.053 2.916 2.362 1.692 2.782 1.046 2.674 2.512 1.646 2.916

Setting (b)

ODS Slope with ACML 0.992 0.956 1.440 1.585 1.541 1.016 1.025 1.460 1.436 1.422

BDS Slope with ACML 1.011 0.986 1.463 1.635 1.525 1.056 1.047 1.638 1.435 1.569

Random with MI 1.291 1.869 2.528 1.352 1.808 1.246 1.748 2.675 1.307 1.928

ODS Slope with MI 1.287 1.870 2.709 1.848 2.195 1.324 1.894 2.815 1.727 2.281

BDS Slope with MI 1.306 1.850 2.718 1.929 2.298 1.296 1.756 2.862 1.776 2.286

Setting (c)

ODS Slope with ACML 1.050 0.947 1.492 1.607 1.658 1.039 1.016 1.579 1.526 1.456

BDS Slope with ACML 1.010 0.930 1.623 1.695 1.828 1.013 1.048 1.720 1.500 1.724

ODS Slope with MI 1.068 2.930 2.289 1.656 2.728 1.030 2.703 2.440 1.595 2.885

BDS Slope with MI 1.064 2.930 2.367 1.706 2.788 1.064 2.663 2.511 1.643 2.900

Setting (d)

ODS Slope with ACML 1.052 1.179 1.218 1.204 1.255 0.997 1.257 1.180 1.155 1.166

BDS Slope with ACML 1.088 0.968 1.489 1.604 1.583 1.060 1.021 1.660 1.505 1.541

Random with MI 1.040 2.957 1.842 1.041 2.759 1.023 2.655 1.947 1.007 2.893

ODS Slope with MI 1.064 2.902 2.083 1.261 2.757 1.017 2.722 2.166 1.248 2.910

BDS Slope with MI 1.066 2.931 2.307 1.595 2.779 1.084 2.698 2.478 1.586 2.910

We present the results of additional simulation studies looking at the validity and efficiency of the proposed

designs and methods in Section 2.8. In particular, we investigated whether changing the number of iteration

m in the MI approach or the values for the variance and covariance components in D has any effect on the

results. Overall, results on validity and efficiency were similar to the ones reported in this section.

2.5.2 Secondary Outcome Analysis

In a second set of simulations, we assumed that data from a previous two-phase ODS study on Y1i were

available and we were interested in analyzing a secondary outcome Y2i, which was not used for sampling

but was potentially correlated with Y1i. Specifically, we assumed that in a previous two-phase ODS study

on Y1i the expensive covariate Xei was ascertained in 400 of the 2400 subjects using an ODS slope sampling
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design where (150, 100, 150) subjects per stratum were sampled. We considered three different analyses:

(1) we ignored the original ODS design and carried out a naive analysis of Y2i using a standard linear mixed

effects model; (2) we used complete data available on subjects sampled for phase two and implemented the

ACML method to account for the original ODS slope sampling scheme; and (3) we used available data from

all subjects and implemented the MI approach with m = 10 iterations and M = 85 imputations. Table 2.7

summarizes the results for Setting (d) in Section 2.5.

Table 2.7: Simulation results for Setting (d) when one analyzes the secondary outcome Y2 reusing data from
a two-phase ODS study based on Y1. SE, empirical standard error. SEE, empirical mean of the standard error
estimator. CP, coverage probability of the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Naive Analysis

% Bias −0.016 17.744 11.813 0.625 19.081 17.482

SE 0.189 0.333 0.138 0.037 0.068 0.026

SEE 0.190 0.342 0.139 0.038 0.068 0.028

CP 0.943 0.950 0.597 0.951 0.939 0.180

ODS Slope Sampling with ACML

% Bias 0.001 −4.042 −0.050 0.133 −0.085 0.214 0.006 3.816 0.187 0.131 −0.016 −0.231

SE 0.268 0.515 0.212 0.055 0.098 0.050 0.186 0.327 0.146 0.035 0.063 0.027

SEE 0.280 0.506 0.215 0.055 0.099 0.050 0.185 0.334 0.143 0.035 0.064 0.028

CP 0.955 0.948 0.956 0.947 0.957 0.944 0.943 0.958 0.945 0.945 0.956 0.962

ODS Slope Sampling with MI

% Bias 0.010 −5.852 −0.086 0.002 −0.487 −0.078 0.009 2.688 −0.008 0.015 −1.437 −0.133

SE 0.178 0.505 0.094 0.036 0.096 0.024 0.117 0.324 0.067 0.023 0.063 0.012

SEE 0.176 0.488 0.097 0.037 0.096 0.024 0.117 0.322 0.065 0.022 0.061 0.013

CP 0.950 0.941 0.953 0.958 0.953 0.938 0.947 0.950 0.939 0.944 0.933 0.958

The naive analysis that ignored the original ODS sampling scheme based on Y1i yielded biased estimates be-

cause Y2i was correlated with Y1i. By accounting for the original ODS sampling scheme, the ACML and MI

methods yielded unbiased estimated of the coefficients and standard errors, and reasonable coverage proba-

bilities. As expected, the MI approach was more efficienct than the ACML method in estimating (β2z,β2zt).

MI was as efficient as the ACML method in estimating β2zt , because the inexpensive confounder Zi was not

very informative about the expensive exposure Zi (δ =−0.05).
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2.6 Results from the Lung Health Study

We considered 2563 participants in the LHS that were continuous smokers with at least two observations.

Complete information of baseline characteristics of this cohort can be found in (Schildcrout et al., 2020).

Briefly, the majority of subjects (62%) were male. Median age was 48 years (interdecile range: 39-57 years).

Fifty-six percent of subjects had at least one copy of the T-allele at SNP rs177852 and 66% completed all five

follow-up visits.

We are interested in estimating the differences in the rate of lung function decline between those with and

without the T-allele at SNP rs177852. Even though genetic data were available for all subjects, for illustration

purpose we considered a scenario where information on the presence of the T-allele at SNP rs177852 was

unavailable and could be measured for about a third of the subjects due to financial constraints. Specifically,

form the initial 2563 subjects in the cohort, we subsampled approximately 800 subjects and examined the fol-

lowing designs and inference methods: (1) SRS with standard maximum likelihood, (2) ODS slope sampling

with ACML estimator, (3) BDS slope sampling with ACML estimator, (4) SRS with the MI approach, (5)

ODS sampling with the MI approach, and (6) BDS slope sampling with the MI approach. When implement-

ing the ODS slope sampling design, we computed all the estimated slopes from the subject-specific simple

linear regression of FEV and FVC on study year, and we randomly assigned half of the cohort to be sampled

based on FEV and the remaining half to be sampled based on FVC. For each outcome, we sampled on average

300 subjects whose subject-specific slope was either below the 15th percentile or above the 85th percentile,

and 100 subjects whose subject-specific slope fell in the central 70% region. For the BDS slope sampling

design, we adopted a similar procedure, except that we use the BLUP of random slopes from a linear mixed

effects model analysis of phase one data. When implementing the MI approach, we set m = 5 iterations and

M = 70 imputations. We replicated each study 200 times and report the average estimated coefficients and

standard errors.

The results from the six two-phase analyses and those from the full-cohort analysis are presented in Figure 2.3

below and Table 2.11 in Section 2.9. For the full cohort analysis, FEW of participants with at least one copy

of the T-allele at SNP rs177852 declined at a rate of 0.07dL (95% confidence interval: −0.13dL, −0.02dL)

per year faster than participant without the T-allele at the same SNP. The estimates under most two-phase

analysis were consistent with the full cohort estimates.
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Figure 2.3: Point estimates and 95% confidence intervals (CI) for study year by SNP and study year by sex
interaction effects. FC, full cohort.

The results under ODS and BDS slope sampling designs appeared to be similar because the confounder by

time interaction associations were not strong in this dataset. As expected, confidence intervals for the study

year by SNP interaction association estimates were narrower under the ODS and BDS designs compared

to SRS. Standard error estimates obtained by MI were generally smaller than those obtained by the ACML

method. For example, the standard errors of β̂1xt and β̂2xt for the MI approach were 26% and 23% smaller,

respectively, than those for the ACML method under the ODS slope sampling design. For the other regression

parameters associated with time-varying covariates, the combination of design and MI recovered nearly all the

information from the full cohort. For example, 95% confidence intervals for the study year by sex interaction

association estimates of the full cohort and those of the ODS and BDS designs with the MI approach had the

same width.

2.7 Discussion

In this chapter, we have described a class of two-phase ODS designs for multivariate longitudinal continuous

outcomes that uses available information on outcomes and covariates to identify the most informative individ-

uals for whom the expensive exposure should be measured. The extensions of design and analysis procedure

to multiple outcomes allow us to study multiple associations simulataneously and to reuse data from existing

two-phase ODS studies. Similar to designs for a single longitudinal continuous outcome (Schildcrout et al.,

2013; Sun et al., 2017), selecting subjects based on appropriate low-dimensional summaries of the outcomes
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can increase estimation efficiency. Specifically, we showed that subjects with extreme slopes are informative

for the coefficients of the time-varying covariates. Similarly, we would expect that subjects with extreme

intercepts would be informative for the coefficients of time-fixed covariates.

We have proposed two valid inference procedures under two-phase ODS designs for multivariate longitudinal

continuous outcomes: the ACML approach and the MI approach. When there are no inexpensive covariates

Zi that are correlated with the expensive exposure Xei, we expect the ACML and MI approaches to be equally

efficient. This was observed in Zelnick et al. (2018) for a single longitudinal outcome with balanced and

complete data, and is consistent with Derkach et al. (2015) and Bjørnland et al. (2018) for two-phase studies

with cross-sectional outcome and the fact that MI approaches with proper imputation models are as efficient

as full-data maximum likelihood. When there are Zi that are correlated with Xei, we expect the MI approach

to be more efficient than the ACML approach because the former exploits additional information about Xei

contained in Zi for the subjects not selected in phase two. We saw in our simulations that this was true for

finite samples. In particular, when when we increase the correlation between between Xei and Zi (Scenario

(b) in Section 2.5.1), the efficiency gains of the MI over ACML were more pronounced. Calculating the

asymptotic efficiency in this situation, however, is nontrivial and to out knowledge, no such result exists, even

for two-phase studies with cross-sectional data. The analytical calculation of asymptotic relative efficiency

might be addressed in future work.

The ACML and MI approaches described in this paper should most likely be applied under different scenarios:

the ACML approach can be used when the analyst does not have access to phase one data, while the MI

approach is preferred if the analyst can obtain all data from both phases, including incomplete data from

those subjects not selected in phase two. The ACML estimator is easy to compute and can accommodate any

type of expensive exposure. However, it requires specific implementation for each different design because

the calculation of the ascertainment correction term in equation (2.13) is design-dependent. On the other

hand, the MI algorithm is generic for any two-phase ODS design, although the corresponding computational

cost is higher. We have focused on a binary expensive exposure for the MI procedure. In principle, it

should be straightforward to extend the method to accommodate categorical, count, or continuous expensive

covariates (see Section 2.10). Alternatively, one can model P(Xei|Zi,Si) nonparametrically using B-spline

sieves or kernel smoothing techniques.
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2.8 Appendix A: Additional Simulation Studies

2.8.1 Different Number of Iterations m in MI
Table 2.8: Simulation results for the MI approach with m = 5 iterations in Setting (a) when phase-two sam-
pling depends on both outcomes. SE, empirical standard error. SEE, empirical mean of the standard error
estimator. CP, coverage probability of the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with MI

% Bias 0.002 −0.963 −0.090 0.078 −2.047 −1.719 −0.004 −1.804 −0.055 −0.027 −0.147 −0.520

SE 0.142 0.366 0.093 0.034 0.085 0.024 0.097 0.238 0.067 0.018 0.045 0.012

SEE 0.143 0.351 0.095 0.034 0.084 0.023 0.095 0.233 0.064 0.018 0.045 0.012

CP 0.941 0.939 0.954 0.956 0.939 0.939 0.941 0.940 0.936 0.953 0.942 0.958

ODS Slope Sampling with MI

% Bias −0.001 0.525 −0.101 −0.068 1.123 −1.409 0.003 0.984 −0.023 −0.043 0.485 −0.413

SE 0.139 0.346 0.094 0.031 0.071 0.024 0.098 0.231 0.066 0.016 0.037 0.012

SEE 0.143 0.352 0.095 0.031 0.069 0.023 0.095 0.232 0.064 0.016 0.037 0.012

CP 0.957 0.953 0.952 0.953 0.944 0.942 0.953 0.949 0.943 0.947 0.948 0.956

BDS Slope Sampling with MI

% Bias −0.002 1.447 −0.102 0.010 −0.235 −1.604 −0.001 −0.312 −0.032 −0.083 1.539 −0.469

SE 0.141 0.366 0.094 0.030 0.069 0.024 0.095 0.232 0.067 0.016 0.036 0.012

SEE 0.142 0.350 0.095 0.031 0.069 0.023 0.094 0.228 0.064 0.017 0.037 0.012

CP 0.953 0.936 0.954 0.956 0.947 0.938 0.944 0.945 0.940 0.948 0.953 0.957

Table 2.9: Simulation results for the MI approach with m = 20 iterations in Setting (a) when phase-two
sampling depends on both outcomes. SE, empirical standard error. SEE, empirical mean of the standard error
estimator. CP, coverage probability of the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with MI

% Bias 0.001 −0.955 −0.089 0.097 −2.457 −1.721 −0.006 −2.361 −0.055 −0.004 −0.690 −0.522

SE 0.142 0.364 0.093 0.034 0.085 0.024 0.098 0.239 0.067 0.018 0.045 0.012

SEE 0.143 0.354 0.095 0.034 0.085 0.023 0.096 0.235 0.064 0.018 0.045 0.012

CP 0.955 0.940 0.953 0.951 0.944 0.942 0.941 0.945 0.936 0.957 0.947 0.958

ODS Slope Sampling with MI

% Bias −0.001 0.659 −0.099 −0.063 0.989 −1.410 0.001 −0.271 −0.023 −0.038 0.332 −0.417

SE 0.138 0.345 0.094 0.031 0.071 0.024 0.098 0.232 0.066 0.016 0.037 0.012

SEE 0.143 0.354 0.095 0.031 0.069 0.023 0.095 0.234 0.064 0.017 0.037 0.012

CP 0.953 0.953 0.954 0.951 0.944 0.942 0.946 0.952 0.943 0.946 0.946 0.954

BDS Slope Sampling with MI

% Bias 0.003 −1.315 −0.126 0.048 −0.484 −1.538 0.001 0.229 −0.136 −0.062 0.826 −0.318

SE 0.142 0.366 0.093 0.030 0.069 0.024 0.096 0.230 0.067 0.230 0.067 0.012

SEE 0.143 0.353 0.095 0.031 0.069 0.023 0.094 0.231 0.064 0.017 0.037 0.012

CP 0.954 0.934 0.958 0.953 0.943 0.936 0.940 0.951 0.944 0.948 0.944 0.958
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2.8.2 Different Covariance Matrix for the Random Effects
Table 2.10: Simulation results for Setting (a) with a different specification of the matrix D when phase-
two sampling depends on both outcomes. Unique elements of D were defined as: Var(b10) = 1,Var(b11) =
0.5,Var(b20) = 1,Var(b21) = 0.25,Cov(b10,b11) = 0.25,Cov(b10,b20) = Cov(b10,b21) = Cov(b11,b20) =
Cov(b20,b21) = 0,Cov(b11,b21) = 0.05. SE, empirical standard error. SEE, empirical mean of the standard
error estimator. CP, coverage probability of the 95% confidence interval.

Y1 Y2

β10 β1x β1z β1t β1xt β1zt β20 β2x β2z β2t β2xt β2zt

Random Sampling with ML

% Bias 0.002 −0.151 −0.018 0.082 −0.635 −1.024 0.001 −0.761 0.008 −0.055 −0.249 −0.265

SE 0.063 0.125 0.052 0.036 0.065 0.030 0.055 0.010 0.046 0.025 0.045 0.021

SEE 0.065 0.118 0.054 0.037 0.067 0.031 0.054 0.098 0.045 0.026 0.046 0.021

CP 0.955 0.932 0.959 0.957 0.958 0.948 0.942 0.943 0.933 0.959 0.959 0.952

ODS Slope Sampling with ACML

% Bias 0.000 −0.341 −0.080 −0.007 0.261 −1.498 0.003 0.778 −0.083 −0.089 1.413 0.181

SE 0.064 0.117 0.054 0.030 0.054 0.025 0.053 0.097 0.043 0.020 0.039 0.018

SEE 0.065 0.118 0.053 0.030 0.055 0.025 0.053 0.097 0.044 0.021 0.039 0.018

CP 0.950 0.957 0.955 0.950 0.950 0.958 0.954 0.946 0.952 0.965 0.952 0.941

BDS Slope Sampling with ACML

% Bias −0.003 1.802 0.050 0.146 −2.703 −1.949 0.001 −0.075 −0.070 0.013 −0.332 0.161

SE 0.065 0.121 0.052 0.030 0.054 0.026 0.054 0.095 0.046 0.020 0.028 0.018

SEE 0.064 0.116 0.053 0.031 0.056 0.026 0.054 0.097 0.045 0.021 0.039 0.018

CP 0.950 0.943 0.960 0.955 0.952 0.955 0.954 0.948 0.950 0.962 0.957 0.942

Random Sampling with MI

% Bias 0.002 −0.873 0.022 0.068 −1.515 −1.234 −0.002 −0.446 0.045 −0.003 −1.077 −0.174

SE 0.046 0.116 0.031 0.026 0.064 0.018 0.039 0.095 0.028 0.018 0.044 0.012

SEE 0.046 0.111 0.032 0.026 0.063 0.018 0.038 0.091 0.027 0.018 0.044 0.012

CP 0.956 0.941 0.960 0.949 0.944 0.947 0.951 0.943 0.938 0.953 0.946 0.949

ODS Slope Sampling with MI

% Bias 0.003 −1.311 0.007 0.027 −0.415 −1.391 0.001 0.139 0.002 −0.079 1.102 0.079

SE 0.045 0.113 0.031 0.024 0.053 0.019 0.040 0.092 0.027 0.016 0.037 0.012

SEE 0.046 0.112 0.031 0.024 0.053 0.018 0.038 0.090 0.027 0.017 0.037 0.012

CP 0.955 0.951 0.956 0.949 0.950 0.946 0.946 0.937 0.945 0.957 0.950 0.953

BDS Slope Sampling with MI

% Bias 0.002 −0.841 −0.007 −0.034 −0.095 −0.445 −0.002 −0.208 0.004 −0.077 0.982 0.129

SE 0.046 0.113 0.030 0.025 0.052 0.018 0.037 0.089 0.027 0.017 0.038 0.012

SEE 0.046 0.110 0.032 0.024 0.054 0.018 0.039 0.091 0.027 0.017 0.037 0.012

CP 0.946 0.942 0.961 0.951 0.953 0.943 0.953 0.957 0.950 0.955 0.941 0.960
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2.9 Appendix B: Complete Results from the Lung Health Study

Table 2.11: Fixed-effect estimates, with standard error estimates in parentheses, from the Lung Health Study.
ML, maximum likelihood.

FEV FVC

ML ACML IIA ML ACML MI

FC SRS ODS BDS SRS ODS BDS FC SRS ODS BDS RS ODS BDS

Study year
−0.603
(0.020)

−0.600
(0.035)

−0.613
(0.032)

−0.630
(0.031)

−0.604
(0.026)

−0.601
(0.023)

−0.611
(0.022)

−0.460
(0.024)

−0.458
(0.043)

−0.465
(0.039)

−0.473
(0.040)

−0.451
(0.031)

−0.457
(0.028)

−0.463
(0.028)

Study year by Baseline Age (per 10 years change)
−0.050
(0.017)

−0.051
(0.031)

−0.054
(0.029)

−0.067
(0.028)

−0.050
(0.017)

−0.050
(0.017)

−0.050
(0.017)

−0.076
(0.021)

−0.076
(0.038)

−0.078
(0.035)

−0.080
(0.036)

−0.076
(0.021)

−0.076
(0.021)

−0.076
(0.021)

BMI change from baseline
−0.146
(0.006)

−0.146
(0.011)

−0.151
(0.011)

−0.149
(0.011)

−0.146
(0.006)

−0.146
(0.006)

−0.146
(0.006)

−0.185
(0.008)

−0.187
(0.015)

−0.198
(0.015)

−0.208
(0.015)

−0.185
(0.008)

−0.185
(0.008)

−0.185
(0.001)

≥ 1 T allele (vs no T allele)
0.036

(0.159)
0.041

(0.288)
0.079

(0.292)
0.227

(0.291)
0.019

(0.281)
0.052

(0.275)
0.225

(0.274)
0.082

(0.236)
0.089

(0.426)
0.220

(0.420)
0.431

(0.411)
0.091

(0.415)
0.252

(0.402)
0.437

(0.403)

BMI (per 5 kg/m2 change)
−0.158
(0.104)

−0.161
(0.188)

−0.051
(0.192)

0.026
(0.193)

−0.158
(0.105)

−0.156
(0.105)

−0.156
(0.105)

−0.979
(0.149)

−0.978
(0.269)

−0.899
(0.272)

−0.909
(0.272)

−0.979
(0.149)

−0.978
(0.149)

−0.978
(0.149)

Baseline age (per 10 years change)
−3.084
(0.134)

−3.070
(0.242)

−3.120
(0.246)

−3.070
(0.244)

−3.080
(0.134)

−3.080
(0.134)

−3.080
(0.134)

−3.241
(0.197)

−3.240
(0.55)

−3.210
(0.353)

−3.120
(0.344)

−3.240
(0.198)

−3.240
(0.197)

−3.240
(0.197)

Female (vs Male)
−9.415
(0.173)

−9.440
(0.311)

−9.320
(0.322)

−9.170
(0.324)

−9.410
(0.173)

−9.420
(0.174)

−9.410
(0.174)

−15.197
(0.255)

−15.230
(0.460)

−15.210
(0.462)

−15.100
(0.457)

−15.200
(0.256)

−15.210
(0.256)

−15.200
(0.257)

Pack-years (per 20 pack-years change)
−0.231
(0.106)

−0.219
(0.191)

−0.192
(0.189)

−0.210
(0.184)

−0.231
(0.106)

−0.232
(0.106)

−0.232
(0.106)

−0.130
(0.151)

−0.116
(0.273)

−0.115
(0.268)

−0.111
(0.260)

−0.129
(0.152)

−0.131
(0.152)

−0.132
(0.152)

Cigarettes/day (per 10 cigarettes/day change)
−0.276
(0.066)

−0.280
(0.118)

−0.310
(0.118)

−0.330
(0.115)

−0.276
(0.066)

−0.276
(0.066)

−0.276
(0.066)

−0.329
(0.094)

−0.324
(0.169)

−0.374
(0.168)

−0.378
(0.163)

−0.331
(0.094)

−0.326
(0.094)

−0.328
(0.094)

2.10 Appendix C: Extending the Multiple Imputation Approach to Non-Binary Covariates

If the expensive covariate Xei is non-binary, the MI approach can be modified by changing the specification

of the conditional exposure model P(Xei|Zi,Yi,Si = 0). For a categorical expensive exposure with K levels

(K > 2), if we set a reference category K and follow the same steps outlined in Section 2.4.1, the conditional

exposure log-odds model can be written as

{
P(Xei = k|Zi,Yi,Si = 0)
P(Xei = K|Zi,Yi,Si = 0)

}
= log

{
P(Yi = 1|Xei = k,Zi)

P(Yi = 0|Xei = K,Zi)

}
︸ ︷︷ ︸

(a)

+ log
{

P(Xei = k|Zi)

P(Xei = K|Zi)

}
︸ ︷︷ ︸

(b)

. (2.16)

for k = 1, ...,K. We model expression (b) with a multinomial regression indexed by parameter η ; thus,

the conditional exposure log-odds model used to impute Xei in subjects with Si = 0 becomes an offsetted

multinomial regression with expression (a) being the offset.

For a count or continuous expensive exposure, the conditional exposure log-odds model can be written using

a cumulative probability model with a logit link (Liu et al., 2017). Let m be the number of distinct values of

the expensive exposure observed in phase two, and x(1), ...,x(m) the ordered observed distinct values of the
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expensive exposure such that x(1) < ... < x(m). Following the same steps described for a binary expensive

exposure, the conditional exposure log-odds model can be written as

{
P(Xei ≥ x( j)|Zi,Yi,Si = 0)
P(Xei < x( j)|Zi,Yi,Si = 0)

}
= log

{
P(Yi|Xei ≥ x( j),Zi)

P(Yi|Xei < x( j),Zi)

}
︸ ︷︷ ︸

(a)

+ log

{
P(Xei ≥ x( j)|Zi)

P(Xei < x( j)|Zi)

}
︸ ︷︷ ︸

(b)

. (2.17)

We model expression (b) using a cumulative probability model with a logit link indexed by γ; thus, the

conditional exposure log-odds model used to impute Xei in subjects with Si = 0 becomes an offsetted cumu-

lative probability model with expression (a) being the offset. The offset in expression (a) can be computed

as:

log

{
P(Yi, |Xei ≥ x( j),Zi)

P(Yi, |Xei < x( j),Zi)

}
= log

{
∑

m
k= j P(Yi, |Xei = x(k),Zi)P(Xei = x(k)|Zi)

∑
m
k= j P(Xei = x(k)|Zi)

}

− log

{
∑

j−1
k=1 P(Yi, |Xei = x(k),Zi)P(Xei = x(k)|Zi)

∑
j−1
k=1 P(Xei = x(k)|Zi)

}
, (2.18)

where (Yi, |Xei = x(k),Zi) is normally distributed with mean µ(k),i =E(Yi, |Xei = x(k),Zi) and variance V (k),i =

Var(Yi, |Xei = x(k),Zi), and P(Xei = x(k)|Zi) can be calculated from the cumulative probability model linking

Xei to Zi in the previous iteration. Model’s coefficients can be estimated using an algorithm similar to the one

presented for a binary expensive exposure where we independently and iteratively create M complete datasets,

estimate the model’s parameters in each dataset, and then combine the results using Rubin’s rule.

39



CHAPTER 3

Efficient Designs and Analysis of Two-Phase Studies with Binary Longitudinal Data

3.1 Introduction

Epidemiological cohort studies such as the Framingham Heart Study (Dawber et al., 1951), the Atherosclero-

sis Risk in Communities Study (The ARIC Investigators, 1989), and the Coronary Artery Risk Development

in Young Adults have been generating high-quality longitudinal data to improve understanding of determi-

nants of health for decades. In recent years, the Heath Informative Technology for Economic and Clinical

Health Act incentivized the use of electronic health records (EHRs) in biomedical research (Adler-Milstein

and Jha, 2017). Even though cohort studies and EHRs contain data on longitudinal outcomes and covariates,

researchers are frequently interested in novel biomarker exposures that are not measured as part of primary

data collection and are expensive to collect (e.g., omic-based biomarkers, brain imaging, and gut microbiota).

When ascertainment costs limit sample size, it is beneficial to adopt two-phase outcome dependent sampling

(ODS) designs (White, 1982), which use information available from cohort studies, clinical trials, or EHRs

(phase one) to target, for exposure ascertainment, individuals that are the most informative about the research

question of interest (phase two).

Two-phase ODS designs can reduce costs and increase estimation precision compared to simple random

sampling (SRS) designs (Breslow and Chatterjee, 1999; Zhou et al., 2002; Tao et al., 2020). Classical two-

phase ODS designs stratify subjects based on their outcome value and assign to each subject a sampling

probability based on stratum membership, as exemplified by the case-cohort (Breslow, 1996) and extreme-

tail sampling designs (Zhou et al., 2002) for cross-sectional binary and continuous outcomes, respectively.

Regardless of the outcome, it has been shown that the efficiency of a two-phase ODS design can be enhanced

when one further stratifies on inexpensive covariates available at phase one (Breslow and Chatterjee, 1999;

Borgan et al., 2000).

With the exception of case-control designs, where Prentice and Pyke (1979) showed that valid inference

can be obtained using standard logistic regression, analysis procedures that do not appropriately account

for the biased phase two sampling design will generally lead to invalid results (Holt et al., 1980; Lin et al.,

2013). Two broad classes of analysis methods that properly account for the biased sampling design include:

complete-case analysis methods that only include subjects selected in phase two with complete data on out-

come, inexpensive covariates, and expensive exposure (Zhou et al., 2002; Schildcrout and Heagerty, 2008;
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Schildcrout et al., 2013), and full-cohort analysis methods that combine complete data available for subjects

selected in phase two with outcome and covariate data available from those not selected in phase two (Law-

less et al., 1999; Chatterjee et al., 2003; Weaver and Zhou, 2005; Song et al., 2009; Tao et al., 2017). While

complete-case analysis methods enjoy wider applicability because they only require data access for subjects

selected in phase two along with knowledge of the study design (e.g., sampling strata and probabilities),

full-cohort analysis methods tend to be more efficient as additional information from subjects not selected in

phase two is incorporated into the analysis.

Extension of two-phase ODS studies to longitudinal binary outcomes have been discussed in the literature

(Cai et al., 2001; Neuhaus and Jewell, 1990; Schildcrout and Heagerty, 2008). For instance, Neuhaus and

Jewell (1990) suggested selecting clusters with probability depending on the number of events observed in

the cluster and estimating cluster-varying covariates’ regression coefficients using conditional logistic regres-

sion. Schildcrout and Heagerty (2008, 2011) introduced the “none-some-all" (NSA) design, where subjects

are divided into three strata based on whether they never experienced the outcome (the “none" stratum), expe-

rienced the outcome at some but not all time points (the “some" stratum), or always experienced the outcome

(the “all" stratum). They demonstrated that appropriate designs should be chosen according to inferential tar-

gets. For instance, if interest lies in the estimation of time-varying exposure coefficients, sampling subjects

from the “some" stratum only is the most efficient NSA design. However, if interest lies in the estimation

of time-fixed exposure coefficients or a combination of time-fixed and time-varying exposure coefficients,

then it unclear what the optima NSA design would be. To find the optimal NSA design in these situations,

Tao et al. (2021) introduced the two-wave NSA design, a data adaptive sampling strategy that splits phase

two sample selection into two waves and optimises the sampling scheme in the second wave based on data

collected in the first wave. This design could be computationally demanding because of its exhaustive search

for optimal phase two stratum sizes after the first wave. It would be practically appealing to develop an easy-

to-implement, single-wave design that can incorporate information on available longitudinal binary outcome

and covariates to boost efficiency.

To conduct statistical inference under two-phase ODS with longitudinal binary data, Schildcrout and Heagerty

(2008, 2011) proposed an ascertainment corrected maximum likelihood (ACML) estimator, a complete-case

analysis method. The method is statistically valid but not efficient because phase one information available

on subjects not selected in phase two is ignored in the analysis. Furthermore, the ACML algorithm must be

tailored to each NSA design, which limits its applicability. To improve estimation efficiency over ACML,

Schildcrout et al. (2015, 2018) introduced a multiple imputation (MI) approach that exploits complete infor-

mation on subjects selected in phase two along with partial information on the remaining subjects. The MI is a
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fully parametric approach whose validity hinges on the correct specification of the imputation model.

In this chapter, we present an efficient sieve maximum likelihood estimator (SMLE) that extends the work

of Tao et al. (2017) to accommodate longitudinal binary outcomes. The SMLE is a flexible full-cohort anal-

ysis method that can be used regardless of the two-phase ODS design. Like the MI approach, the SMLE

models the conditional distribution of the expensive exposure given inexpensive covariates, but it does so

nonparametrically and thus is robust to model misspecification. The SMLE possesses desirable statistical

properties including consistency, asymptotic normality and asymptotic efficiency. In addition, we propose

novel residual-dependent sampling (RDS) designs that utilize information on outcome and inexpensive co-

variates available in all study subjects in phase one to select informative individuals for expensive exposure

ascertainment. We note that RDS designs have been shown to lead to efficiency gains over ODS designs in

other settings, including generalized linear models for scalar response data (Tao et al., 2020) and linear mixed

models in quantitative longitudinal setting (Sun et al., 2017; Di Gravio et al., 2022).

We motivate the proposed designs and analysis procedures using data from the Lung Health Study (LHS)

(Connett et al., 1993), a multicenter randomized clinical trial examining whether a smoking cessation in-

tervention program combined with bronchodilator use can slow lung function decline in patients with mild

to moderate chronic obstructive pulmonary disease. While the LHS collected genetic data on a large per-

centage of participants, we are interested in setting a resource constrained substudy that wishes to examine

genetic association with poor lung function over time but can only collect genetic data on a fraction of the

original sample. We aim to understand how available information on outcome and baseline covariates can be

used to target the most informative individuals for phase two sampling and consequently increase estimation

efficiency relative to a substudy that implements a SRS design.

The chapter is organized as follows. In Section 3.2, we describe a marginalized model for longitudinal binary

data used throughout the paper. In Section 3.3, we introduce a novel class of RDS designs. We describe

the newly developed SMLE method in Section 3.4, and we explore operating characteristics of the proposed

designs and inference procedures in Section 3.5. In Section 3.6, we use data from the LHS to demonstrate

how the designs and inference procedures can be used to examine genetic association with poor lung function

over time. Finally, we conclude the chapter with a conclusion in Section 3.7, a review of the ACML and

MI procedures for the analysis of two-phase ODS data in Section 3.8, and additional simulation studies in

Section 3.9.
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3.2 Marginalised Transition and Latent Variable Model

Let N be the number of subjects in the phase one cohort, mi be the number of observations for the ith

subject (i = 1, ...,N), and p1 and p2 be the numbers of expensive exposures and inexpensive confounders,

respectively. Let Yi ≡ (Yi1, ...,Y1mi)
T be the mi-vector of binary responses, Xi ≡ (Xi1, ...,X1mi)

T be the mi× p1

matrix of expensive exposures, and Zi ≡ (Zi1, ...,Z1mi)
T be the mi × p2 matrix of inexpensive confounders

for subject i, with Xi j and Zi j being the p1-vector of expensive exposures and p2-vector of inexpensive

confounders at the jth observation, respectively. The marginalized transition and latent variable (mTLV)

model (Schildcrout and Heagerty, 2007) is defined by two equations:

logit(µm
i j ) = β0 +β

T
x Xi +β

T
z Zi

logit(µc
i j) = ∆i j(Xi,Zi)+ γYi( j−1)+σUi (3.1)

where µm
i j ≡ E(Yi|Xi,Zi) is the marginal mean of the outcome Yi given the covariates (Xi,Zi), and µc

i j ≡

E(Yi j|Xi,Zi,Yi( j−1),Ui) is the conditional mean of the outcome Yi j given the covariates (Xi,Zi), a transition

term Yi( j−1), and a random intercept Ui assumed to follow a standard normal distribution. (β0,β x,β z,γ,σ)

are the regression coefficients in the marginal and conditional mean models, and ∆i j(Xi,Zi) is an implicit

function of Xi and Zi that renders the marginal and the conditional mean models coherent, i.e., it is the value

that implies that the marginal mean is, in fact, a marginalization of the conditional mean over Yi( j−1) and Ui.

In formula, ∆i j(Xi,Zi) is such that:

µ
m
i j = EUi,Yi( j−1)(µ

c
i j) = EUi

{
EYi( j−1)

[
logit−1(∆i j(Xi,Zi)+ γYi( j−1)+σUi)

]}
(3.2)

Let θ denote the regression coefficients (β0,β x,β z,γ,σ). The density function corresponding to the ith

subject can be expressed as

P(Yi|Xi,Zi;θ) =
∫ {

mi

∏
i=1

(µc
i j)

Yi j(1−µ
c
i j)

1−Yi j

}
φ(ui)dui (3.3)

where φ(·) is the standard normal density function. In conventional studies where the expensive exposures

are ascertained for all N subjects in the phase one cohort, inference on θ can be made by maximizing the

log-likelihood l(θ) = ∑
N
i=1 logP(Yi|Xi,Zi;θ).

Note. We use the mTLV model, a marginally specified marginalized model to describe the relationship be-

tween Yi and (Xi,Zi). Alternatively, one may use the conditionally specified generalized linear mixed model

(GLMM) (Stiratelli et al., 1984; Breslow and Clayton, 1993). The advantages and disadvantages of con-
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ditionally and marginally specified models have been widely debated in the literature (Zeger et al., 1988;

Pendergast et al., 1996; Lindsey and Lambert, 1998). The designs and inference procedures developed in this

chapter are generic and can be applied to GLMMs.

3.3 Efficient Sampling Designs for Binary Longitudinal Outcomes

We introduce two-phase RDS designs that select informative individuals for expensive exposure ascertain-

ment by exploiting the longitudinal binary outcome and inexpensive covariates data available for all subjects

at phase one. Specifically, we first build an mTLV model using phase one data only:

logit(µm∗
i j ) = β

∗
0 +β

∗T
z Zi

logit(µc∗
i j ) = ∆

∗
i j(Xi,Zi)+ γ

∗Yi( j−1)+σ
∗Ui (3.4)

Then, we use the coefficients estimated from equation (3.4) to compute the predicted outcome µm∗
i j for every

subject i at observation j and calculate the residual ε̂i j = Yi j − µm∗
i j . We aim to select subjects that are

informative about β x in phase two based on a subject specific summary ε̂ i ≡ (ε̂1i, ..., ε̂imi)
T. We call these

sampling strategies RDS designs because ε̂ i are the residuals of the marginal mean component of an mTLV

model.

Similar to the NSA design, the ideal RDS design will depend on the estimation target. We explore three

RDS designs that are desirable for different inferential targets. The first two RDS designs aim to increase

between-subject variability, and thus are expected to be efficient for estimation of time-fixed exposure coef-

ficients: the first design, denoted by mR[n2l ,n2h], selects for phase two exposure ascertainment the n2l and

n2h individuals with the lowest and highest subject-specific mean of the residuals ε̂ i =
1

mi
∑

mi
j=1 ε̂i j; whereas,

the second design, denoted by abs.mR[n2], selects the n2 individuals with the highest values of the absolute

value of ε̂ i. These two designs are different under most circumstances as the distribution of ε̂ i is usually

not symmetric about zero. The third design aims to increase within-subject variability, and thus it is ex-

pected to be efficient for estimation of time-varying exposure coefficients. The design selects for phase

two exposure ascertainment the n2 individuals with the highest subject-specific variance of the residuals,

Var(ε̂i) =
1

mi
∑

mi
j=1(ε̂i j − ε̂ i)

2.

The three aforementioned RDS designs can be combined if researchers want to improve efficiency for esti-

mation of time-fixed and time-varying exposure coefficients simulataneously. For example, one can select a

portion of subjects in phase two based on Var(ε̂i), and select the remaining subjects based on ε̂ i. The propor-

tion of subjects selected based on ε̂ i and Var(ε̂i) can be chosen according to whether there is more interest
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on time-fixed and time-varying exposure coefficients, respectively.

3.4 The Sieve Maximum Likelihood Estimator

Because subjects sampled for phase two are not selected via SRS, conventional analyses will not provide

valid estimates of θ (Holt et al., 1980; Lawless et al., 1999; Lin et al., 2013). Together with any two-phase

ODS design, one needs to develop analysis methods that properly account for the sampling scheme. In this

section, we extend the SMLE procedure of Tao et al. (2017) to binary longitudinal data.

Let S denote the sampling indicator, such that Si = 1 if subject i was selected for phase two exposure as-

certainment, and Si = 0 otherwise. In any two-phase ODS design, being sampled for phase two depends on

(Yi,Xi,Zi) only through phase one data (Yi,Zi); thus, information on the expensive exposure Xi is missing at

random, and the observed data log-likelihood can be written, without accounting for the distribution of S, as

the sum of the contributions from subjects selected in phase two with data on (Yi,Xi,Zi) and the remaining

subjects with data on (Yi,Zi) , i.e.,

lobs(θ ,G) =
N

∑
i=1

Si{logP(Yi|Xi,Zi;θ)G(Xi|Zi)}+
N

∑
i=1

(1−Si)

{
log

∫
x

P(Yi|Xi,Zi;θ)G(x|Zi)}dx
}

(3.5)

Here, G(Xi|Zi) is the conditional density of the expensive exposures Xi given the set of inexpensive covariates

Zi, and the integral on the right-hand side of equation (3.5) is taken across all possible values of the expensive

exposures.

Our primary interest is in the estimation of θ in the mTLV model P(Yi|Xi,Zi;θ). The conditional distribution

G(Xi|Zi) is a nuisance parameter. To avoid additional assumptions beyond those made by the mTLV model,

we estimate G(Xi|Zi) using nonparametric maximum likelihood estimation. Let m denote the total number

of distinct values of X observed in the phase two sample, with x1, ...,xm being the m observed distinct values.

We estimate G(Xi|Zi) by a discrete probability function with point masses at x1, ...,xm. This estimation is

feasible when Zi contains categorical variables only. It becomes infeasible to estimate G(Xi|Zi) with its

empirical distribution in the presence of continuous inexpensive covariates because in that situation only a

small number of observations of Xi would be associated with each level on Zi.

To accommodate continuous Zi, we approximate G(Xi|Zi) using the method of sieve (Grenander, 1981).

Specifically, we construct the approximating functions needed to estimate G(Xi|Zi) using the B-spline basis
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as follows:

logG(Xi|Zi)≈
m

∑
i=1

I(Xi = xi)
sn

∑
l=1

Bq
l (Zi)logpkl

G(Xi|Zi)≈
m

∑
i=1

I(Xi = xi)
sn

∑
l=1

Bq
l (Zi)pkl (3.6)

where Bl
q(Zi) is the lth B-spline function of degree q, sn is the size of the B-spline basis, and pkl is the

coefficient associated with Bl
q(Zi) at xk. Details on the computation of Bl

q(Zi) can be found in Tao et al.

(2017). Given the approximations in (3.6), the observed data log-likelihood becomes

lobs(θ ;{pkl}) =
N

∑
i=1

Si

{
logP(Yi|Xi,Zi;θ)+

m

∑
k=1

I(Xi = xk)
sn

∑
l=1

Bq
l (Zi)pkl

}

+
N

∑
i=1

(1−Si)

{
log

m

∑
k=1

P(Yi|xk,Zi;θ)
sn

∑
l=1

Bq
l (Zi)pkl

}
. (3.7)

The parameters θ and pkl (k = 1, ...,m; l = 1, ...,sn) can be estimated by maximizing the log-likelihood in

equation (3.7) under the constraints ∑
m
k=1 pkl = 1 and pkl ≥ 0, ∀l and k. However, direct maximization of

the log-likelihood in equation (3.7) is not straightforward as the second term describing the contribution of

the unsampled subjects is intractable. Following Tao et al. (2017), we define for the unsampled subjects

a latent variable W ∈ {1/sn,2/sn, ...,1} such that the second term on the right-hand side of equation (3.7)

can be interpret as the log-likelihood contribution from (Yi,Zi) assuming that the complete data are com-

prised of (Yi,Zi,Xi,Wi) but only Yi and Zi are observed. To facilitate this interpretation, Wi needs to sat-

isfy the constraints Bq
l (Zi) = P(Wi = l/sn|Zi), pkl = P(Xi = xk|Zi,Wi = l/sn) = P(Xi = xk|Wi = l/sn) and

P(Y i|Zi,X i,Wi) = P(Y i|Zi,X i). Given Wi, the log-likelihood in equation (3.7) can be written as

N

∑
i=1

Si

{
logP(Yi|Xi,Zi;θ)+

m

∑
k=1

I(Xi = xk)
sn

∑
l=1

Bq
l (Zi)pkl

}

+
N

∑
i=1

(1−Si)

{ m

∑
k=1

I(Xi = xk)logP(Yi|Zi,Xi;θ)+
sn

∑
l=1

I(Wi = l/sn)logBq
l (Zi) (3.8)

+
m

∑
k=1

sn

∑
l=1

I(X i = xi,Wi = l/sn)logpkl

}
.

We propose an EM algorithm to maximize the log-likelihood above. The algorithm iterates between an

expectation step, the E-step, and a maximization step, the M-step. In the E-step of the bth iteration of the

algorithm, we calculate the conditional expectations of I(Xi = xi,Wi = l/sn) and I(Xi = xk) given the data

46



(Yi,Xi) and the current parameter estimates θ̂
(b)

and
{

p(b)kl

}
. Specifically, we compute

ψ̂
(b+1)
kli = E

{
I(Xi = xk,Wi = l/sn)

∣∣Yi,Zi, θ̂
(b)
, p̂(b)kl

}
=

P
(

Yi|xk,Zi; θ̂
(b)
)

Bq
l (Zi)p̂(b)kl

∑
m
k=1 ∑

sn
l=1 P

(
Yi|xk,Zi; θ̂

(b)
)

Bq
l (Zi)p̂(b)kl

(3.9)

and

ω̂
(b+1)
ik = E

{
I(Xi = xk)

∣∣Yi,Zi, θ̂
(b)
, p̂(b)kl

}
=

sn

∑
l=1

ψ̂
(b+1)
kli (3.10)

for each subject i not selected in phase two. In the M-step we update θ̂
(b+1)

by maximizing the weighted

log-likelihood

l(b+1)(θ) =
N

∑
i=1

Si{logP(Yi|Xi,Zi;θ)}+
N

∑
i=1

m

∑
k=1

(1−Si)ω̂
(b+1)
ik {logP(Yi|xk,Zi;θ)}. (3.11)

We used a modified version of the Newton-Raphson algorithm, developed by Schildcrout and Heagerty

(2007) to calculate θ̂
(b+1)

. Details on the computation of the score function of l(b+1)(θ) can be found in

Schildcrout and Heagerty (2007). Note that a derivation of the Hessian of l(b+1)(θ) is not required as it is

calculated numerically.

The nuisance parameter p̂(b+1)
kl is updated by maximizing

N

∑
i=1

m

∑
k=1

sn

∑
l=1

SiI(Xi = xk)B
q
l (Zi)logp(b+1)

kl +
N

∑
i=1

m

∑
k=1

sn

∑
l=1

(1−Si)ω̂
(b+1)
ik logpkl (3.12)

such that

p̂(b+1)
kl =

∑
N
i=1

{
SiI(Xi = xk)B

q
l (Zi)+(1−Si)ψ̂

(b+1)
kli

}
∑

N
i=1 ∑

m
k=1

{
SiI(Xi = xk)B

q
l (Zi)+(1−Si)ψ̂

(b+1)
kli

} (3.13)

Given a set of starting values θ̂
(0)

and
{

p̂(0)kl

}
, we iterate between the E-step and M-step until convergence to

obtain the SMLEs θ̂ and { p̂kl}. It follows from Theorems S.1 and S.2 in Tao et al. (2017) that the resulting

SMLE at convergence θ̂ is consistent, asymptotically normal, and asymptotically efficient.

To estimate Cov(θ̂), we use the profile likelihood method of Murphy and van der Vaart (2000). First, we cal-

culate the profile log-likelihood function for θ around a neighbourhood of θ̂ as pl(θ)≡ maxpkl l
obs(θ ,{pkl}).

This is achieved by holding θ fixed in the EM algorithm and calculating the observed data log-likelihood at

convergence. Then, we estimate Cov(θ̂) by the negative inverse of the Hessian matrix of pl(θ) at θ̂ whose
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(k, l)th element is:

1
h2

N

{
pl(θ̂ + ekhN + elhN)− pl(θ̂ + ekhN)− pl(θ̂ + elhN)+ pl(θ̂)

}
(3.14)

where ek is the kth canonical vector and hN is a constant of O(N−1/2).

Note. According to Condition (C.5) in the Supplemental Material of Tao et al. (2017), the size of the B-

spline basis used in equation (3.7) to approximate G(Xi|Zi) needs to grow exponentially with the number of

continuous inexpensive covariates that are correlated with Xi. This is an instance of the course of dimension-

ality. When there are more than two or three continuous covariates, it will become impractical to estimate

G(Xi|Zi) non-parametrically. In this situation, we recommend obtaining a lower dimensional summary of Zi,

denoted by f (Zi), and then construct B-spline approximations for G{Xi| f (Zi)} rather than G(Xi|Zi). One

may construct f (Zi) by 1) incorporating prior knowledge and removing covariates in Zi that are believed

to be independent of Xi, or 2) using dimension reduction techniques such as principal component analysis.

Alternatively, one may consider estimating G(Xi|Zi) semiparametrically using, for instance, the generalized

odds ratio model of Chen (2004) or the semiparametric density ratio model of Zhong and Diao (2022).

3.5 Finite Sampling Operating Characteristics

3.5.1 Validity of the SMLE

To assess the finite sample properties of the SMLE, we conducted simulation studies with data generated

from the following model:

logit(µm
i j ) = β0 +βtTi j +βxXi +βzZi +βxtXiTi j

logit(µc
i j) = ∆i j + γYi( j−1), (3.15)

where Xi denotes the expensive exposure to be measured in phase two, Zi denotes an inexpensive covariate

available on every subject in phase one, and Ti j ∈ {0,1, ...,mi −1} denotes a time variable. For each subject

i we chose mi randomly from three to six.

In the first set of simulations, we generated Xi and Zi such that P(Zi = 1) = 0.3 and logitP(Xi = 1|Zi) = α0 +

α1Zi. We considered two sets of α = {α1,α2}: {−1.35,0} and {−2.20,2}, corresponding to independent

and correlated Xi and Zi, respectively. Under both sets of α , the resulting prevalence of Xi was approximately

20%. We set the regression coefficients in model (3.15) to (β0,βt ,βx,βz,βxt ,γ) = (−2.95,0.15,0.25,

1.5,0.15,2) and generated data for 2000 subjects, with an average of 1325, 655, and 25 subjects in the “none"

(∑mi
j=1 Yi j = 0), “some" (0 < ∑

mi
j=1 Yi j < mi) and “all" (∑mi

j=1 Yi j = mi) strata, respectively, and an average
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outcome prevalence of 14%. We assumed that information on the exposure Xi could only be collected in 500

subjects. We evaluated the performance of the SMLE under the SRS, NSA, and RDS designs: under SRS, we

selected a simple random sample of 500 subjects; under the NSA design we selected 10, 480, and 10 subjects

from the “none", “some" and “all" strata, respectively; under RDS, we selected 500 subjects with the highest

within-subject residual variance Var(ε̂ i) estimated using phase one data.

In the second set of simulations, we generated continuous covariates Zi ∼ N(0,1) and Xi ∼ N(−0.5−ξiZi,1).

We considered ξi ∈ {0,0.2} corresponding to independent and correlated Xi and Zi respectively. We set the

regression coefficients in model (3.15) to (β0,βt ,βx,βz,βxt ,γ) = (−2,0.15,0.50,0.250.15,2) and generated

data for 1,000 subjects, with an average of 655, 330 and 15 subjects in the “none", “some" and “all" strata,

respectively, and an average outcome prevalence of 14%. We assumed that information on the expensive

exposure could only be collected for 200 subjects. We evaluated the performance of the SMLE under the SRS,

NSA and RDS designs. Specifically, under SRS, we selected a simple random sample of 200 subjects; under

the NSA design, we selected 15, 170 and 15 subjects for the “none", “some" and “all" strata, respectively;

and under RDS, we selected 200 subjects with the highest within-subject residual variance Var(ε̂ i) estimated

using phase one data. When approximating G(Xi|Zi) with B-spline sieves, we set q = 1 and sn = 10. We have

also studied approximations of G(Xi|Zi) using sn ∈ {5,15} and/or q = 3. Since the results were essentially

the same to those reported, we do not include them in this chapter.

The results from both sets of simulations studies based on 5,000 replicates are shown in Tables 3.1 and 3.4

(see Appendix B in Section 3.9). The SMLE performed well in all scenarios: it was virtually unbiased; its

variance estimators reflected the true variation of the point estimators; and the coverage probabilities of its

confidence intervals were close to 95%.
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Table 3.1: Simulation results for the SMLE under the SRS, NSA, and RDS designs when Xi and Zi are
correlated. SE, empirical standard error; SEE, empirical mean of the standard error estimator; CP, coverage
probability of the 95% confidence interval.

SRS design NSA design RDS design

Coefficient % Bias SE SEE CP % Bias SE SEE CP % Bias SE SEE CP

Binary Xi and Zi

β0 0.101 0.103 0.101 0.946 0.063 0.094 0.092 0.949 −0.004 0.095 0.093 0.944

βx −4.541 0.265 0.259 0.944 −1.683 0.244 0.240 0.945 −3.752 0.265 0.263 0.947

βt −0.698 0.038 0.037 0.945 −0.250 0.031 0.031 0.948 −0.540 0.031 0.031 0.953

βxt 3.053 0.088 0.085 0.942 1.452 0.060 0.060 0.952 2.122 0.058 0.057 0.947

βz 0.148 0.109 0.109 0.950 0.086 0.110 0.111 0.952 0.173 0.115 0.116 0.954

γ −0.384 0.088 0.089 0.949 −0.408 0.088 0.089 0.949 −0.439 0.089 0.089 0.948

Continuous Xi and Zi

β0 0.503 0.100 0.100 0.948 0.300 0.103 0.100 0.941 0.483 0.109 0.107 0.945

βx 1.444 0.172 0.164 0.935 −0.360 0.138 0.130 0.938 −2.592 0.160 0.156 0.946

βt 0.391 0.037 0.037 0.952 0.595 0.036 0.036 0.953 0.154 0.036 0.036 0.949

βxt 4.378 0.068 0.066 0.940 3.551 0.051 0.050 0.947 3.769 0.048 0.048 0.950

βz −1.465 0.081 0.079 0.943 −2.596 0.077 0.073 0.937 −3.939 0.079 0.076 0.938

γ −0.974 0.144 0.141 0.942 −0.581 0.141 0.138 0.945 −0.328 0.157 0.153 0.943

In Section 3.9, we report results from additional simulations studies evaluating the validity of the SMLE

under an mTLV model that included both short- and long-range dependence terms (Table 3.5). The SMLE

continued to perform well, providing coefficients and standard error estimators that were virtually unbiased,

and confidence interval with appropriate coverage probabilities.

3.5.2 Efficiency of the Designs and Analysis Procedure

We compared the efficiency of the proposed RDS designs and SMLE with existing two-phase ODS designs

and inference procedures for longitudinal binary data. In particular, we compared the SMLE with standard

maximum likelihood (ML) inference using the phase two sample only under the SRS design, and with a

conditional likelihood procedure, ACML, and a full likelihood procedure, MI, under the NSA designs. Addi-

tional details on the ACML and MI can be found in Section 3.8. We generated a longitudinal binary outcome

and correlated binary expensive exposure and and inexpensive covariate in the same manner as the first set of

simulations in Section 3.5.1. We considered two scenarios with different record lengths. In the first scenario,

we generated mi and Ti j as in Section 3.5.1 such that each subject had three to six observations. In the sec-

ond scenario, we increased the cluster size so that each subject had six to 16 observations recorded between

Ti j = 0 and Ti j = 5. Together with the analysis methods we compared SRS, RDS and NSA designs under
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the assumption that information on Xi could be collected for 500 of the 2000 subjects with complete data on

(Y,Z).

In the small cluster size scenario, we selected a sample of 500 subjects for the SRS design. To study RDS

designs, we selected 500 subjects with the highest Var(ε̂ i) (vR[500]), 500 subjects with the highest absolute

value of the mean of the residuals (abs.mR[500]), and 250 and 250 subjects with the highest and lowest mean

of the residuals (mR[250, 250]). For the NSA designs, we randomly selected 500 subjects from the “some"

stratum (NSA[0, 500, 0]) and 10, 480, 10 subjects from the “none", “some" and “all" strata, respectively

(NSA[10, 480, 10]). The choice of NSA[10, 480, 10] was informed by Schildcrout and Heagerty (2011),

which showed that even a small number of subjects selected from the “none" and “all" strata can substan-

tially improve the precision of estimating time-fixed covariates’ coefficients. The optimal NSA design for

estimating time-fixed covariates’ coefficients is not known and it is not obvious how to deduce it using phase

one data alone. We studied several NSA designs that sampled in phase two a majority of subjects from the

“some" stratum and the reminder from the “none" and “all" strata. The results were similar to the setting

presented here are thus not shown.

Figure 3.1 and Table 3.2 show the relative efficiency (RE) of the designs and inference procedures compared

to SRS with the ML (a complete-case analysis). Towards estimating (β0,βt ,βz,γ), the SMLE was much

more efficient than the ML and ACML because the SMLE incorporates information on (Y,Z) for subjects

not selected in phase two. Towards estimating (βx,βxt), the SMLE was also more efficient than the ML and

ACML. For instance, under NSA[0, 500, 0] design, the SMLE improved estimation efficiency over ACML

by 13% (RE 3.029 vs. 2.683) for βxt . When fixing the inference procedure and comparing the RE between

two-phase ODS designs, we found that RDS designs tended to be more efficient than SRS and NSA designs.

In particular:

• Towards estimating βxt using the SMLE, vR[500] was more efficient than NSA[0, 500, 0] with an 8%

(RE 3.267 vs 3.029) efficiency gain.

• Towards estimating βx using the SMLE, abs.mR[500] and mR[250,250] were more efficient than

NSA[10, 480, 10] with a 40% (RE 2.548 vs 1.817) and 39% (RE 2.531 vs 1.817) efficiency gains,

respectively.

• Toward estimating βx + 5βxt , the association between the expensive exposure and outcome at the end

of follow-up, abs.mR[500] and mR[250, 250] led to the highest efficiency gains. Compared to SRS

with the SMLE, efficiency gains for abs.mR[500] and mR[250, 250] were 70% (RE 2.151 vs. 1.262)

and 68% (RE 2.134 vs. 1.262), respectively.
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Figure 3.1: Efficiency of two-phase ODS designs and analysis procedures relative to SRS with the ML for
βx, βxt , and βx +5βxt .

Table 3.2: Efficiency of different two-phase ODS designs and analysis procedures relative to SRS with the
ML across 5,000 replicates for correlated Xi and Zi and small cluster size

Design + Method β0 βx βt βz βxt γ

NSA[0, 500, 0] + ACML 0.730 1.237 2.687 0.686 2.683 1.018

NSA[10, 480, 10] + ACML 0.979 1.581 2.594 0.883 2.707 1.295

SRS[500] + SMLE 3.046 1.275 2.477 2.743 1.403 3.848

NSA[0, 500, 0] + SMLE 3.647 1.497 3.673 2.719 3.029 3.854

NSA[10, 480, 10] + SMLE 3.708 1.817 3.590 2.991 3.015 3.875

vR[500] + SMLE 3.568 1.272 3.683 2.467 3.267 3.765

mR[250, 250] + SMLE 3.578 2.531 3.074 3.409 2.169 4.010

abs.mR[500] + SMLE 3.572 2.548 3.096 3.429 2.195 4.013

Similar to the first scenario, data for the scenario with larger cluster size were generated for 2000 subjects and
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model coefficients were set to (β0,βt ,βz,βxt ,γ) = (−3,0.15,0.25,1.5,0.15,2) so that the outcome prevalence

was 14%, and 900, 1100, and zero subjects were in the “none", “some" and “all" strata, respectively. SRS and

RDS designs were carried out in the same manner as in the small cluster size scenario. For the NSA design,

we randomly selected 500 subjects from the “some" stratum (NSA[0, 500, 0]) or 50 and 450 subjects from

the “none" and “some" strata (NSA[50, 450, 0]), respectively. Complete results on the validity of the designs

and inference procedures are summarized in Section 3.9 (Table 3.6).

Figure 3.1 and Table 3.3 show the RE of the designs and inference procedures compared to SRS with ML.

Towards estimating βx and βxt , the efficiency gains of the SMLE over the ACML and ML were higher than

those observed in the small cluster size scenario. For instance, under the NSA[0, 500, 0] design, the SMLE

improved estimation efficiency of βxt over ACML by 31% (RE 2.180 vs. 1.665). For all other coefficients,

results were similar to those observed in the small cluster size scenario. When fixing the inference procedure

and comparing the RE among designs, it is interesting to note that towards estimating βxt , vR[500] led to

a 38% (RE 3.011 vs. 2.180) efficiency gain when compared to NSA[0, 500, 0]. This is a higher efficiency

gain than than observed in the small cluster size scenario. On the other hand, efficiency gains for βx were

similar to those observed in the small cluster size scenario. Towards estimating βx + 5βxt , RDS designs led

to higher efficiency gains. Compared to SRS with SMLE, efficiency gains for abs.m[500], mR[250, 250] and

vR[500] were 62% (RE 2.557 vs 1.575), 62% (RE 2.554 vs 1.575), and 58% (RE 2.492 vs 1.575), respectively

(Figure 3.1). The similar efficiency gains among the three RDS designs might be explained by the relatively

high correlation between β̂x and β̂xt (see Figures 3.3 and 3.4 in Section 3.9).

Table 3.3: Efficiency of different two-phase ODS designs and analysis procedures relative to SRS with the
ML across 5,000 replicates for correlated Xi and Zi and large cluster size

Design + Method β0 βx βt βz βxt γ

NSA[0, 500, 0] + ACML 0.939 1.370 1.649 0.935 1.665 1.286

NSA[50, 450, 0] + ACML 1.135 1.356 1.527 1.042 1.576 1.347

SRS[500] + SMLE 2.903 1.380 2.642 2.744 1.580 3.722

NSA[0, 500, 0] + SMLE 3.263 1.754 3.109 2.959 2.180 3.725

NSA[50, 450, 0] + SMLE 3.187 1.701 2.998 2.939 2.053 3.759

vR[500] + SMLE 3.514 1.885 3.514 2.882 3.011 3.727

mR[250, 250] + SMLE 3.526 2.611 3.341 3.192 2.534 3.852

abs.mR[500] + SMLE 3.527 2.680 3.383 3.313 2.564 3.851

Finally, in Section 3.9, we compared the efficiency of the SMLE and MI procedures. We focused on the

small cluster size scenario with binary expensive and inexpensive covariates as described in Section 3.5.1.

Since the MI approach of Schildcrout et al. (2015) is only applicable to NSA designs, we performed the
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comparisons under NSA[10, 480, 10]. Towards estimating model coefficients, the SMLE was as efficient as

the MI, i.e., there was virtually no efficiency loss incurred by the nonparametric modelling of the nuisance

parameter G(Xi|Zi).

3.6 The Lung Health Study

We considered 2562 participants in the LHS with at least two observations and implemented a series of two-

phase ODS designs to study genetic associations with poor lung function. Following up with the results of

Hansel et al. (2013), we were interested in estimating the odds ratio of having poor lung function and the

potential differential rate of lung function decline between subjects with and without the T-allele at SNP

rs10761570. We defined the time-varying binary (yes/no) outcome to be “yes" if forced expiratory volume

(FEV1) was less than 70% and FEV1 divided by forced vital capacity (FVC) was less than 0.70 (Bhatt et al.,

2019). This resulted in a 27% outcome prevalence and 1570, 602, and 390 subjects in the “none", “some"

and “all" strata, respectively. We studied the following mTLV model:

logit(µm
i j ) = β0 +βxXi +βtTi j +βxtXiTi j +β

T
z Zi

logit(µc
i j) = ∆i j(Xi,Zi)+ γYi( j−1)+σUi (3.16)

where Ti j ∈ {1, ...,5} denotes the study year j for subject i, Xi is the indicator of the presence of the T-allele

at SNP rs10761570 such that P(Xi = 1) = 0.19, and Zi includes pack-years smoking, number of cigarettes

smoked per day during the year before enrollment in the study, body mass index (BMI) at enrollment, and

the interactions of study year with age, sex, and FEV1 at enrollment.

Our primary interests lie in the inference of the parameters corresponding to the difference in lung function

between those with and without the T-allele at SNP rs10761570 at the first and last visit of the study and the

difference in rate of lung function decline between those with and without the T-allele at SNP rs10761570.

Even though the LHS provided complete genetic data, for illustration we considered a scenario where genetic

information was not available and, due to budget constraints, could only be collected on approximately one

forth of the original cohort. Specifically, we sub-sampled 600 subjects and examined the following combina-

tions of designs and inference approaches: (1) SRS + ML, (2) NSA[90, 420, 90] + ACML, (3) SRS + SMLE,

(4) NSA[90, 420, 90] + SMLE, (5) abs.mR[600] + SMLE, (6) mR[300, 300] + SMLE and (7) vR[600] +

SMLE. When implementing the NSA design we adopted a sampling scheme similar to that in the simulation

study in the small cluster size scenario, where we selected approximately 70% of subjects from the “some"

stratum, and selected the remaining subjects in equal number from the “none" and “all" strata. When con-

ducting the SRS and NSA[90, 420, 90] designs, we repeated the phase two sample selection 200 times and
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reported the average estimated coefficients and standard errors across those replicates. The abs.mR[600],

mR[300, 300], and vR[600] designs are deterministic in nature and thus were carried out only once.

Because several covariates, including BMI, number of cigarettes smoked, pack-years, and baseline FEV1,

might be correlated with SNP rs10761570, it would be challenging to estimate G(Xi|Zi) nonparametrically

with B-spline sieves due to the curse of dimensionality. To address this issue, we first performed a princi-

pal component analysis of these covariates, took the first principal component, denoted by f (Zi), and then

estimated G(Xi| f (Zi)) using a B-spline approximation with sn = 10 and q = 1. Analysis that treated all the

inexpensive covariates as independent of SNP and analysis that used different values for sn and q yielded

similar results. This is due to the fact that SNP rs10761570 is effectively unassociated with the inexpensive

covariates. We note that Tao et al. (2017) also observed in their simulation studies that the SMLE has virtually

no efficiency loss when inexpensive covariates that are independent of expensive exposures are treated as if

they were correlated with expensive exposures.

The results from the full-cohort and two-phase ODS designs are presented in Figure 3.2 and Table 3.8 in

(Section 3.10 in Appendix C). In the full-cohort analysis, there was no evidence of an association between

the presence of at least one copy of the T-allele at SNP rs10761570 and having poor lung function at the first

and last visit of the study. Estimated log-odds ratio were −0.285 (95% confidence interval: −0.612, 0.041) at

the first visit and −0.154 (95% confidence interval: −0.443, 0.136) at the last visit. The odds ratio estimates

under the two-phase designs were concordant with those of the full-cohort analysis.

We observed that uncertainty estimate patterns in the LHS were consistent with simulation studies. Com-

pared to the ML and ACML, the SMLE increased the precision of the coefficients’ estimates. For instance,

the standard error associated with the estimation of βx was 0.429 in SRS + ML and 0.296 in SRS + SMLE.

Regarding design efficiency, the NSA and RDS designs improved the precision of the target parameters rela-

tive to SRS. In particular, mR[300, 300] and abs.m[600] led to the smallest standard errors for the coefficients

associated with time-fixed covariates, whereas vR[600] led to the smallest standard errors for the coefficients

associated with time-varying covariates. Note that since vR[600] sampled 600 out of the 602 subjects in the

“some" stratum, we expect NSA[0, 600, 0] to be essentially identical to vR[600]. Efficiency gains of the

NSA and RDS designs over the SRS can also be observed at the end of the follow-up. The standard errors

associated with the log-odds ratios of having at least one copy of the T-allele versus none at SNP rs10761570

at the end of follow-up were 0.378, 0.305, and 0.205 for SRS + SMLE, NSA[90, 420, 90] + SMLE, and

mR[300, 300] + SMLE, respectively. For regression coefficients of inexpensive covariates, two-phase ODS

designs coupled with the SMLE yielded standard errors similar to those in the full-cohort analysis. This is ex-

pected because the SMLE uses all information about inexpensive covariates that is available in the full-cohort
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analysis.

Figure 3.2: Point estimates and 95% confidence intervals from the analysis of the LHS data. The left panel
shows the difference in rate of lung function between those with and without the T-allele at SNP rs10761570.
The middle and right panels show the differences in lung function between those with and without the T-allele
at SNP rs10761570 at the first and last visit, respectively.

3.7 Discussion

We proposed novel RDS designs for practical settings where information on a longitudinal binary outcome

and covariates are available on all members of a cohort, but additional data on expensive exposures need

to be collected. Compared to the existing two-phase ODS designs, the proposed RDS designs can improve

efficiency of estimating regression coefficients. When interest lies in time-varying exposure coefficients, the

vR[n2] design could be used in lieu of the NSA[0, n2, 0] design. In particular, the vR[n2] design can be re-

garded as a “refinement" to the optimal NSA design for time-varying covariates when we do not have enough

resources to sample everyone from the informative “some" stratum: in this situation, the optimal NSA design

will randomly select n2 subjects from the “some" stratum, while the proposed design will select subjects with

the highest Var(ε̂ i), most of whom belong to the “some" stratum. In our simulations, the vR[n2] design led
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to the highest efficiency gain in the large cluster size scenario where we could only sample approximately

55% of the subjects in the “some" stratum. When interest lies in time-fixed exposure coefficients, the mR[n2l ,

n2h] and abs.mR[n2] designs are more efficient than all of the NSA designs considered here. While we are

not sure whether the mR[n2l , n2h] and abs.mR[n2] designs are more efficient than all NSA designs, finding

the optimal design for estimating coefficients associated with time-fixed covariates is analytically intractable

and empirically cumbersome. Thus, we believe that the proposed mR[n2l , n2h] and abs.mR[n2] designs can

be more attractive than the existing NSA designs in practice. We note, however, that RDS designs can only

be conducted when both outcome and inexpensive covariates are available for analysis at the study planning

stage, which is not always the case. When only outcome data are available at the study planning stage, NSA

designs are recommended.

Together with the designs, we proposed an inference procedure that extends the work of Tao et al. (2017) to

binary longitudinal data. The SMLE approach is highly versatile in that it can handle continuous and binary

expensive and inexpensive covariates and allows these covariates to be correlated with each other. It does not

make any assumption on G(Xi|Zi) and it is more robust to model misspecification than the fully-parametric

MI approach of Schildcrout et al. (2015). Our simulation study comparing the SMLE and MI approaches

when the imputation model in the MI was correctly specified showed that the non-parametric modelling of

G(Xi|Zi) in the SMLE did not incur efficiency loss. We implemented the designs and analysis methods

discussed in this paper in the R package dames.

Even though the SMLE does not make any assumption on G(Xi|Zi), it requires the analyst to choose the

size sn and degree q of the B-spline basis used for the approximation of G(Xi|Zi). In practice, the analyst

could choose (sn,q) in a data-adaptive manner using K-fold cross validation: for a fixed (sn,q), one evaluates

the observed data log-likelihood in equation (3.7) in the kth fold (k = 1, ...,K) using the estimates obtained

in the other (K − 1) folds. The optimal (sn,q) is the one that maximizes the average out-of-folds predicted

log-likelihood. In our simulation studies and in the LHS sample, the results were not sensitive to the choice

of (sn,q).

We have focused on two-phase ODS designs and inference procedures for a longitudinal binary outcome with

an mTLV model. In the future, we plan to extend these designs and inference procedures to accommodate

ordinal longitudinal outcomes and explore how model misspecification impacts the designs and inference

procedures.
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3.8 Appendix A: Ascertainment Corrected Maximum Likelihood and Multiple Imputation

In Section 3.5, the efficiency of SMLE is compared to the ACML (Schildcrout and Heagerty, 2008) and MI

approaches (Schildcrout et al., 2015). We briefly review these two approaches here.

3.8.1 Ascertainment Corrected Maximum Likelihood

When an NSA design is used to select subjects for phase two exposure ascertainment, Schildcrout and Hea-

gerty (2008) proposed to estimate the parameters θ by maximizing a log-likelihood that explicitly conditions

on being sampled for phase two exposure ascertainment. Without losing generality, we reorder the data

such that the first n2 subjects in the cohort are selected in phase two. The ACML approach maximizes the

conditional log-likelihood

n2

∑
i=1

P(Yi|Si = 1,Xi,Zi;θ) =
n2

∑
i=1

log
{

P(Si = 1|Yi,Xi,Zi)P(Yi|Xi,Zi;θ)

P(Si = 1|Xi,Zi;θ)

}
(3.17)

through the Newton-Raphson algorithm.

3.8.2 Multiple Imputation

The MI approach of Schildcrout et al. (2015) imputes the missing expensive exposures for subjects not

selected in phase two by sampling from the conditional exposure distribution for the unsampled subjects

P(Xi|Yi,Zi,Si = 0). In particular, the approach defines P(Xi|Yi,Zi,Si = 0) by coupling the ACML approach

with a marginal exposure model for the expensive covariate Xi given the inexpensive covariates Zi. For a

binary expensive exposure Xi, the imputation model is written as

P(Xi = 1|Zi,Yi,Si = 0)
P(Xi = 0|Zi,Yi,Si = 0)

=
P(Yi|Xi = 1,Zi,Si = 1)
P(Yi|Xi = 0,Zi,Si = 1)

× P(Xi = 1|Zi,Si = 1)
P(Xi = 0|Zi,Si = 1)

=

{
P(Yi|Xi = 1,Zi,Si = 1)
P(Yi|Xi = 0,Zi,Si = 1)

× P(Si = 1|Xi = 1,Zi)

P(Si = 1|Xi = 0,Zi)

}
× P(Xi = 1|Zi)

P(Xi = 0|Zi)
, (3.18)

where the first equality holds because Xi is missing at random in a two-phase ODS design. Assuming a

logistic regression model for P(Xi|Zi), the imputation model for Xi becomes an offsetted logistic regression

model of Xi|Zi, where the offset term encloses in the curly braces in equation 3.18 can be calculated using

the ACML approach.

The steps used in the MI approach are as follows:

1. On sampled subjects, maximize the ACML to obtained estimates of θ̂ and Ĉov(θ̂)

2. For m = 1, ...,M draw θ
(m) ∼ N

(
θ̂ , Ĉov(θ̂)

)
and calculate
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(2a) P(Yi|Xi = 1,Zi,Si = 1;θ
(m))/P(Yi|Xi = 0,Zi,Si = 1;θ

(m))

(2b) log
{

P(Si = 1|Xi = 1,Zi;θ
(m))/P(Si = 1|Xi = 0,Zi;θ

(m))
}

3. On sampled subjects, fit an offsetted logistic regression model of Xi on Zi where to offset is given by

step (2b). Estimate the parameters η from the model, sample η(m) ∼ N
(

η̂ , Ĉov(η̂)
)

and calculate

(3a) P(Xi = 1|Zi,Yi,Si = 1/P(Xi = 0|Zi,Yi,Si = 1)

4. For unsampled subject, multiply the results from steps (2a) and (3a) to calculate the conditional expo-

sure model in equation (3.18) and draw imputed values Xi from this model

5. Conduct standard maximum likelihood analysis on the response model using the complete dataset

6. Combine the results of the M iterations of steps (2) to (5) using Rubin’s rule (Rubin, 1976).

3.9 Appendix B: Additional Simulation Studies

Validity of the SMLE Under the Scenarios in Section 3.5.1

Table 3.4: Simulation results for the validity SMLE under the SRS, NSA, and RDS designs when Xi and Zi
are independent. The simulation setting is explained in Section 3.5.1. SE, empirical standard error; SEE,
empirical mean of the standard error estimator; CP, coverage probability of the 95% confidence interval.

SRS design NSA design RDS design

Coefficient % Bias SE SEE CP % Bias SE SEE CP % Bias SE SEE CP

Binary Xi and Zi

β0 0.171 0.110 0.107 0.945 0.068 0.098 0.098 0.947 0.036 0.101 0.099 0.946

βx −3.987 0.306 0.291 0.938 −2.420 0.246 0.246 0.951 −2.720 0.256 0.258 0.951

βt −0.016 0.037 0.036 0.938 −0.181 0.029 0.029 0.945 −0.235 0.029 0.029 0.948

βxt 1.032 0.109 0.102 0.937 1.100 0.065 0.066 0.949 0.924 0.065 0.064 0.944

βz 0.256 0.085 0.085 0.954 0.218 0.084 0.084 0.955 0.223 0.084 0.084 0.955

γ −0.367 0.088 0.088 0.947 −0.343 0.088 0.088 0.946 −0.348 0.088 0.088 0.947

Continuous Xi and Zi

β0 0.542 0.100 0.100 0.948 0.268 0.102 0.095 0.930 0.333 0.109 0.104 0.932

βx 0.234 0.171 0.170 0.948 −0.071 0.137 0.130 0.938 −2.166 0.157 0.149 0.928

βt 0.615 0.037 0.040 0.963 0.663 0.036 0.037 0.958 0.303 0.036 0.037 0.956

βxt 3.952 0.070 0.070 0.950 2.923 0.051 0.051 0.953 2.810 0.049 0.050 0.951

βz 0.442 0.065 0.065 0.952 0.285 0.063 0.063 0.950 0.099 0.063 0.063 0.950

γ −0.715 0.142 0.142 0.948 −0.553 0.140 0.134 0.940 −0.414 0.156 0.143 0.934

Validity of the SMLE for an mTLV Model with a Transition Term and a Latent Term

To assess the validity of the SMLE when non-zero short- and long-term dependence terms are included in an
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mTLV model, we generated data from

logit
(
µ

m
i j
)
= β0 +βtTi j +βxXi +βzZi +βxtXiTi j,

logit
(
µ

c
i j
)
= ∆i j + γYi( j−1)+σUi. (3.19)

We generated Ui from a standard normal distribution. The other simulation setups were the same as those in

Section 3.5 for binary Xi and Zi. True coefficient value were fixed to (β0,βt ,βx,βz,βxt ,γ,σ) = (−2.45,0.15,

0.25,0.15,2,1). Consequently, there were 1,290, 695, and 15 subjects in the “none", “some", and “all" strata,

with a 14% outcome prevalence on average. The results are shown in Table 3.5. The SMLE performed well

in all scenarios: it was virtually unbiased; its variance estimators reflected the true variations of the point

estimates; and the coverage probabilities of its confidence intervals were close to 95%.

Table 3.5: Simulation results for the SMLE for a mTLV model with a transition term and a latent term. SE,
empirical standard error; SEE, empirical mean of the standard error estimator; CP, coverage probability of
the 95% confidence interval.

Independent Xi and Zi Correlated Xi and Zi

β0 βx βt βz βxt γ σ β0 βx βt βz βxt γ σ

SRS + SMLE

% Bias 0.026 −3.303 −0.349 −0.752 0.789 −0.186 −0.251 0.023 −2.817 −0.385 −0.849 1.204 −0.142 −0.284

SE 0.085 0.241 0.030 0.081 0.083 0.068 0.053 0.075 0.236 0.028 0.109 0.069 0.068 0.053

SEE 0.084 0.237 0.029 0.087 0.081 0.067 0.053 0.074 0.234 0.027 0.109 0.068 0.067 0.052

CP 0.945 0.949 0.945 0.947 0.943 0.947 0.948 0.951 0.952 0.949 0.949 0.942 0.947 0.947

NSA[0, 500, 0] + SMLE

% Bias −0.073 −3.182 −0.248 −0.861 0.581 −0.132 −0.289 −0.026 −2.864 −0.200 0.355 0.557 −0.112 −0.303

SE 0.080 0.222 0.026 0.081 0.062 0.068 0.053 0.072 0.231 0.025 0.110 0.057 0.068 0.053

SEE 0.080 0.228 0.025 0.081 0.061 0.067 0.052 0.071 0.231 0.025 0.108 0.056 0.067 0.052

CP 0.953 0.957 0.947 0.946 0.950 0.949 0.947 0.952 0.946 0.942 0.947 0.946 0.945 0.945

vR[500] + SMLE

% Bias −0.241 −5.324 −0.565 −0.790 1.523 −0.118 −0.387 −0.142 −5.499 −9.388 2.121 1.013 −0.096 −0.403

SE 0.084 0.258 0.024 0.081 0.052 0.068 0.054 0.072 0.270 0.024 0.119 0.050 0.068 0.054

SEE 0.084 0.257 0.024 0.081 0.052 0.067 0.053 0.072 0.269 0.024 0.118 0.050 0.067 0.053

CP 0.951 0.945 0.945 0.947 0.947 0.946 0.945 0.952 0.945 0.946 0.951 0.947 0.946 0.943
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Validity of the Inference Procedures Under the Scenarios in Section 3.5.2

Table 3.6: Simulation results for the SMLE, ML, and ACML approaches under various two-phase ODS
designs. SE, empirical standard error; SEE, empirical mean of the standard error estimator; CP, coverage
probability of the 95% confidence interval.

Small Cluster Size Large Cluster Size

β0 βx βt βz βxt γ β0 βx βt βz βxt γ

SRS[500] + ML SRS[500] + ML

% Bias 0.384 −4.280 −0.421 0.463 3.047 −0.554 0.086 −3.335 −0.188 0.051 1.139 −0.214

SE 0.179 0.299 0.059 0.181 0.104 0.172 0.130 0.224 0.051 0.126 0.091 0.104

SEE 0.176 0.294 0.059 0.182 0.102 0.173 0.129 0.224 0.050 0.125 0.090 0.104

CP 0.946 0.947 0.947 0.952 0.949 0.952 0.952 0.952 0.949 0.948 0.949 0.946

NSA[0, 500, 0] + ACML NSA[0, 500, 0] + AMCL

% Bias 0.666 1.013 −0.343 0.761 1.088 0.161 0.136 −0.479 −0.294 0.016 0.832 −0.240

SE 0.209 0.269 0.036 0.219 0.064 0.171 0.134 0.191 0.039 0.130 0.070 0.092

SEE 0.210 0.268 0.036 0.221 0.063 0.172 0.133 0.191 0.039 0.130 0.070 0.091

CP 0.951 0.952 0.950 0.953 0.953 0.949 0.948 0.952 0.947 0.952 0.947 0.948

NSA[10, 480, 10] + ACML NSA[50, 450, 0] + AMCL

% Bias 0.316 −1.960 −0.226 0.061 1.968 −0.112 0.026 −3.501 −0.153 −0.073 1.840 −0.362

SE 0.181 0.238 0.037 0.193 0.063 0.152 0.122 0.192 0.041 0.123 0.072 0.090

SEE 0.183 0.239 0.036 0.195 0.063 0.154 0.121 0.194 0.041 0.122 0.073 0.090

CP 0.948 0.952 0.947 0.951 0.948 0.953 0.945 0.953 0.949 0.949 0.954 0.951

SRS[500] + SMLE SRS[500] + SMLE

% Bias 0.101 −4.541 −0.698 0.148 3.053 −0.384 0.015 −3.335 −0.188 0.051 1.139 −0.214

SE 0.103 0.265 0.038 0.109 0.088 0.088 0.076 0.191 0.031 0.076 0.072 0.054

SEE 0.101 0.259 0.037 0.109 0.085 0.089 0.074 0.188 0.030 0.075 0.071 0.053

CP 0.946 0.944 0.945 0.950 0.942 0.950 0.945 0.946 0.945 0.949 0.945 0.944

NSA[0, 500, 0] + SMLE NSA[0, 500, 0] + SMLE

% Bias 0.063 −1.683 −0.250 0.086 1.425 −0.408 0.015 −0.784 −0.085 −0.068 0.442 −0.210

SE 0.094 0.244 0.031 0.110 0.60 0.088 0.072 0.169 0.029 0.083 0.061 0.054

SEE 0.092 0.240 0.031 0.111 0.059 0.089 0.071 0.169 0.028 0.072 0.061 0.053

CP 0.949 0.945 0.948 0.952 0.952 0.949 0.943 0.952 0.947 0.952 0.947 0.948

NSA[10, 480, 10] + SMLE NSA[50, 450, 0] + SMLE

% Bias 0.044 −2.628 −0.474 0.149 1.948 −0.358 −0.012 −2.814 −0.287 0.007 1.170 −0.196

SE 0.093 0.222 0.031 0.105 0.060 0.088 0.073 0.172 0.029 0.074 0.063 0.054

SEE 0.092 0.220 0.031 0.106 0.060 0.088 0.071 0.172 0.029 0.073 0.061 0.053

CP 0.945 0.948 0.950 0.951 0.950 0.949 0.943 0.951 0.949 0.945 0.947 0.945

mR[250, 250] + SMLE mR[250, 250] + SMLE

% Bias 0.063 −0.869 −0.487 −0.048 1.206 −0.268 −0.001 −0.104 −0.051 −0.164 0.478 −0.172

SE 0.095 0.188 0.034 0.098 0.071 0.086 0.069 0.139 0.028 0.071 0.057 0.053

SEE 0.093 0.198 0.034 0.101 0.071 0.086 0.068 0.141 0.027 0.070 0.057 0.052

CP 0.943 0.960 0.952 0.957 0.951 0.947 0.948 0.953 0.951 0.944 0.950 0.943

abs.mR[500] + SMLE abs.mR[500] + SMLE

% Bias 0.051 −1.226 −0.596 −0.050 1.53 −0.266 −0.002 −0.138 −0.072 −0.160 0.501 −0.172

SE 0.095 0.187 0.034 0.098 0.070 0.086 0.069 0.137 0.028 0.069 0.057 0.053

SEE 0.093 0.196 0.033 0.100 0.071 0.086 0.068 0.139 0.027 0.069 0.056 0.052

CP 0.943 0.956 0.949 0.954 0.955 0.948 0.947 0.955 0.953 0.947 0.951 0.942

vR[500] + SMLE vR[500] + SMLE

% Bias −0.004 −3.752 −0.540 0.173 2.122 −0.439 −0.021 −0.739 0.017 −0.051 −0.091 −0.184

SE 0.095 0.265 0.031 0.115 0.058 0.089 0.069 0.163 0.027 0.074 0.052 0.054

SEE 0.093 0.263 0.031 0.116 0.057 0.089 0.067 0.165 0.026 0.074 0.052 0.053

CP 0.944 0.947 0.953 0.952 0.947 0.948 0.946 0.952 0.944 0.948 0.948 0.945
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Figure 3.3: Scatter plot of β̂x and β̂xt in the small cluster size scenario in Section 3.5.2.

Figure 3.4: Scatter-plot of β̂x and β̂xt in the large cluster size scenario in Section 3.5.2.
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Relative Efficiency of the SMLE to the MI

We evaluated the relative efficiency of the SMLE to the MI when the imputation model in the MI approach

is correctly specified. We simulated data in the same manner as in Section 3.5.1 for correlated binary Xi and

Zi. Since the MI approach of Schildcrout et al. (2015) is applicable to NSA designs only, we compared the

MI and SMLE under the NSA[10, 480, 10] design. Table 3.7 summarizes the empirical standard errors of

the SMLE and MI estimators across 5,000 replicates. Towards estimating model coefficients, SMLE was as

efficient as the MI. There was virtually no efficiency loss incurred by the nonparametric modelling of the

nuisance parameters G(Xi|Zi).

Table 3.7: Empirical standard errors of the MI and SMLE estimators. M, number of imputed datasets used in
the MI approach.

MI SMLE

M = 5 M = 10 M = 50

β0 0.093 0.093 0.092 0.093

βx 0.235 0.230 0.226 0.222

βt 0.031 0.031 0.031 0.031

βz 0.108 0.106 0.107 0.105

βxt 0.062 0.061 0.060 0.060

γ 0.088 0.088 0.088 0.088
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3.10 Appendix C: Complete Results from the Lung Health Study

Table 3.8: Coefficient estimates, with standard error estimates in parentheses, from the analysis of LHS. FC,
full cohort. ML, maximum likelihood. ACML, ascertainment corrected maximum likelihood. SMLE, sieve
maximum likelihood estimator.

Full cohort SRS NSA[90, 420, 90] mR[300, 300] abs.mR[600] vR[600]

ML ML SMLE ACML SMLE SMLE SMLE SMLE

Intercept
−4.245
(0.266)

−4.282
(0.558)

−4.282
(0.270)

−3.840
(0.455)

−4.294
(0.273)

−4.264
(0.274)

−4.258
(0.280)

−4.301
(0.274)

≥ 1 T allele at SNP rs 10761570 (vs no T allele)
−0.318
(0.203)

−0.361
(0.429)

−0.279
(0.296)

−0.230
(0.321)

−0.245
(0.284)

−0.387
(0.250)

−0.414
(0.251)

−0.204
(0.301)

Visit
0.520

(0.050)
0.527

(0.105)
0.532

(0.053)
0.524

(0.067)
0.527

(0.051)
0.524

(0.051)
0.525

(0.052)
0.526

(0.050)

≥ 1 T allele t SNP rs 10761570 × Visit
0.033

(0.049)
0.033

(0.104)
0.024

(0.099)
0.053

(0.065)
0.045

(0.064)
0.051

(0.072)
0.051

(0.073)
0.056

(0.058)

BMI (per 5 kg/m2 )
−0.150
(0.060)

−0.137
(0.129)

−0.154
(0.060)

−0.227
(0.122)

−0.155
(0.061)

−0.155
(0.062)

−0.159
(0.062)

−0.155
(0.061)

Age (per 10-year change)
0.407

(0.124)
0.411

(0.260)
0.383

(0.124)
0.347

(0.202)
0.387

(0.127)
0.389

(0.126)
0.385

(0.128)
0.387

(0.127)

Pack-year (per 20-pack-year change)
0.028

(0.062)
0.027

(0.129)
0.025

(0.061)
0.093

(0.122)
0.025

(0.060)
0.024

(0.061)
0.028

(0.061)
0.024

(0.061)

Cigarettes (per 10-cigarette change)
0.122

(0.038)
0.122

(0.080)
0.126

(0.038)
0.014

(0.076)
0.127

(0.039)
0.127

(0.040)
0.125

(0.040)
0.127

(0.039)

Female (vs Male)
0.064

(0.159)
0.114

(0.333)
0.063

(0.159)
0.144

(0.252)
0.066

(0.161)
0.076

(0.161)
0.084

(0.163)
0.063

(0.163)

Baseline FEV1 (per 1-SD change)
−2.800
(0.121)

−2.815
(0.255)

−2.829
(0.119)

−2.806
(0.173)

−2.824
(0.119)

−2.821
(0.117)

−2.821
(0.117)

−2.824
(0.118)

Female × Visit
0.082

(0.038)
0.072

(0.079)
0.084

(0.038)
0.085

(0.050)
0.083

(0.038)
0.082

(0.038)
0.081

(0.038)
0.083

(0.039)

Age × Visit
−0.057
(0.028)

−0.059
(0.059)

−0.057
(0.029)

−0.065
(0.037)

−0.058
(0.029)

−0.058
(0.028)

−0.057
(0.028)

−0.059
(0.028)

Baseline FEV1 × Visit
0.128

(0.029)
0.123

(0.062)
0.129

(0.028)
0.131

(0.038)
0.130

(0.028)
0.130

(0.027)
0.131

(0.027)
0.130

(0.027)

γ

0.575
(0.164)

0.534
(0.343)

0.622
(0.157)

0.561
(0.198)

0.572
(0.157)

0.629
(0.157)

0.625
(0.157)

0.631
(0.157)

log(σ)

0.936
(0.062)

0.931
(0.121)

0.899
(0.058)

0.941
(0.094)

0.896
(0.057)

0.900
(0.057)

0.900
(0.057)

0.896
(0.057)
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CHAPTER 4

Design and Analysis Methods for Efficient Studies: the dames R Package

4.1 Introduction

Electronic health records (EHRs), cohort studies and clinical trials have been generating high-quality data

to improve our understanding of determinants of health for decades. Even though the amount of available

data in medical research has been increasing in recent years, researchers are frequently interested in novel

biomarker exposures that are unavailable and expensive to collect. For instance, researchers in clinical trials

routinely collect blood samples at recruitment and analyze them at a later time. If the analysis of stored blood

samples is prohibitively expensive, exposure information can only be collected on a subset of the patients

initially recruited in the trial.

Two-phase outcome dependent sampling (ODS) designs (White, 1982) are a pragmatic solution that allow

researchers to use available data in order to target informative individuals for whom the expensive exposure

will be collected. Briefly, in a two-phase ODS design, an outcome and a set of inexpensive confounders are

observed for all subjects in phase one (e.g., the initial clinical trial), then, based on the available information,

a subset of subjects is chosen for a phase two. The expensive exposure (e.g., a biomarker from the analysis

of the stored blood samples) is measured only on the subjects selected for phase two. Multiple authors have

shown how two-phase ODS designs can improve efficiency compared to simple random sampling designs

of the same size (Breslow and Chatterjee, 1999; Lawless et al., 1999; Zhou et al., 2002; Chatterjee et al.,

2003; Weaver and Zhou, 2005; Schildcrout and Heagerty, 2008; Schildcrout et al., 2013; Tao et al., 2017,

2020).

In this chapter, we look at a scenario where researchers are interested in understanding the relationship be-

tween a readily available longitudinal binary outcome and a novel expensive-to-collect exposure. In partic-

ular, we show how the dames package can be used to set-up a two-phase ODS design and/or analyze data

coming from such design. The package aims to create a unique framework for all two-phase ODS designs

and methods for longitudinal binary outcomes that have been published across the literature in the last decade

(Schildcrout and Heagerty, 2008; Schildcrout et al., 2018; Di Gravio et al., 2023).

4.1.1 Notation

Before introducing the functions implemented in the package, we summarize the relevant notation used

throughout this chapter. Note that the arguments’ name in many of the dames functions refers to the notation
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described in Table 4.1.

Table 4.1: Notation used in the dames package

Symbol Description

N Number of subjects in the phase one cohort

n Number of subjects sampled for phase two exposure ascertainment

mi Number of observations for the ith subject

pz Number of inexpensive confounders available on everyone

Yi ≡ (Yi1, ...,Y1mi)
T mi-vector of binary response data for the ith subject

Xi Expensive exposure for the ith subject

Zi ≡ (Zi1, ...,Z1mi)
T mi × pz matrix of inexpensive confounders for the ith subject

Si Indicator for subject i being selected in phase two

θ Vector of parameters of interest

4.1.2 The Marginalized Transition and Latent Variable Model

The methods implemented in the dames package estimate the association between outcome and exposures

using the marginalized transition and latent variable model (mTLV) described in Schildcrout and Heagerty

(2007). Briefly, an mTLV model is defined by two equations: the marginal mean model

logit(µm
i j ) = logit{E[Yi|Xi,Zi]}= β0 +β

T
x Xi +β

T
z Zi, (4.1)

which describes the marginal relationship between response and covariates, and the conditional mean, or

dependence model,

logit(µc
i j) = logit{E[Yi|Xi,Zi,Yi( j−1),Ui]}= ∆i j(Xi,Zi)+ γ(Xi,Zi)Yi( j−1)+σ(Xi,Zi)Ui, (4.2)

which describes the within-subject relationship among responses. The conditional mean model captures both

short-range dependence using a transition term Yi( j−1), and long-range dependence using a random intercept

Ui. The parameters in the conditional mean model, γ ≡ γ(Xi,Zi) and σ ≡ σ(Xi,Zi), can depend upon the

expensive exposure and the inexpensive confounders included in the marginal mean model. The intercept

∆i j(Xi,Zi) is an implicit function of the covariates that renders the marginal and conditional mean models

coherent by guaranteeing that the marginal mean is, in fact, a marginalization of the conditional mean over

(Yi( j−1),Ui). In formula, ∆(Xi,Zi) is such that µm
i j = EYi( j−1),Ui{E(µc

i j)}.
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Let θ = (β0,β x,β z,γ,σ) denote the regression coefficients in the marginal and conditional mean models, the

density function corresponding to the ith subject is given by

P(Yi|Zi,Xi;θ) =
∫ {

mi

∏
j=1

(µc
i j)

Yi( j−1)(1−µ
c
i j)

(1−Yi( j−1))

}
φ(ui)dui (4.3)

where φ(·) is the standard normal density function. When the expensive exposure is ascertained for all N

subjects in the phase one cohort, inference on θ can be made by maximizing the log-likelihood: l(θ) =

∑
N
i=1 logP(Yi|Zi,Xi;θ). Note that, in practice, to maximize the log-likelihood in equation (4.3) one needs to

iterate between two steps:

1. Compute ∆i j(Xi,Zi) for all subjects i at all times j.

2. Maximize l(θ) using the Newton-Raphson algorithm.

The mTLV model implemented in dames can be seen as a likelihood extension of the generalized estimat-

ing equation (GEE) procedure (Liang and Zeger, 1986). Like a GEE model, an mTLV model separates the

marginal from the conditional mean and, thus, the functional form of the latter does not impact the inter-

pretation of the marginal mean model parameters. Moreover, similar to GEEs, mTLV models are robust to

misspecification of the dependence structure such that one can use an incorrect formulation for the conditional

mean model and still obtain valid estimates of the marginal mean model parameters. However, differently

from GEEs, mTLV models exploit an objective likelihood function allowing users to easily perform model

selection and/or display uncertainty associated with parameters estimates (Diggle et al., 2013; Schildcrout

and Heagerty, 2007).

4.2 The Designs

Two-phase ODS designs for longitudinal binary outcomes can be viewed as extensions of the case-control

design where sampling is based on a summary of the observed outcome vector and inexpensive confounders.

Like in a case-control study, two-phase ODS designs for a longitudinal binary outcomes increase the precision

of model’s parameters by increasing observed response and exposure variation. However, differently from

the case-control design, when the outcome is longitudinal one needs to distinguish between two sources

of variation: within-subject variation (i.e., how the outcome changes for a subject throughout the study)

and the between-subject variation (i.e., how the outcome changes across different subjects). If inference

on coefficients associated with time-fixed covariates is of interest, then two-phase ODS designs should be

set-up so that the between-subject variation is increased. On the other hand, if inference on coefficients

associated with time-varying covariates is of interest, then one should aim to increase the within-subject
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variation.

The dames package allows users to set up two-phase ODS designs that are able to maximize within-subject

variability, between-subject variability or a combination of both. In particular, the package includes the none-

some-all (NSA) design introduced by Schildcrout and Heagerty (2008, 2011), and the residual dependent

sampling (RDS) design introduced by Di Gravio et al. (2023). In this section we review both classes of

designs, and provide guidelines on when and how each design should be implemented.

4.2.1 None-Some-All (NSA) Designs

The none-some-all (NSA) design (Schildcrout and Heagerty, 2008, 2011) identifies informative individuals

based on a summary of the longitudinal binary outcome observed for all subjects in phase one. The design

can be set-up in three steps:

1. For each subject i, sum the values of their observed outcome across follow-up times Ri = ∑
mi
j=1 Yi j.

2. Group the phase one cohort subjects in three strata based on whether they never experienced the out-

come (“none" stratum, Ri = 0), they experienced the outcome at some point but not always (“some"

stratum, 0 < Ri < mi), or they always experienced the outcome (“all" stratum, Ri = mi) during their

follow-up time.

3. Sample informative individuals for phase two by assigning sampling probabilities based on stratum

membership.

The sampling probabilities in step 3) should be assigned based on the inferential target of interest. Let π(0),

π(1) and π(2) be the probabilities of being sampled for phase two from the “none", “some" and “all" strata,

respectively, then:

• if interest lies in the estimation of coefficients associated with time-varying covariates, the most effi-

cient NSA design is the “some only" design in which π(0) = π(2) = 0 and π(1) = 1.

• If interest lies in the estimation of coefficients associated with time-fixed covariates, or a combination

of time-fixed and time-varying covariates, all of π(0), π(1) and π(2) need to be non-zero. However,

the optimal trio of sampling probabilities (π(0), π(1), π(2)) is not known and will depend on the data.

NSA designs are simple to implement and do not require the availability of inexpensive confounders at the

study planning stage. Thus, NSA designs are appealing in scenarios where researchers need to set-up a two-

phase ODS study without having access to the covariates that will be included in the final analysis.
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4.2.2 Residuals-Dependent Sampling (RDS) Designs

Residual-dependent sampling (RDS) designs (Di Gravio et al., 2023) identify informative individuals based

on the longitudinal binary outcome and inexpensive confounders observed for all subjects in phase one.

Similar to the NSA designs, RDS designs are set-up in three steps:

1. Fit an mTLV model using phase one data only:

logit(µm∗
i j ) = β

∗
0 +β

T
z Zi (4.4)

logit(µc∗
i j ) = ∆

∗(Zi)+ γ
∗Yi( j−1)+σ

∗Ui.

2. Use the coefficients estimated in step 1) to compute the predicted outcome µ̂m∗
i j , for each subject i at

time j, and calculate the residuals ε̂i j = Yi j − µ̂m∗
i j .

3. Select informative individuals based on a subject-specific summary of the residuals computed in step

2).

Like for the NSA designs, the choice of subject-specific summary in step 3) depends on the inferential target.

Di Gravio et al. (2023) introduced three RDS designs for different inferential targets. The first two designs

aim to increase between-subject variability and should be used if interest lies in the estimation of time-fixed

exposure coefficients. In particular, these designs sample subjects with extreme values of the residuals’ mean,

M(ε̂), or of the absolute value of the residuals’ mean, |M(ε̂)|. The third design samples for phase two exposure

ascertainment only those subjects with extreme values of the residuals’ variance, V(ε̂). This last design aims

to increase within-subject variability and should be used if interest lies in the estimation of time-varying

exposure coefficients.

Differently from the NSA designs, RDS designs require more information at the study planning stage. To

be able to implement an RDS design, researchers need to have access to data on outcome and inexpen-

sive confounders. However, if data availability is not an issue RDS designs might be the preferred choice

when:

• researchers want to implement the optimal “some only" design, but do not have the economic means

to sample everyone from the “some" stratum. In this setting, the RDS design that samples based on

extreme values of V(ε̂) is a refinement of the “some only" design (Di Gravio et al., 2023).

• There is a strong correlation between the longitudinal outcome and the inexpensive confounders. Sun

et al. (2017) and Di Gravio et al. (2022) showed that the performance of a two-phase ODS design that

samples based on a summary of the outcome only (like the NSA design) deteriorates with increased
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association between inexpensive confounders and outcome, whereas the performance of designs that

select informative individuals based on both outcome and covariates remains stable.

4.3 The Estimation Procedures

When subjects are sampled for exposure ascertainment using a two-phase ODS design, methods for parame-

ters estimation need to account for the biased nature of the sample (Holt et al., 1980; Lawless et al., 1999; Lin

et al., 2013). In this section, we introduce the five estimation methods implemented in the dames package

and describe their advantages and disadvantages. We classify the methods in two broad categories based on

the amount of information they use to estimate the parameters of interest.

4.3.1 Complete-Case Analyses

Complete-case analysis methods calculate the parameters of interest θ by including in the estimation proce-

dure the subjects selected in phase two with data on outcome, inexpensive confounders and expensive expo-

sure. A popular complete-case analysis method is the weighted likelihood estimator (WEE) (Cai et al., 2001).

To estimate the parameters θ , the WEE approach considers the n subjects selected in phase two and weights

their contribution to the likelihood function by the inverse of their selection probability π(Si = 1|Yi,Zi). In

practice, the WEE estimator is based on the weighted log-likelihood:

logLw(θ) =
n

∑
i=1

1
π(Si = 1|Yi,Zi)

logP(Yi|Xi,Zi;θ) (4.5)

and estimates θ̂ by solving:

Uw(θ) =
n

∑
i=1

1
π(Si = 1|Yi,Zi)

∂

∂θ
logP(Yi|Xi,Zi;θ) = 0. (4.6)

The covariance matrix of θ is estimated using the sandwich estimator as A−1B(A−1)T where A = E{Uw(θ)
T}

and B = E{Uw(θ)Uw(θ)
T}. Note that the sampling weights π(Si = 1|Yi,Zi) in equation (4.5) are known a

priori as they are set-up in the design stage of a two-phase ODS study. The WEE requires all subjects in the

phase one cohort to have a non-zero probability of being selected for phase two. Moreover, when some of

the phase one cohort subjects have a small but non-zero probability of being selected for phase two, the WEE

leads to efficiency losses due to extreme sampling weights, π(Si = 1|Yi,Zi).

The ascertainment corrected maximum likelihood estimator (ACML) is a complete-case analysis method that

can be used as an alternative to the WEE approach, and estimates the parameters of interest by explicitly

conditioning on being sampled for phase two exposure ascertainment. Specifically, the ACML estimates θ
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by maximizing the conditional log-likelihood:

logLa(θ) =
n

∑
i=1

logP(Yi|Xi,Zi,Si = 1;θ) =
n

∑
i=1

log
π(Si = 1|Yi,Zi)P(Yi|Xi,Zi;θ)

P(Si = 1|Xi,Zi)
(4.7)

∝

n

∑
i=1

{logP(Yi|Xi,Zi;θ)− logP(Si = 1|Xi,Zi)},

where P(Si = 1|Xi,Zi) is the correction factor that accounts for the biased sampling scheme. For NSA designs,

Schildcrout and Heagerty (2008) showed that the correction factor can be written as

2

∑
v=0

P(Si = 1,Vi = v|Zi,Xi) =
2

∑
v=0

π(v)P(Xi = v|Zi,Xi) (4.8)

= π(1)+{π(0)−π(1)}P(Vi = 0|Zi,Xi)+{π(2)−π(1)}P(Vi = 2|Zi,Xi),

where Vi = v= 0,1,2 for subjects in the “none", “some" and “all" strata respectively, π(v) is the probability of

being sampled from stratum v, and P(Vi = v|Zi,Xi) is the likelihood contribution of subject i when they never

experienced (v = 0) or they always experienced (v = 2) the outcome of interest. Given the log-likelihood and

the correction factor above, θ is estimated by solving

Ua(θ) =

{
∂

∂θ
logP(Yi|Xi,Zi;θ)− ∂

∂θ
logP(Si = 1|Xi,Zi)

}
= 0. (4.9)

The covariance matrix of θ can be estimated by inverting the observed Fisher information matrix. Note that

in the current version of dames (v0.0.0.9), the ACML cannot be used to analyze data coming from an RDS

design as the software implementation is based on the correction factor described in equation (4.8). Future

extension to RDS designs are possible but they will require a different formulation for P(Si = 1|Xi,Zi).

4.3.2 Full-Cohort Analyses

Full-cohort methods combine complete data available on subjects selected for phase two, with partial data on

outcome and inexpensive confounders available for those subjects that were not sampled for phase two. As

these methods use a higher amount of information than the complete-case methods, they will generally result

in higher efficiency gains.

Because for NSA and RDS designs, being sampled for phase two exposure ascertainment only depends on

the observed data (Yi,Zi), the missing data mechanism is ignorable and we can write: P(Xi|Yi,Zi,Si = 0) =

P(Xi|Yi,Zi) = P(Xi|Yi,Zi,Si = 1). Consequently, one can use multiple imputation (MI) approaches to ana-

lyze data from both NSA and RDS designs. The MI procedure is simple: first, one uses all the available data
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on outcome and inexpensive confounders to build an imputation model P(Xi|Yi,Zi,Si = 0) for the unsampled

subjects; then, using the imputation model, they generate the missing expensive exposure information for M

datasets. For each of the M imputed datasets, one fits the target model using standard maximum likelihood,

and combines estimates across imputations with Rubin’s rule (Rubin, 1976). For a binary expensive expo-

sure, Schildcrout et al. (2015, 2018) and Di Gravio et al. (2022) described two MI approaches: the indirect

imputation and the direct imputation. The two imputation approaches differ in how they build the model for

P(Xi|Yi,Zi,Si = 0). The indirect imputation approach is based on the imputation model:

log
{

P(Xi = 1|Yi,Zi,Si = 0)
P(Xi = 0|Yi,Zi,Si = 0)

}
= log

{
P(Yi|Xi = 1,Zi,Si = 1)
P(Yi|Xi = 0,Zi,Si = 1)

}
+ log

{
P(Xi = 1|Zi,Si = 1)
P(Xi = 0|Zi,Si = 1)

}
(4.10)

= log
{

P(Yi|Xi = 1,Zi,Si = 1)
P(Yi|Xi = 0,Zi,Si = 1)

}
+

[
log

{
P(Si = 1|Xi = 1,Zi)

P(Si = 1|Xi = 0,Zi)

}
+ log

{
P(Xi = 1|Zi)

P(Xi = 0|Zi)

}]
.

The model in equation (4.10) combines two terms: log
{

P(Yi|Xi=1,Zi,Si=1)
P(Yi|Xi=0,Zi,Si=1)

}
estimated using the ACML ap-

proach, and
[
log

{
P(Si=1|Xi=1,Zi)
P(Si=1|Xi=0,Zi)

}
+ log

{
P(Xi=1|Zi)
P(Xi=0|Zi)

}]
estimated using an offsetted logistic regression where

the offset is given by the logarithm of the ratio of the correction factor described in equation (4.8) computed

at Xi = 1 or Xi = 0. Since both the ACML and correction factor are included in the imputation model, the

indirect imputation approach can only be used for NSA designs.

On the other hand, the direct imputation procedure does not rely on the ACML and/or the correction factor,

and thus it can be used for both NSA and RDS designs. Specifically, the imputation model is an offsetted

logistic regression where the offset is given by the logarithm of the ratio of subject i contributions to the

outcome model’s likelihood computed at Xi = 1 and Xi = 0:

log
{

P(Xi = 1|Yi,Zi,Si = 0)
P(Xi = 0|Yi,Zi,Si = 0)

}
= log

{
P(Xi = 1|Yi,Zi)

P(Xi = 0|Yi,Zi)

}
(4.11)

= log
{

P(Yi|Xi = 1,Zi)

P(Yi|Xi = 0,Zi)

}
+ log

{
P(Xi = 1|Zi)

P(Xi = 0|Zi)

}
.

The indirect and direct imputation approaches require a binary expensive exposure, and the correct specifi-

cation of the outcome model and the imputation model. When one does not want to specify the additional

imputation model and/or when Xi is not binary, the sieve maximum likelihood estimator (SMLE) can be used

as an alternative to the MI approaches. The SMLE approach supports continuous and binary expensive expo-

sures, and it is more robust to model misspecification as the additional imputation model is not required. The
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SMLE procedure is based on the observed data log-likelihood:

ls(θ ,P) =
N

∑
i=1

Si{logP(Yi|Xi,Zi;θ)P(Xi|Zi)}+
N

∑
i=1

(1−Si)log
{∫

x
P(Yi|x,Zi;θ)P(x|Zi)dx

}
, (4.12)

where P(Xi|Zi) is the conditional density of the expensive exposure given the set of inexpensive covariates

and the integral on the right-hand side of equation (4.12) is taken across all possible values of the expensive

exposure.

The SMLE procedure models P(Yi|Xi,Zi;θ) parametrically using an mTLV model, and P(Xi|Zi) nonpara-

metrically using the estimated discrete probability function P(Xi|Zi = zi) calculated for each combination

of distinct z, observed in the phase one cohort, and distinct x, observed in the phase two sample. To ac-

commodate continuous inexpensive covariates, the SMLE approximates P(Xi|Zi) using the method of sieves

(Grenander, 1981) and B-spline basis. Specifically, if w is the total number of distinct values of the expensive

exposure Xi observed at phase two, then ls(θ ,G) in equation (4.12) becomes:

ls(θ ,{pkl}) =
N

∑
i=1

Si

{
logP(Yi|Xi,Zi;θ)+

w

∑
k=1

I(Xi = xk)
sn

∑
l=1

Bq
l (Zi)logpkl

}
(4.13)

+
N

∑
i=1

(1−Si)log

{
w

∑
k=1

P(Yi|xk,Zi;θ)
sn

∑
l=1

Bq
l (Zi)pkl

}
,

where Bq
l (Zi) is the lth B-spline function of degree q, sn is the size of the B-spline basis, and pkl is the

coefficients associated with Bq
l (Zi) at xk (k = 1, ...,w). Note that the choice of q and sn is left to the analyst.

In general, the size of the B-spline, sn, should increase with the phase one cohort size, while the degree of the

B-spline, q, is chosen to be less or equal to four, where q = 4 correspond to the cubic spline.

The parameters θ and pkl , (k= 1, ...,m; l = 1, ..,sn), are estimated by maximizing the log-likelihood ls(θ ,{pkl})

under the constraints ∑
w
k=1 pkl = 1 and pkl ≥ 0 for all k and l. The covariance matrix of the parameters is

estimated using the profile likelihood methods of Murphy and van der Vaart (2000). Additional details on the

SMLE approach together with its theoretical properties can be found in Tao et al. (2017) and Di Gravio et al.

(2023).

4.4 The dames package

The dames package provides users with different functions to implement a two-phase ODS design and/or

analyze data from such design. The flowchart in Figure 4.1 aims to support researchers in choosing the

most appropriate design and method for their study based on the available data at the design and analysis

stages.
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Figure 4.1: Flowchart summarizing which design and method should be used based on data availability and
the design stage and/or analysis stage. The flowchart only includes methods currently implemented in the
dames package.

4.4.1 The Design Functions

The nsa_design and rds_design allow users to set-up NSA and RDS designs, respectively. Each

function requires users to specify the name of the dataframe storing phase one data (data), and the name

of the variables in the dataframe indicating the outcome (Y) and the subject’s identifier (id). In addition,

the function nsa_design requires users to specify a vector of length three indicating the number of sub-

jects to sample from the “none", “some" and “all" strata (n.sample). On the other hand, the function

rds_design requires users to provide the form of the marginal mean (mean.formula) and conditional

mean (t.formula and/or lv.formula) models used to estimate the subject-specific residuals, the total

number of people to sample for expensive exposure ascertainment (n.sample), and the estimated residual’s

summary statistic used to sample subjects (statistic).

4.4.2 The Analysis Functions

The acml_mm, wee_mm, smle_mm and mi_mm are used to fit the ACML, WEE, SMLE and MI approaches,

respectively. The functions have some common arguments: the name of the dataframe storing data on out-

come, inexpensive covariates and expensive exposure (data), the marginal mean (mean.formula) and

conditional mean (t.formula and/or lv.formula) models of interest, and the variable id indicating the

subjects’ identifier. Other common arguments across the four analysis functions pertain to the optimization
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algorithm and are listed in the package’s help file. Note that the dataframe data specified in the analysis

functions is not the same as the one specified in the design functions as the former needs to include informa-

tion on the expensive exposures for the subjects sampled in phase two.

Although many arguments are shared between acml_mm, wee_mm, smle_mm and mi_mm, additional

function-specific arguments need to be specified. In particular:

• acml_mm requires users to specify the vector of sampling probabilities (samp.probs) from the

“none", “some" and “all" strata (note that the acml_mm function was taken directly from the MMLB

package (Mercaldo and Schildcrout, 2017)).

• wee_mm requires users to specify a vector storing the inverse of the probability of being sampled for

phase two (weights)

• smle_mm requires users to specify the names of time variable (Time), the expensive exposure (X),

and the inexpensive covariates (Z), the matrix of B-spline basis (Bspline) and the number of sieves

(n_sieve) used to approximate the conditional distribution of the expensive exposure given the inex-

pensive covariates, P(X |Z)

• mi_mm requires users to specify the MI method (method), the model for the expensive exposure

given the inexpensive covariates that will be used in the imputation step (marg.exp.formula), and

the name of the variables in the dataframe indicating the expensive exposure (X), and the phase two

sampling indicator (sampled). When method = "indirect", the sampling probabilities from

the “none", “some" and “all" strata need to be specified using samp.probs. By default, five imputed

datasets are used; however, one can change the number of imputed datasets by specifying an additional

argument M in the mi_mm call.

Fitting any of the four analysis functions implemented in dames results in an object of class TwoPhaseMM

which includes estimated coefficients, standard errors and other summaries from the model fitting function.

The results from each method can be summarized using the summary function, and extracted for further use

with the coef and vcov functions implemented in the package.

4.5 Example

The lhsexample dataset included in the dames package was created to resemble data collected as part of

the Lung Health Study (LHS) (Connett et al., 1993). The dataset contains information on 1,452 subjects with

data on the presence/absence of chronic obstructive pulmonary disease (COPD), Y, measured longitudinally.

Each subject has two to five measures of the outcome as well as complete information on baseline age (age),
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sex (sex), number of cigarettes smoked per day (cigs) and body mass index (BMI) (bmi).

We consider a hypothetical study that aims to understand the association between a single nucleotide poly-

morphism (SNP) and presence/absence of COPD. In particular, we are interested in the log-odds of COPD

for those with and without the SNP of interest at the first and last follow-up time. We assume that due to

budget constraints, only 700 people can be sampled for SNP ascertainment. For this analysis, we are going

to use an mTLV model with a transition term only:

logit(µm
i j ) = β0 +β ssnpi +βttimei j +βstsnpi × timei j +βaagei +βbbmii +βmsexi

logit(µc
i j) = ∆i j + γYi( j−1). (4.14)

In what follows, we focus on the estimation of βs and βs + 4βst from equation (4.14) which represent the

log-odds of COPD for patients with and without the SNP of interest at the first and last follow-up time,

respectively.

First, a development version of the dames package is downloaded from GitHub and installed, then the

lhsexample dataset is loaded:

1 # install dames

2 library(devtools)

3 devtools::install_github("ChiaraDG/dames")

4

5 # load dames

6 library(dames)

7

8 # load the data

9 data(lhsexample)

10 str(lhsexample)

11 #> ’data.frame’: 5125 obs. of 8 variables:

12 #> $ id : int 1 1 1 1 3 3 6 6 6 8 ...

13 #> $ snp : int 0 0 0 0 1 1 1 1 1 1 ...

14 #> $ age : num 54.8 54.8 54.8 54.8 38.7 ...

15 #> $ cigs: num 3.12 3.12 3.12 3.12 5.79 ...

16 #> $ time: int 1 2 3 4 1 2 1 2 3 1 ...

17 #> $ male: int 1 1 1 1 1 1 1 1 1 1 ...

18 #> $ bmi : num 18.7 18.7 18.7 18.7 25.2 ...

19 #> $ Y : int 0 0 0 0 0 0 0 0 1 0 ...
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4.5.1 Case 1: Setting-Up and Analyzing Data from an NSA Design

We set-up an NSA design where we select 170, 500 and 30 people from the “none", “some" and “all" strata,

respectively. The design can be implemented using the nsa_design function. Note that while the snp

variable included in the dataset has SNP information for all the 1,452 subjects, in this example, we are going

to assume that SNP was unavailable, and we will use the results of nsa_design to create a variable named

snp.sampled which contains SNP information for the 700 subjects selected for phase two.

1 # set seed for reproducibility

2 set.seed(10)

3 design <- nsa_design(Y = "Y", id = "id", n.sample = c(170, 500, 30), data = lhsexample)

4 # subject ID to be sampled for SNP ascertainment

5 head(design$sampled.id, 10)

6 #> [1] "52" "54" "73" "102" "116" "119" "163" "166" "213" "242"

7 # sampling probability from the none, some and all strata

8 design$sample.prob

9 #> [1] 0.2130326 0.8051530 0.9090909

10 # create a second variable snp.sampled which contains missing values if

11 # an individual was not sampled using the NSA design

12 lhsexample$snp.sampled <- ifelse(lhsexample$id %in% design$sampled.id, lhsexample$snp, NA)

Once we have information on the expensive exposure, we can estimate the parameters. First, we use the

ACML approach

1 # ACML

2 acml.res <- acml_mm(mean.formula = Y ~ snp.sampled + time + bmi + age + male +

3 cigs + snp.sampled:time, t.formula = ~1, id = id,

4 data = lhsexample,

5 samp.probs = design$sample.prob, maxiter = 200)

6 summary(acml.res)

7 #>

8 #> Class:

9 #> TwoPhaseMM

10 #>

11 #> Call:

12 #> acml_mm(mean.formula = Y ~ snp.sampled + time + bmi + age + male +

13 #> cigs + snp.sampled:time, t.formula = ~1, id = id, data = lhsexample,

14 #> samp.probs = design$sample.prob, maxiter = 200)

15 #>

16 #> Information Criterion:

17 #> AIC BIC logLik Deviance

18 #> 2273.678 2314.651 -1127.839 2255.678
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19 #>

20 #> Marginal Mean Model Parameters:

21 #> Estimate Model SE Chi Square Pr(>Chi)

22 #> (Intercept) -4.143343 0.699692 35.0662 3.187e-09

23 #> snp.sampled -0.540326 0.313810 2.9647 0.085101

24 #> time 0.530508 0.040006 175.8435 < 2.2e-16

25 #> bmi -0.031489 0.011491 7.5094 0.006138

26 #> age 0.047677 0.012069 15.6060 7.801e-05

27 #> male 0.095658 0.124027 0.5949 0.440547

28 #> cigs -0.040292 0.045727 0.7764 0.378244

29 #> snp.sampled:time 0.101893 0.096791 1.1082 0.292474

30 #>

31 #> Dependence Model Parameters:

32 #> Estimate Model SE Chi Square Pr(>Chi)

33 #> gamma:(Intercept) 1.23106 0.11833 108.23 < 2.2e-16

34 #>

35 #> Number of clusters: 701

36 #> Maximum cluster size: 5

37 #> Convergence status (nlm code): 1

38 #> Number of iterations: 103

The summary function called on line 6 in the code snippet above, returns the coefficients and standard error

estimates, the χ2 statistics and the p-values testing whether the corresponding coefficient’s estimate was non-

zero. The results from the ACML analysis show no evidence of an association between SNP and COPD at the

first and last follow-up times. At time one, the estimated log-odds ratio of COPD for those with and without

the SNP of interest was −0.540 (estimated standard error: 0.314). At time 4, the estimated log-odds ratio of

COPD for those with and without the SNP of interest was −0.540 + 4(0.102) = −0.132 (estimated standard

error: 0.194).

Because we have complete information on sampled and unsampled subjects, we can estimate the coefficients

of interest using a full-cohort analysis instead of a complete-case analysis. Below we show how to run the

SMLE approach in dames. Differently from the ACML analysis, the SMLE requires additional steps before

the function smle_mm can be used. In particular, the analyst needs to

• specify which of the inexpensive covariates available are correlated with the expensive exposure;

• specify the degree of the B-spline and the number of B-spline basis used in the approximation;

• set up the B-spline.
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For this example, we are going to assume that only BMI is correlated with SNP. To build the B-spline basis,

we use the function bs() in the splines package, and fix the degree of the B-spline equal to three, and

the number of sieves equal to 10. This can be achieved by setting degree = 3 and df = 10 in the bs()

call.

1 library(splines)

2 # set up the B-spline basis

3 Bspline_Z <- bs(x = lhsexample$bmi, df = 10, degree = 3,

4 Boundary.knots = range(lhsexample$bmi), intercept = TRUE)

5 colnames(Bspline_Z) <- paste0("bs", 1:10)

Given the B-spline, the SMLE analysis can be done using the smle_mm function as follow

1 # SMLE

2 smle.res <- smle_mm(Y = "Y", X = "snp.sampled", Z = c("bmi", "age", "male", "cigs"),

3 Time = "time", Bspline = Bspline_Z , n_sieve = 10,

4 mean.formula = Y ~ snp.sampled + time + bmi + age + male +

5 cigs + snp.sampled:time, t.formula = ~1,

6 id = "id", data = lhsexample,

7 no_SE = FALSE, hnscale = 0.15)

8 summary(smle.res)

9 #>

10 #> Class:

11 #> TwoPhaseMM

12 #>

13 #> Call:

14 #> smle_mm(Y = "Y", X = "snp.sampled", Z = c("bmi", "age", "male",

15 #> "cigs"), Time = "time", Bspline = Bspline_Z, n_sieve = 10,

16 #> mean.formula = Y ~ snp.sampled + time + bmi + age + male +

17 #> cigs + snp.sampled:time, t.formula = ~1, id = "id", data = lhsexample,

18 #> no_SE = FALSE, hnscale = 0.15)

19 #>

20 #> Information Criterion:

21 #> logLik

22 #> -2305.646

23 #>

24 #> Marginal Mean Model Parameters:

25 #> Estimate Model SE Chi Square Pr(>Chi)

26 #> (Intercept) -4.4611147 0.3166393 198.4984 < 2.2e-16

27 #> snp.sampled -0.4523209 0.2819202 2.5742 0.1086

28 #> time 0.5168431 0.0350551 217.3772 < 2.2e-16

29 #> bmi -0.0313602 0.0072901 18.5050 1.695e-05
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30 #> age 0.0500905 0.0061203 66.9830 2.739e-16

31 #> male 0.1262303 0.0870254 2.1040 0.1469

32 #> cigs 0.0020307 0.0322665 0.0040 0.9498

33 #> snp.sampled:time 0.0867927 0.0909020 0.9116 0.3397

34 #>

35 #> Dependence Model Parameters:

36 #> Estimate Model SE Chi Square Pr(>Chi)

37 #> gamma:(Intercept) 1.20174 0.11098 117.26 < 2.2e-16

38 #>

39 #> Number of clusters: 1452

40 #> Maximum cluster size: 5

41 #> Convergence status (nlm code): 1

42 #> Number of iterations: 7

Similar to the results in the ACML analysis, there was no evidence of an association between SNP and

COPD at the first and last follow-up time. At time one, the estimated log-odds ratio of COPD for those with

and without the SNP of interest was −0.542 (estimated standard error: 0.282). At time four, the estimated

log-odds ratio of COPD for those with and without the SNP of interest was −0.452 + 4(0.087) = −0.105

(estimated standard error: 0.192).

4.5.2 Case 2: Setting-Up and Analyzing Data from an RDS Design

We set-up an RDS design where we select the 700 people with the highest absolute value of the subject-

specific mean of the residuals. The design can be implemented using the rds_design function.

1 design2 <- rds_design(Y = "Y", id = "id",

2 mean.formula = Y ~ time + bmi + age + male + cigs,

3 t.formula = ~1, n.sample = 700,

4 statistic = "abs.mean", data = lhsexample)

5 # subject ID to be sampled for SNP ascertainment

6 head(design2$sampled.id, 10)

7 #> [1] "2380" "1250" "2091" "250" "1419" "2335" "729" "1999" "1289" "1228"

8 # create a second variable X which contains missing values if an individual

9 # was not sampled using the RDS design

10 lhsexample$X <- ifelse(lhsexample$id %in% design2$sampled.id, lhsexample$snp, NA)

11 # create an indicator variable which is equal to 1 if an individual was sampled

12 # for phase two

13 lhsexample$Sampled <- ifelse(lhsexample$id %in% design2$sampled.id, 1, 0)

To estimate the parameters, we are going to use the direct imputation approach with M = 10 multiply imputed

datasets. Similar to the results in the NSA design, there was no evidence of an association between SNP and
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COPD at the first and last follow-up time. At time one, the estimated log-odds ratio of COPD for those with

and without the SNP of interest was −0.508 (estimated standard error: 0.309). At time four, the estimated

log-odds ratio of COPD for those with and without the SNP of interest was −0.508 + 4(0.102) = −0.101

(estimated standard error: 0.157).

1 # MI

2 mi.res <- mi_mm(mean.formula = Y ~ X+ time + bmi + age + male + cigs + X:time,

3 t.formula = ~1, id = "id", data = lhsexample,

4 sampled = "Sampled", X = "X", M = 10,

5 marg.exp.formula = X ~ bmi + age + male + cigs,

6 method = "direct")

7 summary(mi.res)

8 #>

9 #> Class:

10 #> TwoPhaseMM

11 #>

12 #> Call:

13 #> mi_mm(mean.formula = Y ~ X + time + bmi + age + male + cigs +

14 #> X:time, t.formula = ~1, id = "id", data = lhsexample, sampled = "Sampled",

15 #> X = "X", M = 10, marg.exp.formula = X ~ bmi + age + male +

16 #> cigs, method = "direct")

17 #>

18 #> Information Criterion:

19 #> [1] NULL

20 #>

21 #> Marginal Mean Model Parameters:

22 #> Estimate Model SE Chi Square Pr(>Chi)

23 #> (Intercept) -4.4418602 0.4983066 79.4578 < 2.2e-16

24 #> X -0.5076898 0.3090642 2.6984 0.1005

25 #> time 0.5161497 0.0344587 224.3647 < 2.2e-16

26 #> bmi -0.0317608 0.0078619 16.3204 5.349e-05

27 #> age 0.0500779 0.0085523 34.2866 4.756e-09

28 #> male 0.1187180 0.0873931 1.8454 0.1743

29 #> cigs 0.0011910 0.0334421 0.0013 0.9716

30 #> X:time 0.1016827 0.0965139 1.0873 0.2971

31 #>

32 #> Dependence Model Parameters:

33 #> Estimate Model SE Chi Square Pr(>Chi)

34 #> gamma:(Intercept) 1.200911 0.096583 154.6 < 2.2e-16

35 #>

36 #> Number of clusters: 1452
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37 #> Maximum cluster size: 5

38 #> Convergence status (nlm code): 1

39 #> Number of iterations: NA

4.6 Summary

In this chapter, we introduced an R package that allows users to set-up different two-phase ODS stud-

ies and/or analyze data from these type of studies in settings with longitudinal binary outcomes. The

package combines both R and C code and aims to provide users with different designs and methods as

well as guidelines necessary for choosing the most appropriate design/method based on the research ques-

tion and data availability. Additional examples can be found in the package’s vignette available at https:

//github.com/ChiaraDG/dames.
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CHAPTER 5

Studying the Associations between Glycocalyx Degradation and Mortality in Critically Ill Patients

When Those Who Died Are Oversampled: a Comparison of Analysis Strategies

5.1 Introduction

The Cristalloid Liberal or Vasopressor Early Resuscitation in Sepsis (CLOVERS) trial was a randomized

superiority trial comparing the effect of two fluid resuscitation strategies on mortality in patients with sepsis

(National Heart, Lung, and Blood Institute Prevention and Early Treatment of Acute Lung Injury Clinical

Trials Network, 2023). The trial recruited 1,563 people and, over the course of 14 days, collected daily

outcome information on patients’ location. In particular, in each day, patients could have been in one of

four ordered states: discharge, hospital, intensive care unit (ICU), or death. For every patient, blood samples

were collected at recruitment in the trial and stored for secondary studies. In this chapter, we are interested

in the design and analysis of one such secondary study. Specifically, using the blood samples stored in the

CLOVERS trial, we want to 1) measure levels of glycocalyx, a cell’s protective layer that has been shown

to degrade in sepsis patients (Möckl, 2020; Patterson et al., 2022), and 2) study the relationship between

glycocalyx degradation, mortality and acute respiratory distress syndrome (ARDS).

It is not uncommon in clinical trials to store blood samples at recruitment, and analyze them at a later date

to retrospectively obtain information on a new exposure. However, high exposure ascertainment costs reduce

the number of blood samples that researchers can analyze. This is the case of our secondary study of interest

where, due to budget constraints, researchers could only measure glycocalyx levels for 600 out of the 1,563

recruited patients. In settings like the CLOVERS study, where the collection of new exposure data is limited

by high costs, it becomes essential to identify the most informative individuals for whom the expensive

exposure will be collected.

Two-phase outcome dependent sampling (ODS) designs provide a pragmatic solution in scenarios where

exposure ascertainment cost limits the sample size (White, 1982). Briefly, in a two-phase ODS study, outcome

and inexpensive covariates available on everyone at phase one (e.g., the original CLOVERS trial) are used

to select the most informative individuals for whom the expensive exposure (e.g., glycocalyx) is measured at

phase two. Examples of two-phase ODS designs for cross-sectional data are the case-control study (Breslow,

1996) and the extreme-tail sampling (Zhou et al., 2002) for binary and continuous outcomes, respectively.

For longitudinal binary outcomes, Schildcrout and Heagerty (2008) introduced the none-some-all (NSA)
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design in which subjects are divided into three strata based on how many times they experienced the outcome

throughout the study (i.e., never experienced the outcome, experienced the outcome at some point but not

always, always experienced the outcome), and informative subjects are sampled by assigning to each stratum

a different sampling probability. Alternative designs for longitudinal binary outcomes that select informative

subjects based on a summary of both outcome and inexpensive covariates were also introduced (Di Gravio

et al., 2023).

Thus, given the budget constraints faced within the CLOVERS study, we implemented a two-phase ODS de-

sign and collected glycocalyx data only on a subset of the patients initially recruited in the trial. In particular,

since we were interested in the relationship of mortality and ARDS with glycocalyx degradation, and we did

not have any available data on the inexpensive covariates at the design planning stage, we devised a simple

two-phase ODS design that sampled for glycocalyx ascertainment, everyone with ARDS and/or who died,

and a simple random sample (SRS) of the remaining subjects until we reached 600 patients. This design can

be viewed as a case-control design where we classified those who died and/or had ARDS as cases, and we

sampled cases with probability one.

While our chosen design allowed us to concentrate resources on patients that are most informative for study-

ing the association of mortality and ARDS with glycocalyx degradation, the sample of patients for whom

glycocalyx degradation was measured is not representative of the cohort enrolled in the CLOVERS trial. To

guarantee valid parameters estimates, it is necessary to take the design into account when analyzing the data

(Holt et al., 1980; Lin et al., 2013). Multiple methods have been developed for the analysis of two-phase ODS

designs. These methods can be grouped in two main categories: complete-case analyses (Zhou et al., 2002;

Schildcrout and Heagerty, 2008; Schildcrout et al., 2013) that only consider subjects for whom the expensive

exposure is ascertained, and full-cohort analyses (Lawless et al., 1999; Chatterjee et al., 2003; Weaver and

Zhou, 2005; Song et al., 2009; Schildcrout et al., 2015; Tao et al., 2017) that combine complete data available

on patients sampled for phase two with partial data on outcome and inexpensive covariates available for all

phase one subjects. In general, full-cohort analyses are more efficient than complete-case analyses as they

include more information in the estimation procedure (Lawless et al., 1999; Chatterjee et al., 2003; Weaver

and Zhou, 2005; Schildcrout et al., 2015).

Motivated by the CLOVERS study, in this chapter we focus on understanding the association between mor-

tality and glycocalyx degradation at the first and last day of follow-up. In particular, we provide multiple

analysis models and estimation procedures that can be used in scenarios where informative individuals are

selected using a two-phase ODS design similar to the one implemented in the CLOVERS study. We consider

two possible outcomes: a longitudinal binary outcome, i.e., alive versus death, derived by combining the
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discharge, hospital and ICU states into a unique state named “alive", and a longitudinal ordinal outcome that

considers the four states observed daily in the CLOVERS trial. For each outcome type, we looked at multiple

estimation procedures. First, we examined the weighted likelihood estimation (Cai et al., 2001), a complete-

case analysis that only considers patients with glycocalyx information, and weights their contribution by the

inverse of their probability of being sampled for phase two. Then, we introduce two full-cohort analyses: a

multiple imputation (MI) approach that extends the work of Schildcrout et al. (2018) and Di Gravio et al.

(2022) to longitudinal ordinal outcomes, and a semiparametric sieve maximum likelihood estimator (SMLE)

that extends the work of Tao et al. (2017) and Di Gravio et al. (2023) to longitudinal ordinal outcomes.

The chapter is organized as follows. In Section 5.2 we describe the CLOVERS data, while in Section 5.3

we introduce different models to estimate the association between mortality and glycocalyx degradation. In

Section 5.4, we describe different estimation procedures used to examine the relationship between mortality

and glycocalyx in a biased sample. In Section 5.5, we evaluate finite sampling operating characteristics of

the proposed methods, while in Section 5.6, we examine the impact of each model and estimation procedure

on the estimation of the association between glycocalyx degradation and mortality in the CLOVERS study.

Finally, Sections 5.7 to 5.12 conclude the chapter with a discussion and additional simulations results.

5.2 The CLOVERS study

The CLOVERS trial was a randomized superiority trial comparing the effect of two fluid resuscitation strate-

gies on mortality before discharge from the hospital (National Heart, Lung, and Blood Institute Prevention

and Early Treatment of Acute Lung Injury Clinical Trials Network, 2023). The trial, which recruited hospi-

talized patients with hypotension-induced sepsis, was stopped due to inefficacy after enrolling 1,563 subjects.

In this paper, we focus on a secondary study of the CLOVERS trial, and we study the association between

baseline glycocalyx degradation and mortality at the first and last follow-up time. Although ARDS was of

interest at the study planning stage, and some patients were sampled for glycocalyx ascertainment based on

whether they had developed ARDS, we did not study the association between glycocalyx degradation and

ARDS as only 39 patients developed ARDS over the course of the study. For this analysis, we excluded all

patients that developed ARDS but were alive at the end of follow-up time (n = 10) as well as all subjects

with no outcome information after randomization (n = 34). This resulted in a final cohort of 1,519 patients.

Baseline information on the patients recruited in the trial can be found elsewhere (National Heart, Lung,

and Blood Institute Prevention and Early Treatment of Acute Lung Injury Clinical Trials Network, 2023).

Briefly, median (interquartile range) age and SOFA score were 61 (50, 71) years and 3 (1, 5), respectively.

The majority of patients (52%) were male, while only 2.8% of patients recruited in the trial had ARDS at

randomization.
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While the primary outcome in the CLOVERS trial was 90-day mortality before hospital discharge, we did not

have daily outcome data collected for the whole 90 days period. Thus, in this analysis, we are going to focus

on the first 14 days of follow-up, and study the association between glycocalyx degradation and mortality at

day 1 and at day 14. Figure (5.1) shows the proportion of subjects in each outcome state during the first two

weeks of the study. The proportion of patients in the hospital or in the ICU decreased over time, while the

proportion of dead and discharged patients increased. This is not surprising: patients tend to be discharged

from the hospital as time passes, and the number of deaths does not decrease with time.

Figure 5.1: Proportion of patients in each of the four outcome states for the first 14 days of follow-up. Day 0
refers to the day of randomization.

Figure 5.2 shows the day-to-day transition probabilities for the first 14 days of follow-up. Both the discharge

and death states are absorbing states: once, a patient enter the discharge (or death) state at time t, then they

will remain in the discharge (or death) state for all t ′ > t. In addition, there is a high degree of response

dependence: when looking at successive days, patients tend to remain in the same state.
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Figure 5.2: Summary of successive state transitions in the first 14 days of the study

5.3 Modelling the Association between Glycocalyx and Mortality

Let N be the number of subjects in phase one, ni be the number of observations for the ith subject, and

K be the number of possible states observed daily. In the CLOVERS data, N = 1,519, ni = n = 14 and

K = 4 with k = 1,2,3,4 indicating the death, ICU, hospital, and discharge state, respectively. For each

subject i, we denote with Ti j, Xi, Zi ≡ (Zi1, ...,Zin)
T the visit day j ( j = 1, ...,14), the expensive exposure,

and the n× p matrix of inexpensive confounders, respectively. In particular, in our analysis, Xi is a binary

indicator of glycocalyx degradation (yes/no), while Zi includes information on baseline age, sex, sofa score

and ARDS.

To study the association between glycocalyx degradation and mortality, we consider, for each subject i, two

different outcomes: an ordinal outcome with the four levels (death, ICU, hospital and discharge) observed

in the CLOVERS study, and a binary outcome where we grouped the states ICU, hospital, discharge in a

single category named “alive", and we compared death versus alive. Note that the binary outcome setting

is a special case of the ordinal outcome setting where the total number of daily states K reduces to two.

In symbols, we indicate with Yi ≡ (Yi1, ...,Yin)
T the n−vector of ordinal response values such that Yi j = k,

( j = 1, ...,14; k = 1, ...,4), and with Y∗
i ≡ (Y ∗

i1, ...,Y
∗
in)

T the n−vector of binary response values such that
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Y ∗
i j = k, ( j = 1, ...,14; k = 1,2). Regardless of the outcome, we model the association between glycocalyx

degradation and mortality using a marginalized transition model (Heagerty and Zeger, 1999; Lee and Daniels,

2007; Schildcrout et al., 2022). Briefly, a marginalized transition model is identified by two generalized linear

models: the first model, named the marginal mean model, describes the relationship between the outcome

and the covariates,

h{E(Yi j|Xi,Zi)}= β0 +βxXi +βtTi j +βxtXiTi j +β
T
z Zi, (5.1)

while the second model, named the conditional mean (or dependence) model describes the relationship among

repeated observations within the same subject

g{E(Yi j|Xi,Zi,Yi( j−1))}= ∆i j,k +
K−1

∑
s=1

γ
ksI{Yi( j−1) = s}. (5.2)

The parameters γks in equation (5.2) indicate how strongly the previous outcome state s is related to the

current outcome state k. The intercept ∆i j,k is an implicit function of the data such that the marginal mean

described in equation (5.1) is equal to the conditional mean described in equation (5.2) marginalized over the

past history Yi( j−1); i.e., ∆i j,k is such that E(Yi j|Xi,Zi) = EYi( j−1) [g
−1{E(Yi j|Xi,Zi,Yi( j−1))}].

The link functions h(·) and g(·) in equations (5.1) and (5.2) can be different, although choosing h(·) = g(·)

allows one to interpret the coefficients of the marginal and the conditional mean models on the same scale

(Diggle et al., 2013). Note that for ease of notation, in equations (5.1) and (5.2) we refer to the ordinal

outcome Yi. However, both equations hold for the binary Y∗
i .

5.3.1 Marginalized Transition Model for Binary Outcomes

When the outcome is binary, a natural choice for the link functions h(·) and g(·) is the logit link (Heagerty

and Zeger, 1999). Thus, equations (5.1) and (5.2) can be written as:

logit(µm
i j ) = β

∗
0 +β

∗
x Xi +β

∗
t Ti j +β

∗
xtXiTi j +β

∗T
Z Zi

logit(µc
i j) = ∆

∗
i j,k + γ

∗Y ∗
i( j−1) (5.3)

where µm
i j ≡ E(Y ∗

i j|Xi,Ti j,Z) is the marginal mean of the outcome Y ∗
i j given the covariates (Xi,Ti j,Zi), and

µc
i j ≡ E(Y ∗

i j|Xi,Ti j,Y ∗
i( j−1),Zi) is the conditional mean of the outcome Y ∗

i j given the covariates and a transition

term Y ∗
i( j−1). Our interest lies in the estimation of the parameter β ∗

x +Ti jβ
∗
xt which quantifies the difference in

the log-odds of death for those with and without glycocalyx degradation at time Ti j.
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5.3.2 Marginalized Transition Model for Ordinal Outcomes

When the outcome is ordinal, the marginalized transition model (Lee and Daniels, 2007; Schildcrout et al.,

2022) can be specified by

logit{P(Yi ≤ k|Xi,Ti j,Zi)}= β0,k +Xiβx +Ti j[βt,1 +βt,2I(Yi j ≤ 2)+βt,3I(Yi j ≤ 3)]+βxtXiTi j +β
T
ZZi

log

{
µc

i j,k

µc
i j,K

}
= ∆i j,k +

K−1

∑
s=1

γ
ksI{Yi( j−1) = s}. (5.4)

where µc
i j,k ≡ Pr(Yi j = k|Yi( j−1),Xi,Ti j,Zi) is the conditional transition probability, and γks is the log-relative

risk for the transition from state s to state k. The marginal mean model in equation (5.4) implies that the

proportional odds assumption is satisfied for all covariates with the exception of follow-up time, Ti j. Because

the death and discharge states in the CLOVERS study were absorbing (Figure 5.2), the proportional odds

assumption had to be relaxed for Ti j (Schildcrout et al., 2022). If we had made the proportional odds assump-

tion for Ti j, we would have implied that the association between outcome and follow-up time is captured by

a single coefficient which is contradictory with the data in Figure 5.1.

Similar to the binary outcome case, the difference in the log-odds of death for those with and without gly-

cocalyx degradation at time Ti j is given by βx +Ti jβxt . Note that the proportional odds assumption implies

that the association between glycocalyx degradation and the outcome does not depend on the outcome state

k. One can relax this assumption and re-write the marginal mean model in equation (5.4) as

logit{P(Yi ≤ k|Xi,Ti j,Zi)}= β
′
0,k +Xiβ

′
x +Ti j[β

′
t,1 +β

′
t,2I(Yi j ≤ 2)+β

′
t,3I(Yi j ≤ 3)] (5.5)

+XiTi j[β
′
xt,1 +β

′
xt,2I(Yi j ≤ 2)+β

′
xt,3I(Yi j ≤ 3)]+β

′T
Z Zi.

Thus, the difference in the log odds of death for those with and without glycocalyx degradation at time Ti j is

given by β
′
x +Ti jβ

′
xt,1. One could have relaxed the proportional odds assumption even more by allowing the

association between glycocalyx degradation and mortality at day one to change for each outcome threshold

k. In other words, one could have assumed a marginal mean model of the form:

logit{P(Yi ≤ k|Xi,Ti j,Zi)}= β
′′
0,k +Xi[β

′′
x +β

′′
x,2I(Yi j ≤ 2)+β

′′
x,3I(Yi j ≤ 3)] (5.6)

+Ti j[β
′′
t,1 +β

′′
t,2I(Yi j ≤ 2)+β

′′
t,3I(Yi j ≤ 3)]

+XiTi j[β
′′
xt,1 +β

′′
xt,2I(Yi j ≤ 2)+β

′′
xt,3I(Yi j ≤ 3)]+β

′′T
Z Zi.

However, since few people transitioned between the different outcome states at the beginning of the study,
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we do not expect a differential effect of glycocalyx degradation for each outcome threshold k. Thus, we

did not consider this model in the following analyses. Table 5.1 summarizes the models implemented in the

chapter.

Number of Outcome States Model Parameter of Interest

2 Binary MTM β ∗
x +Ti jβ

∗
xt

4 OMTM with PPO for Ti j βx +Ti jβxt

4 OMTM with PPO for Ti j and XiTi j β
′
x +Ti jβ

′
xt,1

Table 5.1: Parameters of interest in the analysis of the CLOVERS study. MTM, marginalized transition
models. OMTM, marginalized transition models for longitudinal ordinal outcome. PPO, partial proportional
odds.

We note that other models could have been used to study the association between mortality and glycocalyx

degradation. For instance, one could have considered conditionally specified models such as the generalized

linear mixed effect models (GLMMs) (Stiratelli et al., 1984; Breslow and Clayton, 1993) or the standard

Markov models. We believe that, in this scenario, marginalized models have advantages over conditionally

specified models. In particular, because the marginalized models in equations (5.3) and (5.4) separate the

marginal mean from the conditional mean models, the form of the latter does not impact the interpretation of

the parameters of interests. Hence, one can estimate the marginal association between glycocalyx degradation

and mortality as a population-average effect without having to marginalize over the random effects, like in a

GLMM, or over the previous outcome history like in a stardard Markov model.

5.4 Estimation Procedures

To ease notation, let θ denote the vector of parameters from the marginalized transition model of interest. For

instance, θ = (β ∗
0 ,β

∗
x ,β

∗
t ,β

∗
xt ,β

∗
z ,γ

∗) for the model described in equation (5.3) or θ = (β0,βx,βt ,βxt ,β z,γ
ks)

for the model in equation (5.4). Because subjects with available glycocalyx data were not selected via simple

random sampling (SRS), conventional analysis will result in biased estimates of θ . In this section, we present

different methods to obtain valid estimates of the parameters in the CLOVERS study and/or other studies with

a similar design. For ease of notation, we are going to refer to the longitudinal ordinal outcome Y although

all methods presented in this section can be used for longitudinal binary outcomes.

5.4.1 Weighted Likelihood

A popular complete-case analysis method is the weighted likelihood estimator (Cai et al., 2001). Let S be

an indicator variable such that Si = 1 if subject i was selected for glycocalyx degradation ascertainment
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and Si = 0 otherwise, and π(Si = 1|Yi,Zi) be the probability of being sampled for glycocalyx degradation

ascertainment. To estimate θ , the weighted likelihood estimator considers the N2 = 600 subjects sampled for

phase two with glycocalyx data, and weights each subject by the inverse of their sampling probability. In

practice, the parameters of interest are estimated by maximizing the weighted log-likelihood:

lw(θ) =
N2

∑
i=1

1
π(Si = 1|Yi,Zi)

log{P(Yi|Xi,Zi;θ)}. (5.7)

Given the score function, Uw(θ) = ∂ lw(θ)/∂θ , the covariance matrix of θ is estimated using the sandwich

estimator as A−1B(A−1)T where A = E[UT
w (θ)] and B = E[Uw(θ)UT

w (θ)]. In what follows, we are going to

refer to the weighted likelihood estimator as the inverse probability weighting (IPW) estimator (Horvitz and

Thompson, 1952) as the contribution of each subject to the log-likelihood in equation (5.7) is weighted by

the inverse of their probability of being sampled for glycocalyx degradation ascertainment.

5.4.2 Multiple Imputation

To improve estimation efficiency over the IPW approach, one can include in the analysis procedure all avail-

able data regardless of whether a subject was sampled for glycocalyx degradation ascertainment. In this

section, we describe a multiple imputation (MI) procedure that imputes missing glycocalyx information in

unsampled subjects by building the imputation model P(Xi|Yi,Zi,Si = 0). To allow for continuous and binary

expensive exposures Xi, we use a cumulative probability model (CPM) with a logit link (Liu et al., 2017) for

P(Xi|Yi,Zi,Si = 0). Let m be the number of distinct values of the expensive exposure observed in phase two,

and x(1), ...,x(m) the ordered observed distinct values of the expensive exposure such that x(1) < ... < x(m).

Because being sampled for expensive exposure ascertainment only depends on the observed outcome, the in-

formation on glycocalyx degradation for the unsampled subjects is missing at random, and we can impute the

missing values using model’s estimates derived from the subjects sampled in phase two without accounting

for the design, that is

P(Xi ≥ x(w)|Yi,Zi,Si = 0)
P(Xi < x(w)|Yi,Z,Si = 0)

=
P(Xi ≥ x(w)|Yi,Z,Si = 1)
P(Xi < x(w)|Yi,Zi,Si = 1)

=
P(Xi ≥ x(w)|Yi,Zi)

P(Xi < x(w)|Yi,Zi)
. (5.8)
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where w= 1, ..,m. Applying Bayes’ rule to both the numerator and denominator of P(Xi ≥ x(w)|Yi,Z)/P(Xi <

x(w)|Yi,Z) in equation (5.8), we obtain the following formulation for the conditional exposure model:

log

{
P(Xi ≥ x(w)|Yi,Zi,Si = 0;θ ,η)

P(Xi < x(w)|Yi,Zi,Si = 0;θ ,η)

}
= log

{
P(Yi|Xi ≥ x(w),Zi;θ ,η)

P(Yi|Xi < x(w),Zi;θ ;η)

}
︸ ︷︷ ︸

(a)

+ log

{
Pη(Xi ≥ x(w)|Zi;η)

Pη(Xi < x(w)|Zi;η)

}
︸ ︷︷ ︸

(b)

.

(5.9)

We model expression (b) above using a CPM with a logit link indexed by η . Consequently, the conditional

exposure model used to impute the missing glycocalyx data in subjects with Si = 0 is an offsetted CPM with

expression (a) being the offset. Based on our assumptions, the offset (a) can be computed as:

log

{
∑

m
k=w P(Yi|Xi = x(k),Zi;θ)P(Xi = x(k)|Zi;η)

∑
m
k=w P(Xi = x(k)|Zi;η)

}
− log

{
∑

w−1
k=1 P(Yi|Xi = x(k),Zi;θ)P(Xi = x(k)|Zi;η)

∑
w−1
k=1 Pη(Xi = x(k)|Zi;η)

}
(5.10)

as such, each subject i will have a different offset value for each outcome threshold k. Note that when the

expensive exposure is binary, the imputation model in equation (5.9) reduces to an offsetted logistic regression

where the offset is given by logP(Yi|Xi = 1,Zi;θ)− logP(Yi|Xi = 0,Zi;θ).

The steps for conducting the MI approach are as follows:

1. Using sampled subjects only, fit a marginalized transition model using the IPW approach to estimate θ̂

and Ĉov(θ̂).

2. Using sampled subjects only, fit a weighted CPM with weights given by the inverse of the probabilities

of being sampled for expensive exposure ascertainment to estimate η̂ and Ĉov(η̂).

3. Sample θ ∼ N(θ̂ , Ĉov(θ̂)).

4. Sample η ∼ N(η̂ , Ĉov(η̂)).

5. For each subject i compute the offset in equation (5.10) using η and θ estimated in steps 3 and 4.

6. For sampled subjects, fit the offsetted CPM model described in equation (5.9) using the offset computed

in step 5. Obtain new estimates of η̂
imp and Ĉov(η̂ imp

).

7. Sample η imp ∼ N(η̂
imp

, Ĉov(η̂ imp
))

8. Use η imp and the offset calculated in step 5 to compute the marginal probabilities p̂xi(w) = Pr(Xi =

x(w)|Yi,Zi) for all w = 1, ..,m and i = 1, ...,N.
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9. For the unsampled subjects, impute Xi ∼ Multinomial(p̂xi(w))

10. Fit a marginalized transition model using the complete data and store the results

11. Repeat steps 3 to 10 M times and combine the results using Rubin’s rule (Rubin, 1976).

5.4.3 The Sieve Maximum Likelihood Estimator

Similar to the MI approach, the SMLE approach includes all available data in the estimation of θ . However,

differently from MI, the SMLE does not require users to specify an imputation model and, thus, it can be

more robust to model misspecification. In this section, we extend the SMLE procedure from Tao et al. (2017)

and Di Gravio et al. (2023) to longitudinal ordinal outcomes.

Under our design, the outcome and inexpensive covariates are measured for all N subjects in the trial, while

glycocalyx degradation is only measured on a sub-sample N2 (N2 < N) of subjects. Thus, the observed data

log-likelihood can be written as

l(θ ,G) =
N

∑
i=1

Si{logP(Yi|Xi,Zi;θ)+ logG(Xi|Zi)}+
N

∑
i=1

(1−Si)log
{∫

x
P(Yi|xi,Zi;θ)G(xi|Zi)dx

}
, (5.11)

where G(Xi|Zi) is the conditional density of the expensive exposure (i.e., glycocalyx degradation) given the

inexpensive covariates and the integral is taken across all possible values of glycocalyx degradation.

We want to estimate θ parametrically from P(Yi|Xi,Zi;θ) using a marginalized transition model. We are

not interested in G(Xi|Zi) directly; thus, we treat G(Xi|Zi) as a nuisance parameter which we estimate non-

parametrically. In particular:

• if Zi contains discrete covariates only, for each level z of the inexpensive covariates, we estimate

G(Xi|Zi) by a discrete probability function G(Xi = xw|Zi = z), (w = 1, ...,m), computed on the m

distinct glycocalyx degradation values, x1, ...,xm, observed in the phase two sub-sample

• if Zi contains at least one continuous covariate, we estimate G(Xi|Zi) using the method of sieves with B-

spline basis (Grenander, 1981). Let Bq
l (Zi) be the lth, (l = 1, ...,sN) B-spline of order q, and pwl the co-

efficient of Bq
l (Z) at xl , we approximate G(Xi|Zi) and logG(Xi|Zi) with ∑

m
w=1 I(Xi = xw)∑

sN
l= Bq

l (Zi)pwl

and ∑
m
w=1 I(Xi = xw)∑

sN
l= Bq

l (Zi)logpwl , respectively. Additional information on the construction of B-

spline basis and the choice of q and sN can be found in Section 5.8.
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Given our approximation for G(X |Zi), we can re-write the observed data log-likelihood as

l(θ ,{pwl}) =
N

∑
i=1

Si

{
logP(Yi|X i,Zi;θ)+

m

∑
w=1

I(Xi = xw)
sN

∑
l=1

Bq
l (Zi)logpwl}

}
+

N

∑
i=1

(1−Si)log
{ m

∑
w=1

P(Yi|xw,Zi;θ)
sN

∑
l=1

Bq
l (Zi)pwl

}
, (5.12)

and estimate θ by maximizing equation (5.12) under the constraints ∑l pwl = 1 and pwl ≥ 0, ∀w, l. Direct

maximization of equation (5.12) is difficult as the last term referring to the contribution of the unsampled

subjects is intractable. Thus, to facilitate the estimation of θ , we introduce for the unsampled subjects a

latent variable Wi ∈ {1/sN ,2/sN , ...,1} such that Bq
l (Zi) =P(Wi = l/sN |Zi), pwl =P(Xi = xw|Zi,Wi = l/sN) =

P(Xi = xw|Wi = l/sN) and P(Yi|Zi,Xi,Wi)=P(Yi|Zi,Xi). The variable Wi allows us to interpret the intractable

term in equation (5.12) as the log-likelihood contribution from (Yi,Zi) assuming that the complete data are

given by (Yi,Xi,Zi,Wi), and to re-write the log-likelihood in equation (5.12) as:

l(θ ,{pwl}) =
N

∑
i=1

Si

{
logPθ (Yi|Xi,Zi)+

m

∑
w=1

I(X i = xw)
sN

∑
l=1

Bq
l (Zi)logpwl

}
+

N

∑
i=1

(1−Si)log
{ m

∑
w=1

Pθ (Yi|xw,Zi)+
sN

∑
l=1

I(Wi = l/sN)logBq
l (Zi) (5.13)

+
m

∑
w=1

sN

∑
l=1

I(Xi = xw,Wi = l/sN)logpwl

}
.

We devise a numerically stable and computationally efficient EM algorithm to maximize equation (5.13). At

each iteration b of the algorithm we calculate, in the E-step, the expectation of I(Xi = xk) and I(Xi = xk,Wi =

l/sN) conditional on the observed data and the current parameter estimates as

E
{

I(X i = xk,Wi = l/sn)|Yi,Zi, θ̂
(b)
, p̂(b)wl

}
= ψ̂

(b+1)
wli =


I(Xi = xw) for Si = 1

P
θ̂(b)

(Yi|xw,Zi)B
q
l (Zi)p̂(b)wl

∑
m
w=1 ∑

sN
l=1 P

θ̂(b)
(Yi|xw,Zi)B

q
l (Zi)p̂(b)wl

for Si = 0

and ω̂
(b+1)
wi = E

{
I(X i = xk)|Yi,Zi, θ̂

(b)
, p̂(b)wl

}
= ∑

SN
l=1 ψ̂

(b+1)
wli . In the M-step, we update θ̂

(b)
by maximising

the likelihood of a weighted marginalized transition model,

N

∑
i=1

m

∑
w=1

ω̂
(b+1)
wi {logPθ (Yi|Xi,Zi)}. (5.14)
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In addition to θ̂
(b)

, the nuisance parameter p̂(b)wl is updated in the M-step by maximising:

N

∑
i=1

m

∑
w=1

sN

∑
l=1

SiI(X i = xi)B
q
l (Zi)logp̂(b+1)

kl +
N

∑
i=1

m

∑
w=1

sN

∑
l=1

(1−Si)ω̂
(b+1)
wi logp̂(b+1)

wl

such that

pwl =
∑

N
i=1

{
SiI(Xi = xw)B

q
l (Zi)+(1−Si)ψ̂

(b+1)
wli

}
∑

N
i=1 ∑

m
w=1

{
SiI(Xi = xw)B

q
l (Zi)+(1−Si)ψ̂

(b+1)
wli

} .

Given a set of starting values θ̂ (0) and p̂(0), we iterate between the E-step and the M-step until convergence.

It follows from theorems S.1 and S.2 in Tao et al. (2017) that the resulting θ̂ is consistent, asymptotically

normal, and asymptotically efficient. We estimate Cov(θ) using the profile likelihood method of Murphy and

van der Vaart (2000). Details on the computation of the covariance matrix are shown in Section 5.9.

We note that our non-parametric approximation of G(Xi|Zi) becomes impractical when the set of inexpensive

covariates, Zi, includes more than two continuous covariates that are correlated with glycocalyx degradation.

In this scenario, we suggest to reduce the dimensionality of Zi before applying the methods of sieves. This

can be achieved by either incorporating previous knowledge to understand whether the covariates in Zi are

correlated with glycocalyx degradation, or by applying a dimensionality reduction technique (i.e., principal

component analysis) to construct h(Zi) and estimate G(Xi|h(Zi)).

5.5 Finite Sampling Operating Characteristics

We examine the models and estimation procedures described in the previous sections to understand their va-

lidity and efficiency. In particular, in a first set of simulation studies, we look at the validity of the SMLE

and MI approaches and compared their efficiency with the IPW approach. Afterwards, for each estimation

procedure, we compared the potential efficiency resulting from selecting subjects for expensive exposure as-

certainment using a two-phase ODS design instead of a SRS design of the same size. Finally, we investigated

efficiency gains researchers might obtain when using a longitudinal ordinal outcome instead of a longitudinal

binary outcome to study the association between mortality and glycocalyx degradation.

5.5.1 Validity of the SMLE and MI Approaches

The finite sampling properties of the SMLE and MI approaches for longitudinal binary outcomes have been

previously discussed (Schildcrout et al., 2018; Di Gravio et al., 2023). Thus, in this section we focus on set-

tings with a longitudinal ordinal outcome. In particular, we conducted simulation studies with data generated
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from the model:

logit{P(Yi j ≤ k|Xi,Ti j,Zi)}= β0,k +Xiβx + log10(Ti j)[βt,1 +βt,2I(Yi j ≤ 2)+βt,3I(Yi j ≤ 3)]

+Xilog10(Ti j)[βxt,1 +βxt,2I(Yi j ≤ 2)+βxt,3I(Yi j ≤ 3)]+βzZi,

log

{
µc

i j,k

µc
i j,K

}
= ∆i j,k +

K−1

∑
s=1

γ
ksI{Yi( j−1) = s}, (5.15)

where Yi j ∈ {1,2,3,4}, with state k = 1 being an absorbing state. Xi indicates the expensive exposure to be

measured in phase two, Zi denotes an inexpensive covariate available on every subject at phase one, and Ti j

denotes a time variable. For each subject, we generated 28 equally spaced follow-up visit between Ti j = 1

and Ti j = 10.

To reduce computation time, we generated Xi and Zi such that P(Xi = 1) = 0.5 and Zi ∼ N(0.5Xi,1). We as-

sumed moderate degree of response dependence by fixing (γ11,γ12,γ13,γ21,γ22,γ23,γ31,γ32,γ33) = (25,2,1,

− 25,4,2,−25,1,4) in the conditional mean model in equation (5.15). The choice of (γ11,γ21,γ31) =

(25,−25,−25) was required in order to generate an absorbing state at k = 1. A high value of γ11, in fact,

translates into a probability of remaining in state k = 1 equal to one; while lower values of γ21 and γ31

translates into a probability of leaving state k = 1 equal to zero.

In the first simulation study, we assumed that the proportional odds assumption was satisfied for every

variables in the marginal mean model with the exception of log10(Ti j), and we set the regression coeffi-

cients in the marginal mean model in equation (5.15) to (β0,1,β0,2,β0,3,βx,βt,1,βt,2,βt,3,βxt,1,βxt,2,βxt,3,βz)

= (−3,0,2,−0.10,0.35,−0.5,−0.1,0.20,0,0,1). This resulted in approximately 120 subjects reaching state

k = 1 at some point throughout the study. We refer to this model as Model (1), hereafter. In the second simula-

tion study, we relaxed the proportional odds assumption for the exposure by time interaction, Xilog10(Ti j), and

set the regression coefficients in the marginal mean model to (β0,1,β0,2,β0,3,βx,βt,1,βt,2,βt,3,βxt,1,βxt,2,βxt,3,

βz) = (−3,0,2,−0.10,1,−0.5,−0.1,0.20,0.5,1,1). Similar to the data generated in the first simulation, on

average 120 subjects reached state k = 1 at some point in the study. We refer to this model as Model (2),

hereafter. Across all simulation studies we generated data on (Yi j,Zi) for N = 1,000 subjects and we assumed

that data on Xi could only be collected on N2 = 500 subjects. In particular, similar to the CLOVERS study,

we assumed that state k = 1 indicated the death state, and devised a two-phase ODS design that selected

for expensive exposure ascertainment, subjects who entered state k = 1 with probability one, and a simple

random sample of the remaining subjects until we reached N2 = 500 subjects sampled. To estimate G(Xi|Zi)

in the SMLE, we chose q = 1 and sN = 10 sieves, In the MI approach, we set the number of imputed datasets

M equal to 10. We summarized the results across 2,000 replicates.
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Table 5.2 show the estimated coefficients, empirical standard errors, average estimated standard errors, and

coverage probability of the 95% confidence intervals for the parameters in the marginal mean model. Both the

MI and SMLE approaches performed well with parameters estimates and standard errors virtually unbiased,

and coverage of the confidence intervals approximately equal to 0.95. Similar results were obtained for the

parameters of the conditional mean model (see Appendix C in Section 5.10).

Table 5.2: Estimated parameters and standard errors for the coefficients in the marginal mean model. SE, em-
pirical standard error. SEE, average estimated standard error. CP, coverage probability of the 95% confidence
interval.

Model (1) Model (2)

Method Coefficient Estimate SE SEE CP Estimate SE SEE CP

MI β0,1 −3.013 0.128 0.126 0.942 −3.008 0.137 0.135 0.958

β0,2 0.001 0.082 0.084 0.960 −0.002 0.092 0.096 0.957

β0,3 2.006 0.098 0.097 0.950 2.004 0.107 0.107 0.951

βx −0.101 0.116 0.117 0.942 −0.101 0.143 0.145 0.952

βt,1 0.355 0.086 0.087 0.942 1.006 0.125 0.125 0.947

βxt 0.199 0.125 0.128 0.953 0.198 0.169 0.171 0.952

βz 1.002 0.030 0.031 0.953 1.001 0.033 0.033 0.942

βt,2 −1.007 0.102 0.103 0.951 −1.004 0.146 0.149 0.957

βt,3 −2.012 0.121 0.120 0.947 −2.009 0.169 0.171 0.955

βxt,2 − − − − 0.504 0.183 0.184 0.945

βxt,3 − − − − 1.004 0.207 0.211 0.951

SMLE β0,1 −3.009 0.125 0.120 0.947 −2.009 0.131 0.128 0.943

β0,2 0.000 0.085 0.083 0.942 0.004 0.095 0.094 0.945

β0,3 2.002 0.096 0.098 0.955 2.004 0.108 0.106 0.945

βx −0.097 0.116 0.118 0.952 −0.108 0.141 0.140 0.947

βt,1 0.353 0.086 0.092 0.960 1.001 0.123 0.126 0.950

βxt,1 0.199 0.127 0.131 0.959 0.206 0.174 0.171 0.950

βz 1.001 0.031 0.031 0.950 1.001 0.033 0.033 0.950

βt,2 −1.004 0.102 0.104 0.949 −1.006 0.149 0.146 0.944

βt,3 −2.005 0.119 0.125 0.957 −2.008 0.170 0.173 0.955

βxt,2 − − − − 0.508 0.187 0.179 0.942

βxt,3 − − − − 1.014 0.210 0.209 0.952

In Section 5.11, we included additional simulation studies to evaluate the validity of the SMLE and MI ap-

proaches under different marginalized transition models with and without absorbing states. Both approaches
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continued to perform well with unbiased estimates of coefficients and standard errors, and appropriate cover-

age probability of the confidence intervals.

5.5.2 Efficiency of the Design and Estimation Procedures

We compared the efficiency of the chosen two-phase ODS design with that of an SRS design of the same

size for longitudinal ordinal outcomes. Similar comparisons for longitudinal binary outcomes have been

previously published (Schildcrout et al., 2018; Di Gravio et al., 2023). We generated data for N = 1,000

patients as described in Section 5.5.1, and selected 500 subjects for expensive exposure ascertainment. In

particular, we implemented two designs: 1) an SRS design, and 2) a two-phase ODS design that selected

everyone who entered state k = 1 with probability one, and a simple random sample of the remaining subjects

until 500 patients were selected. For each design, we estimated the parameters of interest using a complete-

case analysis and two-full-cohort analyses. For the SRS design, we estimated the parameters using standard

maximum likelihood (ML) estimation (a complete-case analysis), and the SMLE and MI approaches. For the

two-phase ODS design, we estimated the parameters using the IPW (a complete-case analysis), SMLE and

MI approaches.

Table 5.3 shows the relative efficiency of the designs and inference procedures compared to SRS with ML

for Models (1) and (2). For a fixed design, towards estimating the parameters of the marginal mean model,

the SMLE and MI procedures were more efficient than complete-case analyses (IPW and ML). The higher

efficiency gains were observed towards estimating the coefficient associated with the inexpensive covariate,

βz. This is expected as the SMLE and MI approaches incorporate information on (Y, Z) for subjects not

sampled in phase two. Improvement in efficiency towards estimating (βx, βxt , βxt,1, βxt,2, βxt,3) were observed.

For instance, in Model (1), the two-phase ODS design together with the SMLE improved estimation efficiency

over IPW by 18% (1.198/1.017) for βx and by 20% (1.559/1.295) for βxt,1. Improvements in estimation

efficiency were similar for the MI approach. The SMLE and MI approaches recover most of the information

for the parameters of the conditional mean model (see Appendix C in Section 5.10).

For a fixed inference procedure, the two-phase ODS design increased efficiency towards the estimation of the

model’s coefficients (βt,1,βxt,1) that refer directly to the comparison between being in state k = 1 and in states

k = 2,3,4. For instance, in Model (2), the two-phase ODS design with IPW improved estimation efficiency

over SRS with ML by 77% for βt,1 and by 51% for βxt,1. The results is expected as the two-phase ODS design

is oversampling patients with k = 1. In other words, by assigning a higher sampling probability to subjects

in k = 1, the two-phase ODS design is concentrating resources on informative subjects for the comparison

between state k = 1 and states k = 2,3,4.
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Design + Method β0,1 β0,2 β0,3 βx βt,1 βxt,1 βz βt,2 βt,3 βxt,2 βxt,3

Model (1)

SRS + SMLE 2.031 1.528 1.589 1.038 1.539 1.110 1.949 2.090 2.126 − −

SRS + MI 1.949 1.430 1.527 1.007 1.426 1.065 1.928 1.968 2.063 − −

ODS + IPW 1.726 0.870 0.817 1.017 1.727 1.295 0.880 1.041 0.962 − −

ODS + SMLE 2.077 1.583 1.675 1.198 1.862 1.559 1.862 2.049 2.035 − −

ODS + MI 1.991 1.716 1.623 1.189 1.872 1.600 1.953 2.056 1.998 − −

Model (2)

SRS + SMLE 1.754 1.524 1.709 1.100 1.497 1.078 1.837 1.534 1.652 1.040 1.028

SRS + MI 1.686 1.500 1.597 1.009 1.450 0.994 1.914 1.522 1.602 0.996 1.021

ODS + IPW 1.572 0.894 0.912 0.949 1.774 1.511 0.851 1.073 1.079 1.107 1.025

ODS + SMLE 1.846 1.538 1.642 1.161 1.999 1.594 1.820 1.614 1.747 1.143 1.164

ODS + MI 1.698 1.628 1.668 1.130 1.933 1.681 1.800 1.683 1.771 1.194 1.194

Table 5.3: Efficiency of the two-phase ODS design and analysis procedure relative to simple random sampling
(SRS) with maximum likelihood (ML) for the parameters in the marginal mean model.

5.5.3 Efficiency of an Ordinal versus a Binary Outcome

To understand the relationship between glycocalyx degradation and mortality, one could have simplified the

data on the longitudinal outcome states available in CLOVERS, and assumed that patients could be in two

possible daily states: death and alive. In the last set of simulations, we looked at potential efficiency gains that

can be realized when using a longitudinal ordinal outcome with four states instead of a simpler longitudinal

binary outcome. We generated data under Models (1) and (2), and performed a two-phase ODS design

as described in Section 5.5.2. To create the binary longitudinal outcome in both models, we re-classified

outcome states k = 2,3,4 as k = 0, and compared k = 0 versus k = 1. For each model, we estimated the

parameters of interest using IPW and SMLE. We did not report results from the MI approach as the SMLE

and MI approaches led to similar efficiency gains.

Figure 5.3 summarizes the estimated log-odds ratio of death for patients with the expensive exposure (Xi = 1)

versus patients without the expensive exposure (Xi = 0) at days 1, 7, 14, 21 and 28. Regardless of the inference

procedure and follow-up time, using a longitudinal ordinal outcome with four states increased precision of

the parameters of interest. The increase in precision obtained using the longitudinal ordinal outcome can be

easily seen by comparing the width of the confidence intervals. For instance, in Model (2), when model’s

parameters are estimated using the IPW approach, considering a longitudinal ordinal outcome instead of a

longitudinal binary outcome reduced the width of the confidence interval interval by 63%, 54%, 38%, 27%,
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and 21% at days 1, 7, 14, 21 and 28, respectively.

Figure 5.3: Estimated log-odds ratio and 95% confindence intervals for the association between the expensive
exposure and mortality at day 1, 7, 14, 21 and 28.

5.6 Analysis of the CLOVERS Data

We are interested in using the models and estimation procedures described in Section 5.2 and 5.3 to evaluate

the association between mortality and glycocalyx degradation at first and last day of follow-up. We focus on

a binary (yes/no) measure of glycocalyx degradation available for 522 of the 600 subjects originally included

in the two-phase ODS design. Prevalence of glycocalyx degradation was approximately 50%. In each model,

we included the time variable Ti j as log14(Ti j) so that the coefficient associated with the variable indicating

presence/absence of glycocalyx degradation captured the relationship between glycocalyx degradation and
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the outcome at day one.

In the IPW analysis, we used as weights the inverse of the observed probability of being sampled for phase

two, which varied from 0.25 for patients who did not died nor developed ARDS to 0.84 for patients who died

during the study. For the MI and SMLE approaches, we assumed that ARDS was correlated with glycocalyx

degradation, while age, sex and sofa score were uncorrelated. In the MI approach, we set M = 10 imputations,

although results with M = 5 were similar. Figure 5.4 shows the estimated log-odds ratio and 95% confidence

interval derived from each model and estimation procedure.

Figure 5.4: Estimated log-odds ratio and 95% confidence intervals for the association between the glycocalyx
and mortality at days 1 and 14. BMTM, marginalized transition model with a longitudinal binary outcome.
OMTM, marginalized transition model with a longitudinal ordinal outcome. PPO, partial proportional odds.

In all analyses, at the first and last follow-up visit, the odds of mortality were higher in patients with glyco-

calyx degradation compared to patients without glycocalyx degradation. For instance, when we considered

the binary death/alive outcome, and we estimated the paramters of interest using IPW, the odds ratio of

mortality for patients with glycocalyx degradation compared with those without glycocalyx degradation was

exp(1.043) = 2.837 at day one and exp(1.267) = 3.550 at day 14. When we considered an ordinal outcome,

and a model that relaxed the proportional odds assumption for time, the odds ratios looking at the same com-

parison were exp(0.708) = 2.031 and exp(1.058) = 2.881 at days one and 14, respectively. Similar results

were obtained in the model that relaxes the proportional odds assumption for both time and the interaction

between time and glycocalyx degradation.

It is clear from Figure 5.4 how precision can be gained by using the ordinal outcome instead of the binary
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outcome and/or by estimating the model’s parameters with the MI or SMLE approaches instead of the IPW

approach. Some notable observations include:

• For a fixed analysis procedure, considering a longitudinal ordinal outcome instead of a longitudinal

binary outcome increased precision of the estimates both at the first and last day of follow-up. For

instance, at day one, in the IPW approach, estimated standard errors were 0.465 when we considered

the death/alive outcome, and 0.210 when we considered as the outcome, the four ordinal states observed

in the CLOVERS study.

• For a fixed model, the SMLE and MI approaches led to higher efficiency gains compared to the IPW

approach. Efficiency gains of the estimation procedure were observed both at day one and at day 14.

For instance, in the model with a longitudinal ordinal outcome and partial proportional odds for time

and time by glycocalyx degradation (right-most panel in Figure 5.4), estimated standard errors at day

one were 0.262, 0.209, 0.188 for IPW, SMLE, and MI, respectively.

5.7 Discussion

Clinical trials often store blood samples at recruitment and analyze them at a later date to retrospectively

obtain information on a new exposure. When exposure ascertainment cost limits the sample size, two-phase

ODS designs are a pragmatic option to increase estimation precision. Based on the two-phase ODS design

implemented within the CLOVERS study, we described different models and estimation procedures to study

the association between glycocalyx degradation and mortality in a sample of patients where those who died

are over-represented.

Under the assumption of a marginalized transition model, we extended the MI and SMLE approaches to

longitudinal ordinal outcomes. We observed that, compared to the IPW approach, both MI and SMLE im-

proved efficiency for the parameters corresponding to the inexpensive covariates. Efficiency improvement

were more modest for the coefficients associated with glycocalyx degradation. The estimation procedures

described in this paper, should be applied to different scenarios: the IPW approach can be used when the

analyst has no access to phase one data, while the MI and SMLE approaches can be used if the analyst has

all data from phases one and two. Beyond the potential efficiency gains, each estimation procedure presented

has its advantages and limitations. In particular, the IPW estimator is easy to compute, but it requires every

subject in the study to have a non-zero probability of being selected for expensive exposure ascertainment.

The SMLE and MI approaches increase efficiency, but they have higher computational costs. The SMLE ap-

proach can be implemented when subjects have zero probability of being sampled in phase two; however, it

cannot easily handle many continuous inexpensive covariates. Differently from the SMLE, the MI approach
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can handle multiple inexpensive covariates by adding them in the imputation model; however, similar to the

IPW approach, the MI approach described in Section 5.4.2 requires all subjects to have a non-zero probability

of being sampled in phase two. An extension of the MI approach that drops this requirement is presented in

Section 5.12.

Together with the efficiency gains obtained from choosing a particular estimation procedure, we studied

whether estimation efficiency can be increased by choosing a different model’s outcome or study design.

First, for a given design and estimation procedure, we compared the efficiency gains that can be obtained

when the association between glycocalyx degradation and mortality is studied using an ordinal outcome with

four states (where death is the most severe state) compared to a binary outcome. Then, for a given outcome

and estimation procedure, we compared the efficiency gains that can be obtained when subjects are selected

for glycocalyx degradation ascertainment using a two-phase ODS design that oversamples patients who died

versus an SRS design of the same size. Overall, considering a model with an ordinal outcome increased

estimation efficiency as we were able to borrow information from the other outcome states. Moreover, over-

sampling patients who died increased efficiency of the model coefficients associated with those variables

directly related to the mortality outcome.

In this paper, we focused on marginalized transition models. However, the estimation procedures can be

easily extended to conditional models such as GLMMs. While theoretically all estimation procedures pre-

sented can be extended to non-binary expensive exposures, we focused on a binary expensive exposure due

to high computation cost. We are investigating how to extend the estimation procedures to non-binary ex-

posures while minimizing computational cost. A possible solution is to group the information on expensive

exposure in a smaller number classes to reduce the total number of unique values. We also intend to explore

challenges associated with missing data, as well as the robustness of the IPW, MI and SMLE procedures to

misspecification of the outcome model.

5.8 Appendix A: Computation of the B-Spline Basis in SMLE

Without loss of generality, first, we re-scale each component of Z to have [0,1] support; then, we select

bN equally spaced interior knots and partition the interval [0,1] as ∆ ≡ {r−q+1 = ... = r−1 = 0 = r0 < r1 <

... < rbN = 1 = ... = rq+bN}. Let {Nc(Z)}bN
c=−q+1 be a one-dimensional normalized B-spline of order q, we

define the first order B-spline function to be the histogram basis N1
c (Z) = I(rc < Z < rc+1) and construct

{Nc(z)}bN
l=−q+1 using the recursive formula

Nq
c (z) =

z− rc

rc+q−1 − rc
Nq−1

l (z)+
rc+q − z

rc+q − rc+1
Nq−1

c+1 (z) (5.16)
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for c = −q+ 1, ...,bN . If Z comprised of more than one covariate, we obtain the multivariable B-spline

function by multiplication as Bq
l (Z) = ∏

p
s=1 Nq

cs(Zs) where cs = −q+ 1, ...,bN , l = 1, ...,sN and sN = (q+

bN)
p.

The choice of (sN ,q) depends on the number of subjects in the original cohort. Usually, sN increases with

higher phase one sample size N, and q is less or equal to four, where q = 4 corresponds to cubic splines.

Alternatively, one can choose the value of (sN ,q) using cross-validation. In this instance, for a fixed (sN ,q),

the analyst, first, estimates the parameters of interest θ in (K - 1) folds; then, they use these estimates to

evaluate the observed data log-likelihood (5.12) in the remaining fold. After going through each fold, the

optimal (sN ,q) is the one that maximizes the average out-of-folds predicted log-likelihood.

5.9 Appendix B: Estimation of the Covariance Matrix in SMLE

The covariance matrix Cov(θ̂) in the SMLE approach is estimated by inverting the profile log-likelihood

pl(θ) = maxpwl l(θ ,{pwl}) with l(θ ,{pwl}) being the observed data log-likelihood from equation (5.12). In

practice, the covariance matrix is given by the negative inverse of the Hessian matrix whose value in the kth

row and lth column is given by

1
h2

N

{
pl(θ̂ + εkhN + εlhN)− pl(θ̂ + εkhN)− pl(θ̂ + εlhN)− pl(θ̂)

}
(5.17)

where εk is the kth canonical vector, and hN is a constant of order O(1/
√

N). The profile likelihood pl(θ̂) in

equation (5.17) is obtained by holding θ fixed in the EM algorithm described in Section 5.4.3 and calculating

the observed data log-likelihood at convergence.

5.10 Appendix C: Validity of the SMLE and MI approaches for the conditional mean models param-

eters

For the simulation scenarios described in Section 5.5.1, we show the validity and efficiency of the SMLE

and MI approaches when estimating the parameters γsl (s = 1,2,3; l = 1,2,3) of the conditional mean

model.
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Table 5.4: Estimated parameters and standard errors for the coefficients in the conditional mean model.
SE, empirical standard error. SEE, average estimated standard error. CP, coverage probability of the 95%
confidence interval. The SE, SEE and CP of the paramters γ11, γ12 and γ13 that refer to an absorbing state,
are not estimated as those values were fixed

Model (1) Model (2)

Method Coefficient Estimate SE SEE CP Estimate SE SEE CP

MI γ11 25.00 − − − 25.00 − − −

γ12 2.044 0.449 0.432 0.955 2.016 0.269 0.260 0.948

γ13 0.968 0.624 0.607 0.972 0.985 0.342 0.348 0.960

γ21 −25.00 − − − −25.00 − − −

γ22 3.997 0.055 0.055 0.946 4.000 0.061 0.062 0.953

γ23 1.999 0.067 0.066 0.952 1.999 0.071 0.072 0.960

γ31 −25.00 − − − −25.00 − − −

γ32 1.999 0.066 0.066 0.952 1.999 0.072 0.073 0.954

γ33 4.000 0.056 0.057 0.949 3.999 0.067 0.067 0.954

SMLE γ11 25.00 − − − 25.00 − − −

γ12 2.048 0.444 0.433 0.961 2.009 0.272 0.261 0.952

γ13 0.974 0.629 0.599 0.967 0.896 0.356 0.344 0.948

γ21 −25.00 − − − −25.00 − − −

γ22 3.998 0.057 0.056 0.941 3.999 0.062 0.063 0.952

γ23 1.998 0.066 0.065 0.947 2.001 0.072 0.072 0.948

γ31 −25.00 − − − −25.00 − − −

γ32 1.999 0.066 0.066 0.951 1.998 0.071 0.073 0.954

γ33 3.997 0.056 0.057 0.951 3.998 0.068 0.067 0.949
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Table 5.5: Efficiency of the two-phase ODS design and analysis procedure relative to simple random sampling
(SRS) with maximum likelihood (ML) for the parameters in the marginal mean model. The relative efficiency
for γ11, γ12 and γ13 that refer to an absorbing state, are not estimated as those values were fixed

Design + Method γ11 γ12 γ13 γ21 γ22 γ23 γ31 γ32 γ33

Model (1)

SRS + SMLE − 2.158 1.841 − 1.955 1.922 − 1.854 1.925

SRS + MI − 2.170 1.739 − 1.962 1.935 − 1.995 1.949

ODS + IPW − 2.154 1.660 − 0.865 0.801 − 0.823 0.852

ODS + SMLE − 2.108 1.698 − 1.918 1.909 − 1.989 2.018

ODS + MI − 2.063 1.724 − 2.003 1.865 − 1.993 2.018

Model (2)

SRS + SMLE − 2.070 2.263 − 2.004 2.089 − 1.978 2.108

SRS + MI − 2.008 2.229 − 1.918 1.974 − 2.100 2.030

ODS + IPW − 1.964 2.176 − 0.768 0.757 − 0.763 0.825

ODS + SMLE − 1.954 2.274 − 1.968 1.905 − 2.115 2.007

ODS + MI − 1.989 2.262 − 2.010 1.928 − 2.019 2.074

5.11 Appendix D: Additional Simulation Studies

We demonstrate the validity of the MI and SMLE approaches for different marginalized transition models

with ordinal longitudinal data. Data were generated from:

logit{P(Yi ≤ k|Xi,Ti j,Zi)}= β0,k +Xiβx + log10(Ti j)[βt,1 +βt,2I(Yi j ≤ 2)+βt,3I(Yi j ≤ 3)]

+βxtXilog10(Ti j)+βzZi,

log

{
µc

i j,k

µc
i j,K

}
= ∆i j,k +

K−1

∑
s=1

[γks
0 + γ

ks
1 Xi]I{Yi( j−1) = s}, (5.18)

where Yi j ∈ {1,2,3,4}, Xi ∼ Bern(0.5) indicates the expensive exposure to be measured in phase two, Zi ∼

N(0.5Xi,1) denotes an inexpensive covariate available on every subjects at phase one, and Ti j denotes a time

variable. For each subject we generated 28 equally spaced follow-up visits between Ti j = 1 and Ti j = 10.

We investigated the performance of the SMLE and MI approaches under multiple data generating (DG)

mechanisms obtained by setting different values for the coefficients in the marginal mean and the conditional

mean models. In particular, we considered:

• DG-A: Proportional odds model with non-absorbing states. We set the regression coefficients in the

marginal mean model to (β0,1,β0,2,β0,3,βx,βt,1,βt,2,βt,3,βxt ,βz) = (−4.5,0,2,−0.1,0.35,0,0,0.2,1),
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and the regression coefficients in the conditional mean model to


γ11

0 γ12
0 γ13

0

γ21
0 γ22

0 γ23
0

γ31
0 γ32

0 γ33
0

=


4 2 1

2 4 2

1 2 4

 and


γ11

1 γ12
1 γ13

1

γ21
1 γ22

1 γ23
1

γ31
1 γ32

1 γ33
1

=


0 0 0

0 0 0

0 0 0



• DG-B: Partial proportional odds model with non-absorbing states. We set the regression coefficients in

the marginal mean model to (β0,1,β0,2,β0,3,βx,βt,1,βt,2,βt,3,βxt ,βz)= (−4.5,0,2,−0.1,0.35,−0.5,−1,

0.2,1), and the coefficients in the conditional mean model as in DG-A.

• DG-C: Proportional odds model with non-absorbing states and the dependence model modified by a

covariate. We set the regression coefficients in the marginal mean model to (β0,1,β0,2,β0,3,βx,βt,1,βt,2,

βt,3,βxt ,βz) = (−4.5,0,2,−0.1,0.35,0,0,0.2,1). For the parameters in the conditional mean model,

we assumed that in subjects with Xi = 1, the log-relative risk of remaining in the same state in two

consecutive days was lower than in subjects with Xi = 0. This was achieved by setting


γ11

0 γ12
0 γ13

0

γ21
0 γ22

0 γ23
0

γ31
0 γ32

0 γ33
0

=


4 2 1

2 4 2

1 2 4

 and


γ11

1 γ12
1 γ13

1

γ21
1 γ22

1 γ23
1

γ31
1 γ32

1 γ33
1

=


−1 0 0

0 −1 0

0 0 −1



• Model DG-D: Partial proportional odds model with non-absorbing states and the dependence model

modified by a covariate. We set the regression coefficients in the marginal mean model to (β0,1,β0,2,β0,3,

βx,βt,1,βt,2,βt,3,βxt ,βz) = (−4.5,0,2,−0.1,0.35,−0.5,−1,0.2,1), and the regression coefficients in

the conditional mean model as in in DG-C.

Under each DG mechanism, we generated data for N = 1,000 subjects and designed a sub-study in which

N2 = 500 subjects were sampled for expensive exposure Xi ascertainemnt using the two-phase ODS design

described in Section 5.5.2. To estimate G(Xi|Zi) in the SMLE approach, we chose q = 1 and sN = 10. In the

MI approach, we set M = 10. We summarized the results across 1,000 replicates. Tables 5.6 and 5.7 show

the estimated coefficients, empirical standard errors and coverage probability of the 95% confidence intervals

for the parameters in the marginal mean and conditional mean models, respectively. Both the MI and SMLE

approaches performed well with parameters estimates and standard errors virtually unbiased and coverage of

the confidence intervals approximately equal to 0.95. Similar results were obtained for the parameters of the

conditional mean model.
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Table 5.6: Estimated parameters and standard errors for the coefficients in the marginal mean model. SE, em-
pirical standard error. SEE, average estimated standard error. CP, coverage probability of the 95% confidence
interval.

DG-A DG-B DG-C DG-D

Method Coeff Estimate SE SEE CP Estimate SE SEE CP Estimate SE SEE CP Estimate SE SEE CP

MI β0,1 −4.502 0.114 0.113 0.947 −4.513 0.169 0.171 0.953 −4.502 0.098 0.098 0.952 −4.515 0.151 0.153 0.952

β0,2 0.002 0.099 0.097 0.940 0.003 0.100 0.099 0.949 0.002 0.084 0.085 0.951 −0.001 0.091 0.088 0.942

β0,3 2.003 0.103 0.100 0.942 2.005 0.109 0.109 0.946 2.003 0.086 0.087 0.954 2.002 0.097 0.097 0.944

βx −0.100 0.160 0.157 0.944 −0.105 0.158 0.155 0.936 −0.103 0.121 0.121 0.949 −0.099 0.126 0.123 0.937

βt,1 0.347 0.135 0.131 0.937 0.359 0.226 0.228 0.955 0.349 0.115 0.115 0.949 0.365 0.205 0.206 0.951

βxt 0.202 0.220 0.215 0.939 0.206 0.214 0.211 0.941 0.201 0.168 0.166 0.94 0.201 0.174 0.168 0.934

βz 1.001 0.026 0.026 0.942 1.002 0.025 0.025 0.942 1.001 0.022 0.022 0.955 1.002 0.022 0.022 0.947

βt,2 - - - - −1.013 0.208 0.211 0.954 - - - - −1.015 0.184 0.187 0.953

βt,3 - - - - −2.014 0.222 0.225 0.957 - - - - −2.019 0.202 0.202 0.952

SMLE β0,1 −4.499 0.109 0.109 0.942 −4.508 0.168 0.163 0.946 −4.508 0.096 0.095 0.943 −4.510 0.154 0.146 0.937

β0,2 0.005 0.094 0.093 0.943 0.002 0.094 0.094 0.951 −0.004 0.084 0.082 0.936 −0.001 0.087 0.084 0.945

β0,3 2.005 0.099 0.098 0.95 2.004 0.105 0.107 0.958 1.998 0.085 0.086 0.954 2.003 0.095 0.095 0.950

βx −0.109 0.147 0.150 0.947 −0.104 0.146 0.147 0.953 −0.097 0.115 0.114 0.945 −0.100 0.116 0.115 0.944

βt,1 0.346 0.128 0.126 0.951 0.353 0.226 0.221 0.945 0.353 0.114 0.112 0.945 0.355 0.207 0.200 0.940

βxt 0.208 0.201 0.204 0.951 0.206 0.199 0.198 0.948 0.199 0.163 0.157 0.941 0.202 0.161 0.158 0.942

βz 1.001 0.025 0.026 0.956 1.001 0.026 0.025 0.945 1.001 0.022 0.022 0.952 1.001 0.023 0.022 0.943

βt,2 - - - - −1.006 0.207 0.203 0.943 - - - - −1.004 0.188 0.181 0.940

βt,3 - - - - −2.007 0.221 0.230 0.958 - - - - −2.008 0.203 0.208 0.957
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Table 5.7: Estimated parameters and standard errors for the coefficients in the conditional mean model.
SE, empirical standard error. SEE, average estimated standard error. CP, coverage probability of the 95%
confidence interval.

DG-A DG-B DG-C DG-D

Method Coeff Estimate SE SEE CP Estimate SE SEE CP Estimate SE SEE CP Estimate SE SEE CP

MI γ11
0 4.003 0.213 0.215 0.953 4.000 0.158 0.155 0.944 4.008 0.322 0.310 0.941 4.006 0.225 0.224 0.952

γ12
0 1.998 0.163 0.165 0.954 2.000 0.129 0.128 0.950 2.009 0.239 0.239 0.955 2.008 0.183 0.185 0.952

γ13
0 0.990 0.205 0.207 0.958 0.987 0.184 0.179 0.948 0.992 0.303 0.302 0.957 0.993 0.258 0.259 0.958

γ21
0 2.003 0.168 0.168 0.953 2.001 0.125 0.127 0.952 2.001 0.247 0.242 0.949 1.999 0.187 0.184 0.950

γ22
0 4.000 0.071 0.070 0.951 3.998 0.005 0.054 0.951 3.996 0.119 0.118 0.945 4.000 0.091 0.091 0.951

γ23
0 1.998 0.078 0.077 0.944 2.001 0.064 0.065 0.952 1.999 0.132 0.131 0.944 2.005 0.110 0.111 0.951

γ31
0 1.000 0.211 0.213 0.956 0.996 0.181 0.181 0.953 0.989 0.309 0.308 0.955 0.981 0.261 0.262 0956

γ32
0 2.000 0.078 0.078 0.948 1.997 0.067 0.065 0.942 2.003 0.134 0.133 0.947 2.000 0.110 0.111 0.956

γ33
0 3.998 0.073 0.073 0.949 4.000 0.059 0.058 0.942 3.998 0.129 0.127 0.948 3.996 0.099 0.101 0.957

γ11
1 - - - - - - - - −0.972 0.470 0.469 0.952 −1.002 0.335 0.333 0.944

γ22
1 - - - - - - - - −0.992 0.176 0.175 0.947 −0.994 0.133 0.132 0.946

γ33
1 - - - - - - - - −0.991 0.192 0.188 0.939 −0.991 0.147 0.148 0.948

SMLE γ11
0 4.000 0.208 0.216 0.958 4.000 0.155 0.155 0.950 4.015 0.320 0.310 0.947 4.007 0.220 0.224 0.960

γ12
0 1.998 0.157 0.164 0.961 2.003 0.129 0.127 0.944 2.013 0.242 0.238 0.954 2.008 0.180 0.184 0.962

γ13
0 0.986 0.205 0.205 0.956 0.993 0.186 0.177 0.938 1.002 0.310 0.296 0.949 2.002 0.255 0.255 0.954

γ21
0 2.004 0.163 0.168 0.951 2.001 0.124 0.127 0.956 2.004 0.247 0.241 0.950 4.004 0.185 0.182 0.951

γ22
0 4.000 0.071 0.070 0.952 3.998 0.054 0.054 0.953 4.000 0.110 0.114 0.960 2.008 0.085 0.089 0.960

γ23
0 2.001 0.077 0.077 0.946 2.000 0.065 0.064 0.947 2.000 0.126 0.122 0.945 0.988 0.104 0.103 0.951

γ31
0 1.000 0.214 0.210 0.946 0.996 0.178 0.179 0.953 0.993 0.310 0.302 0.946 2.001 0.261 0.257 0.948

γ32
0 2.001 0.080 0.078 0.935 1.998 0.066 0.065 0.950 2.000 0.127 0.123 0.944 2.001 0.104 0.103 0.951

γ33
0 4.004 0.073 0.073 0.954 4.001 0.058 0.058 0.942 4.001 0.119 0.121 0.953 4.004 0.091 0.097 0.963

γ11
1 - - - - - - - - −0.982 0.476 0.476 0.949 −1.004 0.327 0.330 0.950

γ22
1 - - - - - - - - −1.002 0.160 0.164 0.963 −1.003 0.125 0.124 0.944

γ33
1 - - - - - - - - −1.003 0.170 0.173 0.953 −1.005 0.132 0.137 0.956

5.12 Appendix E: Extending the Multiple Imputation Approach

The MI approach described in Section 5.4.2 requires all subjects in the study to have a non-zero probability

of being sampled for phase two exposure ascertainment. While the MI approach studied is computationally

faster, its usage is limited. Below, we detail a similar MI approach that does not use weighted likelihood

methods to estimate the parameters of interest and thus it can be implemented for any two-phase ODS stud-

ies.

1. Using sampled subjects only, fit a marginalized transition model to estimate θ̂ and Ĉov(θ̂).

2. Using sampled subjects only, fit the CPM log
{

Pη (Xi≥x(w)|Zi;η)

Pη (Xi<x(w)|Zi;η)

}
to estimate η̂ and Ĉov(η̂).

3. At the kth iteration:

(a) Sample θ
(k−1) ∼ N

(
θ̂
(k−1)

, Ĉov(θ̂
(k−1)

)

)
.

(b) Sample η(k−1) ∼ N
(

η̂
(k−1)

, Ĉov(η̂(k−1))
)

.

109



(c) For each subjects compute the offset

offset(k−1) = log

{
∑

m
k=w P(Yi|Xi = x(k),Zi;θ)P(Xi = x(k)|Zi;η)

∑
m
k=w P(Xi = x(k)|Zi;η(k−1))

}

− log

{
∑

w−1
k=1 P(Yi|Xi = x(k),Zi;θ

(k−1))P(Xi = x(k)|Zi;η(k−1))

∑
w−1
k=1 P

η(k−1)(Xi = x(k)|Zi;η(k−1))

}

using η(k−1) and θ
(k−1) estimated in steps (a) and (b)

(d) For sampled subjects, fit the offsetted CPM

offset(k−1)+ log

{
P

η(k−1)(Xi ≥ x(w)|Zi;η(k−1))

P
η(k−1)(Xi < x(w)|Zi;η(k−1))

}
. (5.19)

Obtain new estimates of η̂
(k) and Ĉov(η̂(k)

)

(e) Use η(k) and offset(k−1) to compute the marginal probabilities p̂(k)xi(w) = Pr(Xi = x(w)|Yi,Zi) for

all w = 1, ..,m and i = 1, ...,N.

(f) For the unsampled subjects, impute X (k)
i ∼ Multinomial(p̂(k)xi(w))

(g) Fit a marginalized transition model using the complete data to obtain estimates

θ
(k) ∼ N

(
θ̂
(k)
, Ĉovθ̂

(k)
)

4. Repeat steps (a)-(g) in (2) m times and the the mth dataset as the complete data. Fit a marginalized

transition model using the complete data and store the results

5. Repeat steps (2)-(3) M times and combine the results using Rubin’s rule (Rubin, 1976).

We studied the validity of this MI approach with simulation studies. In particular, we generated data under

Models (1) and (2) described in Section 5.5.1 and performed the two-phase ODS design detailed in Sec-

tion 5.5.2. We set m = 5 and M = 10 and summarize the results across 2,000 simulations. Tables 5.8 and

5.9 summarize the results. Overall, the method performed well with unbiased estimates of coefficients and

standard errors, and appropriate coverage probability of the confidence intervals. Empirical standard errors

were similar to those estimated using the MI approach in Section 5.4.2.
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Table 5.8: Estimated parameters and standard errors for the coefficients in the marginal mean model. SE, em-
pirical standard error. SEE, average estimated standard error. CP, coverage probability of the 95% confidence
interval.

Model (1) Model (2)

Method Coefficient Estimate SE SEE CP Estimate SE SEE CP

MI β0,1 −3.014 0.126 0.126 0.957 −3.007 0.137 0.135 0.953

β0,2 0.000 0.085 0.084 0.941 0.000 0.095 0.096 0.952

β0,3 2.001 0.119 0.116 0.951 2.004 0.104 0.107 0.955

βx −0.100 0.119 0.116 0.936 −0.097 0.142 0.145 0.944

βt,1 0.359 0.088 0.087 0.946 1.005 0.125 0.125 0.952

βxt 0.197 0.124 0.127 0.957 0.201 0.171 0.171 0.947

βz 1.002 0.030 0.031 0.959 1.002 0.033 0.032 0.958

βt,2 −1.009 0.102 0.103 0.945 −1.000 0.149 0.149 0.947

βt,3 −2.008 0.120 0.120 0.955 −2.003 0.166 0.171 0.954

βxt,2 − − − − 0.504 0.187 0.184 0.942

βxt,3 − − − − 1.004 0.217 0.211 0.938

Table 5.9: Estimated parameters and standard errors for the coefficients in the conditional mean model.
SE, empirical standard error. SEE, average estimated standard error. CP, coverage probability of the 95%
confidence interval. The SE, SEE and CP of the paramters γ11, γ12 and γ13 that refer to an absorbing state,
are not estimated as those values were fixed

Model (1) Model (2)

Method Coefficient Estimate SE SEE CP Estimate SE SEE CP

MI γ11 25.00 − − − 25.00 − − −

γ12 2.035 0.423 0.429 0.964 2.013 0.264 0.260 0.954

γ13 0.947 0.629 0.607 0.975 0.979 0.357 0.348 0.949

γ21 −25.00 − − − −25.00 − − −

γ22 3.999 0.057 0.055 0.949 3.996 0.061 0.062 0.955

γ23 1.998 0.066 0.066 0.948 1.998 0.070 0.072 0.954

γ31 −25.00 − − − −25.00 − − −

γ32 2.000 0.066 0.066 0.951 2.002 0.073 0.073 0.951

γ33 3.999 0.057 0.057 0.953 4.002 0.066 0.067 0.952
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CHAPTER 6

Conclusions

This dissertation introduces novel designs and analysis methods for resource-efficient biomedical studies.

We focused on two-phase ODS studies where data on longitudinal outcomes and inexpensive covariates are

available, but information on an exposure needs to be collected. In particular, we looked at cases where the

exposure is expensive to collect, and thus it cannot be collected on everyone. This is a common scenario

in many cohort studies and clinical trials where blood samples are stored at baseline and analyzed at a later

date. Across four chapters, we aim to answer the questions on who we should sample for expensive exposure

ascertainment and how we can analyze the data after exposure collection.

In Chapter 2, we focused on multivariate longitudinal continuous outcomes. We developed novel study

designs that aim to increase precision of coefficients associated with time-varying covariates, time-fixed

covariates and a combination of time-varying and time-fixed covariates. Based on the research question and

the parameters of interest, these designs identify informative individuals and oversample them for expensive

exposure ascertainment. Together with the designs, we proposed two analysis procedures that use different

amounts of information to provide a valid estimate of the parameters. Through simulation studies and a

real-world application, we showed how estimates’ precision can be increased by 1) sampling for expensive

exposure ascertainment the informative individual, and 2) estimating the parameters of interest using an

analysis procedure that makes the most out of the available data. Importantly, we demonstrated how the

proposed analysis approaches can be applied to secondary analysis of previously conducted two-phase ODS

studies.

In Chapter 3, we shifted our attention to longitudinal binary outcomes and developed novel designs and

inference procedures. In particular, we proposed a class of residual-based designs that samples informative

individuals for expensive exposure ascertainment using the available information on both the longitudinal

outcomes and the inexpensive covariates. Similar to the multivariate longitudinal continuous outcomes, these

designs aim to increase precision of coefficients associated with time-varying covariates, time-fixed covariates

and a combination of time-varying and time-fixed covariates. We showed how this class of designs can

increase efficiency compared to existing NSA designs. To analyze the data, we extended the sieve maximum

likelihood estimator (SMLE) to longitudinal binary outcomes. The SMLE has multiple advantages over

existing methods: 1) it accounts for all information available, 2) it is agnostic to the design, and 3) it is
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consistent, asymptotically efficient and asymptotically normal. In Chapter 4, we introduced the R package

dames which gives practitioners a single framework to design two-phase ODS studies with longitudinal

binary outcomes, and analyze data from such studies.

Finally, in Chapter 5, we focused on longitudinal ordinal outcomes. Differently from the previous chapters,

we did not propose novel two-phase ODS designs, but we provided different analysis methods that can be

used to estimate the parameters of interest under a specific two-phase ODS design. In particular, we compared

three analysis methods (weighted likelihood estimator, multiple imputation and SMLE) that use different

amounts of data to estimate the parameters of interest. Through extensive simulation studies, we examined the

validity and efficiency of each method, and showed that methods that uses all available data led to efficiency

gains compared methods that only use data on patients for whom the expensive exposure was collected.

Additionally, we show how, for a fixed two-phase ODS design and analysis procedure, efficiency gains can

be realized by using a longitudinal ordinal outcome instead of a simpler longitudinal binary outcome.

Overall, this dissertation provides researchers with several designs and/or estimation procedures for the set-up

and analysis of two-phase ODS studies with different types of longitudinal outcomes. In Chapters 3 and 5 we

focused on marginalized models for longitudinal data; however, the designs and methods presented in both

chapters can be easily extended to conditional models such as the generalized linear mixed effects models.

Future research could focus on the design of two-phase ODS studies with longitudinal ordinal outcomes

which, to the best of our knowledge, has not been studied. We believe these chapters extend existing work on

two-phase ODS studies with longitudinal outcomes, and provide insights that can help researchers setting up

resource-efficient biomedical studies.
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