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CHAPTER 1

Introduction

1.1 Motivation

Over the course of my master’s program, I had the opportunity to engage with a variety of problems situated
within the broad field of optimization. In reflecting on this body of work, I began to notice a set of recurring
themes that provided a unifying thread across seemingly different projects. The first is scalability, which
becomes essential when methods are expected to move beyond illustrative or toy examples and confront
the complexity of real-world applications. Practical constraints in such settings demand not only algorith-
mic efficiency but also careful consideration of how problem formulations scale with data, model size, and
computational resources. The second theme is insight, approaching problems from alternative perspectives
and developing explanations for why certain outcomes or behaviors emerge. This pursuit of insight is less
about interpretability, but rather about understanding the structure of problems in ways that inform better
formulations and solution methods.

These themes of scalability and insight resonate with broader developments in machine learning and
decision-making. Accuracy has often served as the central benchmark of progress, particularly in the early
growth of these fields. In machine learning, this is evident in milestones such as the ImageNet challenge
for image classification [1] and the use of Gaussian Processes for regression [2]. In decision-making, similar
emphasis can be seen in the study of Markov Decision Processes (MDPs) [3] and the foundations of reinforce-
ment learning [4]. Yet within these contexts, questions of scale quickly emerge, and the resulting trade-offs
highlight the limits of focusing on accuracy alone. Accuracy without scalability cannot meet the demands of
deployment in real-world environments, where problems involve larger datasets and stricter computational
requirements. Alongside scalability, a further dimension of insight becomes essential for developing a deeper
understanding of problems by approaching them from multiple perspectives, identifying recurring patterns,
and explaining why particular behaviors arise. These complementary priorities, scalability and insight, frame
the perspective from which this thesis is written.

Viewed through this lens, the thesis can be understood as a collection of studies in machine learning
and decision-making, tied together by these shared concerns of scalability and insight. While the problems
I examine represent only a small subset of the vast domain, my aim is to articulate a coherent perspective
that by reformulating classical problems, whether through distributed architectures, kernel design, GPU ac-

celeration, or alternative mathematical formulations, it is possible to achieve practical improvements while



also uncovering deeper conceptual understanding. My hope is that this unified perspective illustrates how
diverse problems can be connected through common methodological and conceptual themes, even when their

surface-level applications appear distinct.

1.1.1 Scalability

As highlighted above, scalability is a critical concern when we consider real-world applications. While my
work does not directly address the challenges of deployment, situating this thesis within the broader context
of scalability for machine learning and decision-making problems is important [5]. In autonomous driving,
decision-making and planning methods must not only scale but also account for strict real-time constraints
[6]. Others have explored the use of large language models for context-aware decision-making in autonomous
vehicles [7]. Scalability has also been studied in communication systems, where graph neural networks have
enabled scalable radio resource management, solving large beamforming problems in milliseconds [8]. In
complex multi-agent environments, distributed Al has been used to design scalable reinforcement learning
approaches for large-scale decision-making [9]. Similar ideas extend to cloud infrastructure, where rein-
forcement learning is applied to autoscaling frameworks for Al inference, improving both latency and load
balancing [10]. These examples illustrate how the demand for scalability spans across diverse domains,
underscoring its significance in practical applications.

Alongside these application-driven concerns, there has also been substantial work on developing methods
that advance scalability within machine learning itself. Early efforts introduced the parameter server frame-
work to enable distributed training across multiple nodes [11]. Surveys of large-scale machine learning have
emphasized techniques such as simplification, approximation, and parallelism as central strategies for han-
dling increasing complexity [12]. More recent work has reviewed scalability and maintainability challenges
across the lifecycle of machine learning systems, cataloguing recurring obstacles and proposed solutions [5].
Advances in pipeline design have further improved throughput and reduced resource usage in distributed en-
vironments [13]. Taken together, these developments illustrate how the field has continually sought to address

the constraints imposed by scale, both through new system designs and through algorithmic reformulations.

1.1.2 Insight

Insight is different from interpretability in machine learning and other artificial intelligence settings, where the
goal is to make models more understandable or explainable to humans [14, 15]. Insight instead refers to the
observations and patterns that emerge in specific contexts and what those patterns reveal about the problem or,
more generally, the field. Advanced analytics and machine learning modeling can serve as explorations that

generate insight into data-driven decision-making across domains such as cybersecurity, business, and urban



systems [16], where the emphasis is often on results. We also find examples in organizational studies that
examine how machine learning supports strategic decision-making, highlighting resilience, accountability,
and transparency [17-19].

Beyond these application-driven perspectives, this thesis considers insight more broadly, focusing on
the modeling process itself, where small adjustments in formulation or design can reveal deeper structural
understanding and guide future problem-solving. For example, selecting and integrating scientific priors
into architectures or enforcing consistency constraints can provide insight into model behavior and scientific
plausibility [20]. Similarly, work on multi-kernel learning has shown how kernel choice shapes representation
design and classification performance [21]. Simulation-assisted kernel methods illustrate how domain-driven
similarities can be encoded to yield both interpretive and practical benefits [22]. Even in emerging areas such
as quantum machine learning, comparing parametrized circuit models has provided insight into the resource
trade-offs between quantum and classical approaches [23]. These examples highlight how insight can be

gained directly through modeling decisions, an approach that underlies the perspective taken in this thesis.

1.2 Contributions

Each chapter of the body of this thesis provides specific contributions that are detailed in their respective
contexts. At an overview level, these projects are distinct in their focus yet unified by the recurring themes
of scalability and insight. The contributions of this work can be summarized as follows. First, it showcases
examples where scalability and insight emerge as valuable and intellectually engaging dimensions of ma-
chine learning and decision-making problems. Second, it seeks to encourage further exploration in this area
by demonstrating how rethinking classical formulations can yield both practical improvements and deeper
conceptual understanding. Together, these studies underscore the importance of strategically engineered ap-
proaches that address scalability while also generating broadly applicable insights into the design of solutions

for machine learning and decision-making.

1.3 Outline

The remainder of this thesis is organized as follows. Chapter 2 investigates integer programming games,
applying SAT solvers to compute locally optimal integer solutions (LOIS) in cybersecurity and graph inter-
diction settings, and demonstrating improved scalability compared to traditional solvers. Chapter 3 develops
LOIS-guided genetic metaheuristics for computing approximate equilibria in integer programming games,
integrating local rationality with evolutionary search to achieve scalable and interpretable decision-making.
Chapter 4 analyzes the scalability of exact linear programming formulations for Markov decision processes

and constrained variants, benchmarking GPU-accelerated solvers against classical value-iteration methods.



Chapter 5 explores correlated time-series forecasting by combining multiple kernels within a Sparse Gaussian
Process framework, showing how kernel design influences predictive performance and offering insights into
real-world web traffic forecasting. Finally, Chapter 6 concludes the thesis by drawing together the themes of

scalability and insight and reflecting on broader implications for machine learning and decision-making.



CHAPTER 2

An Application of SAT Solvers in Integer Programming Games'

2.1 Introduction

Integer programming games (IPGs) are well-known in game-theoretic literature [25, 26]. They arise when
every player is restricted to choosing discrete strategies and are useful for modeling a plethora of scenarios
from domains such as transportation, communication, cybersecurity, etc [27-29]. While they provide sub-
stantial modeling flexibility, they are known to be difficult to solve. It is well-known that deciding whether
or not an IPG admits a pure Nash equilibria, a popular solution concept for IPGs, is Z’z’ -complete [30]. This
poses severe computational challenges and makes solving for large-scale IPGs intractable.

However, recent works have introduced new class of solution concepts for IPGs called locally optimal
integer solutions (LOIS) that are more relaxed than PNEs and computationally tractable even for large-scale
IPGs [31]. In fact, [31] show that deciding whether IPGs admit LOIS is NP-complete, which means that
they can be solved by commercially available mathematical solvers that support integer programming and
scale well across large IPG instances. With this relaxed notion of LOIS, many large-scale IPGs that specifi-
cally arise in many critical domains, including cybersecurity, become tractable. In particular, in an attacker-
defender scenario where there are a large number of cyber infrastructures to be considered with a limited
attack/defense budget for both attackers and defenders, the resulting IPG is not readily solvable for large
instances using PNE but can indeed be solved using LOIS [31]. Furthermore, a bilevel IPG with a leader-
follower structure can also be solved by embedding the LOIS optimality conditions of the follower in the
leader’s program to obtain a single integer program. This allows us to solve an important class of cyberse-
curity games played on graphs, i.e. graph interdiction games, where a defender and an attacker strategically
choose nodes to protect and infect while considering the propagation dynamics of the attack on the graph
[32]. Despite the scalability of LOIS, they are not without limitations. The most important being that while
LOI solutions scale well for lower orders (LOIS-1), higher-order LOI solutions, which are qualitatively better,
are time-consuming to calculate due to increased complexity.

SAT solvers that solve the boolean satisfiability problem are known to be effective for solving NP-
complete problems from various domains including planning, formal verification, cybersecurity, transporta-
tion, etc. [33, 34]. Decades of advances in SAT solving techniques, coupled with rigorous optimizations in

commercially available SAT solvers make them attractive for solving any large-scale NP-complete problem.

I'This chapter is based on joint work with Pravesh Koirala and Forrest Laine. It appeared in the 28th International Conference on
Theory and Applications of Satisfiability Testing (SAT 2025) [24].



Furthermore, the extension of SAT called MaxSAT [35] adds further modeling flexibility to the SAT lan-
guage, making it possible to perform an optimization over the number of true clauses. Despite these powerful
modeling and solving capabilities, SAT solvers are underutilized for game-theoretic applications and have
not been previously considered for solving IPGs.

In this paper, we show that it is possible to utilize modern SAT solvers to solve for LOI solutions for
IPGs using straightforward encodings. In particular, we highlight the fact that modern SAT solvers can scale
incredibly well in comparison to traditional mathematical optimizers in certain game-theoretic applications.
We apply our methods in two cybersecurity games of interest: a) a critical node game first introduced by [28]
where attacker and defender simultaneously choose which infrastructures to attack/defend, and b) a bilevel
graph interdiction game with constrained propagation dynamics where defender chooses central nodes to

defend followed by the attacker choosing their initial targets to spread infection.

2.2 Related Works

Local solutions in discrete games: IPGs themself were first investigated by [26] and have found consid-
erable usage since in domains with discrete strategy-space like inventory management, facility location, cy-
bersecurity, etc. [29, 36-38]. Prevailing methods for solving IPGs focus on finding either pure or mixed
Nash equilibrium solutions using a range of algorithms such as branching, cut-and-play, sample generation,
zero-regrets etc. [37, 39-41]. A broad survey of IPGs and related algorithms can be found in [25]. Related to
IPGs are also boolean games [42, 43], i.e., games where each player’s strategy space is composed purely of
boolean choices and the players choose assignments with the objective of satisfying their utility (represented
by a boolean formula). However, determining the existence of pure Nash equilibria in boolean games is in £5
as well [42]. The very first work that explored the concept of local solutions in discrete strategy games is by
[44], where a k-bounded Nash equilibrium is defined for boolean games such that no player can gain utility
by unilaterally changing at most k of their strategies. This concept has also been independently explored in a
voting game by [45], where they analogously define a #-local equilibrium such that no candidate can gain any
utility by unilaterally deviating in at most ¢ of their announced positions. A generalization of this boolean
local equilibria concept to IPGs was provided more recently by [31], who define a locally optimal integer
solution to be one where no player can gain by unilaterally deviating in their integer neighborhood. Their
formulation allows for deriving local optimality conditions for IPGs with shared constraints and is the focus
of this work.

SAT solvers in game theory: Usage of SAT solvers in game-theoretic setting is sparse and has generally been
restricted to boolean games with boolean utilities. Notably, [46] use answer set programming to solve for

pure Nash equilibrium of boolean games. [47] apply SAT and MaxSAT solvers in bounded model checking



setting to derive Nash equilibrium in a resource allocation problem. An interesting application of satisfiability
theory in bimatrix games is proposed in [48], which uses Horn clauses to identify special substructures of a
normal form bimatrix game, potentially speeding the process of obtaining Nash equilibrium solutions. An
application of SAT on graphical games is by [49] who use it to solve parity games, a special type of two-
player game played on graphs with the objective of achieving a desired parity of minimum node priority in an
infinite path of play. Similarly, in reachability games, SAT solvers have been used to determine and extract
winning strategies [50].

Apart from [48], the abovementioned works do not apply to games with non-boolean objectives or con-
straints, which IPGs specifically allow. And even [48] is an application of SAT to identify potential sub-
structures in discrete games that may simplify solutions (and is not a solution method by itself). Therefore,
to our knowledge, our work is the first to investigate the application of SAT solvers on IPGs. In particular,
we investigate solutions of both simultaneous IPGs (where players make decisions at once) and sequential
(or bilevel) IPGs where a leader makes a decision followed by the follower choosing their best response. In

summary, our contributions are as follows 2.

1. We add to the literature of game theory by investigating SAT solvers as an alternative solution method
to a class of games of broad interest (i.e., [PGs), and compare their performance against traditional

mathematical solvers.

2. We investigate the application of MaxSAT solvers on bilevel graph games and compare the quality of

solutions against prevailing heuristics.

Rest of the paper is organized as follows: In section 2.3 we start with the overview of IPGs, including
its definition and related solution concepts. In sections 2.4 and 2.5, we introduce the critical node game and
the bilevel graph interdiction game and discuss their encoding approaches. In section 2.6, we discuss timing
comparison for mathematical solvers vs SAT solvers for the critical node game and also analyze solution
quality of LOIS over heuristics for the bilevel graph game. We briefly recap our work and provide future

directions in section 2.7.

2.3 Definitions

Throughout the rest of this paper, we follow the conventions and definitions used by [31].

Definition 2.1 (IPG). IPGs with n players is defined as a simultaneous, complete-information, and non-

cooperative game in the form of a n-tuple (Py,P,,...P,), where each P, is a mathematical program of the

2The repository for this paper can be found at https://github.com/PraveshKoirala/SATLois
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form:

P :=min f'(x';x7")
xl

st g(x') >0, 2.1)

where x' € 7" is the strategy of player i, f' : Z¥ + R is their objective function with N = ¥,;n;, and g’ :
ZM s R™ are the constraint functions. With x € Z" as the joint strategy space, we use x ' to denote all other

decision variables sans x'.
With definition 2.1 in place, the pure Nash equilibrium (PNE) of an IPG is defined as:

Definition 2.2 (PNE for IPGs). A joint strategy x* € Z" is a pure Nash equilibrium for an IPG if and only if

Vi, g'(x*) > 0 and for all players i the following holds:
FI@) < FIE) ) VR € ¥ e 2 (x') > 0}

Since PNE is computationally prohibitive due to them being in X5, [31] introduce the notion of m-order

integer neighborhood and subsequently locally optimal integer solution as follows:

Definition 2.3 (m-order integer neighborhood). For a point x € Z", we define its m-order integer neighbor-

hood as Z,,(x) = {x' € Z" | |x —x'||1 < m} where the operator |-||; denotes the LI-norm.

Definition 2.4 (Locally optimal integer solution of m-th order). For a parameterized integer mathematical
program P := min,ezn f(x;a) s.t. x € C where the payoff function f is parameterized in @ € Z™ and C is
some feasible set, £ € C is said to be a locally optimal integer solution of m-th order (LOIS-m) if and only if

f(®"a) < f(¥5a) VX' € Z,(&")NC.
By using definition 2.4, optimality conditions for LOIS can be obtained for a single program as follows:

Definition 2.5 (Optimality conditions for LOIS-m). For a program parameterized in a € Z”, where f :
Z"P— R and Vj € 1..J, gj : Z" — R, the optimality conditions for £ to be a LOIS-m can be outlined

as the following inequality and implication constraints:

J
N (g;(%) >0), 2.2)
j=1
J
V(E+8 € Zu(R) |f(fia)> f(&+8:a) = \/ (g;(£+8) <0) (2.3)
j=1



Finally, using definition 2.5, the joint optimality condition for a LOIS-m solution for an IPG is defined

as:

Definition 2.6 (LOIS-m solution for IPGs). We recall IPGs to be the joint mathematical program (Py,...P,)
where each program P; is parameterized in x /. For each player i, let O’, be the set of points satisfying their
LOIS-m optimality conditions as introduced in definition 2.5. Then, we define X as the LOIS-m solution for

the IPG iff:
te( O (2.4)
i=1

In simpler terms, a LOIS-m solution for an IPG is defined such that no single player, by unilaterally
deviating in their m-order integer neighborhood, can obtain better payoffs (or lower costs) while remain-
ing feasible. In this way, LOIS-m basically offers a direct adaptation of the concept of local equilibria in
continuous-strategy games to IPGs. Similarly, when the discrete strategy-set of each player is binary (and the
payoff is a logical formula defined over the joint strategy), it is easy to see that LOIS-m for unconstrained
IPG in such cases translates to the notion of local equilibria for boolean games. In this regard, LOIS-m is

actually a generalization of existing local solution concepts from boolean games.

2.4 Critical Node Game (CNG)

CNG is a cybersecurity game first introduced by [28]. The following description of CNG is derived from
the same and we refer readers to the original text for any missing details. The CNG is played over a set
of V critical nodes representing sensitive digital infrastructures with the decision variables x; € {0,1},0; €
{0,1} Vi € V indicating respectively the defender and attacker’s choice with x; = 1 for defender defending the
node i (and zero otherwise), and o; = 1 for the attacker attacking the target (and zero otherwise). Both players
have limited budget and there are strategic interactions between their choices. The complete 2-player CNG
is specified as a simultaneous, non-cooperative, and complete-information game comprised of the programs

(P4, Pp) such that the attacker solves:

Py:= max fY(a;x)
ac{0,1}V!

st.ala <A



and the defender solves:
Pp:= max fd(x; o)
xe{0,1}VI

st.d'x<D

The functions f*: Z3VI— R, f¢:72V]— R are the payoffs of the attacker and the defender respectively.
Each attack or defend choice has a cost represented by the vectors a € Z'}:‘ ,d e le/‘. The total budget for
attacker / defender, respectively, isA € Z;,D € Z, and pf € Zy., p} € Z denote the criticality of node i for
respectively, the defender and the attacker. This formulation varies slightly from the original, as it restricts
the costs, criticality, and budget to be integers instead of reals. But as we show later, our encoding scheme can
be suitably modified to account for real costs, criticality, and budget as well. The variables 0 < §,7n,€,7 < 1
are then chosen as real-valued scalar parameters of a CNG with § < 1) < €. The full payoff functions for

attacker and defender are described in detail in appendix 2.8.1

2.4.1 LOIS for CNG
We outline the LOIS-1 optimality conditions for CNG. Optimality conditions for LOIS-m (/n > 1) are analo-

gously defined. (&, £) are LOIS-1 solutions for CNG iff the following hold. For the attacker,

a'a <A
0<&<1,VieVv
Aff >0 (0 >0)V (al +a;05 > A), VieV
Aff<0— (0 <1)V(al & —ait;>A), VieV

where, Af = pi{(1+y+%i(y—mn)) 2.5
For the defender,

d'#<D
0<£<1,VieV
AfE>0— (% >0)V(dT#+dik; > D), YieV
Aff<0— (& < 1)V (d"8—di%; > D), VieV

where, Af? = pl(e —1+&:(n+1—€—35)) (2.6)
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Conditions 2.5 and 2.6 when jointly solved, give the LOIS-1 solution (&, £).

2.4.2 SAT encodings for CNG

The variables for player choices (&, %), attack and defense budgets (A, D), and priority values for each node
for attacker and defender (pf, pf’) in equations 2.5 and 2.6 are integers. For SAT solvers to be able to solve
formulas with integer variables, they have to be converted into equivalent fixed-width binary representation,
1.e., bit-vectors with the process colloquially known as bit-blasting. Once equivalent bit-vector representa-
tions are obtained, regular arithmetic operations like addition, subtraction, multiplication, and division can be
performed using binary circuits. For the parameters €,1, 0, ¥ that are reals, we encode each of them as ratios
a/b where each a, b is a bit-vector of sufficient size. It can be seen that the choice of size needs to be balanced
as a larger bit-vector size will result in increased memory and computation, whereas a smaller bit-vector size
may result in poor results. Similarly, while we have considered the criticality values, costs, and budgets to
be integers, we can substitute them with analogous bit-vector ratios to add support for reals. Once all the
variables have been properly encoded, since the operations on them are a combination of simple logical and
arithmetic operators (inequality, disjunction, implication, etc.), natively supported by most commercial SAT

solvers, these do not require further specialized encoding.

2.5 Bilevel graph interdiction

) (o) . ) ()
A @ \Cp A/

(a) Undefended T =0 (b) Undefended T = oo (c) Defended T = 0/o0

Figure 2.1: For a propagation radius r = 2. In (a) A is first attacked (orange) and the attack propagates to B
and C as shown in (b). D remains safe. In (c), A is first infected but the presence of a defended node B (blue)
deters further propagation making B,C, D safe. If there were an edge (A,C) in (c), both C and D would have
been eventually infected and B would be the only safe node.

We now describe the bilevel graph interdiction game with two players attacker and the defender, with
the defender as the leader. The following description of the game is a simplified version of the trilevel game
introduced in [51] but with a constrained propagation dynamics. The game is played over an undirected graph
G = (V,E) where each node v € V is a critical digital infrastructure and each edge (v,v2) € E represents a
network connection between vi,v,. The objective of the defender (which moves first) is to choose np € Z
nodes to protect, followed by the attacker that chooses n4 € Z_ nodes to infect with malware. We assume a

constrained propagation model where an attacked node can propagate the malware to undefended nodes at a
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distance of at most r before being detected, making them unsafe, with the distance between a node a and b
being defined as the number of edges in the shortest path between a and b. Figure 2.1 further explains the
setup. The full formulation of the problem and its equivalent reduction to a maxSAT form is provided in

Appendix 2.8.2.

2.6 Experiments

2.6.1 CNG

In this experiment, we compare the time taken to obtain higher-order LOIS-2 solutions for increasing CNG
instances by popular mathematical program solvers versus a SAT solver. In particular, we choose three
mathematical solvers, i.e., HIGHS [52], SCIP [53], and Gurobi [54], to compare the SAT solver of our
choice, i.e,. Z3 [55]. We conduct this experiment in two steps. In the preliminary step, we compare the
average solution time of HiGHS, SCIP, and Gurobi on 10 random instances of CNG of size 50 generated
according to the procedure outlined in [28]. We found the average time for each solver to be HIGHS (991.4s),
SCIP(133.2s), and Gurobi(6.05s). As we can see, Gurobi clearly outperforms all other solvers by a large
margin. Therefore, in the next step, we exclusively compare Gurobi against Z3 for LOIS-2. We used a bit-
vector width of 16 for integer encodings. The results for this step are presented in figure 2.2. As we can see,
Z3 clearly outperforms Gurobi on all instance sizes. Primarily, as the instance size passes a certain threshold,
the performance gap becomes starkly visible with Z3 taking an average time of 13.99s for an instance of size

120, whereas Gurobi takes 765.2s for the same.

Average time vs CNG instance size

- 73
400 |- | - Gurobi

200

Average time (s)

|
50 70 90 100 120 150
Instance Size

Figure 2.2: Performance of SAT solver (Z3) and mathematical solver (Gurobi) on CNG instances
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2.6.2 Bilevel graph interdiction

For this experiment, we compare the guality of results obtained using LOIS-1 solutions against those obtained
using prevailing heuristics. In particular, for graphs, metrics like centrality measure how important a node
is for propagation [56]. Therefore, a heuristic-based method for the bilevel graph interdiction problem is for
the defender to defend the most central nodes with the highest centrality values, followed by the attacker
choosing its best response. We compare the LOIS-1 solution against popular centrality measures in graphs,
including degree centrality, eigenvalue centrality, closeness centrality, and betweenness centrality [56]. We
also compare with an additional game-theoretic centrality metric known as the shapley centrality [57] that is
specifically developed for identifying nodes most important for propagation. We consider a modestly sized
graph with 30 nodes. We set the defender’s budget np = 4, attacker’s budget ny = 2, propagation radius
r =4, and evaluate our methods on four kinds of randomly generated graphs i.e. MST, Line, Edge30, and
Ring, where MST instances are random minimum spanning tree defined over the nodes, Edge30 instances
contain exactly 30 random edges, Line is a path graph [58], and Ring is a cycle graph [59]. All solutions are

obtained by using the maxSAT solver from Z3 within the time limit of 5 minutes.

Methods Line MST Ring Exact30
Betweenness 12 13.8 12 14.75
Closeness 12 13.9 12 13.8
Degree 12 17.35 12 16.75
Eigenvalue 12 13.3 12 13.65
Shapley 12 13.85 12 15.25
LOIS-1 16.55 195 13.7 17.65

Table 2.1: Number of safe nodes in bilevel graph interdiction game. LOIS-1-based method outperforms all
heuristics in every graph variant. Results are averaged over 20 runs for each graph type.

As we can see from the results, when central nodes are obtained using the maxSAT solution of the
defender with embedded LOIS-1 optimality constraints of the attacker, it outperforms all popular centrality
heuristics. This difference is particularly stark when there are symmetries present in the graph, i.e. line, ring.
We hypothesize that for symmetric graphs, since all nodes have the same centrality, heuristic-based methods

fail to identify key nodes to protect.

2.7 Conclusion

In this study, we showed that by using local solution concepts like the LOIS, it is possible to solve for IPGs
using SAT solvers in both simultaneous and sequential discrete-strategy games. In particular, we note that
the encodings required for solving these games are straightforward and are supported out-of-the-box by most

commercially available SAT solvers. We also showed that these SAT solvers may be more efficient in terms
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of solution time when compared against state-of-the-art mathematical solvers like Gurobi, and the game
theory community should definitely consider these solvers for large-scale discrete games as an alternative to
mathematical program solvers. Finally, we also showed that in graph games, maxSAT solvers in conjunction
with LOI solutions can provide better quality solutions with respect to heuristic-based solutions, even for
tricky problem instances.

We note the following limitations of our study. First and foremost, only local solution concepts like
LOIS remain solvable by SAT solvers. Similarly, games with non-linear objectives or constraints that are not
encodable by binary circuits may not be possible to solve. In the bilevel graph interdiction example, although
we were able to solve for moderate graph instances, we found scaling it to large graph sizes challenging.
Future work seeking to expand this line of research should focus on global solution concepts (or higher-order

LOI solutions) for IPGs using SAT and finding novel ways to scale graph games when solved using MaxSAT.
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2.8 Appendix
2.8.1 Payoff description of CNG

The full payoffs for four distinct scenarios are taken as:

1. Normal operation (x; = 0, a; = 0): Defender gets full payoff p? , while attacker incurs opportunity

cost yp.
2. Successful attack (x; = 0, o; = 1): Attacker obtains full payoff p¢. Defender obtains reduced & pid.
3. Successful defense (x; = 1, o; = 0: Defender obtains reduced € pf . Attacker obtains 0.
4. Attack and defense (x; = 1, 0; = 1): Attacker receives (1 —1)p¢. Defender receives 1p¢.

The full attacker payoff is then obtained as:

Fosx) =Y (=ypf (1=xi) (1= 04) + pf (1 —xi) o + (1 = 1) i xicy)
1S%

Similarly, the full defender payoff is:

fxa)= Y (P?(l —x)(1— 04) +8p{ (1 —xi) o+ epfi(1 — o) Jrnpflxiai)
iev
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2.8.2 Formulation of bilevel interdiction game
For each node v € V, we use the binary variables a, € {0, 1}V, d, € {0,1}IV] s, € {0, 1}IV] to represent if the
node is attacked, defended, or safe. The bilevel program to be solved for by the leader (defender) can then be

outlined as follows>.

%?%?V (2.7a)
s.t. Y dy <np (2.7b)
icV
acmin) s, (2.7¢)
4 jev
s.0.) d, <ny (2.7d)
icv
di— —ad; VieV (2.7¢)
s9=—a; VieV (2.7f)
sttt =a;v (Vi € Ng(i), i) vt € {0..r— 1} (2.7g)
si=s) (2.7h)

The program on the top level (defender), maximizes the total number of safe nodes by choosing at-most
np nodes (2.7b) to defend subject to the fact that the attacker’s program chooses at-most n4 nodes to attack
(2.7d). Attacker can not attack a defended node (2.7¢). Initially, only attacked nodes are unsafe (2.7f) but
depending upon the propagation radius r, the final safety status of all nodes are calculated (2.7g, 2.7h). The
set Ng(v) in equation 2.7g denotes all the immediate neighbors of node v in the graph. It’s easy to see that
the attacker’s program is an IPG parameterized in d. Let .A(d) be the set of attacker strategies that satisfy the

LOIS-1 optimality of the parameterized program, then the bilevel program can be reformulated as:

max Z Sy (2.8a)
da gy
sty dy <np (2.8b)
i€V
ac A(d) (2.8¢)
(2.8d)

3For ease of understanding, we use boolean operations in constraints. These can be equivalently translated to integer constraints for
an IPG.
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The resulting single-level IPG consists of boolean and integer variables with pseudo-boolean constraints.
The objective can also be encoded as a weighted MaxSAT [35] constraint. Therefore, the entire program can

be easily solved for using a commercially available MaxSAT solver.
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CHAPTER 3

LOIS-Guided Genetic Metaheuristics for Approximate Equilibria in Integer Programming Games'

3.1 Introduction

Integer programming games (IPGs) are non-cooperative games in which each player’s strategy is the solution
to an integer program [60]. This framework was first introduced by Koppe et al. (2011) and later expanded
in several domains including logistics, energy markets, and cyber defense [28, 61-63]. IPGs capture strategic
settings where decisions are discrete and resources indivisible, distinguishing them from continuous or convex
games [64].

The central equilibrium concept for IPGs is the pure Nash equilibrium (PNE) [65]. While mixed-strategy
equilibria exist by Nash’s theorem, pure equilibria are more interpretable for combinatorial decision prob-
lems [66]. Unfortunately, deciding existence or computing a pure NE is E’z’—complete [65]. Algorithms
such as branch-and-bound [60], branch-and-prune [67], and Cut-and-Play [68] have been proposed, along
with enumeration-based solvers [37, 66, 69]. However, these methods repeatedly solve hard mixed-integer
programs, limiting scalability even for modest game sizes [64, 70].

Given this complexity, recent works advocate for relaxed equilibrium notions. Approximate and local
equilibria trade global optimality for computational tractability [71-73]. In optimization and heuristic search,
local optima are common surrogates when global solutions are infeasible [74-76]. This intuition inspires
the definition of Locally Optimal Integer Solutions (LOIS) [31], which restrict player deviations to an m-
step integer neighborhood, simplifying equilibrium search while preserving stability-like properties. LOIS
solutions can be verified via integer feasibility, and their existence relaxes equilibrium computation from X
to NP/coNP bounds [31].

In this paper, we adopt the LOIS framework to approximate equilibria in security and network games. We
extend the Critical Node Game (CNG) [28] to include connectivity and synergy effects, propose new integer
interdiction games, and develop a LOIS-guided genetic algorithm combining local search and evolutionary

methods [77, 78]. This unifies solver-based and heuristic paradigms for scalable equilibrium approximation.

3.2 Related Works
3.2.1 Algorithms for Equilibria in IPGs
Early computational approaches for IPGs used convexity-based relaxations [60], transforming discrete strat-

egy sets into continuous relaxations that enabled efficient convex optimization techniques. Sagratella [66]

I'This chapter is based on joint work with Pravesh Koirala.
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extended this idea through an enumerative Nash equilibrium framework that systematically explores feasible
integer strategies for each player, solving associated subproblems to test equilibrium conditions. Schwarze
and Stein [67] later improved computational efficiency with a branch-and-prune method that integrates logical
inference with tree-based search, pruning infeasible or dominated regions early.

Carvalho et al. made significant strides with practical solvers by developing the Cut-and-Play algorithm
[68], which iteratively refines feasible regions using outer approximations, and a sampling-based solver [70]
that leverages randomized sampling of integer regions to estimate equilibria. Dragotto and Scatamacchia
proposed the ZERO Regrets algorithm [37], which systematically explores regret-minimizing strategies for
equilibrium selection, while Cronert and Minner [69] developed a hybrid equilibrium selection framework
combining enumeration and mathematical programming. Despite this progress, exact solvers for IPGs remain
constrained by exponential search complexity [64], as each subproblem corresponds to a potentially expensive
integer optimization. Our work builds upon these algorithmic foundations by integrating heuristic search,
particularly evolutionary computation, with the principle of local optimality, enabling scalable discovery of

near-equilibrium configurations without exhaustive enumeration.

3.2.2 Local and Approximate Equilibrium Concepts

Relaxing equilibrium exactness allows scalable computation and improved adaptability for large, noncon-
vex decision spaces. Local search and approximation techniques have long been essential tools for solving
NP-hard optimization problems, particularly in combinatorial domains [71, 72, 76]. Classical heuristics such
as the Lin—Kernighan [74] and Kernighan—Lin [75] algorithms illustrate how iterative improvement through
localized moves can yield high-quality near-optimal solutions without the computational burden of exhaus-
tive search. These methods underpin a broader principle of bounded rationality, where optimality is often
approximated through local improvements when global computation is infeasible.

This concept extends naturally into game theory through the introduction of local equilibrium and &-
Nash formulations [73, 79]. Such relaxations define equilibria where players are approximately, rather than
exactly, best-responding to others, thus capturing realistic behaviors under limited computational capacity.
Recent work by Koirala et al. [31] formalized the notion of LOIS for IPGs, generalizing the local improve-
ment structure of Boolean games [80]. Complementing this line of work, Koirala et. al. [81] demonstrated
how SAT solvers can efficiently encode and verify LOIS-m optimality conditions by translating local devi-
ation constraints into Boolean formulas, enabling scalable equilibrium computation in large discrete games.
Under this framework, each player is restricted to an m-order integer neighborhood, within which they cannot
unilaterally improve their payoff. This transforms the intractable X5 equilibrium search into a sequence of

polynomially verifiable neighborhood checks.
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Beyond theoretical tractability, the LOIS framework provides a natural bridge between exact mathemati-
cal programming solvers and heuristic optimization methods. It enables scalable equilibrium approximation
through neighborhood exploration, where equilibrium verification is replaced by local consistency evalu-
ation. In this work, we extend the LOIS framework using metaheuristic optimization, specifically Genetic
Algorithms [77], as practical search engines for high-dimensional discrete games. By integrating LOIS-based
deviation metrics into these heuristics, we guide the evolutionary process toward locally stable configurations
that approximate equilibrium behavior while maintaining computational efficiency. This combination of local
rationality and global stochastic search forms the foundation of our proposed solver framework for complex
integer programming games.

In summary, our contributions are as follows:

1. We develop a LOIS-guided genetic algorithm that integrates evolutionary operators with local rational-
ity checks, enabling efficient discovery of near-equilibrium configurations in high-dimensional discrete

games where traditional equilibrium computation is infeasible.

2. We evaluate the effectiveness and generality of this algorithm across a diverse set of integer program-
ming games, including the Critical Node Game (CNG), the Connected Critical Node Game (Conn-
CNG), the Clique Interdiction Game (CIG), and the Hybrid Clique Interdiction Game (HCIG), demon-
strating that our method consistently approximates equilibria with strong empirical performance in

runtime and feasibility.

The rest of this paper is organized as follows. Section 3.3 introduces the formal framework of IPGs
and defines the LOIS concept that underpins our approach. Section 3.4 presents several representative game
formulations used to test our method. Section 3.5 describes the proposed LOIS-guided genetic metaheuristic,
including its algorithmic design and deviation-based evaluation metric. Section 3.6 reports the experimental
results, and Section 3.7 concludes with a summary of insights and potential directions for extending LOIS-

guided metaheuristics to broader classes of discrete games.

3.3 Definitions

Throughout the rest of this paper, we follow the conventions and definitions used by [31].

Definition 3.1 (IPG). IPGs with n players is defined as a simultaneous, complete-information, and non-

cooperative game in the form of a n-tuple (P, P,,...P,), where each P, is a mathematical program of the
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form:

P :=min f'(x';x7")
xl

st g(x') >0, 3.1)

where x' € 7" is the strategy of player i, f' : Z¥ + R is their objective function with N = ¥,;n;, and g’ :
ZM s R™ are the constraint functions. With x € Z" as the joint strategy space, we use x ' to denote all other

decision variables sans x'.
With definition 3.1 in place, the pure Nash equilibrium (PNE) of an IPG is defined as:

Definition 3.2 (PNE for IPGs). A joint strategy x* € Z" is a pure Nash equilibrium for an IPG if and only if

Vi, g'(x*) > 0 and for all players i the following holds:
£ < f@E () v e (¥ e z2g () > 0} (3.2)

Since PNE is computationally prohibitive due to them being in X5, [31] introduce the notion of m-order

integer neighborhood and subsequently locally optimal integer solution as follows:

Definition 3.3 (m-order integer neighborhood). For a point x € Z", we define its m-order integer neighbor-

hood as Z,,(x) = {x' € Z" | |x —x'||1 < m} where the operator |-||; denotes the LI-norm.

Definition 3.4 (Locally optimal integer solution of m-th order). For a parameterized integer mathematical
program P := min,ezn f(x;a) s.t. x € C where the payoff function f is parameterized in @ € Z™ and C is
some feasible set, £”* € C is said to be a locally optimal integer solution of m-th order (LOIS-m) if and only if

f(®@"a) < f(¥5a) VX' € Z,(&")NC.
By using definition 3.4, optimality conditions for LOIS can be obtained for a single program as follows:

Definition 3.5 (Optimality conditions for LOIS-m). For a program parameterized in a € Z”, where f :
Z"? — R and Vj € 1..J, gj : Z" — R, the optimality conditions for £ to be a LOIS-m can be outlined

as the following inequality and implication constraints:

J
A (g;(%) > 0), (3.3)
j=1
J
V(E+8 € Zu(R) |f(®a)> f(&+8:a) = \/ (g;(£+8) <0) (3.4)
j=1
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Finally, using definition 3.5, the joint optimality condition for a LOIS-m solution for an IPG is defined

as:

Definition 3.6 (LOIS-m solution for IPGs). We recall IPGs to be the joint mathematical program (P, ...P,)
where each program P; is parameterized in x~'. For each player i, let O!, be the set of points satisfying their
LOIS-m optimality conditions as introduced in definition 3.5. Then, we define X as the LOIS-m solution for

the IPG iff:
n .
£e 0, (3.3)
i=1

In other words, a LOIS-m solution for an IPG corresponds to a joint strategy where every player remains
locally optimal in that no individual can improve their payoff or reduce their cost through a unilateral move
confined within their m-order integer neighborhood, as long as feasibility constraints hold. Viewed this
way, LOIS-m serves as a discrete counterpart to the concept of local equilibria found in continuous-strategy
games. When each player’s decision space is binary and payoffs are expressed as logical formulas over the
joint strategy, the unconstrained LOIS-m condition effectively recovers the notion of local equilibria from
boolean games. Thus, LOIS-m naturally extends these earlier local solution ideas to the broader framework

of IPGs.

3.4 Integer Programming Games
3.4.1 Critical Node Game (CNG)
CNG, originally formulated by [28], models adversarial interactions between a defender and an attacker over
a set of critical nodes representing sensitive digital infrastructures. Each node i € V may be either defended
or attacked. The defender’s and attacker’s binary decision variables, x; € {0,1} and o; € {0, 1}, respectively,
encode these choices: x; = 1 if node i is defended, and ¢; = 1 if node i is attacked.

Both players operate under limited budgets, leading to coupled optimization problems. The game is a
simultaneous, complete-information, and non-cooperative two-player setting, represented by the programs

(P4, Pp) defined as follows:

Py:= max f(o;x) st.a a<A, (3.6)
ac{0,1}IVI

Pp:= max fd(x; o) st.d'x<D. 3.7
x€{0,1}VI

Here, a,d € Z'}:‘ denote the per-node attack and defense costs, and A, D € Z. represent the corresponding
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total budgets. The parameters p¢ and pf’ specify the criticality or strategic importance of node i for the
attacker and defender, respectively. The payoff functions f¢ : 72V R and . 72V — R are defined in
Appendix 3.8.1.

For convenience in our later analysis, we assume integer-valued costs, budgets, and criticalities, although
these can be relaxed to reals through simple scaling. Four real-valued scalar parameters, 6,7,¢€,y € [0,1],
determine the payoffs in the various attack—defense outcomes, with the ordering § < 1 < € governing relative

reward sensitivity.

Locally Optimal Integer Solutions for CNG. We characterize equilibrium-like outcomes in CNG using the
framework of locally optimal integer solutions (LOIS). Specifically, (&,%) constitutes a first-order (LOIS-1)
solution of the CNG if the following conditions hold simultaneously for the attacker and defender.

For the attacker:

a'@<A,
o< <1,VieV,
Aff>0— (0 >0)V(a &+aity;>A),VieV,
Aff<0—= (0 <1)V(a'&—ait;>A),VieV,

where Aff = pf(1+vy+X%(y—m)). (3.8)

For the defender:

d'#<D,
0<f<1,VieV,

Aff>0— (% >0)V(d i+di%; > D), Vi€V,

Aff<0— (& <1)V(d"2—dit; > D), Vi€V,

where Aff = pl(e =1+ 8;(n+1—¢—3)). (3.9)

Joint satisfaction of (3.8) and (3.9) yields a locally optimal integer equilibrium configuration (&, £).

3.4.2 Connected Critical Node Game (Conn-CNG)
The Conn-CNG generalizes the CNG by incorporating network connectivity and synergistic defense—attack
interactions. While the classical CNG [28] models independent node-level payoffs, the Conn-CNG assumes

that the defender’s utility depends on the integrity of the remaining network structure. Specifically, it depends
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on the size of the giant connected component (GCC) after attack and defense actions are applied. Similar
connectivity-based measures have been used in network robustness and interdiction studies [82, 83], capturing
the notion that system functionality depends on large-scale connectivity rather than individual nodes.
Formally, the game is played on an undirected graph G = (V,E), where each node represents a critical
asset. The defender and attacker choose binary strategies x;, &; € {0, 1}, where x; = 1 denotes defending node
i and o; = 1 denotes attacking node i. A node i survives if it is either not attacked or successfully defended,

ie.,
alive(i) = 1 — o4(1 — x;). (3.10)

Let S(x,a) = {i € V : alive(i) = 1} denote the set of surviving nodes, and let G[S(x, &)] be the induced
subgraph on these nodes. Define C*(x, o) as the largest connected component of G[S(x, &)].

The defender’s payoff is given by the total importance of nodes in the largest surviving component:

foay= Y pf, 3.11)

ieC* (x,a)

and the attacker’s payoff reflects the value of disconnected or eliminated nodes:

fasx)= )Y pl (3.12)

i€V\C* (x,a)

To capture interaction effects among defensive or offensive actions (e.g., resource overlap, correlated

costs, or synergy), the Conn-CNG introduces quadratic budgets. Each player’s expenditure is defined as:

COStD(X) = ZC?X,’ + Z Kidjx,'x]', COStA((X) = ZC?(X,’ + Z K{ljaiaj, (3.13)
i i

i<j i<j

subject to Costp(x) < D and Costs (o) < A. The quadratic coefficients Ki(j) represent pairwise synergy (posi-

tive for complementary effects, negative for redundant effort). Such nonlinear budget formulations appear in
cooperative defense and interdiction modeling [62, 63].

The Conn-CNG thus defines a nonlinear integer programming game:

Py: max fYo;x) st Costa(a) <A, (3.14)
ac{0,1}V!

Pp: max fé(x;a) s.t Costp(x) <D. (3.15)
xe{0,1}IVI
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The LOIS framework extends naturally to this setting by defining local neighborhoods under quadratic

budget constraints, enabling equilibrium approximations that respect synergy-limited feasibility.

3.4.3 Clique Interdiction Game (CIG)

CIG reformulates the Maximum Clique Interdiction Problem (MCIP) [84] as a two-player integer program-

ming game (IPG). The defender (interdictor) aims to minimize the size of the largest clique that the attacker

can form within a network after interdictions, while the attacker seeks to select as large a clique as possible.
Let G = (V,E) be an undirected graph with |V| = n nodes. Both players act over the same underlying

graph, choosing their binary decision vectors simultaneously. The defender chooses interdiction variables

x; € {0,1}, where x; = 1 removes node i, subject to a linear budget constraint:

Y ¢lxi <D. (3.16)
i€V
The attacker chooses binary variables a; € {0, 1}, where o; = 1 denotes inclusion of node i in the clique. The
attacker’s action ¢« is feasible only if the set {i : a; = 1, x; = 0} forms a clique in the residual graph after
interdictions.

The payoff functions are defined as:

Y0, if {i: o =1} forms a clique in G[V'],
fhazx) = (3.17)

—M, otherwise,

o) =M— f(a;x), (3.18)

where M is a large constant equal to the maximum possible clique size. The resulting CIG is thus a zero-sum

integer game:

Py ‘(o .1

4 aé?gy)l(}"f (03, G4
Pp: d(x; ), 3.20
b: max f0xa) (3.20)

with the attacker constrained by clique feasibility and the defender constrained by budget.
This formulation captures the combinatorial complexity of maximum clique interdiction while enabling

local search—based equilibrium approximations via LOIS-guided methods. Such interdiction models arise
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naturally in cybersecurity and network resilience applications [84], where removing minimal sets of nodes

can effectively suppress critical substructures or coordinated behaviors.

3.4.4 Hybrid Clique Interdiction Game (HCIG)

HCIG extends the CIG by enabling interdiction on both nodes and edges, thereby generalizing the problem
to a richer combinatorial defense space [84]. The defender controls two binary vectors: x; € {0,1} for
node interdictions and z, € {0, 1} for edge interdictions. Each vector is subject to a separate linear budget

constraint:

Y cfxi <Dy, Y dz. < Dg. (3.21)
i ecE

The attacker simultaneously selects binary variables o; € {0, 1} representing nodes included in its de-
clared clique. A node i is available only if x; = 0, and an edge (i, j) is available only if z;; = 0 and both its

endpoints are alive. Accordingly, feasible attacker actions satisfy:
(Xiajg(l—xi)(l—Xj)(l—Zij) V(i,j)€E. (3.22)
The payoff functions mirror those of CIG:

f(onx,2) =Y o, (3.23)

o) =M — f4(a;x,2), (3.24)

where M denotes an upper bound on the maximum clique size.

The resulting HCIG is a zero-sum integer game:

Py “(o; 325
At max S (0:x,2), (3.25)

Pp: max flx,z0), (3.26)
xe{0,1}7,z¢{0,1}/El

with both players’ strategies constrained by feasibility and budget. The residual graph is defined by the
surviving nodes V' = {i € V : x; = 0} and surviving edges E’' = {(i, j) € E : z;; =0, x; = x; = 0}.

This hybrid formulation introduces nonlinear coupling between node and edge interdictions in the at-
tacker’s feasible set, yielding a more expressive model of network disruption while remaining tractable to

LOIS-guided search methods.
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3.5 LOIS-Guided Genetic Algorithm

We now introduce the LOIS-guided genetic metaheuristic used to approximate equilibria in IPGs. The solver
combines evolutionary search with the concept of m-order local optimality (Definition 3.4). The algorithm
evolves a population of joint strategies using classical genetic operators while being guided by a deviation-

based metric, denoted by ¢, that quantifies the distance of a profile from equilibrium.

Deviation potential measure. Let x = (x',...,x") be a joint strategy profile, and let u;(x) denote the payoff

of player i. For a given neighborhood order m, we define the player’s best unilateral deviation gain as

¢i(x) = max (w;(x",x7")— u,'(x))+7 (3.27)

XE Zy ()

where (-)+ = max{0,-} ensures non-negativity. Intuitively, ¢;(x) measures how much player i can improve
their payoff through a feasible deviation in an m-order neighborhood.

To normalize across players, we define the scaled deviation potential as

®(x) = max ¢_ ), (3.28)

where ii; is the maximum attainable payoff for player i. A joint strategy x with ®(x) = 0 corresponds to a
LOIS-m equilibrium, since no player can locally improve their outcome. During evolution, ®(x) serves as
the guiding metric for equilibrium search.

The fitness function used by the solver is defined as

F(x)=—-®(x) — L y(x), (3.29)

where ®(x) denotes the scaled deviation potential, A > 0 is a fixed penalty weight, and y(x) quantifies
constraint violations, such as budget excesses or structural infeasibility. A full formal definition for y(x) is

provided in Appendix 3.8.2.

Algorithm. The genetic search maintains a population of candidate profiles and evolves them through se-
lection, crossover, and mutation. Each individual encodes a joint binary strategy for all players. Tournament
selection chooses high-quality parents, one-point crossover recombines them, and bit-flip mutation introduces
diversity. A small number of elite individuals (top performers) are preserved each generation.

For efficiency, the deviation potential ®(x) is approximated using a sampled subset of the m-order neigh-
borhood during evolution, with exact recomputation applied when evaluating the final fitness. Sampling

fractions are detailed in Appendix 3.8.3.
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Algorithm 1 LOIS-Guided Genetic Algorithm for IPGs

Require: IPG instance G = (Py,...,P,); population size N; generations T'; mutation rate [L; crossover rate
p; LOIS order m
1: Initialize population Py = {xj,...,xy} uniformly at random

2: fort=1toT do
3:  foreachx e P,_;do

4: Compute payoffs u;(x) for all players i

5: Evaluate ®(x) using Eq. (29)

6: Compute fitness F(x) = —®(x) — A pen(x)

7. end for

8:  Selectelite set & C P,

9:  while |P;| <N do
10 Select parents x,,x, via tournament selection
11: Apply one-point crossover with probability p
12: Apply bit-flip mutation with rate u
13: Add offspring to P;

14:  end while
15: end for

16:

17: return best x* found across all generations

This procedure integrates heuristic search with local rationality. The deviation potential ®(x) drives the
search toward profiles where unilateral improvements become increasingly marginal. Checking for LOIS-m
satisfaction provides a diagnostic of local stability under m-order deviations. Although not guaranteed to be
globally optimal, the approach empirically yields high-quality, near-equilibrium strategies in combinatorial
games where exact computation is infeasible. In practice, we primarily evaluate LOIS-1 and LOIS-2 condi-
tions, where many solutions satisfy LOIS-1, while LOIS-2 equilibria are rarely observed. Nevertheless, all
reported solutions remain feasible and exhibit locally stable behavior, reflecting the heuristic nature of the

approach.

3.6 Experiments

3.6.1 CNG

CNG serves as our baseline testbed for evaluating the proposed LOIS-guided solver. This game has been
previously studied in the context of SAT- and MILP-based formulations [28, 81], where exact and Boolean
encodings have proven effective due to the linear structure of player payoffs. Although the CNG itself is
not computationally extreme compared to nonlinear or network-dependent games, it remains an ideal starting
point for assessing solver scalability and solution fidelity. In our setup, we follow the parameterization of
[28] while employing the LOIS framework as an equilibrium relaxation. Experiments are conducted across

five instance sizes (|V| = 20,50,70,120,150) and two local neighborhood orders (m = 1,2), each averaged

28



over ten random seeds to ensure statistical stability and reproducibility (see Appendix 3.8.3).

Table 3.1: Final summary of LOIS-m results for the CNG using the penalized deviation objective F(x).

V| LOIS-m Time (s) 1 f*  Feas.% F(x)

20 1 0.02 47926 2775 1000 —1.930x 107!
20 2 0.16  477.15 3097 1000 —9.799 x 10"
50 1 0.10  1191.33 108.66 100.0 —1.137x 107!
50 2 212 117776 13885 100.0 —3.223x 107!
70 1 0.17  1660.60 103.48 1000 —1.121x107!
70 2 556  1660.53 95.13  100.0 —2.884x 107!
120 1 048  2782.68 23603 100.0 —6.660x 1072
120 2 27.54  2789.79 23072 100.0 —1.616x 107!
150 1 0.72 333541 40842 100.0 —3.650x 1072
150 2 53.06 334520 43092 100.0 —8.540 x 1072

Table 3.1 summarizes the averaged outcomes for the CNG experiments. Across all tested sizes, the pro-
posed LOIS-guided solver consistently achieved feasible solutions, with a 100% feasibility rate driven by
the penalty term that enforces constraint satisfaction during search. As expected, LOIS-2 computations re-
quired significantly longer runtimes than LOIS-1 due to the expanded neighborhood evaluation, although the
increase remained polynomial with problem size. The penalized deviation objective F(x) remains near zero
across all experiments, indicating that the genetic solver consistently converges toward feasible and locally
stable equilibria. These results suggest that even for relatively simple linear games, the LOIS framework
effectively balances computational tractability and equilibrium quality. The method thus provides a perfor-

mance baseline before extending to nonlinear or network-dependent IPGs in subsequent sections.

3.6.2 Conn-CNG
The Conn-CNG generalizes the standard CNG by introducing a nonlinear payoff structure, creating a richer
optimization landscape that better reflects realistic interdiction interactions. While the classical CNG can be
handled efficiently by mixed-integer linear solvers, the Conn-CNG includes quadratic and nonlinear interde-
pendencies between node removals, making it substantially more challenging for conventional mathematical
programming tools. As no general-purpose solver exists for such nonlinear integer programming games, this
setting provides an ideal stress test for our LOIS-guided metaheuristic approach. We run the experiments
with the same setup as used in Section 3.6.1. This experiment is designed to evaluate the framework’s ability
to maintain feasibility and approximate equilibria under nonlinear objectives.

Results for Conn-CNG are summarized in Table 3.2. Across all graph sizes, the algorithm successfully

finds feasible solutions in every instance. As expected, LOIS-2 solutions require longer runtimes due to
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Table 3.2: Final summary of LOIS-m results for the Conn-CNG using the penalized deviation objective F (x).

V| LOIS-m Time (s) 14 i Feas.% F(x)

20 1 0.44 402.20  23.90 100.0 —1.930x 107!
20 2 0.62 448.70 11.20 100.0  —9.799 x 107!
50 1 3.44 1141.50  88.00 100.0 —1.137x 107!
50 2 6.10 1164.10  72.80 100.0 —3.223x 107!
70 1 7.72 1531.60  98.80 100.0 —1.121 x 107!
70 2 15.38 1564.00  96.20 100.0 —2.884x 107!
120 1 28.73 2475.60 233.10 100.0 —6.660 x 1072
120 2 64.27 2469.70 24740 1000 —1.616x 107!
150 1 47.717 337630 21540 100.0 —3.650x 1072
150 2 117.93  3439.80 216.70 100.0 —8.540x 1072

expanded neighborhood exploration, yet consistently yield improved fitness scores F(x), indicating conver-
gence toward more stable local equilibria. The defender’s payoff f¢ increases gradually with problem size,
while the attacker’s payoff f“ remains stable, demonstrating robustness of the heuristic despite nonlinear-
ity. Notably, the runtime grows sublinearly with problem size for LOIS-1 and moderately superlinearly for
LOIS-2, confirming scalability under controlled search parameters. Overall, these findings show that the
LOIS-based genetic solver can effectively approximate equilibria in nonlinear IPGs where no exact methods

are available.

3.6.3 CIG
The CIG adapts the MCIP [84] into a two-player integer programming game. The defender aims to minimize
the size of the maximum clique that the attacker can select in a network after interdictions, while the attacker
seeks to maximize it. This game serves as an ideal test for our solver because it introduces a strongly combi-
natorial constraint structure, yet remains linear in payoff form, bridging between classical linear interdiction
models and the more nonlinear Conn-CNG variant. The experiment uses Erd6s—Rényi graphs with edge
probability p = 0.20 for sizes |V| € {20,40,60,80, 100}, and ten random seeds. Each configuration is solved
under LOIS-m orders m € {1,2}, with the same hyperparameters as listed in Appendix 3.8.3. The goal is
to evaluate the scalability of the solver under combinatorial graph constraints and to examine how the LOIS
order affects local equilibrium quality.

Table 3.3 summarizes results for all CIG experiments. The solver achieved 100% feasibility across all
runs, demonstrating strong stability of the evolutionary penalty mechanism. Runtimes increase predictably
with graph size and LOIS order, yet remain within sub-second to few-second ranges even for 100-node

networks. The penalized fitness values F(x) roughly double in magnitude when moving from LOIS-1 to
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Table 3.3: Final summary of LOIS-m results for the CIG.

V| |E| LOIS-m Time(s) f¢ f¢  Feas.% F(x)

20 35 1 0.02 690 170 1000 —1.181x 107!
20 35 2 0.18 6.20 240 1000 —8.310x 1072
40 157 1 005  13.00 170 1000 —6.904 x 102
40 157 2 1.07 1290 1.80 1000 —1.314x107"
60 339 1 0.11 18.10 230 100.0 —4.958x 1072
60 339 2 328 1810 230 1000 —9.915x 1072
80 616 1 0.19 2360 220 1000 —3.888x1072
80 616 2 749 2360 220 1000 —7.775x1072
100 954 1 028  27.80 260 1000 —3.302x 1072
100 954 2 1400 2780 2.60 100.0 —6.605x 1072

LOIS-2, reflecting the expanded deviation search space while maintaining overall convergence stability. The
consistent payoffs f¢ and f¢ across graph sizes indicate that our approach finds equilibria robust to graph
growth. Overall, the CIG experiments validate the solver’s ability to efficiently handle mid-size combinatorial

IPGs with tight structural feasibility conditions.

3.64 HCIG

The HCIG extends the CIG by introducing both node and edge interdictions, significantly expanding the de-
fender’s decision space and producing a bi-level integer game structure. This setting captures richer network
defense scenarios, where the defender can target either critical nodes or links to disrupt potential attacker
coordination. The inclusion of edge variables and dual budgets (Dy and Dg) renders the problem intractable
for standard MILP solvers, as the feasible region couples vertex and edge constraints multiplicatively. Con-
sequently, HCIG serves as a challenging test of whether LOIS-guided genetic search can maintain tractability
under expanded combinatorial structure. We evaluate instances with |V| € {20,40,60} and edge probabilities
p = 0.25, using four random seeds (s € {1,2,3,4}) and LOIS-m values {1,2}.

Table 3.4: Final summary of LOIS-m results for the HCIG.

V| |E| LOIS-m Time(s)  f¢ f¢  Feas.% F(x)

20 43 1 0.03 9.00 0.80 100.0 —2.727x 1072
20 43 2 0.88 8.80 1.00 100.0 —1.039x 107!
40 186 1 029 1630 0.70 100.0 —2.468 x 1072
40 186 2 2693 1600 1.00 100.0 —7.214x 1072
60 406 1 1.09 2290 1.10 1000 —1.977x1072
60 406 2 234.60 2280 1.20 100.0 —6.298 x 1072

Results in Table 3.4 demonstrate that the solver maintains perfect feasibility and stable performance
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despite the increased dimensionality. As expected, LOIS-2 configurations incur higher runtimes, scaling
from sub-second for smaller graphs to several minutes for larger ones, reflecting the expanded local deviation
search. Nevertheless, they consistently yield improved near-zero fitness values F(x), indicating convergence
toward more locally stable joint strategies. Defender payoffs f¢ increase approximately linearly with graph
size, while attacker payoffs f“ remain nearly constant, confirming that the interdiction mechanism effectively
constrains the formation of large cliques. Overall, the HCIG results validate the adaptability of the LOIS-
guided approach in managing coupled, bi-level interdiction structures that remain intractable for conventional

integer programming methods.

3.7 Conclusion

This work presented a unified framework for computing approximate equilibria in IPGs using a LOIS-guided
genetic algorithm. By integrating local optimality conditions into an evolutionary search, the method enables
efficient exploration of discrete, high-dimensional strategy spaces that are otherwise intractable for exact
solvers. We applied this framework across four distinct game classes, CNG, Conn-CNG, CIG, and HCIG,
spanning linear, nonlinear, and combinatorial formulations. Across all cases, the solver consistently pro-
duced feasible, locally stable outcomes with modest runtime growth, demonstrating that LOIS-based heuris-
tics can effectively approximate equilibria in settings where mathematical programming and combinatorial
enumeration both fail to scale. The proposed approach thus bridges heuristic optimization and equilibrium
computation, offering a practical route for analyzing large-scale discrete strategic interactions.

Nonetheless, several limitations remain. First, the tractability of the LOIS-guided approach depends on
the ability to express payoffs and constraints in binary form, which restricts direct applicability to domains
such as stable matching games that involve complex logical or ordinal structures. Second, because LOIS re-
laxes PNE to local optimality, the solutions no longer guarantee full mutual best responses, trading theoretical
precision for empirical solvability. Whether this tradeoff is acceptable depends on the application context,
particularly in domains requiring exact strategic stability. Finally, higher-order LOIS formulations, while
conceptually appealing, introduce exponential growth in neighborhood size. Although our use of sampling
mitigates this effect, scalability remains limited beyond small m values. Addressing these challenges through
adaptive neighborhood sampling or hierarchical search represents a promising avenue for future research

toward fully tractable equilibrium computation in complex discrete games.

3.8 Appendix
3.8.1 Payoff description of CNG

The full payoffs for four distinct scenarios are taken as:
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1. Normal operation (x; = 0, a; = 0): Defender gets full payoff p;-j , while attacker incurs opportunity

cost ypf.
2. Successful attack (x; = 0, o; = 1): Attacker obtains full payoff p¢. Defender obtains reduced o pl-d.
3. Successful defense (x; = 1, o; = 0: Defender obtains reduced € pf . Attacker obtains 0.
4. Attack and defense (x; = 1, 0; = 1): Attacker receives (1 —1)p¢. Defender receives 1p¢.

The full attacker payoff is then obtained as:

fosx) =Y (=ypf (1=xi) (1= 04) + pf (1 —xi) o + (1 = 1) pixicy)
1S%

Similarly, the full defender payoff is:

)= X (P —x) (1= )+ 85 (1 = xp) o4+ epf(1 — o)+ n iy )
1%

3.8.2 Penalty Function Definition
We recall that the fitness function in Section 3.5 depends on a joint strategy profile comprising all player
decisions. Let ¥y = [x, a] denote the combined vector of defender and attacker strategies (or more generally,
the joint strategy for all players). The penalty function y(y) enforces feasibility across both sides of the
game and is defined as follows.

CNG and Conn-CNG. For the CNG and Conn-CNG, the penalty term accounts for budget violations of

both the defender and the attacker:

(3.30)

w(x) = max (0» 7C°St’)g ) _D)

—A
+ max (O, COStASX)) .

CIG. For the CIG, the penalty additionally incorporates a structural feasibility term verifying whether the

attacker’s selection forms a valid clique in the residual network:

+1I[a is not a clique in G[V']]. (3.31)

y(x) = max (o, CostDI(;OD)

In all cases, w(x) = 0 if and only if the joint strategy y satisfies all feasibility conditions. Thus, the
penalty term ensures that infeasible or structurally invalid strategies are discouraged during the evolutionary

search, guiding the population toward feasible equilibrium-like solutions.
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3.8.3 Hyperparameter Settings
This section lists the solver hyperparameters used for all experiments described in Section 3.6.

The parameters shown in Table 3.5 were used for experiments in Section 3.6.1 and Section 3.6.2.

Table 3.5: Genetic solver hyperparameters for CNG and Conn-CNG experiments.

Parameter Value
Population size (pop-size) 10
Generations (generations) 20
Mutation rate (mutation_rate) 0.1
Crossover rate (crossover_rate) 0.85
Restarts (restarts) 1
Penalty weight (penalty_weight) 100.0
Tournament size (tournament _k) 3
Elites (elites) 2

Fractional radius parameters (frac_radiusl, frac_radius2) 0.2,0.2

The parameters shown in Table 3.6 were used for experiments in Section 3.6.3 and Section 3.6.4.

Table 3.6: Genetic solver hyperparameters for CIG and HCIG experiments.

Parameter Value
Population size (pop_size) 10
Generations (generations) 20
Mutation rate (mutation_rate) 0.1
Crossover rate (crossover_rate) 0.85
Restarts (restarts) 1
Penalty weight (penalty_weight) 100.0
Tournament size (fournament _k) 3
Elites (elites) 2

Fractional radius parameters (frac_radiusl, frac_radius2) 1.0, 1.0

34



CHAPTER 4

GPU-Accelerated Linear Programming for Large Constrained Problems

4.1 Introduction

Markov decision processes (MDPs) are a fundamental framework for sequential decision-making under un-
certainty defined by states, actions, transition probabilities, and rewards [3]. The majority of reinforcement
learning (RL) approaches are based on the MDP framework, using them as the underlying formalism to learn
policies that maximize expected cumulative reward through interaction with an environment [4]. Such ap-
plications exist in autonomous driving, healthcare, and industrial automation [§5-87]. Constrained Markov
decision processes (CMDPs) [88] are an extension of MDPs with constraints added to the typical formulation,
arising in problems such as scheduling with maximum waiting-time constraints in hospital environments and
power consumption constraints in energy management [89, 90]. Work in deep RL has extended the CMDP
framework to high-dimensional control problems through approaches such as Constrained Policy Optimiza-
tion (CPO), which ensures near-constraint satisfaction throughout training while enabling effective learning
of neural network policies in safety-critical domains [91].

While deep RL methods address constraint satisfaction during training, they typically rely on sampling-
based methods and surrogate objectives. In contrast, linear programming (LP) offers exact, convex formula-
tions of CMDPs via occupancy measures, enabling principled optimization over constrained policies without
the need for exploration [92, 93]. Recently, advances in LP solver design, such as caPDLP [94], have in-
troduced GPU-accelerated methods that reduce the computational bottlenecks traditionally associated with
solving large-scale LPs, making exact CMDP formulations more tractable for real-world applications.

In this paper, we show comparisons of the use of GPU-accelerated LP solvers, traditional CPU-based
LP solvers, and value iteration [95] approaches when applied to a GridWorld MDP. We then demonstrate
how such an LP approach can be applied to CMDPs to leverage GPU-acceleration. In particular, we apply
this LP framework to queue-scheduling in a healthcare patient setting with max-capacity constraints, and to
distributed computation load balancing under sliding window quality-of-service (QoS), i.e. load smoothing,

constraints.

4.2 Background
One of the first formulations of LP for MDPs demonstrated how optimal policies could be obtained through
LP, introducing the concept of state-action occupancy measures [92]. Shortly after, constrained versions of

MDPs emerged, giving rise to the formal study of CMDPs, where feasibility under cost-type constraints were
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considered alongside performance optimization. Early foundational work proved the existence of optimal
stationary or randomized stationary policies under such constraints, using techniques like dynamic program-
ming and Lagrangian relaxation [96, 97]. Building on these foundations, Altman rigorously formalized both
finite and infinite-horizon CMDPs, using primal LP formulations based on occupancy measures and corre-
sponding dual LPs via Lagrange multipliers [88, 93]. Further generalizations considered multiple cost criteria
and constraint satisfaction, with conditions for existence of optimal polices under weighted cost formulations
[98].

While the LP formulation of MDPs and their constrained variant are exact, these LP methods face poor
scalability when considering problems of larger state-action spaces [90]. Approximation methods, focusing
on projecting value functions onto lower-dimensional subspaces, face challenges associated with requiring
linear value function approximations required for LP solvers [99]. Consequently, a dominance of RL based
solvers emerged for CMDPs. Methods such as CPO [91], Reward Constrained Policy Optimization (RCPO)
[100], and Lyapunov-based safe RL [101] have since provided scalable alternatives that enforce constraints
through policy gradient, Lagrangian, or stability-based mechanisms.

Recently, a primal-dual hybrid gradient method (PLDP) for LP, introduced by Applegate, achieved high
accuracy on large problems [102]. The computational bottleneck of PDLP stems from the sparse matrix-
vector multiplication which is paralellizeable, enabling the opportunity for solving larger LPs with the use
of GPUs. cuPDLP, a GPU implementation of PDLP, demonstrated that a GPU-based solver can match or
exceed the performance of highly optimized CPU solvers on standard benchmarks [94]. Thus, exploring the
effectiveness of GPU-acclerated LP solvers like caPDLP is a promising direction for making exact CMDP
solutions more practical.

Exploration of optimal solution methods for CMDPs remains of interest given real-world applications
in telecommunications, advertising, healthcare, and network service providers [103—106]. Further, safety
considerations in applications of robotics and autonomous systems suggest a necessity for effective CMDP
approaches [91, 101].

This paper contributes to the literature in the followings ways:

1. Benchmark LP solvers for large MDPs by providing a comparison of GPU-accelerated and CPU-based

LP solvers, as well as classical value iterations methods on large-scale finite- horizon MDPs.
2. Provide example use cases of solving CMDPs using GPU-accelerated LP solvers, namely cuPDLP.

The remainder of this paper is organized as follows. Section 4.3 presents the LP-based formulations for
both unconstrained and constrained MDPs across several environments, including a GridWorld benchmark,

a patient scheduling model in healthcare, and a distributed load balancing task with QoS constraints. Sec-
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tion 4.4 compares GPU-accelerated LP solvers against traditional CPU-based solvers and value iterations in
terms of time to solve. Example solutions to the CMDP problems derived from the LP framework are also
included in the section. Finally, Section 4.5 concludes with a summary of findings and reflections on the

broader implications of scalable exact CMDP solutions.

4.3 Models

This section discusses the model formulations used in the experiments, demonstrating how MDP and CMDP

problems can be approached utilizing LPs.

4.3.1 GridWorld

To evaluate the performance of LP formulations on classical MDPs, we construct a standard GridWorld
environment where an agent navigates a 2D grid from a fixed start cell to a goal cell to maximize cumulative
reward. States correspond to individual grid cells, and actions represent movement in four directions (up,
down, left, right). Transitions are deterministic unless the action would move the agent off the grid, in which
case it remains in place.

We model the GridWorld as a time-indexed LP with decision variables
q(t,s,a) = Pr(St =5, A = a),

the occupancy measure for state s € S, action a € A, and time step ¢ € {1,...,T}. Writing R(s,a) for the

immediate reward of taking a in s, the LP is

T
Z Z Y R(s,a)q(t,s,a) .1
t=1s€Sa

€A

1, s=s0,
s.t. Z (1,s,a) 4.2)
cA

0, s#so

(0) initial-state constraint

Z q(t,s,a) = Z Z P(s|s',d)qt—1,s',d") vte{2,....,T} 4.3)

acA seSdeA

(1) flow conservation
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Z Zq(l,s,a):l vee{l,...,T} (4.4)

seSacA

(2) normalization

q(t,s,a) >0 Vt,s,a 4.5)

(3) non-negativity

Here, the initial state constraint pins all mass at the start cell 5o at r = 1. Flow conservation enforces
the deterministic grid transitions P(s | s',a’). Normalization keeps total occupancy mass at 1 each timestep.
Non-negativity ensures valid probabilities.

Once solved, the optimal total reward is }; ; ,R(s,a)q"(¢,s,a), and a time- and state-dependent policy is

directly retrieved from the optimized occupancy measures g*.

4.3.2 Healthcare Scheduling

We now consider a patient-flow scheduling CMDP in a healthcare setting, motivated by real world applica-
tions such as emergency department triage where service decisions must respect strict wait-time guarantees
for critical patients [107]. At each discrete time ¢ € {1,...,T}, the system state s € S encodes the vector of
queue-lengths (q1,...,qp) plus the number of pending incoming patients v. Actions a € A specify how many
patients to process in each queue and how many to defer. We resuse the base occupancy-measure LP from

Subsection 4.3.1 instantiating the immediate cost
Q
R(s,a)=—(BY gqi+av). (4.6)
i=1

Transitions follow a truncated Poisson model for service completions and a Poisson arrival process for
new patients.

We then add a max-capacity constraint to ensure no queue exceeds its capacity C;:

Y Y ails)qlt.s,a) < G, Vie{l,...,0}, t€{l,....T},

seSacA

where ¢;(s) extracts the ith queue length from state s.

4.3.3 Load Smoothing (QoS) Scheduling

In a distributed-computing setting, inspired by real-time service orchestration problems in networked systems
[108, 109], we instead impose a QoS load smoothing constraint. All other LP terms and base constraints
remain identical to the healthcare case, but we replace the max-capacity constraint with a sliding-window

bound on the total offloaded load. Let v(s) denote the number of offloaded tasks in state s, and fix a window
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length W. Then for each window start k=1,..., T —W +1:

kW1

Z Z Z V(S)Q(I’S7a) S Vwindow-

t=k s€SacA

This ensures that over any W-step interval the expected offloaded load does not exceed Vyyindow-

4.4 Experiments
This section includes the comparisons of the different MPD solution methods across GPU, CPU, and value

iteration. Examples of CMDP solutions derived from an LP format utilizing cuPDLP are also included.

4.4.1 Experimental Setup and Performance Comparison
In our experiments, we compare three solution methods on GridWorld MDPs of increasing size: first, an
LP formulation solved on the CPU using JuMP with OSQP [110]; second, a GPU-accelerated LP vari-
ant using JuMP with the cuPDLP running on two NVIDIA GeForce RTX 4090 GPUs; and third, classical
value-iteration dynamic programming, included as a baseline for comparison.

For each method and each grid dimension n x n (with n = 6,7,...), we run up to five independent repe-
titions and record time to solve. We increase n until any method’s solve time exceeds 60 seconds, at which

point we stop including that method in further tests. Grid size directly determines problem scale:
IS|=n*, |Al=4, T=2n+2,

so the LP has (2n+2)n? - 4 decision variables and a matching number of constraints. A representative optimal
policy for the 11 x 11 and 12 x 12 GridWorld is shown in Appendix 4.6.1.

Figure 4.1 plots the mean solve time as a function of grid size. We see that the CPU-based LP formulation
scales poorly as its solve time increases exponentially and hits the 60 second limit at relatively small grids.
GPU acceleration moderates this growth, allowing significantly larger grids before timing out. Classical value

iteration grows roughly linearly with grid size and remains the fastest method across all tested dimensions.

4.4.2 CMDP Examples
In the healthcare scheduling CMDP, we solve the patient-flow LP from Subsection 4.3.2. Each scheduling
instance is parameterized by the number of queues O, maximum queue length N, incoming-patient capacity

V, and horizon 7. The resulting LP has

IS|=(V+1)(N+1)2, A =@2V+1)2N+1)2,
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Comparison of t_solve across Iterations with Standard Deviation

Method .
— LP
50 LP_GPU
—— Valuelteration
L ]

40
H
© 30 1
E
v A
° [ \
"
' 201 s

.
10 &
v
.f'
. /.M..’
04
T T T T T T T T
0 10 20 30 40 50 60 70

lteration

Figure 4.1: Mean solve time #y,y versus grid dimension »n for three methods: CPU-based LP (blue), GPU-
accelerated LP (orange), and classical value iteration (green). The CPU LP curve rises almost exponentially
in n, quickly exceeding 60 seconds; the GPU LP exhibits a more moderate, polynomial-like scaling that
extends the solvable range; value iteration grows linearly and remains the fastest across all tested grid sizes.

with corresponding flow-conservation and normalization constraints.

In the healthcare experiment we model a two-queue patient-flow system over a finite horizon of T = 10
time steps under an elevated arrival rate A = 6. Each queue can hold up to N = 3 patients, and we allow
a buffer of V = 5 pending arrivals before service. Service rates are set to ¥ = [2,2]. For an even staffing
scenerio, we set capacity limits as queue_caps = [2,2]. To mimic an uneven staffing scenario, we impose hard
capacity limits queue_caps = [1,3] on the two service lines. Our cost function penalizes unserved arrivals
most heavily (o = 10) and in-queue patients less so (8 = 2), reflecting an operational priority to clear the
pending buffer. We initialize the system empty (init_state = [0,0,0]), solve the resultant occupancy-measure
LP under max-capacity constraints, and then visualize the optimal policy’s expected queue lengths over time.

The visualization in Figure 4.2 makes it easy to see how capacity constraints steer the optimal policy over
time. In panel (a) both queues share work equally and remain at similar levels, while in panel (b) the policy
preferentially offloads tasks into the higher-capacity queue to respect the tighter limit on the other. Such
retrieved policies can help healthcare planners intuitively assess trade-offs in resource allocation and adjust
capacity or staffing levels accordingly.

In the distributed-computing CMDP, we set up a two-queue system (Q = 10) over a T = 12-step horizon
with Poisson arrivals at rate A = 5 and equal service capacities y; = 2. Each queue can hold up to N = 4

tasks, and we enforce a sliding-window QoS constraint of length W = 3 with budget Viindow = 4, so that over
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Figure 4.2: Expected queue-length trajectories under two max-capacity constraint configurations. In (a),
both healthcare room channels have a max-capacity constraint of 2, yielding a balanced workload; in (b),
one channel has a max-capacity of 3 and the other of 1, so the LP shifts more patients to the room that has a
higher max-capacity constraint.
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Figure 4.3: Example task-distribution under a sliding-window QoS constraint (W = 3, Viindow = 4), showing
periodic service spikes that exactly meet the budget in each window.

any three consecutive steps the total offloaded load cannot exceed 4. The cost function penalizes both queue
backlogs (weight § = 1) and deferred arrivals (weight o¢ = 6), capturing the trade-off between delay and load
smoothing. By solving the occupancy-measure LP with this “window” constraint, we observe that the optimal
policy concentrates service into occasional bursts, producing clear, periodic spikes in queue occupancy that

satisfy the sliding-window cap, instead of spreading load uniformly (Figure 4.3).

4.5 Discussion

In this paper, we have presented a comparison of exact solution methods for finite-horizon MDPs and CMDPs.
We first benchmarked an LP formulation of GridWorld against classical value iteration, showing how GPU-
accelerated LP extends the solvable grid size significantly beyond CPU-only LP, yet still trails value iteration

in absolute speed. We then demonstrated how the same occupancy-measure LP can be adapted to two prac-
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tical CMDPs, healthcare patient scheduling with max-capacity constraints and distributed load-smoothing
QoS scheduling, highlighting the flexibility of the LP framework for constrained decision-making.

Our experiments on the GridWorld MDP reveal that GPU acceleration delivers clear benefits, significantly
reducing LP solve times and enabling larger grid instances. For the CMDP case studies, although we did not
perform a full GPU vs. CPU benchmark, our initial observations indicate that the GPU solver’s speedup
is more modest and in some trial runs even slightly negative, likely due to the highly sparse and irregular
constraint matrices arising in large CMDP state spaces, which current GPU implementations do not optimize
effectively, thereby limiting parallel efficiency.

Looking ahead, the LP approach to CMDPs shows promise but requires further refinement. Future work
should explore hybrid CPU-GPU architectures that delegate different constraint types to the most efficient
hardware, develop constraint-specific kernel optimizations to better exploit GPU parallelism, and investigate
approximate occupancy-measure methods that trade off exactness for scalability. We believe these direc-
tions will be crucial for bringing exact CMDP solutions into real-world, large-scale applications where both

optimality and constraint satisfaction are paramount.
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4.6 Appendix

4.6.1 GridWorld Solution Visualizations

Gridworld MDP

Gridworld MDP

N ]

0 5 10

Figure 4.4: Policies retrieved from solutions to an 11 x 11 grid (top) and a 12 x 12 grid (bottom). The initial
state is the bottom left corner and the goal is the top right in each grid. Each n x n grid also contains n — 2
randomly placed holes with varying penalties.
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CHAPTER 5

Kernel Combinations for Sparse Gaussian Processes in Correlated Web Traffic Forecasting!

5.1 Introduction

This project aims to explore the impact of different kernels by combining multiple kernels within a Sparse
Gaussian Process (GP) framework for correlated time series forecasting. In particular, we use a subset of the
Wikipedia Traffic Data Exploration dataset. We create a linear combination of unique kernels and determine
which kernels have a larger effect. By maximizing the evidence lower bound (ELBO) in the context of Tit-
sias’s Sparse GP framework [111], we efficiently approximate the log marginal likelihood while addressing
the scalability challenges of GPs for large datasets. The ELBO optimization relies on inducing points, which
summarize the data to reduce computational demands. We tune the weights of each kernel as hyperparam-
eters to assess the individual contributions of each kernel type. This approach provides insights into kernel
combinations in real-world forecasting contexts and highlights the intricacies of Sparse GP modeling.

We utilize a combination of the Squared Exponential Kernel, Spectral Mixture Kernel, Matérn Kernel,
Linear Kernel, and Sinusoidal Kernel, each with a weighted hyperparameter to quantify its impact. This
allows us to identify the most effective kernels for web traffic forecasting and explore whether specific kernel
combinations enhance model accuracy. We hypothesize that the Spectral Mixture and Matérn Kernels will
play a more significant role in accurately forecasting web traffic time series data. Additionally, we investigate
how the number of inducing points in the Sparse GP framework and the step size influence kernel importance.
We expect the kernel weights to remain relatively consistent across different numbers of inducing points. For
step size, we anticipate that an optimal range exists, neither too small nor too large, that results in better

performance.

5.2 Related Work

5.2.1 Kernels

Beyond more traditional kernels, such as the Linear Kernel (Eq. 1), Sinusoidal Kernel (Eq. 2), and Squared
Exponential Kernel, more advanced kernels have been developed to address specific challenges in time series
forecasting and other machine learning tasks. Notably, the Spectral Mixture Kernel and the Matérn Kernel

were selected for their potential relevance to our study.

KL inear (X,%/) = 07 4+ 62 (x —¢) (x/ — ¢) 5.1

I'This chapter is based on joint work with Arnav Chahal.
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27|x — x/
ksinusoidal (xax/) = Gj% Ccos (|p|) (5.2)

5.2.1.0.1 Squared Exponential Kernel
As a basis, we define the Squared Exponential (SE) Kernel, also known as the Radial Basis Function (RBF)

Kernel, which is expressed as

N2
ks (x,x1) = 67 exp ((xz;/)) . (5.3)

It takes in two data points and includes a hyperparameter ¢, which corresponds to the length scale, deter-
mining how sensitive the model is to differences between input features when measuring similarity between
points. The length scale governs the rate at which similarity decreases as the distance between data points
increases. However, the SE Kernel assumes that the underlying function is infinitely differentiable, meaning
that the modeled function is infinitely smooth, which can sometimes limit its reliability in cases where the

data exhibits non-smooth or abrupt changes [2].

5.2.1.0.2 Spectral Mixture Kernel
Before introducing the Spectral Mixture Kernel, it is important to establish some foundational concepts. A
spectral density is the Fourier transform of a kernel, describing how the energy of a signal is distributed
across different frequencies. This property provides insight into the periodic components and underlying
patterns in the data. A Gaussian Mixture refers to a weighted combination of Gaussian distributions, where
each component is characterized by its own mean, variance, and weight. Gaussian mixtures are often used to
model complex data distributions by capturing diverse patterns within the data.

The Spectral Mixture Kernel is particularly useful for time series. The Kernel is derived by modeling
a spectral density with a Gaussian Mixture [112]. Essentially this kernel enables us to learn our stationary
kernel by learning our spectral density. This is because we say that any stationary kernel is the Fourier
transformation of our Spectral density and vice versa. This will allow us to know the stationary kernel if
we know the spectral density. To model the spectral density, we use Gaussian mixtures, which help capture
complex frequency patterns. The idea is that the data has multiple dominant frequencies, each represented
by a Gaussian component. By fitting a Gaussian mixture to the spectral density, the Spectral Mixture Kernel
can flexibly handle signals with a variety of behaviors: smooth trends, period trends, or a mix of both. The

kernel is given by

0
ksm(x,x7) = Y woexp (=272 ||x — x7[|*v,) cos (27 ||x — x| 1) - (5.4)
qg=1
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5.2.1.0.3 Matérn Kernel

The Matérn Kernel is a class of kernels that generalizes the SE kernel. Like the SE kernel, it has a hyperpa-
rameter corresponding to the length scale, ¢ [2]. However, it introduces an additional parameter ¢ that controls
the smoothness of the function being modeled. The Matérn kernel provides flexibility by allowing for differ-
ent levels of smoothness depending on the value of v. This flexibility makes the Matérn kernel particularly
useful in situations where the smoothness of the underlying function is uncertain, offering more control over
the prior assumptions regarding the modeled data, ideal for time-series data where the smoothness may vary

between samples [113]. The kernel with v = 3/2 is expressed as

\/gx—xl \/gx—xl
kMatern(an/) = O']% (1 + % exXp _% . (5.9

5.2.1.04 Multiple Kernel Learning

In addition to implementing the kernels above, a combination of multiple kernels is possible, creating a
new single kernel [2]. Multiple kernel learning (MKL) has been proven as an effective way to improve
model flexibility by tuning each kernel’s weight as a hyper parameter. Gonen and Alpaydin discuss the
benefits of MKL, emphasizing its flexibility. This adaptability is especially beneficial when data exhibit a
range of behaviors: such as varying smoothness or periodicity, since combining kernels provides a richer,
adaptive representation for complex datasets. However, there are drawbacks to this approach. While the
paper primarily discusses this learning approach for Support Vector Machines (SVMs) and certain forms of
regression, it can also be applied to Sparse GPs, where some of the same drawbacks still pose a problem.

The first drawback is computational complexity, as it requires tuning hyperparameters for the weighting of
the kernels, especially if kernels are dynamically combined for specific sections of data. This was a primary
concern in the paper, and while we use Sparse GPs to mitigate computational burdens, these methods do not
eliminate the complexity problem entirely.

The second drawback involves the choice between one-step and two-step training. In one-step training,
the model attempts to optimize both the kernel weights and the base learner parameters simultaneously, which
can be computationally intensive and may lead to convergence issues. In contrast, two-step training iteratively
optimizes the kernel weights and the base learner parameters in alternating steps, which can stabilize the

optimization process but might be slower to converge overall, especially in large datasets [114].

5.2.2 Sparse Gaussian Processes
GPs have poor scalability with the training of data taking (’)(N3), where N is the number of data. In our

context, since we are dealing with a somewhat large dataset, we will need to overcome this challenge. Various
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work has been done to make GPs tractable in the context of large datasets. Methods, such as Sparse Pseudo-
input Gaussian processes (SPGPs), use inducing input points, which act as a compressed representation of
the dataset [115]. In considering M inducing points, we obtain a training cost of O(M>N), where M < N.
This reduction is achieved because the inducing points summarize the essential structure of the data, allowing
the GP to focus its computation on a smaller subset of points, making inference and learning more efficient.
One example of this approach is seen in the work by Groot et al. [116], where pseudo-inputs are employed
to summarize the data in multi-step time series forecasting, significantly reducing computational complexity
while maintaining predictive accuracy in control applications.

However, a significant issue with SPGPs is that the selection and placement of these pseudo-inputs can
interfere with the optimization of kernel hyperparameters during training. In particular, the pseudo-inputs
can cause non-smooth variations in the marginal likelihood, which complicates hyperparameter learning and
can lead to suboptimal results [111].

To address this, we adopt the approach of variational learning of inducing variables as proposed by Titsias
[111]. This method jointly optimizes the inducing variables and kernel hyperparameters within a variational
framework, introducing a new ELBO on the log marginal likelihood. The ELBO is maximized as part of the
Empirical Bayes step and is structured to achieve computational efficiency equivalent to SPGPS, with a cost
of O(M?N). This approach provides improved consistency and accuracy in hyperparameter optimization by
eliminating the non-smooth behavior associated with pseudo-input placement.

The ELBO in Titsias’s variational framework is expressed as:

ELBO = Ey 4y [log p(y|f)] = Dkr(g(u) [ p(w)) (5.6)

The objective function consists of two components. The data fit term, E,(4y)[log p(y|f)], measures how
well the model explains the observed data by evaluating the likelihood of the data under the model. It
encourages the variational distribution over the function values f to match the true distribution, given the
inducing points u. By focusing on this data likelihood, we optimize the model’s predictive accuracy for the
training data. The KL divergence term, Dkp (¢(u)||p(u)), serves as a regularizer, encouraging the variational
distribution g(u) to stay close to the prior distribution p(u). This regularization helps prevent over-fitting
by controlling the complexity of the posterior distribution, ensuring the model generalizes well beyond the
training data.

This approach addresses the shortcomings of SPGPs by jointly optimizing the inducing input variables
and kernel hyperparameters within a variational framework. The ELBO is maximized during the Emperi-

cal Bayes step. This method maintains the same computational efficiency as SPGPs, with a training cost
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of O(M?N), but with improved consistency and accuracy in hyperparameter learning. The variational ap-
proach has been successfully applied in time series settings, where it allows efficient and scalable modeling

of temporal dependencies [117].

5.2.3 Time Series Data Synchronization

In time series forecasting, data synchronization is crucial when patterns across different time series respond
to shared or interdependent phenomena, as observed in various fields from geosciences to neuroscience.
For example, time series synchronization in landslide displacement forecasting has shown that incorporating
temporal dependencies can enhance predictive performance and stability in dynamic, interconnected systems
[118]. Similarly, the framework for phase synchronization in neuroscience demonstrates how aligned tem-
poral patterns can reveal underlying dynamics in complex systems, such as brain wave synchronization in
neurological studies [119, 120]. These approaches illustrate how synchronized patterns across time series
can reveal influential shared events or triggers, making synchronization a valuable tool for understanding
interactions in time-dependent data.

In our context, web traffic page popularity data is influenced by web search trends, often driven by col-
lective responses to external events, such as news stories, cultural events, or seasonal interests. By leveraging
a synchronized GP model, we can capture these temporal dependencies in Wikipedia traffic data more effec-
tively, as synchronized responses to shared events can enhance the model’s predictive power. Incorporating
synchronization can also help model the cascading effect of a popular event that spreads across related top-
ics, as seen in the study of large-scale networked data [121]. Such synchronized modeling approaches can
significantly enhance our understanding of web traffic dynamics by capturing the interdependent and often

simultaneous patterns that drive user interest.

5.3 Methods

5.3.1 Data

We use the Wikipedia Traffic Data Exploration dataset, originally from a 2017 Kaggle competition hosted by
Google. The competition included several smaller datasets alongside a larger test dataset containing the most
comprehensive data. We chose to work with this larger test dataset as it aligns best with our objectives.

The dataset tracks daily search volumes for most, if not all, Wikipedia pages from 07/01/2015 to 09/10/2017,
providing over 883 columns per page. Due to the large amount of Wikipedia pages (rows), we selected a sub-
set of five specific categories for our analysis. These categories include English Premier League soccer clubs
(e.g., Manchester United, Chelsea F.C.), the Democratic and Republican Parties as well as key figures from

each, and major technology companies such as Apple and Facebook (now Meta).
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For the three groups Soccer (D), Political (D,), and Technology (D3), we plotted their respective time
series plots. Figures 5.1a, 5.1b, and 5.1c display these plots, showing the daily search volumes over the given
period. Each group D; consists of five representative time series denoted as D{ , for j ={1,2,3,4,5} . Each

time series in D; represents daily search volumes for a specific entity.

Political Group (D) 166 Major Tech Companies(D:)

Soccer Clubs (D1)

10 200700 200704 200707 201710

7

(a) Search volume for Soccer group (D;)  (b) Search volume for Political group (D;) (¢) Search volume for Technology group
(D3)

Figure 5.1: Daily search volumes for each group over the given period.

Both D, and D3 have exhibited extreme behavior that could potentially lead to issues in our predictions.
To address this, we utilized two separate approaches. The first approach involved applying a median filtering
algorithm. This method uses a 30-day sliding window around each day (15 days before and 15 days after)
and replaces the current day’s value with the median of that window. At the start of the dataset, the window
included the next 30 days, or for the first index, the previous point and the next 29 days. Similarly, at the end
of the dataset, the window included the previous 30 days, with adjustments for fewer available points. The

graphs illustrating this approach are provided below.

Median Filtered Soccer Clubs (D1)
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(a) Median Filtered Search volume for Soc- (b) Median Filtered Search volume for Polit- (c) Median Filtered Search volume for Tech-
cer group (Dy) ical group (D5) nology group (D3)

Figure 5.2: Median Filtered Daily search volumes for each group over the given period.

The second approach combined the aforementioned median filtering algorithm with a min-max normal-
ization between 0 and 1. After applying the median filtering, normalization was applied independently to
each time series in the dataset. However, this approach did not perform well and failed to significantly im-
prove the results. As such, we opted to continue using the first method, applying the median filtering window

alone.
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The input vector for time ¢ is structured as X; = [t,D}(¢),D?(t),...,D}(t)], where D/(t), where D!(t)
represents the value of the j-th time series at time ¢. During training, we use the first 800 entries of each

series to learn the patterns, while the remaining data points are reserved for testing.

5.3.2 Model Formulation

In our approach, we combine a set of kernels X = {kginusoidal, KSE, KSM s KMatern; Klinear } O capture complex
temporal patterns present in the Wikipedia traffic data. The combined kernel function, k¢ombined, 1S expressed
as a weighted sum of the individual kernels in K, where each kernel k € KC contributes according to its

optimized weight og. Formally, this can be written as

kcombined(xax’) = Z O ~k(x,x/). (5.7
ke

To optimize this model, we maximize the ELBO (Eq. 6). We efficiently tune both the kernel weights
oy and other kernel hyperparameters. To reduce computational cost, we use a subset of the training data
known as inducing points Z = {z;}, which effectively represent the data. The inducing points are selected
as a small representative sample of the input data, allowing the Gaussian Process to scale efficiently. These
inducing points form the basis of our variational approximation, ensuring the model remains tractable on a
large dataset

For prediction, we compute the posterior predictive distribution using the optimized parameters. Given a

test input X, the predictive mean ppreq(x*) and predictive variance Gﬁred (x*) are given by:

Hprea(x*) = KK, m, (5.8)

Ggred (X*) = kcombined (X,X*) — KIZKEZ]K*Z, 5.9

where K,z is the covariance vector between the test point and the inducing points, Kz is the covariance
matrix of the inducing points, and mrepresents the mean of the latent function.

For evaluating model performance, we use two metrics. First, we calculate the Mean Squared Error
(MSE) between the observed data points y and the predictive mean Lyreq. We evaluate the model’s uncertainty
handling by computing the Negative Log Predictive Density (NLPD), which quantifies the fit of the model’s
predictive distribution to the observed data. For a set of test observations ye. This metric captures both
the accuracy of the predictive mean and the reliability of the predictive variance, providing a comprehensive

assessment of the model’s performance. Together, these evaluation metrics allow us to determine the efficacy
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of our kernel combination approach and validate our hypotheses about kernel selection in forecasting tasks.

5.4 Experiments

5.4.1 Impact of Step Size

In this experiment, we investigate the effects of using different step sizes during ELBO maximization in our
Sparse GP model. The goal is to evaluate how the step size impacts model convergence, kernel weights,
predictive accuracy, and computational stability. The experiment uses the Soccer dataset (D) with 100
inducing points selected from the training data. The model incorporates a combination of kernels, including
the SE Kernel, Linear Kernel, Matérn Kernel, Sinusoidal Kernel, and Spectral Mixture Kernel with 10 mixture
components. The model was trained on the first 602 days of the dataset and tested on predictions for the last
200 days.

The inducing points were initialized as a subset of the training data. A fixed hyperparameter initialization
was set for all experiments. The spectral mixture kernel was the only kernel where each of the mixture
parameters were chosen from a Gaussian distribution. These parameters were concatenated into a single
vector to represent the initial hyperparameters in the unconstrained space, enabling efficient optimization.

ELBO maximization was performed with step sizes ranging from 10~ to 10710, The results, summarized
in Table 5.1, show the number of hyperparameter updates observed for each step size. The kernel weight
distributions, shown in Table 5.2, indicate how different step sizes affect the contribution of each kernel.
Smaller step sizes were associated with lower total noise variance and improved predictive accuracy, as
measured by MSE and NLPD. However, smaller step sizes also resulted in fewer hyperparameter updates,

reflecting a trade-off between computational stability and optimization flexibility.

Step Size \ Hyperparameter Changes

1x 1077 15
1x1078 31
1x107° 32
1x 10710 31

Table 5.1: Effect of Step Size on Hyperparameter Changes. A total of 128 hyperparameters are tunable.

Step Size | SE (%) | Linear (%) | Matérn (%) | Sinusoidal (%) | Spectral Mixture (%)

1077 17.70 14.45 19.76 15.29 32.80
1078 17.56 16.68 25.47 19.54 20.76
10~ 18.76 17.78 21.83 19.19 22.44
10~10 19.07 18.23 20.69 19.50 22.51

Table 5.2: Kernel Weight Percentages Across Different Step Sizes.

The analysis of step size tuning (Table 5.3) reveals that smaller step sizes result in lower MSE values,
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Figure 5.3: Impact of step size on ELBO maximization during Sparse GP optimization. The figure illustrates
the convergence behavior of the ELBO for various step sizes ranging from 10~ to 10710,

Step Size MSE Train NLPD | Test NLPD
1x1077 | 17,400,221.13 14.42 17.61
1x1078 16,296,801.60 1,314.80 1,888.86

1x107° 14,980,071.83 12,333.57 17,239.30
1x 10710 | 13,539,993.98 135,399.94 179,399.94

Table 5.3: Comparison of MSE and NLPD values for different step sizes.

indicating more accurate predictions. For example, at a step size of 1 x 10719, the MSE is significantly
reduced compared to larger step sizes. Similarly, NLPD values suggest that smaller step sizes improve model
calibration and predictive performance, particularly in the training phase. However, only 15 hyperparameters
were tuned with the larger step size of 1 x 1077 compared to 31 and 32 with all other step sizes, indicating

the model is not tuning as granularly as possible.

5.4.2 Impact of Inducing Points

In a similar setup when we studied the impact of step size, we investigated the effects of using a different
number of inducing points on our Sparse GP model. We held a fixed step size of 1 x 1078, The performance
metrics for different configurations of inducing points (25, 50, 100, and 200) are summarized in Tables 5.4
and 5.5. As shown, varying the number of inducing points did not significantly impact the model’s predictive

performance. While small differences were observed in MSE and NLPD, these variations are not substantial
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enough to indicate a strong dependence on the choice of inducing points in this experiment. The kernel

weights and noise parameters also showed minor variations.

Inducing Points | SE (%) | Linear (%) | Matérn (%) | Sinusoidal (%) | Spectral Mixture (%)
25 16.17 16.94 31.42 21.32 14.16
50 16.96 17.12 28.15 21.27 16.49
100 17.21 16.37 26.59 19.55 20.28
200 16.24 13.83 22.39 16.08 31.45

Table 5.4: Kernel Weights and Noise for Different Numbers of Inducing Points.

The results indicate that increasing the number of inducing points provides minimal improvements in
both training and testing metrics. This suggests that the Sparse GP model’s performance is relatively robust
to the number of inducing points, at least within the range tested. Therefore, computational efficiency may

be prioritized without significant loss of accuracy.

Inducing Points MSE Train NLPD | Test NLPD
25 16,892,358.74 399.92 580.54
50 16,961,921.35 400.04 582.22
100 16,940,356.90 401.00 583.66
200 16,915,976.89 403.28 587.39

Table 5.5: MSE and NLPD for Different Numbers of Inducing Points.

5.4.3 Combined Kernel Weight

As we use all three of our data groups for the final experiment, we tested this experiment using the median-
filtered dataset to ensure cleaner and more reliable input. By optimizing the weights of each kernel in the
combination, we aim to identify which kernels contribute most meaningfully to the prediction task for each
of the three groups: Soccer (D), Political (D), and Tech (D3).

As done in prior experiments, the model is trained on the first 602 days of data and then used to predict the
last 200 days. Our input will be a specific day and the corresponding search volume for all group members ex-
cluding our output group (e.g., if Donald Trump is our output, then for our input will be [t, D} (t),D?(t),D3(t), D} (t)]
where D? is Donald Trump). By synchronizing time data across group members, we allow the model to pick
up on correlated patterns and spikes in searches (e.g., increased interest in soccer clubs at the start of the Pre-
mier League season in August), which may enhance predictive accuracy. We train the model by maximizing
the ELBO for 500 steps in this experiment. Table 5.6 displays the breakdowns of the Kernel Weights for each

of the datasets.
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Sparse GP Prediction with Training and Test (Soccer Data: Arsenal_F.C.)
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Figure 5.4: Unfiltered Soccer Data Forecast.

Datasets (filtered) | SE (%) | Linear (%) | Matérn (%) | Sinusoidal (%) | Spectral Mixture (%)
Soccer 25.30 16.45 17.29 16.88 24.08
Politics 20.33 19.56 20.33 20.33 19.46

Technology 22.17 16.79 20.56 17.69 22.80

Table 5.6: Kernel Weights for the different filtered datasets.

The dataset we found the most success on was the Soccer dataset. For our kernel initialization values the
hyperparameter initializations we found the most success with were a step size of 1 x 1077, and a noise of
5 and when applicable length scales of 10 for each of the kernels. One important thing to note about these
parameter initializations is that this problem is a non-convex optimization problem and as such different
parameters will lead to vastly different results.

Additionally, using the unfiltered soccer dataset from Figure 5.1a, we were also able to obtain good
forecasting results despite the data being in its most complex, raw form. This forecast (Figure 5.4) was
arguably better than our median-filtered dataset which we think might be because the data did not have major
outliers our model was able to better find patterns compared to the median-filtered dataset which might have
lost some information.

However from Figure 5.5 we can see that we forecasted generally well in the near term with some slight
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Sparse GP Prediction with Training and Test (Soccer Data: Arsenal_F.C.)
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Figure 5.5: Soccer Forecast with Median Filter.

deviations toward the end of our dataset. However, it is interesting to see the difference between the filtered
vs non-filtered forecasts. This trend did not continue in the other data sets where the median-filtered forecasts
vastly outperformed the original datasets and as such the original dataset forecasts are omitted.

For the Political Dataset, we did not find as much success despite heavily varying parameters and initial-
izations, as it seemed our model was unable to best identify different trends in the data. It is important to
note that the time series we left out was the Trump time series, which varied the most compared to other time
series in the dataset. For this experiment, our step size was 1 X 107, with a noise for each kernel between
2 and 3, and length scales that varied from 1 to 30. From the graph 5.6, we can see the lack of discernible
trends and the model’s difficulty in capturing the variability.

Finally, on the Technology sector dataset, the model’s performance was satisfactory,though there is still
room for improvement. Our model seemed to be able to identify trends in the data, but it still did not perform
too impressively. For this model we used a step size of 1 x 10~ and maintained a noise of 0.1 and length
scales of 1 to 10. However, given that the search volume has a downward trend we believe our model still
performed well on the data.

From the Table 5.7 we can see some interesting metrics. The models we thought did the best had the
highest NLPD and MSE. The forecast for the Politics despite visually being the worst was actually the one

with the lowest MSE and NLPD. By producing a forecast that hews closely to a steady, baseline level,
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Sparse GP Prediction with Training and Test (Politics Data: Donald_Trump)
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Figure 5.6: Politics Forecast with Median Filter. Results of the Political Dataset experiment. Despite varying
parameters and initializations, the model struggled to identify trends in the data.

Sparse GP Prediction with Training and Test (tech Data: IBM)
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Figure 5.7: Technology Forecast with Median Filter. We were able to identify some trends in the data but the
model tended to not perform as well as we would have liked.
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essentially a flat line, any large deviations from the true underlying values are minimized. As a result, the
MSE remains low, since squared errors do not become excessively large. This creates the illusion of a
decent fit when assessed purely by MSE. Although this approach does not capture any nuanced structure, it
avoids being severely penalized by large deviations. Consequently, the NLPD remains concentrated around
values that, while not reflective of the data’s true complexity, do not stray far enough to incur heavy log-loss
penalties.

However, when considering the soccer and technology datasets, the models that attempted to more ac-
tively follow the true data patterns incurred higher MSE. When these models guessed incorrectly, their errors
were larger, increasing the overall MSE. This might give the appearance of a worse fit from the MSE stand-
point, but it also indicates that the model was at least striving to learn the underlying complexities. The higher
NLPD in these cases may also reflect this earnest but imperfect attempt: by incorporating more variability
and uncertainty in their predictions, these models acknowledge their limitations, resulting in less deceptively

”good” metrics and a more realistic representation of their predictive confidence.

Datasets (Filtered) MSE Train NLPD | Test NLPD
Soccer 1,464,893.16 87.37 212.18
Politics 15,733.65 5.7 42.51

Technology 9,914,455.18 88.61 252.11

Table 5.7: MSE and NLPD for each model trained on different Datasets.

5.5 Discussion

In this work, we conducted three key experiments to evaluate the performance of kernel combinations in
Sparse GPs for correlated time series forecasting: (1) the impact of step size during ELBO maximization,
(2) the effect of the number of inducing points on model performance, and (3) the role of individual kernel
contributions across different datasets. Below, we discuss the outcomes of these experiments, their alignment
with our hypotheses, and the broader implications of our findings.

Our investigation into the effect of step size revealed a clear trade-off between optimization granularity
and computational stability. Smaller step sizes resulted in lower MSE and NLPD values, indicating improved
predictive performance and better calibration. However, smaller step sizes also led to fewer hyperparameter
updates, suggesting that the optimization process converged less dynamically. While this aligns with our
expectation that an optimal step size exists, our results indicate that extremely small step sizes may overfit to
local features of the data, potentially neglecting broader trends. This highlights the importance of balancing
computational efficiency with accuracy when selecting step sizes for Sparse GPs.

In the second experiment, we examined the impact of varying the number of inducing points. The results
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showed minimal differences in MSE and NLPD across the configurations tested, suggesting that the model
is robust to the number of inducing points within the range tested (25 to 200). This supports our hypoth-
esis that Sparse GPs can effectively leverage inducing points to capture the essential structure of the data
without requiring large computational resources. However, we did observe slight variations in kernel weight
distributions, indicating that inducing points may influence how individual kernels contribute to the overall
model.

The third experiment focused on optimizing kernel weights for three datasets (Soccer, Politics, and Tech-
nology). Our findings revealed that kernel contributions varied across datasets, reflecting the diversity of
patterns in the data. For instance, the Spectral Mixture Kernel contributed significantly to the Soccer and
Technology datasets, likely capturing periodic trends in web traffic. In contrast, the Political dataset ex-
hibited less discernible trends, resulting in more evenly distributed kernel weights. This aligns with our
hypothesis that kernel effectiveness is data-dependent, with the Spectral Mixture and Matérn Kernels playing
prominent roles in datasets with clear temporal patterns. Interestingly, none of the kernels were completely
eliminated during optimization, as all received non-zero weights. This suggests that even kernels with lower
contributions provide complementary information that enhances the overall model performance. However,
the uniform distribution of weights in some cases raises questions about whether certain kernels are redundant
in specific contexts.

Our initial hypothesis posited that the Spectral Mixture and Matérn Kernels would dominate the model
for datasets with clear periodic or structured patterns. While this held true for the Soccer and Technology
datasets, the Political dataset did not show a strong preference for these kernels, likely due to its higher vari-
ability and lack of consistent temporal structure. Additionally, we hypothesized that kernel weights would
remain relatively stable across varying numbers of inducing points. The results largely supported this, with
minor variations in weights observed. Finally, we expected step size to significantly influence kernel impor-
tance and overall model performance. While this was confirmed, the overconfidence of the models at smaller
step sizes suggests the need for further exploration into noise variance and uncertainty calibration.

Our experiments highlight the potential of Sparse GPs for modeling correlated time series data, particu-
larly in scenarios where computational efficiency is a priority. However, the overconfidence of our models,
as evidenced by narrow confidence intervals even in regions of poor predictions, underscores a critical limi-
tation. This may stem from insufficient noise optimization or the inherent assumptions of the GP framework.

Additionally, while Sparse GPs provide a scalable solution for large datasets, their reliance on induc-
ing points and kernel hyperparameter tuning may make them less suitable for real-time applications. The
trade-offs between flexibility, interpretability, and computational cost suggest that Sparse GPs may be more

effective for offline analysis and forecasting rather than real-time decision-making.
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Overall, our study demonstrates the effectiveness of Sparse GPs with combined kernels for time series
forecasting, particularly when data exhibit structured temporal patterns. While challenges remain, such as
model overconfidence and limitations in real-time applicability, our findings highlight the importance of ker-
nel selection, step size tuning, and inducing point configuration in achieving optimal performance. Future
work could explore alternative kernel combinations, dynamic inducing point selection, and improved uncer-

tainty calibration to further enhance the utility of Sparse GPs in real-world applications.
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CHAPTER 6

Conclusion

6.1 Discussion

The central motivation of scalability and insight unifies the distinct topics explored in this thesis under the
broader umbrella of machine learning and decision-making. Each chapter addressed a specific problem within
this space, highlighting different aspects of the scalability and insight. In particular, we made the following

contributions and observations as they relate to this overarching theme:

1. Integer Programming Games and SAT-based Methods: We investigated IPGS using SAT and
MaxSAT solvers, showing how local optimality concepts like LOIS can provide tractable approxi-
mations for discrete strategic interactions. Compared to mathematical program solvers, SAT-based
approaches offered improved scalability and solution quality for certain classes of games, including
graph interdiction scenarios. These results suggest that rethinking solver paradigms can open promis-
ing avenues for large-scale theoretic analysis, even as challenges remain for nonlinear objectives and

global solution concepts.

2. LOIS-Guided Metaheuristics for Approximate Equilibria: Building on the foundations of SAT-
based LOIS computation, we introduced a genetic metaheuristic framework that integrates local ratio-
nality principles into evolutionary search for approximate equilibria in integer programming games.
This approach bridges combinatorial optimization and learning dynamics, allowing the discovery of
near-equilibrium strategies in settings where exact computation is intractable. Through empirical stud-
ies on congestion, network interdiction, and coordination games, the method demonstrated both im-
proved scalability and interpretability, revealing how locally stable solutions can approximate rational

strategic behavior in complex discrete environments.

3. Scalable Decision-Making via LP and GPU Acceleration: Another line of work benchmarked linear
programming formulations for MDPs and CMDPs, comparing GPU-accelerated solvers against classi-
cal value iteration. While GPU acceleration extended the range of solvable problem sizes, performance
gains were uneven, particularly for highly sparse CMDP formulations. Nevertheless, this study under-
scores the adaptability of the occupancy-measure LP framework across domains such as healthcare
scheduling and distributed systems, while pointing to the need for new hardware-software co-design

strategies to unlock scalability in constrained decision-making.
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4. Kernel Design for Sparse Gaussian Processes: We explored SGPs for correlated time-series fore-
casting, focusing on how kernel design and optimization parameters affect predictive performance.
Our results highlight both the flexibility and robustness of kernel combinations in capturing diverse
temporal structures, as well as the challenges of calibration and overconfidence in certain regimes.
This study emphasizes the dual importance of kernel selection and optimization strategies in balancing
scalability with predictive reliability, offering guidance for real-world forecasting tasks such as web

traffic modeling.

Taken together, these contributions illustrate how scalability in machine learning and decision-making
can be advanced through rethinking classical reformulations, leveraging distributed frameworks, and adapting
optimization tools to modern computational environments. While each study addresses a distinct problem,
the unifying theme is that carefully engineered reformulations can yield both practical improvements and

deeper insights into system behavior.

6.2 Future Directions

From a broader perspective, natural extensions of the works presented in this thesis involve developing more
powerful solver frameworks that not only exploit problem structure, such as the use of LOIS, but also lever-
age modern hardware. Another important direction is applying these methods in real-world environments
with real data, where they can be tested under practical constraints such as uncertainty, resource limitations,
fairness, and noise. Testing scalability should move beyond problem size to include operational complexity
in domains such as healthcare, cybersecurity, and infrastructure planning. While this thesis has focused on
smaller segments of the broader problem space, the chapters highlight how much remains to be done, both
within these focused areas and in the larger context of achieving scalability and insight for machine learning

and decision-making.
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