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CHAPTER 1

Introduction

1.1 Deep Learning for Medical Image Analysis

Medical image analysis is a crucial procedure used by medical experts to help the diagnosis and planning for the

treatment of patients. Once the images of the human body are obtained by certain kinds of imaging modalities and

techniques, the follow-up analysis tasks can be performed by using automatic computer algorithms. These automatic

analysis tools signi�cantly reduce the burden for the manual tasks that are typically time-consuming and laborious. For

example, in radiotherapy planning, the contours of the organs-at-risk (OAR) on computed tomography (CT) need to

be delineated prior to the surgery (Sahiner et al., 2019). This process can be largely facilitated by organ segmentation

models by providing the radiologists with the predicted contours, which may require minor or even no adjustments.

Besides, thoracic disease classi�cation models can be used for disease screening on chest X-ray (CXR) images (Liu

et al., 2019). Furthermore, landmark localization models can be used to automatically localize the critical anatomical

landmarks on brain magnetic resonance imaging (MRI) for surgical planning (Liu et al., 2020, 2022d). With these

automatic tools, healthcare professionals are allowed to focus more on patient care and treatment strategies, leading to

improved operational ef�ciency in healthcare facilities (Ginn et al., 2023; Pera et al., 2023).

In the past decade, deep learning models have revolutionized the �eld of medical image analysis (Liu et al., 2023b).

Deep learning is a sub-�eld of machine learning. Unlike traditional machine learning algorithms, which rely on the

pre-de�ned rules or manual feature engineering, deep learning models are data-driven: they automatically extract

complex features and patterns by learning on vast amounts of training data. To date, convolutional neural networks

(CNN) and transformers have demonstrated promising performance for many medical image applications, including

disease diagnosis (Ghaffar Nia et al., 2023; Rodr�́guez et al., 2022; Rajpurkar et al., 2017), cortical surface analyses

(Wang et al., 2024; Larson and Oguz, 2022), lesion detection (Zhang et al., 2019, 2023; Wang et al., 2023), organ

segmentation (Li et al., 2022c; Hu et al., 2022a; Li et al., 2022a; Hu et al., 2021a), image registration (Balakrishnan

et al., 2019; Chen et al., 2022), etc.

The success of the deep learning models is largely attributed to the availability of large, high-quality datasets.

These datasets are thus considered as thelifeblood of the modern deep learning models. Generally, medical image

datasets consist of two major components, imaging data and annotation.

1.1.1 Medical image dataset - imaging data

Medical images represent a speci�c genre of imaging data that are captured by special imaging scanners such as MRI,

CT, Positron Emission Tomography (PET), CXR, etc. Compared to natural images, medical images have several
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distinct characteristics. First, medical images often exhibit high-dimensional properties, where radiology images such

as CT and MR scans can be 3D or even 4D (3D + time). Special image processing techniques are thus needed for

such high-dimensional data because the entire data may be too large for computation. Besides, medical images usually

possess a high dynamic range and �ne resolution, re�ecting the necessity to capture minute details and subtle variations

that are clinically signi�cant. Moreover, medical images are subject to variations and artifacts arising from patient-

speci�c factors (e.g., movement or anatomical variability) and the imaging process itself (e.g., scanner con�gurations

or imaging protocols). Consequently, medical images present a distinctive set of challenges and requirements when

they are used for development of deep learning models. Lastly, medical images may be multi-modality. Since different

imaging modalities (e.g., CT and MR) can capture different aspects of human anatomy and physiology, multi-modality

images are often jointly used to achieve a more comprehensive and holistic understanding of the underlying medical

conditions. For example, in the procedure of transcranial MRI-guided focused ultrasound, CT and MRI scans are

required to estimate the acoustic properties of skull and identify the target for ablation (Aubry et al., 2003), respectively.

Another example is that multiple MR sequences are usually used for multiple sclerosis lesion detection since different

sequences capture distinctive perspectives on the lesions' characteristics.

1.1.2 Medical image dataset - annotation

Annotation, also known as theground truth, is the gold-standard label created by human annotators and serves as the

most commonly used supervision signal for training deep learning models. Different types of annotation are created

depending on different tasks. For classi�cation tasks, annotators are asked to provide one or multiple categorical

labels for each image. For segmentation tasks, dense annotations of the pixels within structures of interest, i.e.,

segmentation masks, are typically required. For landmark localization tasks, 2D or 3D coordinates of the landmarks

are needed. However, human annotations are dif�cult and costly to obtain in medical domain. First, the annotation

process is tedious, laborious, and time-consuming, especially for 3D medical image segmentation tasks where dense

annotation with voxel-level accuracy is required. Second, medical images typically need to be annotated by medical

experts whose time is limited and expensive, making the annotations even more dif�cult to obtain. When manual

annotation is dif�cult to obtain, annotation generated by existing algorithms, also known as pseudo labels, can be used

as an alternative. Though these pseudo labels may not be as accurate as human annotation, they can still serve as

supervision signals if used properly. Besides pseudo labels, recent interactive segmentation models such as Segment

Anything Model (SAM) (Kirillov et al., 2023) and its variants (Li et al., 2024, 2023) also show great potential to help

reduce the burden of annotators by providing prompts such as points, scribbles and bounding boxes. Despite these

efforts, annotation remains the major bottleneck to build deep learning models for medical images.
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1.2 Learning with Complete Data

When both imaging data and annotation are available (i.e., fully-annotated data or complete data), it is relatively

straightforward to train a deep learning model via supervised learning. Generally, the training process consists of

iterations of forward passes and backpropagation. During the forward pass, input images are preprocessed and fed to

a deep neural network to obtain model prediction. Afterwards, during backpropagation, the error between the model

prediction and the annotation is computed by a loss function and the model parameters are updated using gradient

descent.

To fully leverage the complete data, a vast amount of research has been focused on the design of neural network

architectures and task-speci�c data preprocessing procedures. For example, nnU-Net (Isensee et al., 2021) has been

one of the most widely used training frameworks for medical image segmentation. Based on its rule-based data pre-

processing and network design, this CNN-based method has achieved superior performance on a variety of medical

image segmentation tasks (Antonelli et al., 2022). In the past few years, transformers (Dosovitskiy et al., 2020) and

diffusion models (Ho et al., 2020) have drawn an increasing amount of attention in the �eld of computer vision. Their

adaptations to medical images such as UNETR (Hatamizadeh et al., 2022), Swin-UNETR (Hatamizadeh et al., 2021)

and MedSegDiff (Wu et al., 2024a,b) have also become popular techniques for medical image segmentation. To ex-

plore the most effective methods to learn with complete data, a number of competitions and challenges, such as BraTS

(Bakas et al., 2018), LiTS (Bilic et al., 2023) and KiTS (Heller et al., 2019), have been held by providing participants

with publicly available fully-annotated datasets. The benchmarking results of the challenges offer invaluable insights

and guidelines to train with the complete data.

1.3 Key Challenges and Contributions

Despite the success of learning with complete data, medical image datasets are oftenincompletein practice. The

challenges of incomplete datasets can also be considered in two aspects, i.e., imaging data and annotation, as in Sec.

1.1. For example, medical datasets collected from different hospitals may have missing imaging modalities and partial

annotation. Therefore, it is extremely desirable for deep learning models to berobust to incomplete imaging data

during inference, and�exible to train with incomplete annotation during training. In this dissertation, we aim to tackle

several common challenges caused by incomplete datasets, including two challenges for incomplete imaging data and

four challenges for incomplete annotation, respectively. Our contributions for each challenge are presented below.

1.3.1 Incomplete Imaging Data

1.3.1.1 Robust Segmentation Model for Missing Modality Problem

As illustrated in Sec. 1.1.1, multi-modality images may be used in clinical routine. However, images collected from

different institutions may have different modalities, because the scanner types and imaging protocols are typically
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inconsistent across different sites. Moreover, medical images may also suffer from image artifacts, such as motion

artifacts (Fan et al., 2024) and bias �elds (Juntu et al., 2005), making the images unusable for further analysis. As a

result, there is often a mismatch between the available imaging modalities during model training and deployment. Tra-

ditionally, deep learning models are not robust to such modality mismatch, especially when certain imaging modalities

included in training are not present in testing. This is also known as the missing modality problem, which signi�cantly

limits the practical value of deep learning models. It is thus desirable to address the missing modality problem by

developing robust deep learning models that can be adaptive to the mismatch of imaging modalities between training

and testing.

In Chapter 2, we explore the missing modality problem for multiple sclerosis (MS) lesion segmentation task using

multi-modality MRI scans. MS is a chronic autoimmune disease that affects the central nervous system. To character-

ize different types of MS lesions, multiple MR imaging modalities such as T1-weighted (T1w), T2-weighted (T2w),

Proton Density (PD), Fluid-attenuated inversion recovery (FLAIR), and T1-contrast enhanced (T1CE) are routinely

collected in clinical practice. These modalities offer complementary information. Speci�cally, T1w MRI can detect

MS lesions with high sensitivity and speci�city due to the presence of gadolinium contrast agents. T2w MRI is sensi-

tive to edema and in�ammation, and is used to visualize chronic MS lesions. FLAIR is similar to T2-weighted MRI

but suppresses the signal from cerebrospinal �uid (CSF), providing better lesion visualization in the periventricular

regions. PD provides contrast between different tissues based on their water content, and is useful for detecting lesions

that are hypointense on T1-weighted images. Lastly, T1CE is useful for detecting active lesions with blood-brain

barrier disruption. In practice, different institutes may use different available MRI modalities due to the difference

in scanner types and imaging protocols. Hence, a pre-trained model from one site is not applicable to the images

collected by other sites if certain imaging modalities are not available. To address the missing modality problem,

a popular strategy is to train robust models using Modality Dropout (ModDrop) (Neverova et al., 2015; Feng et al.,

2019), which aims to learn the feature representation that is robust to different missing conditions with a single net-

work. However, we show that this method is suboptimal and can be improved by making part of the model parameters

adaptive to different missing conditions. Our developed method, named ModDrop++, is a dynamic network where

the parameters of the �rst layer are dynamically generated based on the availability of the MRI modalities. Besides,

a co-training strategy is used to further boost the performance of our dynamic network by exploiting the relation be-

tween full- and missing-modality data. We use two public MS datasets for evaluation and show the superiority of our

approach over the baseline ModDrop. Our contributions are summarized as follows.

• We propose a method named ModDrop++ to train robust segmentation models, which can be adaptive to differ-

ent combination of available MR modalities.

• ModDrop++ is a generic method to handle heterogeneous multi-modality images and can be easily adapted to
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any existing network architectures.

• Our experiments on two publicly available MS datasets show the superiority of ModDrop++.

1.3.1.2 Synthetic CT Skull Generation from T1-weighted MRI

When multiple imaging modalities are required for certain applications, it is interesting to investigate whether an

imaging modality can be replaced by using synthetically generated image from another available modality. For exam-

ple, transcanial MRI-guided focused ultrasound (TcMRgFUS) requires both CT and MRI scans in clinical procedures.

Both imaging modalities are critical to ensure that the transmitted ultrasound waves can constructively interfere at the

target region. Speci�cally, the MRI scan is used to visualize the critical brain structures while the CT scan is used

to estimate the acoustic properties of the skull, e.g., skull density. However, CT exposes patients to radiation and

increases the overall number of imaging procedures required for therapy. Therefore, it would be safer and cheaper

if a synthetic CT generated from MR can be used for reliable estimation of acoustic parameters. Except TcMRg-

FUS, synthetic CT generation from MR are also explored for other brain imaging applications (Huijben et al., 2024).

Moreover, similar efforts have also been made in the �eld of microscopy, where the researchers aim to directly predict

the �uorescently-labeled images from label-free transmitted light images (Christiansen et al., 2018). As a result, it is

worth exploring the potential of synthetic data to reduce the number of required imaging modalities.

In Chapter 3, we explore the feasibility of replacing real CT scans by synthetically generated ones for transcanial

MRI-guided focused ultrasound (TcMRgFUS). TcMRgFUS is a therapeutic ultrasound method that focuses sound

through the skull to a small region noninvasively under MRI guidance. It is clinically approved to thermally ablate

regions of the thalamus and is being explored for other therapies, such as blood brain barrier opening and neuromod-

ulation. To accurately target ultrasound through the skull, the transmitted waves must constructively interfere at the

target region. However, heterogeneity of the sound speed, density, and ultrasound attenuation in different individuals'

skulls requires patient-speci�c estimates of these parameters for optimal treatment planning. CT is currently the gold

standard for estimating acoustic properties of an individual skull during clinical procedures, but CT imaging exposes

patients to radiation and increases the overall number of imaging procedures required for therapy. A method to esti-

mate acoustic parameters in the skull without the need for CT would be desirable. To achieve this goal, we use the

pre-registered CT and T1w MRI pairs to train a 3D conditional generative adversarial network (cGAN) (Isola et al.,

2017), which aims to directly predict CT skull from T1w MRI. We perform extensive experiments by evaluating image

similarity and acoustic simulations. Our experimental results show that synthetic CTs are promising alternatives of

real CT for TcMRgFUS therapy. Our contributions are summarized as follows.

• We propose to exploit a 3D conditional generative adversarial network (cGAN) to generate synthetic CT skull

images from T1w MRI.
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• Our study shows that a previously required imaging modality (i.e., CT) can be replaced by using synthetically

generated CTs.

1.3.2 Incomplete Annotation

1.3.2.1 Landmark Localization for Deep Brain Stimulation with Limited Annotation

Landmark annotation for medical images can be dif�cult to obtain due to the requirement of medical expertise. In

some cases, there are only one or a few labeled images for a large dataset, making it extremely dif�cult to train

deep learning models. To alleviate this issue, researchers have investigated the feasibility of training with pseudo

labels, though they are not as accurate as the gold-standard human labels. Typically, pseudo labels are generated

using existing algorithms such as pre-trained deep learning models or traditional statistical models, e.g., multi-atlas

based segmentation. However, the pseudo labels can be noisy and they may not be equally reliable. Hence, the major

challenge for limited annotation is to perform quality control over pseudo labels by pseudo label re�nement or �ltering,

so that unreliable pseudo labels are not used for model training.

In Chapter 4, we aim to train a landmark localization network with limited human annotation. Speci�cally, we

explore the target localization task on T1w MRI scans for deep brain stimulation (DBS) for epilepsy patients. Epilepsy

is one of the most common chronic neurological disorders characterized by spontaneous recurrent seizures and affects

around 70 million patients worldwide (Ngugi et al., 2010). DBS is a FDA-approved neurostimulation therapy that can

effectively reduce the occurrences of refractory seizures by delivering electric impulses to a deep brain structure called

the anterior nucleus of the thalamus (ANT). Accurate localization of the ANT target is however dif�cult because of the

well documented variability in the ANT size and shape and thalamic atrophy caused by persistent epileptic seizures

(Keller et al., 2015). In this dissertation, we include two studies where we investigate the impacts of limited annotation

on DBS-ANT localization. In the �rst study, due to the lack of suf�cient human annotation for training, we explore the

feasibility of training a deep learning-based landmark localization model with only pseudo labels, which are generated

by traditional atlas-based method. We investigate the effectiveness of post-training uncertainty estimation methods

for localization performance analyses. In the second study, we thoroughly compare the localization performances of

several deep learning-based approaches such as heatmap matching, voxelmorph (Balakrishnan et al., 2019) and DSNT

(Nibali et al., 2018), as well as the inter- and intra-rater variability. In summary, our contributions are as follows.

• We train a deep learning-based landmark localization model for DBS-ANT on MRI scans with limited human

annotation.

• We perform uncertainty estimation to analyze the predicted results of the model trained by pseudo labels.

• We conduct extensive experiments to compare the performances of several automatic algorithms against the

inter- and intra-rater variability.
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1.3.2.2 Cross-modality Domain Adaptation for Medical Image Segmentation

Although annotation may not be available for a dataset, it may be available in other datasets where the images have

a different imaging modality. If deep learning models can be trained using the annotation in this other modality,

annotation burden can be greatly reduced. This is also known as the unsupervised domain adaptation problem (UDA).

In UDA, the imaging modalities with and without annotation are termed source and target domains, respectively.

The goal of UDA is to train a target domain model with only the labeled source domain data and unlabeled target

domain data. The key challenge of UDA tasks is to minimize the domain gap between the source and target domains.

Besides, since there may be sub-domains within the source/target domain, it is essential to also address the intra-

domain variability to ensure that the obtained model is robust and generalizable to the heterogeneous testing data.

In Chapter 5, we explore the unsupervised domain adaptation problem for the cross-modality segmentation of

vestibular schwannoma (VS) and cochleae, which is hosted by MICCAI challenge CrossMoDA (Dorent et al., 2023).

VS is a benign tumor that stems from an overproduction of Schwann cells. It develops from the vestibular nerve

which connects the brain and the inner ear and its common symptoms include hearing loss, dizziness, and tinnitus

(Park et al., 2012). MRI is crucial for diagnosis and surveillance of VS and contrast enhanced T1 (ceT1) is currently

the most commonly used protocol. However, it involves gadolinium, which may produce side effects ranging from

mild to severe. As a possible non-contrast and lower-cost alternative, high-resolution T2-weighted (hrT2) imaging

has shown promising use in the follow-up surveillance scans. The goal of the CrossMoDA challenge is to obtain

a segmentation model for hrT2 images, where only the labeled ceT1 images (source domain) and unlabeled hrT2

images (target domain) are available. In CrossMoDA 2023, the MRI scans in the challenge datasets are collected

from multiple institutions and thus the hrT2 scans may have signi�cantly different appearances. This intra-domain

variability introduces extra dif�culty to the UDA task because the target domain model also needs to be robust to such

data heterogeneity. In this dissertation, we present our contributions to the CrossMoDA from 2021 to 2023 and deeply

explore the UDA problem with image-level domain alignment approaches, where the key procedure is to translate

source domain images to target domain via image synthesis. Our contributions are summarized as follows.

• We propose to improve UDA segmentation by using semi-supervised learning and label fusion.

• We propose to train site-speci�c unpaired image translation models to enhance the diversity of the synthetic

images for image-level alignment.

• We propose to train a uni�ed dynamic network for image synthesis using all available challenge data such that

controllable output styles can be generated by a pre-de�ned site code. With the uni�ed synthesis network, our

UDA pipeline achieved the 1st place in the CrossMoDA 2023 challenge.

• We propose an exemplar-based unpaired image translation approach named IntraStyler, an extension of the
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image synthesis network previously used in CrossMoDA 2023. IntraStyler is designed to address the intra-

domain variability in UDA by generating target domain images with more diverse styles.

1.3.2.3 Multi-organ Segmentation with Partially Labeled Datasets

For medical image segmentation, medical image datasets are commonly annotated by only a single or few structures

depending on the particular clinical purpose at different institutes. These datasets are considered aspartially labeled

datasets because none of the datasets have been annotated with all labeled structures. It is desirable to explore the

synergistic potential of the available partially labeled datasets by training them with a single uni�ed model. Compared

to training separate networks on each partially labeled dataset, training a uni�ed model on all datasets can be more

bene�cial. First, the uni�ed model has faster inference speed and requires less storage. Second, as demonstrated by

the previous studies (Dmitriev and Kaufman, 2019; Zhang et al., 2021a; Shi et al., 2021; Fang and Yan, 2020), the

uni�ed model can achieve improved performance by training with more data, even though they are partially labeled.

In Chapter 6, we explore the best strategies to train a single uni�ed model for multi-organ segmentation by lever-

aging several available partially labeled CT datasets. We perform systematic investigation on the prior partial label

learning techniques as well as empirical comparisons. We revisit the partial label segmentation problem from a novel

perspective of the supervision signals and show that superior segmentation performance can be achieved if all available

supervision signals are used. To this end, we propose a novel training framework which allows all available supervi-

sion signals to be integrated ef�ciently and effectively. In this chapter, we also explore different approaches for pseudo

label re�nement and �ltering and propose a novel pseudo label assessment approach based on a unique property of the

partially labeled datasets. Our contributions are summarized as follows.

• We empirically and systematically study the partial-label segmentation problem with in-depth analyses on the

existing methods and identify three distinct types of supervision signals.

• We propose a novel training framework to learn a uni�ed model from partially labeled datasets, where compre-

hensive supervision signals are integrated effectively and ef�ciently via self-training.

• We design a pseudo label assessment and �ltering strategy based on outlier detection in latent space, further

optimizing the usage of pseudo labels.

• We perform extensive experiments on three segmentation tasks including six partially labeled CT datasets,

demonstrating the effectiveness of COSST and our pseudo label assessment strategy.

1.3.2.4 Cold-start Active Learning for Ef�cient Annotation

As we have seen in Sec. 1.1.2, annotation has been a signi�cant bottleneck for dataset creation, especially for 3D

medical images. Therefore, it is important to investigate more effective and ef�cient annotation strategies for unlabeled
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datasets. Active learning (AL) is a promising solution to improve annotation ef�ciency by iteratively selecting the most

important data to annotate (Budd et al., 2021). Prior studies �nd that deep learning models trained by the AL-selected

samples can achieve the same performance as randomly selected samples, but with signi�cantly less annotation budget.

However, most deep AL methods require an initial set of labeled samples to start the active selection. When the

entire data pool is unlabeled, the selection of the initial samples is known as the cold-start active learning problem,

a low-budget paradigm of AL that permits only one chance to request annotations from experts without access to

any previously annotated data. Despite the importance of this topic, very little effort has been made to address the

cold-start problem, especially in the medical imaging �eld.

In Chapter 7, we aim to investigate the most effective annotation strategy by benchmarking the cold-start active

learning methods for 3D medical image segmentation. Previously, most cold-start active learning approaches are

focused on 2D computer vision tasks and thus their effectiveness on 3D medical images remains unknown. Moreover,

prior studies (Nath et al., 2022) that have explored the cold-start active learning for 3D medical images only include

a few datasets and baseline methods for evaluation. In our benchmark, we aim to explore the mainstream cold-start

active learning strategies (i.e., uncertainty-based and diversity-based approaches) and perform a more comprehensive

evaluation on �ve 3D medical image segmentation tasks. Our contributions are summarized as follows:

• We offer the �rst cold-start AL benchmark for 3D medical image segmentation.

• We explore the impact of the budget and the extent of the 3D ROI on the cold-start active learning strategies.

1.4 Publicly Available Open-source Implementations

To facilitate reproducibility and future extension, the implementation of the developed concepts have been made

publicly available:

• ModDrop++: PyTorch implementation of dynamic networks for missing modality problem: https://github.com/

MedICL-VU/ModDropPlusPlus

• SynCTTcMRgFUS: PyTorch implementation of image translation model for synthetic CT skull generation:

https://github.com/han-liu/SynCTTcMRgFUS

• COLosSAL: PyTorch implementation of the benchmark study for cold-start active learning: https://github.com/

MedICL-VU/COLosSAL

• crossmoda2023: PyTorch implementation of unsupervised cross-domain adaptation method which achieved the

1st place in CrossMoDA 2023 challenge: https://github.com/MedICL-VU/crossmoda2023

• IntraStyler: PyTorch implementation of unsupervised cross-domain adaptation that supports exemplar-based

style synthesis: https://github.com/MedICL-VU/IntraStyler
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CHAPTER 2

Robust Segmentation Model for Missing Modality Problem

This chapter is adapted from ”ModDrop++: A Dynamic Filter Network with Intra-subject Co-training for Multiple

Sclerosis Lesion Segmentation with Missing Modalities” published in 2022 International Conference on Medical

Image Computing and Computer-Assisted Intervention (MICCAI). The published paper can be found at https://doi.

org/10.1007/978-3-031-16443-943.

2.1 Introduction

Multiple Sclerosis (MS) is a chronic in�ammatory neurological disease characterized by focal lesions and diffuse

neurodegeneration (Kolasinski et al., 2012). Magnetic Resonance Imaging (MRI) is crucial for the diagnosis and

monitoring of MS lesions (Kaunzner and Gauthier, 2017). To characterize different types of MS lesions, multiple

MR imaging modalities such as T1w, T2w, Proton Density (PD), Fluid-attenuated inversion recovery (FLAIR), and

T1-contrast enhanced (T1CE) are routinely collected in clinical practice. There have been many automatic MS le-

sion segmentation algorithms in the medical imaging community and some even achieved human-level performances

(Carass et al., 2017; Valverde et al., 2017; Zhang et al., 2019). Most established methods have been developed based on

the assumption that the imaging modalities used during training are available during deployment. However, in clinical

practice, it is not possible to always meet this assumption because (1) the number and categories of MRI sequences

acquired at different sites can vary and (2) the acquired MR sequences for a speci�c patient may be unusable due to

poor image quality. The modality mismatch between the training and testing data, i.e., the missing modality problem,

signi�cantly limits the use of the existing methods during deployment.

A straightforward way to tackle this problem is to train independent models for each missing-modality condition

but this requires a long training time. To overcome this issue, a training strategy termed Modality Dropout (ModDrop)

(Neverova et al., 2015) has been developed and widely used in various �elds such as computer vision (de Blois et al.,

2020), dialogue systems (Sun et al., 2021) and medical imaging (La Rosa et al., 2020; Li et al., 2018; van Tulder and

de Bruijne, 2018). Particularly, for MS lesion segmentation, Fenget al. (Feng et al., 2019) adopted ModDrop and

achieved the state-of-the-art performance to handle MRIs with missing sequences. Similar to the regular dropout for

neurons, in ModDrop, some modalities are randomly dropped-out during training and a uni�ed network is trained to

create feature representations that are robust to all missing conditions (Cheerla and Gevaert, 2019). ModDrop is easily

applicable to any existing models without modifying the network architectures. However, it may suffer from two

limitations: (1) regardless of different missing conditions, ModDrop always forces the network to learn a single set of

parameters, which may limit the expressiveness of the network, and (2) ModDrop does not leverage the intra-subject
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relation between full- and missing-modality data.

Our work is heavily inspired by dynamic �lter networks (Klein et al., 2015) and co-training strategies. In dynamic

�lter networks, the �lter parameters can be dynamically generated conditioned on either an input image (Klein et al.,

2015), latent features (Hu et al., 2021b), or a pre-de�ned task code (Zhang et al., 2021a). In medical image analysis,

dynamic �lter networks have been successfully used to improve the model accuracy and ef�ciency in a variety of tasks

such as image translation (Yang et al., 2021), partial label training (Zhang et al., 2021a), and domain generalization

(Hu et al., 2021b). However, the effectiveness of dynamic �lter networks on missing modality issue has not been

explored. On the other hand, co-training strategies have been widely used for knowledge distillation to minimize the

gap between multi- and uni-modalities. For instance, KD-net (Hu et al., 2020) can distill knowledge from multi-modal

data via co-training to improve the performance of a uni-modal model. However, KD-net suffers from inef�ciency

because each uni-modal model has to be distilled from the multi-modal model separately.

We propose a novel training method, dubbedModDrop++, to address missing modalities for MS lesion segmen-

tation. Our novel contributions are as follows:

• We devise a plug-and-play dynamic head to improve the network expressiveness. The dynamic head can adap-

tively generate the model parameters conditioned on the missing condition. To the best of our knowledge, this

is the �rst study to apply the dynamic �lters for the missing modality problem.

• We introduce a co-training strategy to leverage the intra-subject relation between the full- and missing-modality

data.

• Built upon the leading method (Zhang et al., 2019) of the ISBI challenge (Carass et al., 2017), our experiments

on two publicly available MS datasets show the superiority of ModDrop++.

2.2 Methods

2.2.1 Preliminaries: Modality Dropout

ModDrop++ aims to train a uni�ed MS lesion segmentation model that can be adaptable to an arbitrary number of

available MRI sequences (modalities) during deployment. In particular, it inherits the training scheme of the classic

ModDrop. Letx andy be the input data ofK modalities and the label. During training, a shared networkF is trained

using the input data with image modalities randomly dropped-out (replaced by zeros). There are 2K 91 unique missing

modality con�gurations, represented by:

x̃k = dkxk;k 2 f 1; :::;Kg; (2.1)
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Figure 2.1: The two key upgrades in ModDrop++: a plug-and-play dynamic head (left) and an intra-subject co-training
strategy (right). The dynamic head aims to improve the network expressiveness by learning a set of �lter scaling
matrices to adaptively adjust the �rst convolution layer for each missing condition. The intra-subject co-training aims
to transfer the knowledge between the full-modality data and the missing-modality data of the same subject, which
can guide the dynamic head to produce similar feature representations even when multiple modalities are absent.

wheredk is a Bernoulli selector variable that can take on values inf 0;1g for each modalityk. The frequency of each

possible con�gurationi 2 f 1; :::;2K 91g being activated during training is determined by the probabilitypk for each

dk. Let qs be the model parameters of the shared network andLt be the loss function for the downstream task. The

learning objective of the traditional ModDrop can be expressed as

argmin
qs

Lt (y;F(x̃i jqs)) (2.2)

In this work, we build upon ModDrop and upgrade it to ModDrop++ by introducing (1) a plug-and-play dynamic

head and (2) an intra-subject co-training strategy, as illustrated in Fig. 2.1. The details of these upgrades are as follows.

2.2.2 Dynamic Head with Filter Scaling

In ModDrop, a single set of model parametersq is learned to handle all possible missing conditions. This may limit

the expressiveness of the network and lead to suboptimal performance for competing missing conditions. This can

get severe with an increasing number of total modalities, sinceK modalities leads to 2K 91 missing conditions. As

shown in Fig. 2.1 (left), to improve the network expressiveness, we devise a dynamic headD to adaptively generate

model parameters conditioned on the availability of input modalities. We use a binary modality codem2 RK where

0/1 represent the absence/presence of each modality.

To mitigate the large input variation caused by arti�cially zero-ed channels, we use the dynamic head to generate
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the parameters for the �rst convolutional layerFd. Suppose the number of input channels and output channels areu and

v, and the kernel size isp� q. Typically, all parameters in the dynamic convolution layer are generated individually

based on a given prior. In our scenario, the dynamic head is asked to learn to generate a total number ofuvpq+ b

parameters from the modality codem (b parameters for bias). However, this mapping might be too dif�cult to learn

for the dynamic head, and our networks fail to converge in preliminary experiments.

To address this issue, we propose to update our dynamic �lters with a �lter scaling strategy, which was originally

designed for unsupervised image-to-image translation (Alharbi et al., 2019). Our goal is that kernels should contribute

differently for inputs with different dropped-out modalities. The task of our dynamic head then becomes to learn

to generate a �lter scaling matrixM 2 Ru� v for each missing condition, where each element inM represents the

contribution (scale) of the corresponding kernel at each missing condition. The kernel weights inFd are updated with

the corresponding scale factor by a scalar multiplication. The kernel biases are updated in the same manner. This �lter

scaling strategy reduces the number of learnable parameters fromuvpq+ b to uv+ b, which preserves the dynamic

nature of our network but with a much simpler learning task.

2.2.3 Intra-subject Co-training

With our dynamic head, our network can be considered to have two components: the �rst convolutional layerFd

with dynamic �lters and the subsequent �xed layersFs with static �lters. The feature map obtained byFd can thus

be expressed asfi = Fd(x̃i jmi), which are further passed toFs to obtain the �nal prediction. One assumption of

our co-training strategy is that networks can perform the best when fed with full-modality datax. Based on this

assumption, we can improve the segmentation performance for the missing-modality data ˜xi when fi becomes similar

to f = Fd(xj1), becausef and fi are passed to the same networkFs with static �lters. Motivated by this, we develop

an intra-subject co-training strategy to guide the dynamic head to learn to maximize the similarity betweenf and fi .

Speci�cally, we forward the full-modality datax and missing-modality data ˜xi from the same subject toFd in parallel

to obtain the associated feature mapsf and fi , which are further passed toFs to obtain the �nal outputs. Besides the

downstream task lossLt for both outputs, we also optimize a similarity lossLsim to maximize the similarity betweenf

and fi (Fig. 2.1, right panel). Therefore, the overall training objective of ModDrop++ can be expressed as follows:

argmin
qs;qd

a Lt (y;Fs( f )) + bLt (y;Fs( fi)) � gLsim( f ; fi) (2.3)

wherea , b andg are the coef�cients to weigh the importance of each loss term.

Speci�cally, ModDrop++ uses the Structural Similarity Index (SSIM) loss asLsim. The SSIM has been widely

used as a quality metric for the similarity between two images (Hore and Ziou, 2010). Recently, Wanget al. (Wang

et al., 2021b) showed that the SSIM can also be an effective loss to measure the similarity in feature space. The
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features that we aim to maximize the similarity of are fromFd and thus contain mostly low-level structural features,

which can be nicely captured by the SSIM loss.

2.2.4 Implementation Details

Without loss of generality, we develop ModDrop++ based on the public implementation of the method leading the

ISBI challenge leaderboard (Carass et al., 2017). This model uses a 2D fully convolutional densely connected network

with concatenated 2.5D stacked slices from each modality as the input (Zhang et al., 2019). Our dynamic head is a

2D convolutional layer with kernel size of 1� 1. During training, we use the focal loss (Lin et al., 2017) for lesion

segmentation, which has been shown to achieve higher Dice coef�cient than other losses (Zhang et al., 2019). The

focusing parameter and the weighting factor of class imbalance are set as 0.25 and 2 respectively as found in (Zhang

et al., 2019). For intra-subject co-training, we use the SSIM loss with a window size of 11� 11 as the similarity loss.

In our overall loss function, the weighting factorsa , b andg are empirically set as 1, 1 and 0.05. As in (Zhang

et al., 2019), we set the initial learning rate as 0.25 (linearly decayed after 100 epochs) with a batch size of 16. All the

networks are totally optimized to 300 epochs with an Adam optimizer with a momentum of 0.5.

2.2.5 Datasets and Evaluation Metrics

In our experiments, two public 3T MS datasets are used.UMCL Multi-rater Consensus Dataset (Lesjak et al.,

2018). This dataset, referred to asUMCL (University Medical Center Ljubljana), is a cohort of 30 patients with

3D FLAIR, 2D T1w, 2D T1CE and 2D T2w scans. The manual segmentation is delineated by three experts and a

consensus was reached via discussion.Longitudinal MS Lesion Segmentation Challenge (ISBI) (Carass et al.,

2017).This dataset contains 21 timepoints from 5 subjects with T1w, T2w, FLAIR, and PD, and two separate manual

delineations. For both datasets, we follow the same pre-processing procedures as in (Zhang et al., 2019) by performing

intensity normalization for each image with kernel density estimation. We randomly split the dataset subject-wise with

a ratio of 4:1 for training and testing.

We use the evaluation metrics in the ISBI challenge (Carass et al., 2017) including Dice similarity coef�cient

(DSC), positive predictive value (PPV), true positive rate (TPR), lesion-wise false positive rate (LFPR), lesion-wise

true positive rate (LTPR), volume difference (VD), and volume correlation (Corr). To evaluate the overall performance,

we follow (Carass et al., 2017) and compute the overall score (SC) asSC= DSC
8 + PPV

8 + 1� LFPR
4 + LTPR

4 + Corr
4 .

2.3 Experimental Results

We compare ModDrop++ and ModDrop, which has been demonstrated to be very effective for our application (Feng

et al., 2019), in all possible con�gurations of available MRI sequences. We assess the impact of the dynamic head and

the co-training strategy by evaluating the performance of ModDrop with dynamic head but without intra-subject co-
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Table 2.1: UMCL results. Dice and overall score (SC) are presented for all possible con�gurations of MRI modal-
ities being either absent (d) or present (t ). ModDrop (MD), ModDrop with only the dynamic head (MD+) and
ModDrop++ (MD++) are uni�ed models, while independent models (IM) are trained speci�cally for each missing
condition. The best and second best performances are denoted bybold and underline.

Modalities DSC(" ) SC(" )

T1 Flair T2 CE MD MD+ MD++ IM MD MD+ MD++ IM
t t t t 0.633 0.663 0.704 0.690 0.610 0.633 0.676 0.652
d t t t 0.611 0.652 0.706 0.698 0.596 0.624 0.673 0.674
t d t t 0.400 0.453 0.474 0.512 0.401 0.443 0.442 0.472
t t d t 0.641 0.659 0.693 0.649 0.623 0.629 0.665 0.663
t t t d 0.610 0.639 0.705 0.697 0.599 0.625 0.674 0.661
d d t t 0.377 0.439 0.458 0.482 0.379 0.430 0.431 0.462
d t d t 0.629 0.653 0.696 0.692 0.600 0.621 0.671 0.676
d t t d 0.613 0.651 0.704 0.711 0.589 0.618 0.676 0.655
t d d t 0.325 0.329 0.331 0.382 0.303 0.338 0.343 0.400
t d t d 0.382 0.427 0.451 0.471 0.399 0.424 0.427 0.459
t t d d 0.631 0.650 0.696 0.683 0.600 0.622 0.670 0.658
t d d d 0.275 0.304 0.324 0.400 0.288 0.326 0.318 0.398
d t d d 0.612 0.642 0.693 0.702 0.576 0.607 0.665 0.670
d d t d 0.338 0.412 0.420 0.459 0.341 0.411 0.403 0.456
d d d t 0.270 0.304 0.304 0.362 0.292 0.333 0.330 0.367

training. We also compare the performances of the uni�ed models against independent models trained for each speci�c

missing condition. The independent models are trained with consistent input modalities and are thus more likely to

outperform the uni�ed models. These models can be considered as the upper bounds for each missing condition.

Quantitative Results. In Tables 2.1 and 2.2, we show the DSC and SC of the compared methods for all possible

combinations of MRI modalities, on the UMCL and ISBI 2015 datasets respectively. Remaining evaluation metrics can

be found in the supplemental materials. First, we observe that the lesion segmentation performance for all compared

methods drops considerably when FLAIR is absent. This is expected because FLAIR is indeed important for lesion

identi�cation tasks in real clinical settings and the most commonly used modality for manual lesion delineation.

On both datasets, by adding the dynamic head alone (ModDrop+), the performances of all missing conditions are

improvedconsistently(except when only T1w is available on the ISBI dataset). Moreover, when combining the intra-

subject co-training with the dynamic head (ModDrop++), the performance can be further improved, demonstrating

the effectiveness of the co-training strategy. Lastly, we observe that the performance gap between the uni�ed model

and independent models are substantially minimized by upgrading ModDrop to ModDrop++.

Qualitative Results. In Fig. 2.2, we qualitatively compare ModDrop++ (bottom row) against ModDrop (top row)

with different number of available modalities. The major differences between ModDrop and ModDrop++ are zoomed

in on the upper-right panels. With multiple available modalities (columns 1-3), we �nd that there are fewer false

positives (FP, green) and false negatives (FN, red) for ModDrop++ than for ModDrop. When there is only a single
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Table 2.2: Quantitative results on ISBI 2015 dataset. The best and second best performances are denoted bybold and
underline.

Modalities DSC(" ) SC(" )

T1 Flair T2 PD MD MD+ MD++ IM MD MD+ MD++ IM
t t t t 0.733 0.756 0.774 0.793 0.717 0.747 0.771 0.800
d t t t 0.719 0.752 0.768 0.789 0.707 0.737 0.766 0.779
t d t t 0.691 0.694 0.695 0.735 0.717 0.723 0.730 0.750
t t d t 0.725 0.743 0.768 0.775 0.713 0.738 0.760 0.775
t t t d 0.725 0.750 0.774 0.778 0.701 0.742 0.767 0.787
d d t t 0.684 0.693 0.695 0.727 0.708 0.727 0.734 0.748
d t d t 0.710 0.735 0.766 0.772 0.708 0.727 0.772 0.776
d t t d 0.710 0.742 0.772 0.782 0.693 0.726 0.772 0.773
t d d t 0.668 0.679 0.677 0.720 0.697 0.733 0.729 0.739
t d t d 0.684 0.688 0.696 0.731 0.692 0.715 0.727 0.748
t t d d 0.717 0.747 0.777 0.779 0.704 0.715 0.793 0.793
t d d d 0.656 0.633 0.616 0.717 0.675 0.700 0.685 0.749
d t d d 0.680 0.709 0.742 0.773 0.684 0.715 0.770 0.782
d d t d 0.680 0.686 0.694 0.715 0.680 0.712 0.721 0.736
d d d t 0.647 0.649 0.655 0.682 0.674 0.724 0.716 0.725

modality available (column 4), more FNs can be observed in both ModDrop and ModDrop++, but ModDrop++ still

produces better results than ModDrop with fewer FPs and FNs.

2.4 Discussion and Conclusion

The main advantages of ModDrop++ lie in the following two aspects: (1) it allows us to train one uni�ed model

for all missing conditions, which is applicable and ef�cient in clinical practice. Moreover, a uni�ed model that can

take an arbitrary combination of modalities is also a pre-requisite to study transfer learning and domain generalization

problems for multi-modal data: otherwise only common modalities from source and target domains can be considered

as in (Ackaouy et al., 2020; Aslani et al., 2020; Kamraoui et al., 2022), rather than leveraging the rich information

from the distinct modalities. (2) with the plug-and-play dynamic head and the intra-subject co-training strategy,

ModDrop++ can be easily applied to any existing CNN models.

Other methods for missing modalities exist, such as HeMIS (Havaei et al., 2016). However, these methods typi-

cally require changing model architectures and the impact on performances caused by such changes may not be trivial,

especially when a speci�c model architecture has been proved very effective on certain applications. Therefore, the

focus of our study is to investigate the feasibility of improving a widely used training strategy for missing modal-

ity problems (ModDrop) without modi�cations on model architecture, and minimizing the performance gap between

the uni�ed model and the modality-speci�c models. Though our experiments demonstrate the effectiveness of Mod-

Drop++, we can still observe performance gaps between ModDrop++ and modality-speci�c models from the results
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Figure 2.2: Qualitative comparisons of ModDrop and ModDrop++ (ours). The left panel displays the four available
modalities of a testing sample from the UMCL dataset. The right panel shows the segmentation results by ModDrop
(row 1) and ModDrop++ (row 2). The major differences between ModDrop and ModDrop++ are zoomed in on the
upper-right panels. The number of available modalities from left to right column decreases from 4 to 1.

on the ISBI dataset, suggesting the potential for further improvement. One limitation of our study is the dataset size,

especially the ISBI dataset, where, even though each subject has 4-5 time points, only 5 unique subjects are available.

Validation in a larger cohort thus remains as future work.
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CHAPTER 3

Synthetic CT Skull Generation from T1-weighted MRI

This chapter is adapted from ”Evaluation of Synthetically Generated CT for Use in Transcranial Focused Ultrasound

Procedures” published in Journal of Medical Imaging. The published paper can be found at https://doi.org/10.1117/1.

JMI.10.5.055001.

3.1 Introduction

Transcranial focused ultrasound (tFUS) is a novel noninvasive method of focusing energy through the skull that often

uses Magnetic Resonance Imaging (MRI) for target identi�cation, treatment planning, and closed-loop control of

energy deposition (Jolesz, 2009). Focused ultrasound is clinically approved for thermally ablating the thalamus (Elias

et al., 2013) and when used at lower energy levels is being explored for other applications, such as drug delivery and

neuromodulation (Meng et al., 2021a). Precise focusing is critical for all tFUS procedures to minimize treatment of

off-target tissues (Wintermark et al., 2014). Prior to tFUS, CT images are acquired to estimate regional skull density,

speed of sound, and ultrasound attenuation during ultrasound wave propagation (Aubry et al., 2003). Thermally

ablative thalamotomy procedures use MR thermometry (Rieke and Butts Pauly, 2008) to intraoperatively monitor

thermal dose and targeting accuracy. MR Thermometry relies on the temperature dependence of the proton resonance

frequency shift to linearly map phase differences between two time points to temperature change. Another tFUS

application is neuromodulation, a nonthermal method that has been demonstrated in humans targeting the thalamus

(Legon et al., 2018), somatosensory cortex (Lee et al., 2015), and primary visual cortex (Lee et al., 2016). During

neuromodulation procedures, neuronavigation aids in real-time transducer placement by calculating the position and

rotation of optically tracked tools and projecting the transducer's focus onto pre-acquired images. The projected

focus from optical tracking is usually a free-�eld estimate of the focus location (Kim et al., 2012), neglecting the

inhomogenous layers of the skull known to shift and distort the focus (Sun and Hynynen, 1998). The inclusion of

CT images to the neuromodulation planning process allows incorporation of skull models to map the skull layers to

acoustic properties and estimate spatial accuracy, spatial extent, and output pressure for patient-speci�c skull models.

CT imaging burdens patients by requiring longer screening time and increased risk due to radiation. For tFUS research

in development and preclincal phases, it is unrealistic to obtain CT scans of a healthy participant. Therefore, it is

desirable to replace the real CT (rCT) images with synthetic CT (sCT) images that are generated from other imaging

modalities.

Values from CT images of the head are used in different ways during treatment planning for all tFUS procedures.

One important metric is the Skull Density Ratio (SDR), an estimate of the transparency of the skull to ultrasound.
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Figure 3.1:Comparison between the traditional tFUS planning routine and our proposed method.In traditional
planning, a patient needs to be scanned twice for CT and MRI separately, where the CT is used to extract important
parameters such as skull density and thickness for tFUS planning. In contrast, we propose to generate a synthetic CT
from MRI for parameter extraction, reducing the screening time and the risk due to radiation.

The SDR is not always predictive of the energy needed to generate a focal spot transcranially, but a lower SDR is

generally interpreted to mean lower acoustic transmission through the skull (Boutet et al., 2019; Chang et al., 2016).

Although the precise method for computing SDR on a clinical system is proprietary, the metric is derived from the

ratio of the Houns�eld Units (HU) of trabecular to cortical bone along the line from a transducer element to the focus

(Chang et al., 2016), and an open source software, Kranion, is available that is capable of generating SDR metrics

highly correlated to those found in clinical systems (Sammartino et al., 2019). Along with SDR, Kranion can report a

Skull Thickness (ST) measurement between bone layers and Number of Active Elements (NAE), or an element's ray

less than< 20 degrees incident to the skull. Detailed spatial maps have been created from CT images to map acoustic

properties and model the propagation of sound through the skull (Pichardo et al., 2010; Aubry et al., 2003; Marquet

et al., 2009). Using modeling tools like the acoustic toolbox, k-Wave (Treeby and Cox, 2010), simulations are used

to observe ultrasound waves interacting with subject-speci�c heterogeneous skulls, quantifying the focal shift, focus

size, and energy loss caused by the aberrating skull.

The use of multi-element arrays during tFUS procedures is desirable because each individual element's amplitude

and phase can be precisely controlled. Electronically controlled elements are integral during tFUS procedures to move

the transducer's focus location without physically manipulating the transducer and to calculate phase shifts to correct

for the skull (Kyriakou et al., 2014; Meng et al., 2021b). Several aberration correction methods have been explored

that vary in run-time and focus restoration performance (Bancel et al., 2021; Lu et al., 2022; Sammartino et al.,

2019). For clinical thermoablation, real-time estimation of amplitude and phase correction are essential as procedures

require shifting the small focal volume throughout the brain to ablate the full target (Meng et al., 2021b). Selection

of correction method is usually dependent on a trade-off between time constraints and intensity required for a given

19



application.

Deep-learning based methods have been previously used to generate synthetic CTs from MR images (Guo et al.,

2019). Dual-echo ultrashort TE (UTE) MR imaging (Su et al., 2020) was used to train a 2D U-Net (Ronneberger et al.,

2015) that was ef�cient at generating realistic skulls, but UTE scans are not widely available and require development

on an MR scanner, as they are not standard protocols. An alternative to UTE images are T1-weighted images, but

these can be more challenging to synthesize CT skulls from than UTE because UTE imaging can capture signals from

tissues with a very short transverse relaxation time such as bone, providing more information for skull synthesis. For

instance, Leiet al. (Lei et al., 2018) proposed to use patch-based features extracted from MRIs to train a sequence

of alternating random forests based on an iterative re�nement model. Masperoet al. (Maspero et al., 2020) trained

three 2D conditional generative adversarial networks (cGANs) (Isola et al., 2017), one for each plane, and combine

the results to generate synthetic CT from T1-weighted MRI. Guptaet al. (Gupta et al., 2019) proposed to train a 2D

U-Net on sagittal views of MRIs and synthesize the HU of air, soft tissue and bone in three output channels. However,

2D networks are limited by the lack of information of relationship between slices (Yu et al., 2019b) and the synthetic

images may have discontinuity between slices along the views that are not involved in training. The irregular skull

geometry of sCT may lead to signi�cant differences in tFUS planning. In very recent work done in parallel to ours

(Koh et al., 2021) a 3D cGAN was proposed to synthesize the whole head CT from MR images. Here, we focus on

the skull, which is the critical structure for tFUS.

We hypothesize that synthetic CT generated from MRI can yield comparable clinical metrics for transcranial

ultrasound that are derived from CT. If sCT are highly similar to rCTs, the proposed work�ow for tFUS planning can

reduce to a single subject scan, rather than multiple scans that are traditionally obtained, as shown in Fig. 3.1. Our

study used two open-source software tools to compare skull metrics derived from sCT and rCT images using 10 testing

cases with two targets. We evaluated the performance of the rCT and sCT skulls using Kranion to report the SDR, ST,

and NAEs. Acoustic simulations were performed using k-Wave to calculate the pressure �eld formed from interactions

with each CT and compared the aberration correction performance capabilities through a fast ray-tracing method and

a computationally expensive time reversal technique. From each simulation we quanti�ed the maximum intracranial

pressure, focal shift between the peak pressure and intended target locations, and focal volumes. Demonstration of

similarity between sCT and rCT would show feasibility of synthesizing realistic CT skulls from T1-weighted MRI.

Built upon our previous work (Liu et al., 2022e), we perform more extensive experiments in this study to validate

our developed technique from aspects of image similarity and acoustic simulations. For image similarity, we compare

our cGAN-based method against another mainstream synthesis approach to demonstrate the superiority of our method

for our application. For acoustic simulations, we include aberration correction in our acoustic analysis as it is an

essential step for clinical procedures to restore the maximum pressure at the intended target and thus important to

compare the performance of phases calculated from sCTs against rCTs.
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3.2 Methods

3.2.1 Dataset and Pre-processing

In this study, our dataset included 86 paired CT and T1-weighted MRI scans of Parkinson patients, who underwent

Deep Brain Stimulation from Vanderbilt University Medical Center. Informed consent was obtained from all subjects

included in this study. The in-plane resolution of CT images ranged from 0.4297 to 0.5449 mm with a slice thickness

of 0.67 mm, while the MR images had an isotropic voxel size of 1 mm. To prepare the paired CT-MRI dataset for

network training, we applied a series of image pre-processing procedures as follows. First, for each subject, we

spatially aligned the MRI and CT images by rigid registration. Speci�cally, we registered the low-resolution MRI

scans to the high-resolution CT images to preserve the HU values in high-resolution CT images. Rigid registration

was used based on the assumption that the shape and size of brain anatomical structures do not vary for the same

subject in different imaging modalities. Here, we employed an open-source medical imaging library ANTsPy for rigid

registration, where mutual information was used as the cost function. Second, to discard the irrelevant brain regions to

our skull synthesis task, we �ltered out the non-skull regions from the CT images. Speci�cally, we extracted a binary

mask of the skull region by using an empirically selected threshold, i.e., 400 HU. We then took the largest connected

component of the mask to remove other isolated regions. To preserve some contextual information around the skull,

we further performed morphological dilation to the skull mask with a ball-shaped structuring element with radius of

4 voxels. This dilated mask was used to �lter the raw CT image to obtain the skull-only CT image. Besides, for CT

images, we clipped the intensity values to the range of[� 1024;3071] HU and linearly scaled them to[� 1;1]. For MRI

scans, we applied Z-score normalization to each scan, which was further clipped to the[0:01th;99:9th] percentile of

the intensity values, followed by a linearly scaling to[� 1;1].

3.2.2 Network Architecture and Training

As an extension of our previous work (Liu et al., 2022e), we adopted a 3D patch-based cGAN to generate a synthetic

CT skull image given a T1-weighted MRI. Our 3D cGAN consisted of a generatorG and a discriminatorD, where

G was trained to generate realistic CT skulls to fool the discriminator, whileD was trained to classify the real and

synthetic CT skulls. For the generatorG, we followed the network architecture in pix2pix (Isola et al., 2017), i.e.,

2D ResNet (He et al., 2016) with 9 residual blocks, and extended the network to 3D. The residual blocks were useful

for shuttling the low-level features extracted from MR images, e.g., the location of prominent edges, directly to the

deeper layers. At the output layer ofG, we used Tanh as the activation function to map the logits to a bounded range

of [� 1;1]. As shown in DCGAN (Radford et al., 2015), this bounded output range allowed the model to learn more

quickly to saturate during the training process. For the discriminatorD, we adopted a 3D PatchGAN classi�er (Isola

et al., 2017), which could be run convolutionally to provide the ultimate output by averaging all responses across the

whole volume.
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Due to the limit of GPU memory, the network input was a 3D patchx 2 R256� 256� 32 randomly cropped from the

whole MRI volumeX. Similarly, the corresponding CT patchy was cropped from the same spatial position from the

whole CT volumeY. The loss function of cGANLcGAN could be expressed as

LcGAN(G;D) = Ex;y[log(D(x;y))] + Ex[log(1� D(x;G(x)))] (3.1)

Note that the input of the 3D PatchGAN classi�erD was also conditioned onx, as it was found critical for GAN to

produce realistic outputs (Isola et al., 2017). A L1 reconstruction lossLL1 which encouraged less blurring (Isola et al.,

2017) was used and expressed as

LL1(G) = Ex;y[jj y� G(x)jj1] (3.2)

Besides, we included an additional edge-aware lossLedge (Luo et al., 2021; Fan et al., 2023) to further align the

edges betweenG(x) andy. Speci�cally, we computed the edge maps with a 3D Sobel �lterh(�) and minimized the L1

distance between the edge maps. The edge-aware loss function was expressed as

Ledge(G) = Ex;y[jjh(y) � h(G(x)) jj1] (3.3)

The �nal objection functionG� was the weighted sum of the three loss terms:

G� = argmin
G

max
D

LcGAN(G;D)+ l 1LL1(G)+ l 2Ledge(G) (3.4)

We followed the standard training strategy to train our cGAN (Goodfellow et al., 2014): we updated the parameters

of D andG alternatively per gradient descent step. We used the Adam optimizers (Kingma and Ba, 2014) with an

initial learning rate as 2� 10� 4 and momentum parametersb1 = 0:5 andb2 = 0:999. A mini-batch size of 1 was used.

During training, we applied online intensity augmentations1 including random intensity shifts with an offset ranging

from [� 0:1;0:1] and random contrast adjustment with gamma ranging from[0:5;1:5]. Both intensity augmentations

were applied with a probability of 0:2. This augmentation strategy aimed to simulate the varying intensity distributions

of MRI scans, especially when they were acquired from different sites or with different protocols. We did not augment

the intensity values of CT images to preserve the physical meaning of the skull HU values. During the inference phase,

we used a sliding window to generate synthetic CT patches across the whole volume and fused the results by averaging

multiple predictions over each pixel. We set the overlapping ratio between the sliding windows as 0:75 of the patch

dimension, i.e., 192� 192� 24. For post-processing, we obtained a skull mask from the synthetic CT image following

the same steps as in pre-processing, i.e., global threshold, connected component analysis and morphological dilation.

1https://docs.monai.io/en/stable/transforms.html
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This mask was used to remove the false positive predictions outside the skull regions.

3.3 Study Design

3.3.1 Evaluation of Image Similarity

In our experiment, we randomly split the entire dataset into subgroups containing 66 images for training, 10 for

validation and the remaining 10 for testing. We trained the networks by a total number of 1500 epochs and determined

the best weighting factorsl 1 = 100 andl 2 = 10 by grid search based on the validation set. To better evaluate the

performance of skull synthesis, we only computed the MAE within the skull region of the ground truth. We also

evaluated the synthesis performance of our 3D patch-based cGAN against the other mainstream MR-CT translation

approach, i.e., autoencoder (Su et al., 2020; Gupta et al., 2019). For fair comparison, we used the same backbone

architecture for autoencoder as the generator of our cGAN model. The objective function for training autoencoder is

the same as cGAN but without the adversarial loss.

3.3.2 Target Selection

The left or right ventral intermediate nucleus (Vim) of the thalamus was used as the target of interest for acoustic

evaluation. The right and left Vim segmentation regions were identi�ed by the 'VentralLateralNucleus' label from

the International Consortium Brain Mapping (ICBM)2 template atlas. The ICBM atlas was registered to each test case

MR image with a transformation calculated from an af�ne registration using 3D Slicer's (version 4.11.2)3 General

Registration (BRAINS)' module. The output transformation from the registration was applied to the segmented labels

and exported as a binary volume as a guide to position the transducer in Kranion.

3.3.3 Evaluation of Skull Metrics using Kranion

In Kranion, we placed a virtual 990-element hemispherical array transducer so that the focus was positioned at the

right or left Vim so that there were two targets for each skull in our test dataset of 10 skulls. The transducer geometry

is comparable to the the 1024-element ExAblate transducer (Insightec, Tirat Carmel, Israel). The transducer was tilted

along the x and y axes and rotated so that the most number of active elements with the sCT skull was displayed on

Kranion's graphical interface, without exceeding 10 degrees in each direction to simulate a realistic scenario. The

average and cortical bone speeds were maintained as 2705 m/s and 3103 m/s. Skull measurements, transducer element

coordinates, and the focus coordinates were exported after positioning the transducer at the target with the sCT. The

corresponding rCT replaced the sCT skull and the output �les were exported. For each virtual targeting procedure

(N=20), we calculated the SDR, the ST (the distance between skull boundaries along a ray path), and the NAE between

the rCT and sCT. The SDR and ST were averaged across all active elements returned from Kranion. Similarity and

2http://www.bmap.ucla.edu/portfolio/atlases/ICBMTemplate
3https://www.slicer.org
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statistical signi�cance was determined with Pearson's correlation coef�cient and Wilcoxon signed-rank test (a = 0.05)

for metrics derived from rCT and sCT.

3.3.4 Acoustic Simulation using k-Wave

Once the transducer was positioned about the respective Vim target, the CT image, MR image, transducer element po-

sitions, and focus position from the Kranion scene was imported into MATLAB to run full-wave acoustic simulations

with the open-source toolbox k-Wave (Treeby and Cox, 2010). k-Wave solves the �rst order acoustic wave equation

using the k-space pseudospectral method. The CT and MR images were resampled using the imresize3 function in

MATLAB (Mathworks, Natick, MA, USA) to an isotropic grid spacing of 0.52 mm and was further zero padded to

a grid size of [Nx,Ny,Nz] = [600, 600, 500] to ensure all transducer elements were inside the simulation space. A

threshold of 400 HU was used to extract a skull mask from the CT image and an upper limit of 2000 HU was applied

to account for the high radio density contribution from any implants in the skull. The intracranial space was set to a

constant value of brain tissue and the remainder of the simulation grid that contained the transducer was set as water,

where Table. 3.1 shows the respective acoustic parameters used for all simulations (Aubry et al., 2003; Duck, 2013;

Constans et al., 2017). The heterogeneous skull layers were incorporated in simulations using a linear approximation

to map HU to bone porosity and related porosity to the speed of sound, density and absorption with the following

equations (Aubry et al., 2003):

F = 1�
HU

max(HU)
(3.5)

r skull = r waterF + r bone(1� F ) (3.6)

cskull = cwaterF + cbone(1� F ) (3.7)

askull = amin+ ( amax� amin)F 0:5 (3.8)

Table 3.1: Acoustic properties used for all simulations.

Speed of Sound
(m=s)

Density
(kg=m3)

Absorption
(dB=MHz=cm)

cwater = 1500 r water = 1000 awater = 0
cbrain = 1560 r brain = 1030 abrain = 0:38
cbone= 3100 r bone= 2200 abone;min = 0:2

abone;max= 8

The transducer was modeled using the makeMultiBowl function in k-Wave with an element diameter of 8 mm,

radius of curvature of 150 mm, and all elements were directed toward the focus position. Simulations were performed
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at a frequency of 650 kHz, which maintained a spatial discretization greater than 4.3 points per wavelength in water.

Three simulations were performed for each target: a simulation without aberration compensation, simulation with

applied time delay derived from skull thickness calculations from Kranion, and a simulation with corrections from time

reversal. Simulations without correction were performed with the same input amplitude and phase for all elements.

Directly applying phases calculated from Kranion to each element was unsuccessful in restoring the focus compared

to the no correction case and similarly observed by Lu et al (Lu et al., 2022). Instead, Lu et al. calculated time delays

using the skull thickness calculated from Kranion:

tKranion;k = ( R� dskull;k)=cwater+ dskull;k=cskull (3.9)

DtKranion;k = tKranion;k � mink(tKranion;k) (3.10)

whereR was the radius of the transducer array,dskull;k was the skull thickness from Kranion for each elementk,

cwater was 1500m=s, andcskull was the mean calculated from each skull after conversion by equations 3.5 and 3.6.

Phase correction from time-reversal was performed by placement of a virtual point source at the target location which

recorded the time-varying pressure for each element. The respective amplitude and phases were extracted with the

extractAmpPhase function (taking an FFT of the signal close to the source signal) in k-Wave and the average phase

was calculated for all points of a bowl and subtracted from the initial phase. Only the newly acquired phases were

applied without changing the input amplitude. To minimize simulation time, a 100 cycle waveform was used, which

was the minimum number of cycles to propagate to the target and return to the transducer. All simulations were run on

a Quadro P6000 GPU (NVIDIA Corporation, Santa Clara, CA). The root-mean-squared (RMS) pressure was recorded

for each voxel location of the grid. To assess simulation similarity between rCT and sCT, we compared the peak

pressure (maximum intracranial pressure) and the pressure at the target. We also characterized the beam properties

by evaluating focal shift between the peak and the target locations, the distance vector between rCT and sCT, and the

focal size and volume. Statistical analysis of simulated pressure �elds between rCT and sCT were performed with

Wilcoxon signed-rank test (a = 0.05).

3.4 Results

3.4.1 Image Similarity Results

We performed both quantitative and qualitative evaluations of image similarity on our testing set. Quantitatively, we

showed the box and whisker plot in Fig 3.2. Speci�cally, the MAEs between rCTs and sCTs in skull regions were

192:31� 28:21 HU and 206:83� 27:91 for cGAN and autoencoder, respectively. We performed paired t-test and found

that the difference in mean MAE was statistically signi�cant (p-value< 0:01). Qualitatively, as shown in Fig 3.3, we
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Figure 3.2:The box and whisker plot of mean absolute error (MAE) values achieved by cGAN and autoencoder
on the testing set.

found that at the inferior part of the skull, the synthesized skull exhibited larger difference than at the superior part.

The synthetic skull generated by cGAN also included more details and had sharper appearances compared to the one

generated by autoencoder. Lastly, we note that our synthesized skulls do not have discontinuity between slices and are

highly comparable to real skulls, as shown in Fig 3.4.

3.4.2 Skull Metric Results

Metrics from Kranion exhibit strong similarity between rCT and sCT across all 20 evaluated targets (Fig. 3.5A-C). The

Pearson's Correlation Coef�cients for the skull density ratio, skull thickness, and number of active elements are 0.94

(p < 0.001), 0.92 (p< 0.001), and 0.98 (p< 0.001) respectively, demonstrating strong positive linear correlation of

these metrics and signi�cant correlation between rCT and sCT. P-values calculated from the Wilcoxon signed rank test

found difference between rCT and sCT derived SDR (p= 0.007) and ST (p= 0.003), but found no difference in NAE

between the populations (p= 0.104). Trend lines from paired comparisons between rCT and sCT revealed generally

higher SDR and lower ST for sCT compared to rCT. Table 3.2 summarizes the mean and standard deviation for SDR,

ST, and NAE for the full group comparison. The mean differences between rCT and sCT were 4:8� 3:7%, 5:6� 3:1%,

0:65� 0:41% for SDR, ST, and NAE. Of the 990 elements that comprised the transducer array, overlapping and non-

overlapping elements were compared for each target between rCT and sCT (Fig. 3.6). On average, 97:0 � 1:5%

elements overlapped between rCT and sCT, with 98:9% in the most overlapping case and the least overlapping case

with 92:8% (Fig. 3.7A,B).
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