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Chapter 1

Introduction

1.1 Motivation

Multiple Sclerosis (MS) is a demyelinating disease of the central nervous system (CNS).

It is the most common cause of neurological disability among young adults and has con-

siderable variation in pathological progress. To monitor the disease course, magnetic reso-

nance imaging (MRI) is the most sensitive non-invasive technique that can be used.

Since the focal white matter (WM) lesions caused by recurrent in�ammations are visi-

ble in MRI, many neuroimaging studies of MS focus on WM lesions. The segmentation of

WM lesions can be used to estimate the total lesion load (TLL), which is critically useful

for the development of therapies [49]. The manual segmentations from experts are usually

considered as the "ground truth". However, this process is time-consuming and vulnerable

to inter and intra-observer inconsistency [27]. Over the past years, many algorithms have

been proposed to automatically segment the multiple sclerosis WM lesions [6, 20, 27, 44,

99, 102, 105, 106, 112, 129]. Yet, until now, there is still a lot of potential for the lesion

segmentation models to improve. Some of the fully-supervised methods achieved human-

level performance on the training dataset and similar datasets (same site, same protocol),

but do not work on the unseen dataset.

On the other hand, there is increasing evidence [24] that cortical gray matter (cGM) in-

juries are important biomarkers for the progression of early MS disease. The cGM damages

include focal cortical lesions (CLs), cortical thinning and cortical demyelination outside the

focal lesions. Nevertheless, the advances of cGM injury quanti�cation lag behind the de-

velopment of MRI acquisition techniques. In contrast to extensive efforts to segment white

matter lesions, the automated segmentation of cGM lesions has rarely been studied. Be-

sides, for measuring the cortical thickness, the existing tools simply ignore the presence of

1



the lesions and thereby leads to inaccurate measurements. To overcome this problem, one

approach is to inpaint the lesion areas with normal-appearing tissues and then calculate the

thickness. This solution alleviates the measurement deviations induced by the lesions; how-

ever, the dependence of cortical thickness measurement on “perfect” lesion segmentation

becomes problematic.

While deep learning has recently become prominent in medical imaging, there is rising

concern about its clinical safety given the algorithmic complexity of the neural networks.

The “black-box” nature of the neural network makes it dif�cult to describe which features

are driving the models, thus limited its application in clinical use. In addition, in the com-

puter vision community, many studies have explored the vulnerability of deep learning

models to unanticipated perturbations, commonly known as adversarial examples [28, 53,

71, 86, 107]. By adding imperceptible modi�cations to the input, the output of the con-

volutional neural network (CNN) models can be easily manipulated and lead to potential

deleterious consequences, especially for some critical applications, e.g., self-driving. In

the medical imaging area, similar observations have recently been made for several tasks

[5, 45, 76, 89]. This poses the concern that the failure of medical imaging equipment, and

adversarial attackers, can result in diagnostic errors, and thus leads to unnecessary medical

examinations.

1.2 Research Challenges

This section describes the challenges I would like to address in this dissertation. They

are organized consistent with the order they have been introduced in the motivation section.

The efforts I have made to address these challenges are listed in the Contributions section.

1.2.1 Challenge 1: White Matter Lesion Segmentation is Dif�cult

Automated quanti�cation of focal MS lesions in the white matter (WM) is a desirable

goal, but this task is complicated by the vast variability in lesion appearance, shape and
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location, as well as sensitivity to scanning protocols and patient populations. Even manual

segmentation of lesions is highly challenging; in addition to being time-consuming, this

process is prone to notoriously high inter- and intra-observer variability. As shown in many

challenge datasets with expert delineations [27, 32], the Dice score between the raters is

usually lower than 0.7, which means these data are quite noisy for training the supervised

segmentation models. One example is shown in Figure1.1.

(a) FLAIR (b) Segmentation1 (c) Segmentation2

Figure 1.1: An example of manual segmentations from different human raters. The delin-
eations are overlaid with the FLAIR image. MRI obtained from [27].

Many novel automated algorithms have been proposed to improve the focal WM lesion

segmentation during the past decades [6, 20, 27, 44, 99, 102, 105, 106, 112]. Among these

methods, supervised techniques have dominated this �eld by their strong ability to detect

MS lesions [27]. Furthermore, deep learning outperformed other methods due to its ability

to create features directly from the training data without any manual feature engineering.

However, to achieve this, the deep-learning-based models usually need a large amount

of training data, and this is not always practical for MS datasets. As an example, the

Longitudinal MS Lesion Segmentation Challenge (ISBI 2015) contains the training data

from 5 subjects, with a total of 21 time-points.
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1.2.2 Challenge 2: Inaccurate Morphological Analysis with Presence of Lesions

In order to estimate the cGM injuries, one important aspect is the assessment of corti-

cal thinning. Nevertheless, even quali�ed experts may not be able to recognize the cortical

thinning. As a common practice, the cortical thickness (CTh) measurements are derived

from the cortical segmentation results. This process usually starts with a tissue classi�ca-

tion of the image into WM, GM, and cerebrospinal �uid (CSF). Then, the cortical thickness

can be quanti�ed by a surface-based approach [87] or a grid-based approach [109].

However, directly applying the CTh measurement technique to the MRI scans of MS

patients is problematic because of the presence of the WM/GM lesions. One procedure

called “inpainting” is proposed to alleviate this effect. The idea or inpainting is: by do-

ing manual segmentation of the MS lesions and �ll in the lesion areas with surrounding

normal-appearing tissue intensity, we are able to achieve a “lesion-free” image. Using

this lesion-free image, the CTh measurement tools will generate a more accurate cortical

thinning assessment. An example is shown in Fig1.2. Unfortunately, this procedure is

constrained by its reliance on precise lesion segmentation. As I have mentioned in sec-

tion 1.2.1, the automated segmentation of MS lesions is dif�cult. At present, since there is

no fully satisfactory solution for the lesions segmentation, the lesion inpainting pipeline is

impractical to use.

(a) Before Inpainting (b) After Inpainting

Figure 1.2: An example of morphological analysis before and after inpainting.
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1.2.3 Challenge 3: Current Deep-Learning-Based Algorithms Not Robust for Unseen

Dataset and Missing Modality

As the supervised learning algorithm, CNN models are capable of extracting the fea-

tures from the training input without any manual feature engineering, which is one of the

reasons for its great performance. In many MS lesion segmentation challenges [27, 32,

105], the deep-learning-based methods have achieved top rankings with the development

of deep learning theory and increasing computing power. On the other hand, this means

the deep-learning-based approaches usually need a large amount of training data to achieve

outstanding performance. Due to the variations in MRI scanners, image acquisition proto-

col and image resolution between the datasets, the CNNs trained on one dataset (or some

datasets) are not well generalizable to the unseen datasets. An example is shown in Figure

1.3. Therefore, for a new image domain, the re-training needs to be performed using many

manual labeled samples from that domain, posing a signi�cant barrier for the clinical use

of these models.

(a) FLAIR (b) ground truth (c) segmentation 1 (d) segmentation 2

Figure 1.3: An example of current deep learning models not robust for unseen domain.
Segmentation 1 is the prediction result of a model trained on the same dataset while Seg-
mentation 2 is the results made by a model trained on another dataset.

Meanwhile, the current state-of-the-art lesion segmentation algorithm [129] uses multi-

ple MRI modalities for training and inference. For example, for the evaluation on the ISBI

2015 challenge dataset, the MRI sequences including T1-w MPRAGE, FLAIR, T2-w and

PD images are available for each time-point of each subject. This is not always feasible
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in practice. Across different datasets and even within the same dataset, the available MRI

sequences may be different. The clinical-practical models should have the ability to handle

the missing modalities off-the-shelf.

1.2.4 Challenge 4: CNN Models Are Vulnerable to Adversarial Attacks

Deep learning models are dominating many research areas in medical imaging, and

some automated algorithms are developed to replace manual operations. Further, due to

the strong capabilities of deep models for �nding human-imperceptible features, CNN has

the potential to be used for developing novel tools. For example, it is promising to develop

the cortical lesion detection model in 3T, which may not be easy to recognize for humans.

This, of course, will contribute to the progress of MS diagnosis, but on the other hand,

doctors cannot verify its results easily. Recent researches have already found that the deep

learning models are vulnerable to adversarial attacks [28, 53, 71, 86, 107]. It raised the

safety concern regarding the deployment of the CNN-based models for clinical usage.

To reduce the burden on doctors, the practical deep learning models should be reli-

able and robust to any intentional and unintentional manipulation. Otherwise, the fragile

system may present many opportunities for fraud. Even worse, attackers may cause harm

to the patients by misleading the diagnosing tool. Speci�c for the automated MS lesion

segmentation, even though manual segmentation is possible, it is time-consuming, and the

automated tools are desired. Thus, the adversaries may manipulate the lesion loads and

other metrics by controlling the output lesion mask with the crafted input. Same for the le-

sion inpainting, the cortical thickness and tissue classi�cation will be signi�cantly changed

by adversarial attacks.
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1.3 Contributions

1.3.1 Addressing Challenge 1: Improving White Matter Lesion Segmentation

To solve the challenge mentioned in section1.2.1, I adapt the fully convolutional densely

connected networks (Tiramisu [65]) for MS lesion segmentation. I introduce the use of

2.5D stacked slices to improve network performance. The 2.5D is de�ned as using the con-

sensus of 2D slice-wise prediction from three different orientations, i.e., sagittal, coronal

and axial. A stack of the slices is de�ned as the center slice with its neighborhoods. I eval-

uate this approach on an in-house dataset and public available ISBI 2015 Longitudinal MS

Lesion Segmentation Challenge dataset. Using the ablation study on our in-house dataset,

I present the introduction of 2.5D stacked slices and the use of the Tiramisu network is

the reason for the performance improvement. By evaluating our model on the challenge

dataset, I present that our model achieves the �rst position in the leaderboard, which indi-

cates a state-of-the-art performance. This work is published at MICCAI 2019 and will be

explored in Chapter3.

Furthermore, I believe the idea of this work can be applied to other medical image

segmentation problems, especially for other lesion segmentation tasks. There are a few

reasons to support this assumption. First, MS lesion segmentation is dif�cult due to its vast

variability in lesion shape and location, and the lesions can be very small. In comparison,

other medical image segmentation task, for example, brain tumor segmentation, has larger

regions of interest, which might be easier. Second, the main idea of this work is the combi-

nation of 2.5D stacked slices and the Tiramisu network. These two concepts are not speci�c

to MS lesion segmentation. 2.5D stacked slices are proposed to work for any 3D input data

with relatively large size to preserve both global and local spatial information. As for the

Tiramisu network, by introducing DenseBlock to the basic U-Net, it should achieve at least

the same level of performance as U-Net, which is widely used in medical image researches.
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1.3.2 Addressing Challenge 2: Enhancing the Lesion Inpainting Technique for Better

Morphological Analysis

In order to alleviate the dependence of the inpainting algorithm on the accurate lesion

delineation, I propose a robust multiple sclerosis inpainting algorithm with the edge prior.

Different from the current (deep-learning-based) inpainting algorithm for natural images,

I re-think the purpose of MS lesion inpainting and I believe the topology information of

the original images should be kept for inpainting. To use the topology prior, we can keep

the edge information instead of discarding all the values from masked regions. Although

lesions presented on the brain MRI images may cause some undesired edges when we apply

the edge detector, the structure information is preserved by other edges.

By using the approach, the inpainting process can be guided by the information ex-

tracted from the original image to avoid breaking the topological constraints. For example,

when the lesions cross the boundary between WM and GM, the edges will be helpful for

recovering the boundary. Also, with the topology information preserved, this algorithm is

much more robust to imperfect lesion delineations. Even with dilated lesion masks, our

algorithm is able to recover the correct brain structure. This is important because it reduces

the inpainting algorithm's dependence on accurate lesion segmentation. The use of edge

information is agnostic to the model structure and I believe it can be used in newly pro-

posed deep learning models to further improve the inpainting performance. This work is

published at MLMI 2020 and will be discussed in detail in Chapter4.

It is also very exciting to apply this idea to other medical image inpainting tasks. If

the task requires the model to preserve topological structure while discarding all intensity

values around the ROI, then the edge prior will be helpful. For example, when inpainting

is used to remove metal artifacts in MRI[4].

8



1.3.3 Addressing Challenge 3: Cross-Datasets Model Adaptation

To achieve the domain adaptation between unrelated MS datasets, I propose to explore

the gap between the datasets and then �ll the gaps with strong augmentations. The data

augmentations are utilized during the training process so that the models can work cross-

domains. The augmentations include the spatial-based augmentations (rotation, distort,

etc.), quality-based augmentations (blur, downscale, etc.), and histogram-based augmenta-

tion (contrast, brightness, etc.).

On the other hand, the problem of missing modalities is common across and even within

datasets. To mitigate the concern, I use “modality-dropout” for the input of MRI sequences

so that the models learn to predict with any combination of available modalities.

I evaluate this approach on three public datasets and then calculate the domain adap-

tation metrics using each pair of the datasets as source/target domain. I illustrate that we

can achieve superior performance of unsupervised domain adaptation using these simple

techniques and the results are even comparable to the state-of-the-art supervised methods.

This work is submitted to MICCAI 2021 and the details are discussed in Chapter5.

The combination of data augmentations and modality dropout also has the potential

to be applied to other medical image researches, including the medical image inpainting

methods we have just mentioned. The main reason for supporting this assumption is that

medical images usually have more regularizations than natural images and don't contain

random objects. Even though the difference in vendors, scanning protocols and patient

populations may lead to variability in medical image datasets, this kind of variation is

much smaller than natural images. In such a case, data augmentation is suitable for domain

generalization. Further, if multi-modality data is needed for a medical image task, then

modality dropout will be helpful in case of modalities missing.
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1.3.4 Addressing Challenge 4: Adversarial Defense with Anatomical Features

To address the challenge 5, I present the �rst investigation of vulnerabilities of regression-

based prediction in medical image processing to adversarial example attacks in Chapter6.

In this work, I try to attack an age prediction model that takes 3D brain MRI images as

the input. The adversarial attacks are performed by directly change the voxel values of the

images. With the constraints ofl0, l2 andl¥ , I presented the age prediction model is frag-

ile to small or even imperceptible adversarial modi�cations. The adversarial perturbations

are generated for each example. Further, I propose an algorithm to generate the universal

adversarial perturbation, which is �xed for all the images.

To defend against such malicious perturbations, I suggest incorporating the anatomical

features with the deep learning models. This setting has been shown to improve the seg-

mentation performance in the scenario without an adversary, and it is insensitive to small

value manipulations by construction. I illustrate that, by adding the contextual information

from traditional multi-atlas segmentation methods, the model's vulnerability to adversarial

attack, including the single-image attack and the universal perturbation, can be mitigated.

I believe this work presents the possible direction to develop a domain-speci�c defense for

medical imaging models. Even though the adversarial attack is usually dif�cult to defend,

incorporating the traditional methods may be a good solution for the attacks speci�c to

deep neural networks. This work is published in Neurocomputing and in Chapter6.

1.4 Organization

This remainder of this dissertation is organized as follows.

• Chapter 2 reviews the prior works related to this dissertation, including lesion seg-

mentation, lesion inpainting, and robustness in medical imaging.

• Chapter 3 presents our approach to addressing the problem of white matter MS lesion

segmentation.
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• Chapter 4 describes the method to improve the MS lesion inpainting with the edge

prior.

• Chapter 5 presents our work on unsupervised domain generalization and its applica-

tion on MS lesion segmentation.

• Chapter 6 discusses the adversarial attacks to the medical imaging CNN models and

using anatomical context as a defense.

• Chapter 7 concludes this dissertation.
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Chapter 2

Related Works

2.1 Overview

Some contents of this subsection is adapted from “Multiple Sclerosis Lesion Segmentation–

A Survey of Supervised CNN-Based Methods”[128] published in BrainLes2020 (https:

//arxiv.org/abs/2012.08317) and has been reproduced with the permission of the publisher

and my co-author (Ipek Oguz).

The development of medical image processing is closely related to the advances in the

computer vision community and the algorithms proposed in the computer vision (CV) so-

ciety sometimes can be helpful for medical imaging. In this chapter, we will not only focus

on MS lesion segmentation and inpainting, but also explore the works about segmenta-

tion/inpainting for natural images. To the robustness of the algorithms, we investigate the

algorithms in the cross-dataset and cross-modality scenarios. Additionally, we will review

the studies about the adversarial attack in the CV community and medical images.

2.2 Datasets

The datasets are the key component of the machine learning systems. Speci�c for mul-

tiple sclerosis research, most of the publicly available datasets are from MS (white matter)

lesion segmentation challenges. In the last few years, those challenges were held to pro-

vide the benchmark for MS lesion segmentation algorithms. They work toward making

reliable comparisons between the techniques. So far, there are three MS lesion segmenta-

tion challenges from the ISBI and MICCAI communities [27, 32, 105]. Recently, Lesjak

et al. [74] provided another public dataset. The overview of these datasets is presented in

Table2.1. The training data were provided with manual segmentation, while the test data

comes without the labels.
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Table 2.1: Publicly available datasets for MS white matter lesion segmentation.

Dataset
Subjects

(Training)
Subjects
(Test)

Available
Modalities

Scanners

MICCAI
2008 [105]

10
10

10
14

T1-w, T2-w
FLAIR

3T Siemens Allegra
3T Siemens

ISBI
2015 [27]

5 14
T1-w, T2-w
FLAIR, PD

3T Philips

MICCAI
2016 [32]

0
5
5
5

8
10
10
10

T1-w, T2-w
FLAIR, PD
T1-w CE

3T GE Discovery
3T Siemens Verio
1.5T Siemens Aera
3T Philips Ingenia

UMCL [74] 30 0
T1-w, T2-w

FLAIR, T1-w CE
3T Siemens Magnetom Trio

The MICCAI 2008 [105] is the �rst public challenge for MS lesion segmentation. As

shown in Table2.1, ten of the training subject comes from Children's Hospital Boston

(CHB) and another comes from University of North Carolina (UNC). Three experts (1

from CHB, 2 from UNC) manual segmented the lesion while only the delineations from

the CHB expert are provided for the training set.

The ISBI 2015 dataset [27] is built for the longitudinal research of MS lesion progress.

For each subject, it contains 4 to 5 time-points MRI scans, which results in a total of 21 im-

ages for the training set. For each time-point, the segmentations from two experts are pro-

vided separately. These time-points can be processed independently for non-longitudinal

research. To evaluate the performance of newly proposed methods after the onsite chal-

lenge, the organizers maintained a live leaderboard1 so that new participants can upload

their segmentation to get the assessment results.

The data from MICCAI 2016 [32] were acquired at different locations with different

scanners. For each subject, the consensus delineation from 5 experts is provided with the

MRI scans. This dataset provides more available MRI modalities than other datasets.

1https://smart-stats-tools.org/lesion-challenge
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Lesjak et al. [74] recently released the UMCL dataset which is a cohort of 30 pa-

tients. The manual segmentation of each subject is made by three expert raters, and then

the consensus is reached by holding several joint sessions.

Figure2.1shows an example of different MRI sequences from the same subject (MIC-

CAI 2016). The images are pre-processed and registered into the same space. The T2-w

lesions appear hyperintense in T2-w, FLAIR and PD images. The black holes refer to the

lesions which are hypointense in T1-w images. By using Gadolinium contrast enhance-

ment (Gd or CE), some contrast-enhanced lesions can be found by comparing pre- and

post-injection T1-w.

Figure 2.1: An example of different MRI sequences from MICCAI 2016 dataset [32]. (A)
T1-w; (B) FLAIR; (C) T2-w; (D) PD; (E) T1-w post-Gadolinium injection; (F) Manual
delineation.

However, these datasets have some limitations. One of the most important aspects is

those datasets are still of small scales. Also, these datasets focused on white matter lesion

segmentation.
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2.3 Lesion Segmentation

Lesion segmentation is an active area in multiple sclerosis research and many tech-

niques have been proposed over the last decades. Typically, there are two groups of lesion

segmentation algorithms, supervised and unsupervised. It is worth noting that very lim-

ited methods have been developed for cortical lesion segmentation since it is dif�cult to

generate manual delineations (ground truth) at 3T.

To evaluate the performance of MS lesion segmentation methods, the commonly re-

ported metrics include: Dice similarity coef�cient (DSC), Jaccard coef�cient, absolute

volume difference (AVD), average symmetric surface distance (ASSD/SD), true positives

rate (TPR, sensitivity, recall), false positives rate (FPR), positive predictive value (PPV,

Precision), lesion-wise true positives rate (LTPR) and false positives rate (LFPR) [26].

2.3.1 Unsupervised Methods

The unsupervised models do not require labeled training data to �t the models. Most

of those methods use voxel intensity distribution to separate the voxels into different brain

tissues. Instead of using the training data, those methods usually require prior knowledge

of anatomy and MRI. For example, in FLAIR images, the image voxels with high intensi-

ties are modeled as outliers (lesions). Most of the unsupervised methods use the Gaussian

mixture model (GMM) [34] or fuzzy C-means [18] for clustering the voxel intensities.

The Gaussian mixture model assumes the voxel intensities from each class follow Gaus-

sian distribution, and the voxels from the whole image are the linear combination of these

Gaussian distributions. The parameters of the distributions (mean, std) can be estimated

by the expectation-maximization (EM) algorithm. As for the fuzzy C-means (FCM), dif-

ferent from classifying values into categories in a deterministic way, a voxel can belong to

multiple classes simultaneously to different degrees using FCM.
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For clustering the voxels into different categories, some works [2, 21, 115] considered

the lesions as outliers while others [47, 48, 102] added one extra class (or extra classes)

for including the white matter lesions. To better utilize the estimation from more than one

modalities, Forbeset al. [47] proposed a method to adaptively calculate the relative weight

of each sequence using the EM algorithm. Also, in order to include the longitudinal data

into consideration, one approach is to incorporate the time dimension into the GMM as

proposed in Shaharet al. [101]. Alternatively, Aït-Ali et al. [2] combined the voxels from

all the time-points into the same histogram.

Due to the inevitable noise and some artifacts in MRI images, the segmentation mod-

els that only based on the intensity information are usually not suf�cient. Many methods

[21, 115] chose to include spatial information for clustering. Van Leemputet al. [115]

proposed to use Markov random �eld (MRF) for augmenting the outlier detection with

contextual information, while Bricqet al. [21] employed the hidden Markov chain along

with the intensity information. On the other hand, some methods chose to perform brain

segmentation �rstly, and then, for each region of the brain, the classi�er is employed to de-

termine if the region is Normal Appearing Brain Tissues (NABT) or lesions. One example

is [50], which uses Mean Shift as the segmentation method to generate local regions.

While most of the aforementioned methods used GMM, one example utilizing the fuzzy

C-means is the Lesion-TOADS [102]. This approach is an atlas-based algorithm that em-

ployed both statistical atlases and topological atlases. With the statistical atlases (anatom-

ical atlases), the probabilities of different tissues at a given position can be determined.

For the topological atlases, they ensure that all segmented structures are topologically con-

strained and allow the following morphological analysis. Different from the atlases utilized

in supervised methods, the atlases used in the unsupervised algorithms refer to the anatom-

ical knowledge, for example, the probability of white matter. Ideally, those are independent

of datasets (scanners, acquisition protocol, etc.).
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2.3.2 Supervised Methods

As mentioned in one review [49], a conventional supervised MS lesion segmenta-

tion pipeline has four steps: pre-processing, feature selection, classi�er training and post-

processing. The classical features, in MS segmentation, are the voxel-wise intensities. The

algorithms for classifying the features include the Bayesian framework, support vector ma-

chine (SVM), k-nearest neighbors (k-NN), logistic regression and articial neural networks

(ANNs). Note that even though the neural networks are used as classi�ers, they are typi-

cally shallow and do not have the ability to extract the features by themselves. After the

feature is selected, the task is to label each voxel from the MRI scans as lesion or non-

lesion.

Sweeneyet al. [106] illustrated a logistic regression approach for classifying the le-

sions. Laoet al. [73] trained a support vector machine using the manual labeled segmenta-

tion and then applied it to new scans. One example using the k-NN to classify the feature

is War�eld et al. [118]. The authors of this approach proposed to use explicit anatomical

template registration to help the segmentation of lesions. With the distance map gener-

ated from the templates, the typical location of MS lesions can be taken into consideration.

This is similar to some unsupervised algorithms we have mentioned which incorporate the

spatial information, especially Lesion-TOADS [102], and they all limit the false positives

in the segmentation results. However, as claimed in [102], War�eld et al. [118] does not

preserve the preserve topology, e.g. the boundaries between WM and GM.

Instead of using voxel intensities as the features, the patch-wise information is found to

be more robust for classifying the lesions [98]. For each patch from an unseen MRI scan,

this method tries to match the patch with patches from the atlases. Since the patches in

the atlases are corresponding to manual segmentation, the probabilities of the voxels be-

ing lesion in this new patch can be determined based on the weights calculated by patch

similarity. Some other algorithms extended this patch-based algorithm. For example, Roy

et al.[99] proposed a dictionary learning method while Mitraet al.[83] employed the ran-
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dom forest (RF) models to perform the classi�cation. Griffantiet al.[55] is a k-NN-based

approach, but instead of voxels, it seeks to �nd the nearest neighbors of patches.

In the last decade, deep learning has achieved state-of-the-art performance in many

computer vision tasks [35, 66]. In the biomedical image segmentation �eld, it also provided

the leading performance. For example, as shown in the leaderboard of longitudinal multiple

sclerosis lesion segmentation [27], the top 10 algorithms are all deep-learning-based meth-

ods. Different from the conventional supervised methods, the deep-learning-based methods

are suitable for taking the raw images as the input. Since the neural network can handle

both 2D and 3D images or patches, the current MS segmentation methods can be split into

these two categories. Usually, the 2D network takes each 2D slice of the MRI images as

the input and generates the segmentation output individually. The 2D segmentation results

are then concatenated to be the 3D segmentation map.

Havaeiet al.[59] proposed a framework that handles the missing modalities in the in-

ference stages. To achieve this, they use an independent convolution path for each modality

in the “back end”. All the modalities will go through the abstraction layer to get the mo-

mentums and then they will be concatenated and processed by further convolutional layers

to get the prediction. The method and its results are presented based on 2D image slices.

Valverdeet al.[112] presented a cascaded 3D convolutional neural network. The �rst net-

work tends to �nd more lesions and the second network re�nes the candidates proposed by

the �rst network. Royet al.[97] used a fully convolution neural network (FLEXCONN) to

get the segmentation of the 3D input patch. Broschet al.[22] presented a 3D MS segmenta-

tion model that has an encoder-decoder architecture and a shortcut between layers. This is

similar to the U-Net structure [95]. After U-Net has been proposed, many recent proposed

models follow this structure, for example, Hashemiet al.[58] developed a 3D deep densely

connected network (FC-DenseNet), which combines the U-Net and DenseNet [60]. They

also used asymmetric loss function to relieve the problem of data imbalance. More recently,

Aslani et al.[6] proposed a 2D end-to-end deep neural network with the contribution that
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introducing the multi-branch downsampling path. In our review paper [128], we provided

a detailed survey of supervised CNN-based methods.

Our contribution, as mentioned in Chapter3, is similar to [6] that both of the methods

use 2D slices from three anatomical orientations. However, different from [6], we intro-

duce 2.5D stacked slices, which can be considered as pseudo-3D. Our proposed method

utilizes the 2D slices and their neighborhood to provide a smooth segmentation when the

2D segmentations are concatenated into 3D. Also, the 2D stacked slices from different

modalities are concatenated at the input layer, which reduces the parameters in the encoder

considerably.

2.4 Lesion Inpainting

2.4.1 MS Lesion Inpainting

The multiple sclerosis focal lesions have different intensities from the surrounding tis-

sues. For example, in T1-w images, the white matter lesions have similar intensities as

the gray matter. Therefore, the morphological analysis tools (e.g., FreeSurfer [46]) will

be misled by the lesions. To alleviate such effect, the lesion inpainting was proposed to

generate “lesion-free” images from the original images.

Currently, there are no commonly used evaluation metrics that are used in all works.

However, the algorithmic performance can be evaluated from two aspects. One is com-

paring the model output and the ground truth in the image domain, while another one is

comparing the brain segmentation variations or other subsequent morphological analysis.

Sdikaet al.[100] is an early work of MS lesion inpainting. In that paper, the authors

presented three different methods to perform inpainting: basic inpainting (BI), local white

matter inpainting (LWMI) and global white matter inpainting (GWMI). The basic inpaint-

ing algorithm inpaints the voxels from the lesion border to the center using the average

of known neighbors. With the assumption that the lesions are located in white matter, the
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LWMI algorithm �rst performs a tissue segmentation and then does the iterative inpaint-

ing similar to BI, but only the intensities from normal-appearing white matter (NAWM)

will be used. GWMI is relatively simple that it uses the mean intensity of NAWM over

the whole brain to �ll the lesion areas. Chardet al.[30] proposed an inpainting algorithm

named LEAP. This approach assumes the distribution of each normal-appearing brain tis-

sue (NABT) follows Gaussian distribution. It then uses four Gaussian components to �t

the histogram and �ll the lesions with the values simulated from the white matter Gaussian

distribution. Ceccarelliet al.[29] and GelineauMorelet al.[51] use similar strategy to gen-

erate re�lled voxel values from the estimated normal distribution. The FSL-L algorithm

[12] �rstly dilated the lesion masks and separate the ROI into inner regions and border

regions. For the inner regions, it matches the histogram from the inner region to the his-

togram WM near the lesions, and replaces the lesion voxels with corresponding values. For

the border voxels, the averages of the surrounding values are used. Magonet al.[80] uses

the mean voxel intensity of the lesion neighboring values. Valverdeet al.[113] performs

the re�lling slice-by-sliceand the lesion voxels are �lled by the random values generated

from the Gaussian distribution estimated by the white matter intensity ofcurrent slice.

As we have mentioned before, the literature assumed the lesions are white matter le-

sions, nevertheless, this is incorrect. The non-local mean (NLM) methods do not have this

assumption. An NLM was proposed in the earlier version of [56]. The non-local mean

is used to �nd the similarity between the normal patches and the lesion regions, and the

lesion voxels are successively replaced by the weighted average of the normal patches.

This algorithm uses a concentric �lling strategy so that the continuity of the anatomy is

achieved. Based on this approach, Pradoset al.[92] developed an NLM-based algorithm

that uses a different initialization and the NLM results are smoothed. Guizardet al.[56]

improved their previous work by embedding hierarchical inpainting, which downsamples

the original images, �lls the lesions in the lower-resolutions and then �lls the lesions with

full resolution. Further, Pradoset al.[93] extended the application of NLM to the scenario
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of multi-modality and multi-time-point. The patches are de�nes as 5D to include different

MRI sequences and different time-points.

Recently, a deep learning inpainting method is presented by Xionget al.[120] for mul-

tiple sclerosis lesions. The model is based on U-Net [95] and it also incorporates partial

convolution [79] and non-local module. The partial convolution is speci�c for the inpaint-

ing task, which only performs the convolutions on the non-missing pixels. The non-local

block has a similar function as the NLM we described above. It tries to �nd the most similar

“patches” to the areas around the lesions. In addition, there are also some other CNN mod-

els for medical image inpainting, which are not speci�c for MS lesion �lling. For example,

Armaniouset al.[3] used the generative adversarial network (GAN) [54] for the inpainting.

The vanilla GAN consists of two networks, one as the generator and another one as the

discriminator. The generator. The two network play against each other: the generator aim

to generate the image as realistic as possible to trick the discriminator, while the discrim-

inator work toward separating the real samples from the generated samples. Their model

uses one global discriminator for the whole inpainted images, with a local discriminator

for the inpainted regions. This model can only be used for inpainting rectangular regions.

Their subsequent work [4] bypassed the limitation by using a different network structure.

While MS lesion inpainting is a speci�c task, similar problem for normal images has

been studies thoroughly in the computer vision researches.

2.4.2 Natural Image Inpainting

In the CV community, automatic image inpainting is an important research topic, and

it has many applications, e.g. image editing, image restoration, etc.Types of distortions

in natural images, as mentioned in [38], usually include missing blocks, masked regions,

scratches, text, additional object or text, and so on.Removing unwanted objects from a

natural image and �lling the hole is similar to the task of lesion removal.
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Generally speaking, there are two groups of conventional image inpainting techniques,

local and non-local methods. The local-based methods [10, 17] propagate the background

(non-missing) data into the missing regions. Since they only rely on the surrounding ar-

eas of target holes, they mainly work on small holes but fail on large ones. The non-local

methods [33, 37, 43, 61, 72], or patch-based methods, search the similar patches from the

non-missing regions of the same image or other images in an iterative manner. Efroset

al.[37] searches the most similar patch and �lls the values of missing regions in a concen-

tric way, from the boundary to the inner. This strategy is also called “onion-peel” and the

algorithm Efroset al.[37] is executed at pixel-level. Opposite to this method, the �lling of

Criminisi et al.[33] is performed at patch-level. Also, they de�ned a priority function to

determine the �ll order. To speed up the patch searching, a randomized algorithm Patch-

Match [11] is proposed. This method [11] starts with the random initialization, and then

iteratively does propagation and random search.

Currently, deep convolutional networks are dominating the �eld of image inpainting.

Pathaket al.[90] proposed Context Encoder which is one of the pioneer works using deep

learning for �lling the holes. In their work, the missing regions are set to be a 64� 64 hole

in the center of a 128� 128 image. The corrupted 128� 128 image �rstly goes through an

encoder into low dimensional space, and then be decoded to be the 64� 64 missing region.

The reconstruction loss (L2 loss) and adversarial loss (GAN loss) are used for training the

network. As we have mentioned before, GAN models are theoretically very suitable for

image inpainting due to their capability to semantically generate realistic contents. In Yang

et al.[123], the authors use the context encoder as the content network while using another

texture network for optimizing the local texture loss. The output from the content network

is used to be the input of the texture network. The �nal output is determined by iteratively

minimizing the joint content and texture loss. This output is designed to obtain the high-

resolution image inpainting by its multi-scale scheme. Songet al.[104] used two networks

for inpainting, of which the �rst one is for generates a coarse output and the second one use
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a “patch-swap” operation to match patches from boundary to hole. Yehet al.[124] trains

the networks with uncorrupted data and uses back-propagation to �nd the representation

of the corrupted image at the inference stage. This method is relatively slow due to the

back-propagation that needed to be performed for each image.

Iizukaet al.[62] proposed to use the global GAN loss (of the whole image) and the local

GAN loss (of the ROI) at the same time. With this structure, this approach is able to inpaint

irregular shape missing region at high-resolution. Liet al.[77] also used the architecture

with one global discriminator and one local discriminator. In addition, speci�c for the

face generation task, they introduced a parsing network as the semantic regularization to

further improve the consistency of the generated image. Yuet al.[126] then introduced

a contextual attention model for inpainting. The whole model consists of two cascaded

networks. The �rst network (coarse network) generates the coarse inpainting results and

the second network (re�nement network) with the contextual attention layer.

Further, because the basic convolution operations are ill-�tted for the inpainting task,

Liu et al.[79] proposed the Partial Convolution to ignore the values in the missing regions.

Different from the normal convolution layer, a partial convolution takes the input along with

a mask. The convolution operation will be re-normalized and the mask will be updated for

the next layer. Yuet al.[125] then proposed Gated Convolution which allows free-form

mask and user-guided inpainting.

Recently, some works [85, 121] noticed the importance of using edge information in

the inpainting method. These two methods, even though using different network structures,

both proposed to complete the contour of the image based on the known regions, and then

do the inpainting with the corrupted image and completed contour.

The inpainting methods from the computer vision community and MS community share

some techniques in common, for example, the patch-based methods are both well explored

in conventional methods. For deep learning methods, Yuet al.[126] and Xionget al.[120]

both use non-local blocks to extract features from the background patches. The devel-
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opment of CV inpainting algorithms thus can be bene�cial for medical image inpainting.

However, they still have some differences. The most obvious difference is, unlike the nat-

ural images, the brain MRI images have some morphological priors. The human brain has

some de�ned structures like WM, GM, CSF and they are similar across different brains.

The natural images may contain some arbitrary objects, but this is usually not the case in

MRI images. Thus, some methods for MS inpainting can simply use the random value from

Gaussian distribution to �ll the regions. However, these prior are not taken into consider-

ation for MS inpainting with deep learning. As [85, 121] suggested the important role of

edges in the inpainting process, we re-consider the morphological prior of MRI images and

we believe that the contour information can be directly extracted from the lesion images

without inference. Further details are discussed in Chapter4.

2.5 Robustness in Medical Imaging

2.5.1 Cross-dataset Robustness

This part of the literature review is for cross-dataset robustness.

One aspect of the robustness is to make the trained model working on an unseen dataset.

Due to variations in MRI scanners and image acquisition protocol, the trained convolutional

neural networks on one image domain may not generalize well on another unrelated image

set [114]. With the target task remain the same as the source task (e.g., MS lesion seg-

mentation), while the domains (e.g., scanning protocols) become different, the problem is

considered as domain adaptation.

For domain adaptation when afew labeled imagesare available in the target (new)

domain, Ghafoorianet al. [52] propose to freeze the �rst few layers of the model trained

on the source domain and �ne-tune the last few layers. Their results show that using even

just 2 images can achieve a good Dice score. Valverdeet al. [114] propose to freeze all

convolutional layers and �ne-tune the fully connected layers. A single image for re-training
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could generate segmentation with human-level performance. Weedaet al. [119] further test

the one-shot learning proposed by [114] with an independent dataset, and the performance

is better than unsupervised methods and is comparable to fully trained supervised methods.

For domain adaptationwithout any labeled datain the target domain, Bauret al. [13]

propose to add auxiliary manifold embedding loss for utilizing unlabeled data from target

domains. The idea is that latent feature vectors that share the same label (for labeled data)

or same noisy prior (unlabeled data) should be similar, and otherwise differ from each

other. Bauret al. [14] propose to train an auto-encoder for unsupervised anomaly detection

in the target domain, and use this unsupervised model to generate arti�cial labels for jointly

training a supervised model with labeled data from the source domain. Ackaouyet al. [1]

propose a method to perform unsupervised domain adaptation with optimal transport. In

the deep learning context, their strategy is implemented as two losses, which ensures the

heavily connected source samples and target samples to have similar representations in the

latent space and the output, while maintaining good segmentation performance.

Billast et al. [19] present domain adaptation with adversarial training. The discrim-

inator is trained to discriminate whether the two input segmentations are from the same

scanner, so that the generator learns to map scans from different scanners to the same la-

tent space and thus produce a consistent lesion segmentation. Aslaniet al. [7] propose

a similar idea with a regularization network predicting the feature domain. They use a

combination loss of Pearson correlation, randomized cross-entropy and discrete uniform

to encourage the latent features to be domain agnostic. Varsavskyet al. [116] combine

domain adversarial learning and consistency regularization, which enforces invariance to

data augmentation.

Another aspect of the cross-modality robustness is that, the available modalities may

vary across different datasets or even within the datasets. To address this problem, Havaeiet

al.[59] split the network into three parts, back end, abstraction layer and front end. Instead

of synthesizing missing modalities, the back end is used to generate the embedding for each
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modality. And the abstraction layer de�nes the arithmetic operations that take available

modalities at the inference stage. With the concatenated features, further convolutions are

performed to yield the �nal prediction. Fenget al.[44] developed the self-adaptive network

that “dropout” the MRI sequences during training.

We discuss our work for unsupervised domain adaptation and addressing missing modal-

ities in Chapter5.

2.5.2 Robustness to Adversarial Attack

Deep learning models are shown vulnerable to adversarial examples [53, 107]. The

attack is formulated as �nding the minimal perturbation to the input that misleads the out-

put. They solved the optimization problem using L-BFGS. Goodfellowet al.[54] proposed

a one-step method called Fast Gradient Sign Method (FGSM) that simply adds the sign

of gradient (from the output to input) to the image. A straightforward extension of this

algorithm is the basic iterative method (BIM) [71] that iteratively using FGSM. Moosavi-

dezfooli et al.[84] studied the classi�er's decision boundary and proposed the DeepFool

Attack. Papernotet al.[88] proposed the Jacobian-based Saliency Map Attack (JSMA) that

used the Jacobian matrix of the score function to perform a “greedy” modi�cation to the

most signi�cant pixel. Carlini and Wagners attack [28] is a strong attack that solves a

similar optimization problem listed in L-BFGS, but they use margin loss instead of cross-

entropy loss in the formulation. The attack can even work in the physical world as shown

by [71]. There are some defenses for such adversarial attacks, but still no fully satisfactory

one. Similar observations has been found in medical image �eld [5, 45, 89]. Further details

can be found in Chapter6.
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Chapter 3

Multiple Sclerosis Lesion Segmentation with Tiramisu and 2.5D Stacked Slices

3.1 Problem Overview

This chapter is adapted from “Multiple sclerosis lesion segmentation with tiramisu and

2.5D stacked slices”[129] published in MICCAI2019 (https://doi.org/10.1007/978-3-030-32248-9_

38) and has been reproduced with the permission of the publisher and my co-authors

(Alessandra M Valcarcel, Rohit Bakshi, Renxin Chu, Francesca Bagnato, Russell T Shino-

hara, Kilian Hett, and Ipek Oguz).

As previously discussed, automated quanti�cation of focal MS lesions in the white

matter (WM) is a desirable goal, but this task is complicated by the vast variability in lesion

appearance, shape and location, as well as sensitivity to scanning protocols and patient

populations. Even manual segmentation of lesions is highly challenging; in addition to

being time-consuming, this process is prone to notoriously high inter- and intra-observer

variability [27]. Many novel automated algorithms have been proposed to improve the

segmentation results over the past years.

Among the automated methods, supervised techniques have dominated this �eld by

their strong ability to detect MS lesions [27]. In recent years, machine learning techniques,

especially convolutional neural networks (CNNs), have shown better performance than

other methods (Sec2.3).

The deep neural networks create features directly from the training data without any

manual feature engineering. With the growth of computing power and the development

of deep learning, the CNN-based models have provided state-of-the-art results in MS le-

sion segmentation [6, 58]. Among the variety of network architectures, the U-Net [95] is

currently widely used in medical image segmentation.
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In this chapter, I adapted the fully convolutional densely connected networks (Tiramisu

[65]) for MS lesion segmentation. I introduced the use of 2.5D stacked slices (Sec.3.2.2)

to improve the network performance. I conducted experiments on our in-house dataset and

the ISBI 2015 Longitudinal MS Lesion Segmentation Challenge dataset (Challenge). For

the in-house dataset (Sec.3.4.1), I performed realistic lesion simulation on healthy controls.

The simulated dataset allows us to perform an ablation study without the complexities of

intra-rater and inter-rater variabilities that often plague manual lesion segmentations [27].

The ablation experiments show that the introduction of 2.5D stacked slices is helpful for

the segmentation performance and the Tiramisu model performs better than U-Net. While

valuable for running experiments in a controlled environment, all simulations inevitably

have limitations; thus, I also conducted experiments on a real dataset. For the Challenge

(Sec.3.4.2), as of March 2019, the score of our proposed method places us in the �rst

position on the leaderboard with a score substantially higher than the previously reported

results.

3.2 Materials and Methods

3.2.1 Datasets and Pre-processing

3.2.1.1 In-house Dataset

This dataset consists of 15 healthy controls. For each subject, 3T T1-w MPRAGE

and FLAIR images were acquired at Brigham and Women's Hospital. I use a publicly

available lesion simulation tool to generate a dataset with ground truth lesion masks.1 The

unambiguous ground truth de�nition allows us to precisely measure performance in the

ablation study presented in Sec.3.4.1. The number of simulation time-points for each

healthy control is normally distributed withN(4;1) so that I get on average 4 time-points for

each subject. The lesion load follows the log-normal distributionLog� N(log(15); log(3)
3 )

1https://github.com/CSIM-Toolkits/LesionSimulatorExtension
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and is forced into the range[5;50]. This yields an approximate average lesion load of 15ml,

which is a plausible lesion load.

3.2.1.2 ISBI Longitudinal MS Lesion Segmentation Challenge Dataset

This dataset contains 5 training and 14 testing subjects, with 4 to 5 time-points per

subject [27]. T1-w MPRAGE, FLAIR, T2-w and PD images were acquired at 3T. Lesions

were manually delineated by two expert raters.

3.2.1.3 Pre-processing

For the in-house dataset, T1-w and FLAIR images were co-registered to the T1-w space

using ANTs [9] and skull-stripped using BET [103]. Next, bias correction was performed

by N4ITK [110]. For the Challenge dataset, I used the pre-processed data as provided

[27]. This includes N4 bias correction, skull-stripping, dura-stripping, followed by a sec-

ond N4 bias correction and a rigid registration to the MNI template. Afterward, all images

were registered to the baseline image. Finally, for both datasets, I performed an intensity

normalization for each image with kernel density estimation.

3.2.2 2.5D Stacked Slices

A stack of 3 slices is de�ned as a center slice and its 2 adjacent slices. I only consider

the stacks whose corresponding lesion mask has at least one voxel of lesion in the center

slice. While the central slice is the most important one, the neighboring slices provide

contextual information about possible lesions. Due to limited data and computational re-

sources, current 3D methods use small patches to train the network, which leads to a lack

of global structure information. In contrast, a stack of adjacent slices from any plane pro-

vides global information along two axes (e.g., x, y) and local information from the third

axis (e.g., z).
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The term 2.5D is de�ned as stacked slices along three orthogonal planes (axial, coronal

and sagittal). Although this term is previously used in [96] for fusing three orthogonal

views of a region into a training sample, I de�ne it here referring to using 2D slices from the

three orientations independently. For a multi-modal dataset ofN modalities (e.g., N = 4 for

the Challenge dataset which contains T1-w, T2-w, FLAIR and PD images), the input would

be the concatenation ofN stacked slices of the same location from different modalities.

The 2.5D stacked slices exploit the 3D nature of MRI but are still 2D, providing ef�cient

training. This enables the network to learn the global structure from all three orientations.

The inference results along the different orientations are combined via majority vote to

output the �nal segmentation. To force the stacks from different orientations have the same

size, they are randomly cropped to 128� 128.

3.2.3 Network Structure and Loss Functions

Our network is a 2D fully convolutional densely connected network adopted from the

Tiramisu model [65]. The network takes the 2.5D stacked slices from all the available

modalities (T1-w, FLAIR, etc.) as the input and outputs the lesion segmentation binary

mask. The loss function has to be carefully chosen for training the deep neural network. In

this chapter, I usedL2 loss, Dice loss and focal loss [78] and compared their performance.

The L2 loss is de�ned as:L L2 = jF(X) � Yj2 whereX represents the inputs of all

available modalities andF(�) is the function of the neural network.Y is the training lesion

mask which can be ground truth or gold standard.

The Dice loss (L Dice) and Dice Similarity Coef�cient (DSC) are de�ned as:L Dice =

1� DSC(F(X);Y) andDSC(F(X);Y) = 2 jF(X)\ Yj
jF(X)j+ jYj .

The focal loss is de�ned asL f ocal = � aY � (1� F(X))glog(F(X)) �

(1� a )(1� Y) � F(X)glog(1� F(X)) wherea is the weighting factor andg is the modulat-

ing factor.a balances the importance of positive and negative examples whereasg is used

to give more focus on potentially mislabeled examples.
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Figure 3.1: The network architecture of our proposed method. The downsampling path
consists of a convolutional layer (CONV), 5 dense blocks (DB) and the transition down
(TD) blocks. The upsampling path is symmetrical to the downsampling path, but for the
input of each block, it concatenates the output from the Transition Up (TU) block and the
output from the corresponding downsampling block. The �nal Tanh layer brings the output
values to the [-1, 1] range. Within each DB, the input of each layer is the concatenation of
all the previous layers. Each DB consists of 4 layers.

3.3 Experimental Methods

3.3.1 Evaluation Metrics and Compared Methods

I evaluated our method following the metrics described in [27]. The metrics include:

Dice Similarity Coef�cient (DSC), Positive Predictive Value (PPV, or precision), True Pos-

itive Rate (TPR, or recall), Lesion-wise False Positive Rate (LFPR), Lesion-wise True Pos-

itive Rate (LTPR) and Volume difference (VD).

For both datasets, in addition to experiment-speci�c comparisons, I also compared our

results with two established methods, FLEXCONN [97] and MIMoSA [111].

3.3.2 Implementation Details

For our simulated in-house dataset, I split 4/5 of the simulated data into the training

set, and 1/5 into the test set. For the Challenge, I trained 5 models based on 5-fold cross-

validation and then use majority voting to get the segmentation output of the Challenge test

set.
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Figure 3.2: Qualitative results from the simulated in-house dataset. (A) Original T1-w
image (B) Simulated T1-w image (C) Original FLAIR image (D) Simulated FLAIR image
(E-G) Zoomed-in segmentation results withL2 loss, Dice loss and focal loss, respectively.
Green: true positive. Red: false positives. Blue: false negatives. Red boxes in (A)-(D)
highlight lesions.

Our networks were trained using the Adam optimizer [68] with the initial learning rate

(lr) of 0.0002 and momentum term of 0.5. The initial lr was used for 100 epochs and then it

linearly decayed to 0 within the chosen epoch number. For the network trained with focal

loss, I use the settingg = 2;a = 0:25, following the �ndings of [78]. Our code is publicly

available athttps://github.com/MedICL-VU/LesionSeg.

3.4 Results

3.4.1 Simulated In-house Dataset

Since manual lesion segmentation is notorious for inter-rater and intra-rater variations

[27], I �rst evaluated our method on the simulated in-house dataset to momentarily avoid

the ambiguities introduced by human raters. Figure3.2(A-D) illustrates that the simulation

is visually realistic. Figure3.2(E-G) demonstrates that our method is able to segment the

lesions on this simulated dataset.

I trained our network with three different loss functions to assess performance. In

Table3.1, the results of these three variants are shown in the �rst three rows. The focal-

loss variant achieved the highest DSC and TPR while theL2 variant achieved the best PPV

32



and LFPR. The former showed stronger ability to recall lesions but the latter achieved a

better balance between LFPR and LTPR. TheL2 variant outperformed the Dice variant in

most metrics.

Since I have the ground truth for the simulated dataset, it is well-suited for an ablation

study to illustrate the role of the introduced techniques. I used the network trained with

the focal loss as the baseline and removed individual components to assess the resulting

difference in performance. I considered the following settings: (1) using only 2.5D (i.e.,

along 3 different orientations) without stacking; (2) only 2D stacked data along a single

orientation; (3) smaller patch sizes (64x64 instead of 128x128, with stacking and 2.5D);

(4) a U-net architecture rather than Tiramisu. The results are shown in Table3.1. When we

only use 2.5D slices without stacking, we observe that all the metrics, except PPV and VD,

get worse. Similarly, when we only use stacked 2D data or use U-Net, the performance is

not as good as the baseline. Moreover, using smaller patches (64x64) to train the network

cannot reach the same performance as large patches (128x128) since they contain less

structural information.

I next consider the Precision-Recall (PR) curves by controlling the threshold (between -

1 and 1) of membership predictions (Figure3.3(a)). The curve ofL2-loss network is closest

to the upper right corner which means it has the best performance. The baseline (the focal

loss network) performed better than its variations, as expected. An interesting observation

of the Dice-loss network is that most of its predictions are exactly -1 (Non-lesion) or 1

(Lesion). Because of this, most data points on the PR curve lie in a small range for this

variant, unlike the other networks. For lesion-wise comparison, the lesion-wise Receiver

Operating Characteristic (ROC) curves are plotted in Figure3.3(b). TheL2 variant had

higher LTPR when LFPR is smaller than 0.20, whereas the focal loss variant performed

best when the LFPR is allowed to be higher. With respect to lesion-wise metrics, the

baseline method also showed better performance than the networks in the ablation study.
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Table 3.1: Results on the simulated in-house dataset. The �rst 3 rows are our proposed
methods trained with different losses. The following 4 rows each show the effect of chang-
ing one component of the baseline (Ours (L Focal)). The last two rows are the results ob-
tained with FLEXCONN and MIMoSA based on the same dataset.

DSC PPV TPR LFPR LTPR VD

Ours (L L2) 0.861 0.919 0.810 0.104 0.603 0.119
Ours (L Dice) 0.847 0.904 0.798 0.150 0.597 0.118
Ours (L Focal) 0.865 0.850 0.880 0.209 0.636 0.045

9
>>>>=

>>>>;

Ablation Study
Only 2.5D 0.859 0.866 0.853 0.278 0.6200.028
Stacked 2D 0.828 0.801 0.858 0.584 0.640 0.088
Smaller Patch 0.858 0.850 0.868 0.236 0.644 0.040
U-Net 0.835 0.803 0.871 0.5970.694 0.087

FLEXCONN [97] 0.707 0.624 0.832 0.667 0.546 0.393
MIMoSA [111] 0.424 0.530 0.370 0.851 0.544 0.316

Figure 3.3: Precision-Recall and Lesion-wise ROC (LFPR-LTPR) curves for the ablation
study. The in-set �gures provide zoomed-in views. The red dots indicate when the thresh-
old is set to 0 (the membership function values are in the range [-1, 1]).

3.4.2 The Longitudinal MS Lesion Segmentation Challenge

The results on the public Challenge dataset are shown in Table3.2. In this table, I

also compare our results to the three top-ranking methods on the leaderboard prior to our

method, Hashemiet al. [58], Fenget al. [44], Aslani et al. [6]. For each metric, the

best two scores are emphasized because the values are very close. An overall score (SC)

of 90 indicates segmentation accuracy similar to the human raters [27]. The scores of our

proposed methods are substantially higher than the previous best-reported score (92.486).
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Similar to our results on the simulated dataset, among the networks, theL2 variant has the

best overall performance (the highest score). It made a good trade-off between LFPR and

LTPR. The focal loss variant achieved the best DSC, the best LTPR and the second-best

TPR (recall) which mean it is very sensitive to the lesions. The Dice variant's performance

is close to that of theL2 variant, but the latter is better in most metrics. These are consistent

with our �ndings on the simulated in-house dataset.

I also performed signi�cance tests using Wilcoxon signed-rank test. Even though there

is usually a trade-off between PPV and TPR, or between LFPR and LTPR, we can still get

some conclusions from the test results. For example, comparing ourL f ocal variant with

Fenget al. [44], we can �nd that the Dice score ofL f ocal model is signi�cantly better

than [44]. Also, with very similar TPR (0.644 vs. 0.645),L f ocal model signi�cantly higher

than [44] in PPV, which means it has a better overall performance. Further, for lesion-

wise metrics, their performance is very similar in LTPR (0.602 vs. 0.600) while myL f ocal

method has signi�cantly better LFPR.

Among the top-ranking methods, [58] implemented the 3D Tiramisu and used Dice/-

focal loss. [44] uses a 3D U-Net and weighted binary cross entropy. [6] used 2D U-Net

and 2.5D patches. Compared to the leading 3D approaches in the Challenge [44, 58], our

networks have more samples for training and are less susceptible to training data size. Com-

pared to the leading 2D approach [6], our 2.5D stacked representation gives a glimpse of the

3D context without causing a substantial reduction in training set size. We note that there is

an overall performance drop between the in-house dataset and the Challenge dataset, which

I believe is due to imperfections in the manually created labels of the Challenge dataset.

3.5 Conclusion

I proposed a novel pipeline using fully convolutional DenseNets and 2.5D stacked slices

for automated MS lesion segmentation. I trained our network withL2 loss, Dice loss and

focal loss. The network trained withL2/Dice loss shows the good trade-off between true
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Table 3.2: Results on the ISBI challenge test set. For each metric, the bold values mean the
best result and the underlined values are the second-best result. The �rst three rows are our
proposed methods trained with different losses. The following three rows are the reported
state-of-the-art methods. The last two rows are other established methods. * or † means
our result (L L2 or L f ocal) is signi�cantly better than that method (p<0.05), respectively
(except for the total score, which is a composite measure).

SC DSC PPV TPR LFPR LTPR VD

Ours (L L2) 93.21 0.643 0.908 0.533 0.124 0.520 0.428
Ours (L Dice) 93.11 0.642 0.902 0.533 0.155 0.540 0.425
Ours (L f ocal) 92.85 0.693 0.818 0.644 0.236 0.602 0.340

Hashemiet al. [58] 92.49 0.584*† 0.921 0.456*† 0.087 0.414*† 0.497*†
Fenget al. [44] 92.41 0.682† 0.782*† 0.645 0.270*† 0.600 0.326
Aslaniet al. [6] 92.12 0.611*† 0.899 0.490*† 0.139 0.410*† 0.454*†

FLEXCONN [97] 90.48 0.524 0.866 N/A 0.110 N/A 0.521
MIMoSA [111] 87.72 0.568*† 0.611*† 0.570† 0.474*† 0.353*† 0.343

positives and false positives. The network trained with focal loss has a strong ability to

recall lesions. On the simulated in-house dataset, I developed our method and the abla-

tion study showed the 2.5D stacked data and Tiramisu model are the main reasons for the

improvements. On the ISBI Challenge, our method outperformed the state-of-the-art meth-

ods. I achieved the best overall score with the use ofL2 loss and the highest DSC/LTPR

with the focal loss. The excellent performance achieved on the ISBI challenge suggest

fully convolutional DenseNets and stacked 2.5D data as a highly promising approach for

medical image segmentation.
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Chapter 4

Robust Multiple Sclerosis Lesion Inpainting with Edge Prior

4.1 Problem Overview

This chapter is adapted from “Robust Multiple Sclerosis Lesion Inpainting with Edge

Prior” [127] published in MLMI2020(https://doi.org/10.1007/978-3-030-59861-7_13) and

has been reproduced with the permission of the publisher and my co-authors (Rohit Bakshi,

Francesca Bagnato and Ipek Oguz).

In the long term, the clinical progression of Multiple Sclerosis is closely linked to brain

atrophy, which makes the estimation of brain atrophy an important tool for longitudinal

monitoring [91]. In order to measure the GM and WM atrophy, algorithms such as brain

tissue classi�cation and cortical surface reconstruction/thickness measurement are neces-

sary. However, the presence of MS lesions is problematic for most automated algorithms

and can lead to biased morphological measurements. To mitigate this problem, many le-

sion inpainting methods have been proposed [12, 29, 30, 56, 80, 92, 93, 100, 113, 120]

(Sec2.4). These methods, whether conventional or deep-learning-based, consider the areas

of lesions as “missing” during inpainting. Discarding the original lesion voxels is a com-

mon practice in MS lesion inpainting, and is consistent with the inpainting techniques in

computer vision. Nevertheless, much structural information is lost when the lesion voxels

are discarded. As a consequence, the algorithms are highly likely to produce inaccurate

predictions if the lesion masks cross the tissue boundaries.

In this chapter, I re-consider the difference between the MS lesion inpainting and the

general-purpose inpainting task in computer vision. I hypothesize that, speci�cally for MS

lesion re�lling (and potentially for other medical image inpainting tasks), the areas that

require inpainting are not “missing” but rather contain information useful for inpainting

and, thus, should not be discarded. Even though the lesions have different intensities than
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normal-appearing brain tissue, the structural information around lesions can be preserved.

Therefore, I introduce the edge information from the input images as a prior.

The main contributions of this chapter are summarized below:

• Instead of considering the lesion areas as missing, I use the edge information ex-

tracted from the input image as a prior to guide the inpainting. This is more appro-

priate for MS inpainting as it preserves the shape and boundary of normal-appearing

tissue around the lesions in the inpainted images.

• Our method makes no assumptions about the characteristics of the lesions, which

makes it suitable for both white matter lesions and gray matter lesions. This could

also allow for the generalization to different modalities.

• I demonstrate that the proposed method can handle highly inaccurate lesion masks,

which makes it robust to errors in lesion delineations. This reduces the dependence

on highly accurate lesion segmentation, which is an elusive goal even for experts.

Also, while incorrect lesion masks can cause artifacts for some methods such as

FSL[12] and SLF[113], our method does not create such artifacts.

• The introduction of edge information as a prior to inpainting algorithms is architecture-

agnostic. It can be readily used in conjunction with other deep learning algorithms,

which may further improve performance.

4.2 Materials and Methods

4.2.1 Datasets and Pre-processing

I use an in-house dataset of 15 healthy controls and 40 patients with relapsing-remitting

MS (RRMS) or secondary progressive MS (SPMS). At Brigham and Womens Hospital, 3T

T1-w MPRAGE and FLAIR images were acquired for each subject, at 1mm3 isotropic
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resolution. FLAIR images were co-registered to T1-w space [9] and then all were skull-

stripped with BET[103], followed by N4ITK[110].

In this chapter, I refer to the healthy controls as original healthy control images (OHC)

and the generated images as simulated lesion images (SL, see Sec. 3), in contrast to real

lesion images (RL) from MS patients.

I use the original healthy control images (without any lesions, real or simulated) in the

training phase. This forces the network to onlylearn the appearance of healthy tissue. In

the test phase, I use the simulated lesion images (see Sec. 3) for both the qualitative and

quantitative experiments; I also present qualitative results from the real lesion images.

4.2.2 Edge Detection

Due to the lack of ground truth pairs for training, a simple translation between the lesion

and lesion-free images, e.g. using pix2pix [64], cannot be performed. Instead, the current

inpainting methods consider the lesion areas as “missing” and train the network to infer the

masked regions based on their surrounding areas. This idea is straightforward but causes

the network to, by construction, ignore the lesion areas in the test phase, which means

all the structure or shape information within the lesion masks is lost. Instead, our goal

is to preserve such information in the test phase, while making no assumption on lesion

appearance (e.g., a speci�c intensity pro�le relative to surrounding tissue) during training.

I use the classical Canny edge detector [25] to extract the edge information from the

lesion image. In Fig.4.1, A-1 is a RL image, and A-2 is the corresponding edge map

(s = 0:8 for Gaussian �lter, �rst step of edge detection). The boundaries between different

brain tissues remain visible even when the lesions are present.

In the training phase, I use only OHC images. I provide random ROIs as the lesion

mask, and the network has to learn to reconstruct the original T1w image. However, this

means all the edges from the input will be preserved in the network output for the training

set, whereas for the testing set, it is desirable that the edges from the lesion are ignored
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Figure 4.1: Edge maps. (A-1) T1-w image with real lesion (RL); (A-2) Edges from A-1;
(B-1) T1-w image of OHC; (B-2) Edges from B-1; (B-3) Edges after adding Gaussian noise
to B-1. Orange pixels in (B-3) mark the newly generated edges.

while the edges from tissue (e.g., WM/GM boundary) will be preserved. To alleviate this

discrepancy, and to teach the model to ignore certain edges while preserving others, I use

augmentations of the input edges during the training phase. This is illustrated in Fig.4.1,

where B-1 is a slice from OHC image, and B-2 is the corresponding edge map. By adding

some Gaussian noise to B-1 and detecting the edges from it, we get B-3, which contains

some random edges compared to (B-2). I hypothesize that, with these augmentations, the

network will learn to deal with the edges caused by the lesions.

4.2.3 Network Structure and Loss Functions

I adopted the network architecture described in [85] for MS inpainting. This network

follows the encoder-decoder structure as shown in Fig.4.2.

Similar to the 2.5D methods in [129], the training input is the cropped 128� 128 2D

slices from all the 3 orientations and the test output is the consensus of the prediction from

axial, coronal and sagittal views.

Our loss function is de�ned asL total = L rec+ 250L style+ 0:1L perceptual, whereL rec

is the reconstruction loss, i.e., the pixel-wise L1 distance between the ground truth and the

output image.L perceptualandL style are the perceptual loss and content loss introduced by

[66]. I use perceptual loss and content loss to help the network generate realistic inpainting

results with natural texture.
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Figure 4.2: Overview of the network architecture. The input is the concatenation of the
binary lesion mask, the masked T1-w and edge detection of T1-w after adding random
noise. The output is the inpainted T1-w image. Purple: 7� 7 Convolution-SpectralNorm-
InstanceNorm-ReLU; Green: 4� 4 Convolution-SpectralNorm-InstanceNorm-ReLU layer,
stride = 2 for down-sampling; Orange: residual blocks; Blue: similar to green, up-
sampling; Gray: scaledtanh.

4.3 Experimental Methods

4.3.1 Ground truth

Unlike lesion segmentation, which usually has gold standard lesion delineations, there

is no gold standard for pairs of T1-w images with lesions and the corresponding lesion-free

images. I thus use a lesion simulator on OHCs to evaluatein-painting methods: 1) the

OHC image serves as `ground truth' for what the corresponding inpainted images should

look like, and 2) the tissue classi�cation of the OHC image serves as `ground truth' for the

tissue classi�cation of the corresponding inpainted images.

With our in-house dataset, I split 4/5 of the OHC subjects into the training set and 1/5

into the test set. I then obtained 11 SL-OHC pairs for the test set by simulating multiple SL

images for each OHC image.

Using a publicly available lesion simulator1, several lesion images with different lesion

size, location and volume were generated for each healthy control. The lesion load followed

a log-normal distributionLog� N(log(15); log(3)
3 ).

1https://github.com/CSIM-Toolkits/LesionSimulatorExtension
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4.3.2 Implementation Details

To train the network, I use an Adam optimizer with a momentum of 0.5 and the initial

learning rate (lr) of 0.0002. I use the initial learning rate for 100 epochs and let it decay

to 0 within another 100 epochs. For validation, I choose the model with best F1 score (see

below) for each fold. During the training process, I perform random lesion mask dilation

for data augmentation.

4.3.3 Evaluation Metrics

The performance of the in-painting algorithms can be evaluated from two aspects:

• Compare the two images in the image domain (i.e., synthesis error).

– I calculate the mean squared error (MSE) to measure the distance between the

inpainted images and the original images. For a more intuitive presentation, I

report PSNR, which is based on MSE.

– I compare the edge detection result the output image and the ground truth im-

ages. To take both precision and recall into consideration, theF1 score is cal-

culated from the binary edge maps.

• Compare the brain segmentation results (i.e., volume error and tissue overlap).The

brain segmentation results will be affected by MS lesions, however, the lesion �lling

methods are expected to reduce such effect. I use FreeSurfer [46] for segmentation.

– Absolute volume difference (AVD) for WM and GM is computed as AVD =

jVo� Vgtj
Vgt

� 100% whereVo andVgt are the volume of a given class in the segmen-

tation of the inpainting output and the ground truth, respectively.

– The F1 score and Jaccard similarity coef�cient (IoU) over all classes are also

reported to provide an overall evaluation of the segmentations.
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With the exception of PSNR, all the metrics are reported on the lesion neighborhoods

to focus on the changes caused by lesions, since there are practically no differences away

from the lesion ROIs. The neighborhoods are de�ned by the dilation of lesion masks (3D

dilation using octahedron kernel,k = 5).

4.3.4 Compared Methods

I compared our approach with three existing inpainting algorithms on T1-w images:

the lesion �lling tool included in FSL library [12], the SLF toolbox [113], and the recently

proposed non-local partial convolutions (NLPC) inpainting method which is deep-learning-

based [120]. Since NLPC is not publicly available, to make a fair comparison, I kept

everything the same as our methods for training and evaluating NLPC except the network

architecture.

4.4 Results

4.4.1 Qualitative Analysis

The qualitative evaluation results are shown in Fig.4.3.

In group (A), an OHC image (A1) and the corresponding lesion simulation results (A2)

are shown. The inpainting results by FSL (A3), SLF (A4), NLPC (A5) and our proposed

method (A6) are shown. Panel insets show a zoomed-in view near the lesion in temporal

lobe. We note that SLF and FSL failed to preserve the brain structure near the sulcus by

erroneously inpainting GM tissue. While for the deep-learning-based approaches, NLPC

and the proposed method provide reasonable inpainting results. However, compared to

NLPC, our method produced a more similar output to the ground truth T1-w image.

Next, we explore the effect of inaccurate lesion delineations by dilating the input lesion

masks. Group (B) contains the results �lled with the dilated (k=3) lesion masks. Simi-

lar results with dilation kernels k=2 and k=4 are presented in the appendix (Fig.4.6). In
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Figure 4.3: Qualitative evaluation (simulated dataset). Group (A) uses “ground truth” le-
sion mask inputs. Group (B) uses dilated (k = 3) lesion mask inputs. (1) T1-w image of a
healthy control; (2) T1-w image with lesions (lesion boundaries are marked in red); (3-6)
Inpainted results using FSL, SLF, NLPC and our method, respectively.

group (B), we can observe that SLF and FSL performance deteriorates because of the di-

lated masks. Additionally, because NLPC discards voxels within the lesion mask, it lacks

adequate information and cannot preserve GM structure either. Our method, however, still

presents results similar to ground truth and preserves the boundary between WM and GM.

In (A-5) and (A-6), we observe discontinuities between the inpainted regions and the

surrounding tissue. This is due to the fusing of non-lesion regions of the input and the lesion

regions of the output. Even though the lesion masks from the simulation are considered to

be the `ground truth', voxels outside the lesion mask can still contain abnormal intensities.

This discontinuity disappears in group (B) since most abnormal voxels are included in the

inpainted regions.

For some real lesion (RL) images, we observed that the lesions in the T1-w image can

mislead the inpainting model by affecting the edges generated by the Canny edge detector.

However, this can be solved by using the edge detection results from some other modalities

(FLAIR, T2, etc) or their combinations. Qualitative results illustrating this extension are

shown in Fig.4.4. In this example, the lesion segmentation is obtained using [129]. This
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Figure 4.4: Qualitative evaluation (real lesions). (A) T1-w image with real lesion; (B) Edge
detection from A; (C) FLAIR image corresponding to (A); (D) Edge detection from C; (E)
T1-w with segmented lesions (red pixels mark the boundary of lesions); (F-J) Inpainted
results of FSL, SLF, NLPC, ours with T1-w edge and ours with FLAIR edge. We note that
the lesion between the lateral ventricles is missed by the lesion segmentation algorithm,
and thus is not inpainted by any of the methods.

�gure also contains examples of the artifacts generated by other inpainting methods. Our

method provides the smoothest and most accurate boundaries after inpainting.

4.4.2 Quantitative Analysis

In Fig. 4.5, I show boxplots of the evaluation metrics described above. To demon-

strate the effect of inaccurate lesion delineations, the x-axes are the dilation kernel sizes. I

also report the same metrics for the simulated lesion images (without any inpainting) as a

baseline.

In the image domain, our method has the best PSNR with all k values; its PSNR also

decreases much slower than the other methods with increasing k-value. Even when k=4,

our method showed better PSNR than the simulated images. For the F1 score of the edge

detection results, our method again decreases with the smallest slope among the methods.

It falls under the lines of simulated images when k=4, and I believe this is due to the
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variability of edge detection. The superior performance of our method on the other metrics

supports this.

More importantly, for the metrics of segmentation results using FreeSurfer, our methods

performed much better than the comparing methods. For the AVD of WM and GM, our

method outperformed all other in-painting methods and the simulated images even when

k=4, which is not the case for any of the other methods. Interestingly, I noticed that the GM

segmentation performance of our method when k=2 is better than k=1. I believe this is due

to the discontinuity between the original lesion masks and the hypo/hyper-intense areas as

discussed in the qualitative analysis. The F1 and Jaccard score over all the classes also

prove the stable performance of our algorithm. Since our approach demonstrates stable

performance, it allows the raters to segment in a more “aggressive” way, by deliberately

oversegmenting instead of attempting to delineate precise boundaries, and our algorithm

can ensure the performance of the inpainting. This can also be done by segmenting as

usual and dilating the masks before inpainting.

As an ablation study, the results of our method without edge priors are also provided in

Fig. 4.5. The no-edge experiments show similar performance to NLPC, and much lower

than the with-edge results. This strongly supports our argument that the stability of our

algorithm comes from the introduction of edge priors.

To provide another form of inaccurate lesion mask, I used the state-of-the-art lesion

segmentation algorithm [129] to segment the lesions and then inpainted using these imper-

fect masks. The results are shown in Table4.1.

Also, I provided the signi�cance test results in Table4.2, which is the table version of

Figure4.5. The tests are conducted with Wilcoxon signed-rank test. From this table, we

can notice that, when k=1, our method shows signi�cantly better results than other methods

in the image domain, but not for other metrics. With inaccurate lesion masks (ground truth

with dilation kernel size > 1, or predicted lesion segmentation as in Table4.1), my method

outperformed other methods signi�cantly in almost all metrics.
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Figure 4.5: Quantitative evaluation (simulated dataset). We report results for “ground truth”
lesion mask input (no dilation, k=1) and dilated lesion mask input (k=2,3,4). The dotted
lines are the medians and the quartiles of the simulated images. These results can be found
in table format in Table4.2.

Figure 4.6: Qualitative evaluation (simulated dataset). Group (C) uses dilated (k = 2)
lesion mask inputs. Group (D) uses dilated (k = 4) lesion mask inputs. (1) T1-w image of
a healthy control; (2) T1-w image with lesions (lesion boundaries are marked in red); (3-6)
Inpainted results using FSL, SLF, NLPC and our method, respectively.
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Table 4.1: Quantitative evaluation (simulated dataset). The lesion masks are segmented
by the state-of-the-art lesion segmentation pipelines. The lesion segmentation Dice score
was 0.815 on average. The metrics are calculated between the processed images and the
ground truth lesion-free images. The metric WM and GM are the percentage deviation of
white matter classi�cation and grey matter classi�cation, respectively. For each metric, the
value in bold is the best result. Sim is the simulated lesion images without any inpainting.
NoEdge is our method without edge prior. * means our result is signi�cantly better than
that method (p<0.05).

PSNR F1(EDGE) AVD(WM) AVD(GM) F1(SEG) IoU(SEG)

Sim 56.9(1.8) .851(.032) 3.15(1.44) 10.99(8.20) .936(.016) .885(.027)

FSL 60.1(1.2)* .878(.032)* 1.40(1.76) 3.53(2.73)* .966(.011)* .937(.020)*
SLF 57.1(1.8)* .837(.045)* 2.77(2.28)* 6.90(3.08)* .960(.015)* .927(.026)*
NLPC 60.5(1.1)* .884(.027)* 0.95(0.93) 2.62(1.65)* .970(.009)* .944(.016)*
NoEdge 59.8(1.0)* .881(.029)* 1.90(1.84)* 4.96(2.60)* .966(.012)* .937(.021)*
Ours 62.1(1.1) .914(.020) 0.64(0.56) 1.13(0.98) .973(.007) .950(.013)

4.5 Conclusion

In this chapter, I proposed a deep neural network for inpainting MS lesions. The net-

work uses the edge detection results from the input T1-w image as the prior to guide the

re�lling operations. Both qualitative and quantitative experiments show that our method

outperformed currently available methods. It is robust to inaccurate lesion mask input and

the introduction of the edge prior is demonstrated to be the main driver of the stable perfor-

mance. Also, as new deep learning techniques are developed, the edge prior can be easily

incorporated with new architectures to achieve improved results. In future work, I will ex-

plore allowing the user to manually manipulate the edge map to guide the inpainting in the

test phase. I also plan to evaluate our methods in longitudinal data.
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Table 4.2: Quantitative evaluation (simulated dataset). The lesion masks are the “ground
truth” and dilated lesion masks (dilation kernel k=2, 3, 4). The metrics are calculated be-
tween the processed images and the ground truth lesion-free images. The metric WM and
GM are the percentage deviation of white matter classi�cation and grey matter classi�ca-
tion, respectively. For each metric, the value in bold is the best result. These results are
presented as a box-plot in the main manuscript Fig.4.5. Sim is the simulated lesion images
without any inpainting. NoEdge is our method without edge prior. * means our result is
signi�cantly better than that method (p<0.05).

k Method PSNR F1(EDGE) AVD(WM) AVD(GM) F1(SEG) IoU(SEG)

Sim 1.91(.37) .851(.032) 3.15(1.44) 10.99(8.20) .936(.016) .885(.027)

1

FSL 60.1(0.9)* .897(.019)* 0.69(0.65) 2.16(2.39) .968(.005)* .942(.010)*
SLF 58.3(1.7)* .866(.047)* 1.29(1.68)* 2.40(2.10) .967(.010)* .940(.019)*
NLPC 60.0(1.1)* .890(.018)* 0.62(0.37) 2.48(1.56)* .970(.006)* .945(.011)*
NoEdge 61.0(0.8)* .906(.021)* 0.73(1.09) 1.57(1.36) .972(.007) .948(.013)
Ours 62.0(1.2) .923(.015) 0.43(0.47) 1.57(1.33) .973(.006) .950(.010)

2

FSL 58.0(1.9)* .832(.051)* 2.23(2.72)* 3.54(2.67)* .959(.015)* .924(.026)*
SLF 54.6(2.1)* .767(.070)* 4.36(3.88)* 8.89(3.62)* .947(.024)* .905(.041)*
NLPC 59.9(1.7)* .860(.042)* 1.77(2.06)* 3.24(2.21)* .966(.012) .937(.022)
NoEdge 58.9(1.3)* .849(.043)* 2.35(2.49)* 4.78(2.54)* .962(.014)* .930(.025)*
Ours 61.2(1.4) .894(.019) 0.64(0.58) 1.08(0.77) .970(.007) .944(.013)

3

FSL 53.7(2.2)* .689(.068)* 6.53(4.51)* 12.05(4.90)* .927(.031)* .873(.050)*
SLF 51.6(1.9)* .626(.066)* 8.38(5.62)* 17.62(6.21)* .914(.036)* .852(.056)*
NLPC 57.3(2.0)* .775(.054)* 3.92(3.37)* 8.27(3.44)* .949(.018)* .909(.031)*
NoEdge 56.2(1.7)* .756(.055)* 5.45(4.08)* 12.63(3.71)* .941(.022)* .894(.037)*
Ours 59.5(1.5) .853(.024) 1.06(0.84) 1.65(1.12) .962(.007) .931(.013)

4

FSL 51.1(2.1)* .569(.064)* 10.93(6.99)* 20.40(5.60)* .892(.044)* .821(.064)*
SLF 49.6(1.8)* .505(.060)* 12.57(7.51)* 26.01(8.06)* .879(.049)* .801(.069)*
NLPC 54.8(2.1)* .674(.062)* 6.02(4.37)* 12.26(3.62)* .931(.026)* .880(.042)*
NoEdge 53.8(2.0)* .652(.062)* 8.85(5.83)* 19.37(4.60)* .915(.032)* .854(.050)*
Ours 57.6(1.4) .807(.021) 1.84(1.20) 2.26(2.08) .952(.009) .913(.016)
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Chapter 5

Towards Robust Multiple Sclerosis Lesion Segmentation

5.1 Problem Overview

This chapter is adapted from “Domain Generalization for Robust Multiple Sclerosis

Lesion Segmentation” submitted to MICCAI2021.

In recent years, the applications of deep neural networks has led to extensive progress

in MS lesion segmentation. However, the existing methods are not robust enough to be ap-

plied to clinical data, which can be highly hetereogeneous in practice. There are two main

obstacles to generalizing a trained MS lesion segmentation model to new datasets. First,

the appearance of a given modality (e.g., T1w) may differ between training and testing

datasets based on scanner and acquisition differences, as these represent unseen domains

for the model. Second, the training and test datasets may contain different combinations of

modalities (e.g., {T1w, T2w, FLAIR} vs. {T1w, FLAIR, PD}).

Unseen domains.To address failures due to unseen domains, researchers have intro-

duced transfer learning techniques, which focus on gaining knowledge from one problem

and applying it to a different but related problem. In the context of MS lesion segmentation,

the task of transfer learning stays the same, with the source domain de�ned as the images

upon which the model is trained, and the target domain as the unseen images (e.g., images

from another site).

• Considering a few labeled data available in the target domain, Valverdeet al. [112]

proposed a one-shot domain adaptation method, where they trained models on the

source domain and then �ne-tuned the fully connected layers with one labeled subject

from the target domain.
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• With only unlabeled data available in the target domain, Varsavskyet al. [116] pre-

sented an unsupervised domain adaptation (UDA) method named test-time UDA to

help the model adapt to the target domain. However, these two methods both require

(labeled or unlabeled) data from the target domain for re-training, which prohibits

off-the-shelf usage in clinical practice.

• In contrast, unsupervised domain generalization (UDG) does not assume that any

data from the test domain is available during training. As an example, Zhanget al.

[130] proposed to use deep stacked transformation to extract domain-agnostic mod-

els, with promising results. Nevertheless, this approach has not yet been explored in

the context of lesion segmentation.

Unseen combinations of modalities.To address the different combinations of multi-

modality MRI available in different datasets, one straightforward solution would be to train

the model on each combination of MRI modalities. However, this is computationally very

expensive and impractical to use. Fenget al. [44] proposed a self-adaptive network, which

uses random dropout of input channels to promote learning despite missing modalities.

However, they did not consider the domain adaptation scenario, which could limit the ap-

plicability of their method.

Contributions.

• I propose to aid lesion segmentation models to generalize to unseen domains by

introducing data augmentations and modality dropout (Sec.5.2.2). Data augmen-

tations help models generalize to different scanners or acquisition protocols while

modality dropout allows the trained models to handle extreme cases, such as the hy-

pothetical scenario where only a FLAIR image is available. This approach, similar

to [130], does not require any (labeled or unlabeled) data from the target domain, but

unlike [130], can handle missing modalities. This contribution is important because
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it means the trained model can be used in new domains without need for retraining

or �ne-tuning for each new dataset.

• I perform thorough experiments to show the effect of data augmentation and modality

dropout. I use 3 publicly available datasets and evaluate the domain generalization

results by considering each pair as the source or target domain. I also evaluate our

trained models on the Longitudinal MS Lesion Segmentation Challenge, which is

an unseen domain during training. The performance (Sec.5.4) is substantially bet-

ter than other transfer-learning methods and is comparable to state-of-the-art fully-

supervised methods. The results demonstrate that our method generalizes well to

unseen domains.

5.2 Materials and Methods

5.2.1 Datasets

I evaluate my method with three publicly available datasets. The models are trained on

one or two datasets and tested on the remaining. I use the pre-processed images provided

in these datasets without additional manipulation.

Longitudinal MS Lesion Segmentation Challenge (ISBI 2015) [27]. The training

set contains 21 timepoints from 5 subjects, and each image has two separate manual de-

lineations. The test set has 61 timepoints from 14 subjects. The labels of the test set are

not publicly available but evaluation can be obtained by submitting the predictions to the

challenge website. Each timepoint has T1-w MPRAGE, FLAIR, T2-w and Proton Density

(PD) acquired at 3T.

MICCAI 2016 Challenge Dataset.This dataset, abbreviated as MICCAI16 [32], con-

tains training data consisting of 15 patient images from 3 different sites (and different

scanners), along with manual segmentation from seven independent experts. 3D FLAIR,
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3D T1-w, 3D contrast-enhanced (CE) T1-w, and 2D PD/T2 images were acquired at 1.5T

and 3T.

Multi-rater Consensus Dataset.This dataset, referred to as UMCL (University Med-

ical Center Ljubljana) [74], is a cohort of 30 patients. The manual segmentations are delin-

eated by three experts and a consensus was reached by letting raters critically re-evaluate

their segmentations. 3D FLAIR, 2D T1-w, 2D T1-w CE and 2D T2-w were acquired at 3T.

5.2.2 Data Augmentations and Modality Dropout

I explore 2D random data augmentation methods under three main categories.

• Spatial-based augmentations: randomly(1) assign a aspect ratio in the range [0.5,

2] if the original ratio is near 1.0, with the probabilityp = 0:2; (2) reshape based on

the ratio,p = 0:8; (3) rotate with angle in [1� , 45� ], p = 0:3; (4) distort image,p =

0:3; (5) scale,p = 0:3; (6) crop the image into the training size (128� 128);(7) �ip,

p = 0:3; and(8) transpose,p = 0:3. For spatial-based augmentations, all modalities

and lesion masks for a given subject/time-point undergo the same transformation.

• Quality-based augmentations: randomly(1) blur, p = 0:2; (2) downscale,p = 0:1;

(3) sharpen,p = 0:2; and(4) add Gaussian noise,p = 0:2. These augmentations are

applied to each modality independently.

• Histogram-based augmentations: randomly(1) apply Contrast Limited Adaptive

Histogram Equalization (CLAHE),p = 0:2; (2) adjust contrast and brightness,p =

0:2; (3) apply radial gradient brightness,p = 0:2; and(4) apply horizontal or vertical

gradient brightness,p = 0:2. These augmentations are also applied to each modality

independently.

In addition to these data augmentations, I also applied modality dropout to improve

model robustness. This can be seen as a further augmentation which independently re-

places a modality using constant value withp = 0:2. The implementation details can be
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found in our code repository1. I did not exhaustively search for the best combination of

augmentations and the probabilities. Instead, these are empirically determined and can be

further improved.

5.2.3 Network Structure and Loss Functions

I adopted the method [129] that is currently at the top of the ISBI challenge leaderboard

as our baseline. Speci�cally, this model uses a 2D fully convolutional densely connected

network [65] with concatenated 2.5D stacked slices from available modalities as the input.

The batch normalization (BN), as an in-layer normalization technique, is used in Tiramisu.

I also tried instance normalization (IN) for our experiment on the ISBI challenge test set.

For training, I use the focal loss, which generally achieves higher Dice coef�cient than

other losses [129]. The focal loss is the generalization of cross-entropy (CE) loss:L FL =

� a y(1� f (x))glog( f (x)) � (1� a )(1� y) f (x)glog(1� f (x)) , wherey is the ground truth

lesion mask,x is the input image, andf (�) represents the convolutional neural network.g

is the tunable focusing parameter that smoothly adjusts down-weighting of easy samples,

whilea is the weighting factor of class imbalance. I seta = 0:25 andg= 2 as found in [78].

I also experiment withL2 loss as suggested in [129], de�ned simply as:L L2 = j f (x) � yj2.

5.3 Experimental Methods

Implementation Details. The proposed method is implemented using PyTorch 1.7.0+cu101

and trained with Nvidia Tesla V100. For ease of comparison with the baseline [129], I use

the Adam Optimizer [68] (learning rate=0.25, momentum=0.5) to train the networks. The

initial learning rate begins to linearly decay after 100 epochs, and the training runs at most

600 epochs in total (or 300 epochs if the UMCL dataset is used, due to computational

resources).

1https://github.com/MedICL-VU/LesionSeg
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Evaluation Metrics. To evaluate the trained model, I used a variety of metrics in-

cluding the Dice similarity coef�cient (DSC), positive predictive value (precision, PPV),

true positive rate (TPR), lesion-wise false positive rate (LFPR), lesion-wise true positive

rate (LTPR), volume difference (VD), and volume correlation (Corr). Similar to [27], I

calculate a total score to evaluate the overall performance of models: SC= Dice
8 + PPV

8 +

1� LFPR
4 + LTPR

4 + Corr
4 .

Compared Methods.Many state-of-the-art methods, most of which are fully-supervised

[128], have provided their results on the ISBI challenge data set. Among the transfer learn-

ing methods, Valverdeet al. [114] trained the networks with two public datasets (MIC-

CAI08 [105], MICCAI16) and then �ne-tuned with a single subject from the ISBI dataset.

Similarly, Varsavskyet al. [116] used MICCAI08 + MICCAI16 as source domain and ISBI

dataset as target domain.

Training. To reduce computational burden, I only performed one fold of training for

comparing methods. Full 5-fold training was only performed to generate the predictions

submitted to the ISBI challenge website. The purpose of 5-fold training in this scenario is

only to make ensembles for majority voting.

5.4 Results

5.4.1 Domain Generalization without Modalities Missing.

I �rst discuss the case of domain generalization without missing modalities. The three

datasets employed in our analyses share three common modalities, T1-w, T2-w and FLAIR.

Figure5.1displays the qualitative results of domain generalization. Here, the two models

(baseline/ours) are trained exclusively on the ISBI dataset and are evaluated on all three

datasets. In the �rst row (i.e., supervised segmentation in the source domain), the seg-

mentation maps of the two models are similar. For the second and third rows, our model

presented much higher performance than the baseline model.
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Figure 5.1: Example of domain generalization. From top to bottom: ISBI (source domain
for both models), MICCAI16, and UMCL. Green: true positive. Red: false positives. Blue:
false negatives.

The quantitative results are shown as a matrix in Table5.1, along with the domain

adaptation results from Varsavskyet al. [116] as a comparison. For brevity, I report only

the DSC and SC results.

For the models trained on ISBI or MICCAI16 datasets, the inclusion of data augmen-

tations yielded a much higher performance on target datasets compared to the baseline,

for example, Dice of 64.2% vs. 45.5%. This is consistent with the qualitative results in

Figure5.1. However, for the models trained with the UMCL dataset, the two methods had

similar results. This may be because the model has already achieved the performance near

the upper-bound in this case. This interpretation is supported by the results of the model

trained using MICCAI16+UMCL, and can be further corroborated by the evaluation results

on the validation subsets (Table5.2).

We note that thecross-validation results of supervised models trained on the ISBI

dataset is 77.0% for Dice. Considering the inter-rater variations for lesion segmentation

are usually large, I believe a Dice of 75.3% is very close to the upper bound.
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