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CHAPTER 1

Introduction

1.1 Cochlear Implant Surgery

Cochlear Implant surgery (CIs) is a well-established and transformative medical procedure designed to restore

hearing for individuals with moderate-to-profound sensorineural hearing loss (Wilson and Dorman, 2008).

Unlike traditional hearing aids, which amplify sound, cochlear implants bypass non-functioning parts of the

ear and directly simulate the auditory nerve, allowing individuals to receive sound signals (Hainarosie et al.,

2014) via an electrical device. Sensorineural hearing loss, which results from damage to the inner ear's hair

cells or the auditory nerve �bers, is often irreversible (Almeida-Branco et al., 2015). Hearing aids are limited

in their effectiveness for those with severe hearing loss, as ampli�cation alone cannot recover normal hearing

function. Cochlear implants provide an alternative plan by converting sound into electrical signals that di-

rectly simulate the auditory nerve, enabling the brain to interpret these signals as sound (Noble et al., 2013).

This characteristic makes cochlear implants particularly bene�cial for both adults and children who are not

suitable for hearing aids (Virzob et al., 2023). This procedure has become arguably the most successful neural

Figure 1.1: Ear with Cochlear Implant example from NIH/NIDCD (2013)

prosthesis over the last 30 years, with most recipients experiencing signi�cant improvements in hearing and

speech understanding (Gaylor et al., 2013). The surgery itself is also bene�ting from advancements in surgi-

cal techniques, imaging processing, and implant preoperative planning, thus offering a notable improvement

in the quality of life for those affected by hearing loss. With continuous advancements in machine learning

and general medical imaging analysis in recent years, the effectiveness of cochlear implants continues to

improve, and the future holds ever greater promise for enhancing the auditory experiences of cochlear im-

plant recipients. Although documented surgeries are highly successful, the effectiveness of cochlear implant
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outcomes varies among patients. Some individuals achieve only basic sound awareness with limited speech

recognition. A key factor for the difference in surgical outcomes is the CI electrode array positioning in

the cochlea. In traditional CIs, the surgeons face the challenge of inserting the thread-like electrode array

into a narrow cochlear opening, which is often hidden behind or obscured by the surrounding bones before

performing the mastoidectomy procedure. Recent studies use different image-guided techniques to help ad-

dress the issue in CT-based preoperative and intraoperative planning, such as (Noble et al., 2015, 2009, 2008,

2011) and those proposed methods have stated the potential for improved surgical outcomes. The results are

promising overall; however, further efforts are needed to determine the optimal electrode array positioning to

improve success rates, thereby enhancing surgical outcomes.

1.2 Image-guided Surgery

Image-guided surgery (IGS) represents an innovative advancement in the �eld of medicine, enabling surgeons

to perform complicated procedures with a higher level of precision. By combining medical imaging process-

ing methodologies with surgical technologies, IGS allows for improved visualization of the operative �eld,

which leads to improved patients' surgical outcomes and faster recovery time (Peters, 2006). The modalities

that are commonly used in IGS include but are not limited to Computed Tomography (CT), Magnetic Res-

onance Imaging (MRI), Ultrasound, and Fluoroscopy. In an IGS system, surgeons can view image-guided

feedback through an interface, and make sure their actions follow the preoperative plan. IGS has a widespread

application across various medical specialties, such as Neurosurgery, Orthopedic Surgery, Cardiac Surgery,

etc. (Tessman, 1999).

The bene�ts of IGS are numerous. By providing surgeons with enhanced visualizations and real-time

feedback, IGS improves the precision and safety of the surgeries. reducing damage to surrounding tissues

and shortening operation time. However, there are challenges that remain in IGS, such as the integration of

the 3D preoperative plan information and the 2D surgical �eld view. Aligning preoperative images with the

patient's anatomy in surgery has been an active research �eld (Pratt and Arora, 2018; Gueziri et al., 2019;

Risholm et al., 2011). Recent advancements in deep learning applied to the medical domain are expected

to further enhance the accuracy and usability of IGS (Lee et al., 2024). By incorporating these AI-driven

methods into both preoperative and intraoperative planning, IGS can offer better surgical outcomes in general

and push the boundaries of the surgical �eld (Khizar, 2024).

1.3 Intraoperative Navigation Technology

Intraoperative navigation Technology (INT) gains increased attention among the medical imaging research

community over the years. For example, in neurosurgery, the system assists in the resection of brain tu-
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mors while avoiding damage to other critical brain structures (Bodman and Hall, 2020). In orthopedics, the

system ensures the accurate placement of implants during joint replacements. In the domain of cochlear

implant surgery, it plays a critical role in improving the surgical outcomes of cochlear implant (CI) surgery

by addressing one of its most challenging aspects: determining the optimal electrode array position inside

the cochlea. The precise placement of the electrode array is essential for achieving the best possible hear-

ing outcomes while minimizing damage to the surrounding delicate structures. INT provides surgeons with

visual cues and real-time guidance, enabling them to identify the ideal insertion angle and direction during

the procedure. The overarching work�ow of an intraoperative navigation system for CI surgery integrates

preoperative imaging with intraoperative visualization to guide the surgeon in placing the electrode array

according to the surgical plan. The process begins with preoperative imaging, we use CT scans for the CI

surgery that offer a detailed 3D representation of the patient's unique anatomy. This 3D imaging data is then

registered to the 2D surgical scene viewed through a microscope, ensuring accurate alignment between the

virtual model and the patient's actual anatomy during surgery. By overlaying this information in the form of

augmented reality, INT assists surgeons in navigating the ear structures and identifying the optimal pathway

for electrode insertion. In conclusion, it helps with the CI surgery in the following ways:

• Optimal Electrode Array Positioning: By integrating 3D preoperative imaging with 2D intraoperative

visualization, this technology allows the surgeon to �nd optimal insertion angle as suggested in this

foundational work (Labadie and Noble, 2018), ensuring the electrode array is positioned ideally to

stimulate the auditory nerve.

• Minimize Surgical Risks: INT enhances precision, reducing the likelihood of damage to surrounding

structures such as the facial nerve, which controls facial expression, or the chorda, which is associated

with taste.

• Improved Surgical Work�ow: The system provides intuitive visualizations and bringing the hidden

vital ear structures to the forefront surface and helping surgeons make more informed decisions during

critical steps in the procedure.

There are many challenges associated with INT. One of the primary focuses is the overall accuracy of reg-

istration between preoperative and intraoperative data. Future developments are encouraged to improve the

overall accuracy and ease of the use of these systems. Innovations in deep learning hold promise for enhanc-

ing image processing and analysis. Furthermore, the achievements in augmented reality and robotics-assisted

surgeries aim to further transform the surgical landscape, offering more robust and intuitive navigation tech-

nologies (Tarassoli and Bahramiazar, 2023; Eswaran and Khang, 2024).
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1.3.1 Atlas-based Segmentation of the Ossicles

Atlas-based segmentation techniques have become an essential part in medical image analysis over the years

(Shirly and Ramesh, 2019). It involves registering a speci�c patient's anatomical volume with a pre-selected

anatomical atlas image, which is often a 3D volumetric image representing the stereotypical anatomy and

serving as a reference in medical imaging and analysis. Segmentation in medical imaging involves de�ning

the boundaries of targeted structures. Previous research has shown that accurate segmentation of essential

ear structures can potentially help surgeons select the optimal entry point and angle, thus maximizing the

likelihood of successful implant insertion and improving surgical outcomes (Noble et al., 2010). Atlas-based

segmentation techniques are commonly applied in medical imaging processing, particularly for anatomical

structures that are less complex and show minimal variability in shape.

In our work, we selected the ossicles as the landmark because they are visible in both imaging modalities,

including the preoperative CT scans and intraoperative microscope views, making them suitable for use as

a registration landmark in our proposed intraoperative surgical navigation system. Previous research (Noble

et al., 2009; Rohde et al., 2003) has demonstrated the potential for accurately segmenting the ossicles, with

reported point-to-point errors of approximately 0.4 mm. However, further improvements are needed to im-

prove segmentation accuracy. Our contribution includes proposing a self-supervised atlas-based segmentation

method aimed at enhancing the segmentation precision of the ossicles. Atlas-based segmentation involves

several key steps. First, an atlas is selected from an individual patient by an otologist. Next, the patient's

images, typically obtained from CT or MRI scans, are prepared to be registered to the atlas. Initial alignment

is done through af�ne registration, which uses rotation, translation, and scaling. Next, non-rigid registration

accounts for individual anatomical variations by deforming the patient's image to closely resemble the atlas.

Finally, the atlas's labeled meshes are overlaid on the patient's image using the deformation �eld generated

from the alignment process, enabling precise segmentation of the target anatomy. Accurate segmentation of

the ossicles provides valuable insights into ear anatomy and supports effective preoperative planning.

1.3.2 Microscope to CT registration using the Incus of the Ossicles

The ossicles, consisting of the malleus, incus, and stapes, are the smallest bones in the human body and play

a crucial role in transmitting sound from the tympanic membrane to the inner ear. Microscope-to-CT regis-

tration is commonly discussed in modern surgical practices, particularly in �elds that require high precision,

such as neurosurgery, otolaryngology, and orthopedic surgery. This process involves aligning the 2D images

that were captured by a surgical microscope with 3D objects obtained from the preoperative CT scans. The

goal of performing the microscope-to-CT registration is to integrate the anatomical structure obtained from

the CT scans with the intraoperative view retrieved from the microscope, allowing surgeons to operate deli-
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cate and complex procedures with enhanced visualizations. In surgeries requiring precise navigation around

critical anatomical structures, such as brain surgery, microscope-to-CT registration plays an important role.

Aligning microscope views with preoperative CT data helps neurosurgeons avoid critical areas and accurately

target affected tissue (League, 1995). Similarly, in cochlear implant surgery, this registration technique en-

sures that the surgeons can precisely navigate around tiny and dedicated ear structures, minimizing the risks

of possible surgical risks, such as facial paralysis, and potentially improving the surgical outcomes (Abari

et al., 2024; Matsumoto et al., 2009).

The future development of microscope-to-CT registration methods is promising, with ongoing advance-

ments in medical imaging technology, deep learning, and augmented reality (Sindu et al., 2023; Khandelwal

et al., 2019; M.D. et al., 2019). Deep-learning-based algorithms are expected to play a signi�cant role in

enhancing the registration accuracy and speed, while augmented reality technologies could further improve

the surgeon's ability to visualize and interpret the integrated data. Additionally, deep-learning-enhanced

microscope-to-CT registration technologies will likely expand their applicability and effectiveness to vari-

ous types of surgeries (Tarassoli and Bahramiazar, 2023; Arjmandnia and Alimohammadi, 2024). As these

advancements continue, microscope-to-CT registration will become an increasingly valuable tool in a wide

range of surgical procedures.

In general, microscope-to-CT registration represents a signi�cant step in intraoperative surgical proce-

dures, offering surgeons the ability to integrate dense preoperative information with real intraoperative views.

This methodology enhances the precision and safety of complex surgical procedures, particularly in �elds re-

quiring meticulous navigation around critical structures. As deep learning evolves, the capabilities and appli-

cations of microscope-to-CT registration are expected to expand and further revolutionize the �eld of surgery.

In our research, we focus primarily on exploring intraoperative registration in cochlear implant surgery, with

the ossicles serving as the registration landmark due to their visibility in both imaging modalities, despite

them being highly occluded.

1.3.3 Mastoidectomy Shape Prediction for Post-mastoidectomy CT Mesh Reconstruction

Mastoidectomy is a surgical procedure performed to remove part of the temporal mastoid bone that is con-

nected to the middle ear (Gao et al., 2021). Mastoidectomy is a common procedure to address chronic ear

infections, cholesteatoma, or other conditions that affect the middle ear and mastoid region. This procedure

aims to eliminate infection, remove abnormal growth, and prevent further complications while preserving

as much normal anatomy as possible (Chang, 2009). Mastoidectomy plays a crucial role in cochlear im-

plant surgery by providing surgeons with better visibility and a way to access the cochlea (Kronenberg and

Migirov, 2003). In the previous discussion, we focused exclusively on the ossicles as the landmark for the in-
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traoperative registration. While the results were encouraging, further improvements are necessary to achieve

more accurate registration outcomes. To address this, we aim to construct a post-mastoidectomy CT mesh

that incorporates the majority of key features that are visible in the surgical microscope. This approach is

intended to support future research advancements, including surgical tool tracking, 3D scene understanding,

and optimizing intraoperative registration results.

In medical imaging, 3D Mesh reconstruction involves creating a 3D surface model or mesh from a set

of data points, typically obtained through techniques like 3D scanning, photogrammetry, or medical imaging

modalities such as CT or MRI (Gui et al., 2018; Advincula et al., 2019). 3D models are crucial for visualizing

and analyzing complex structures in a digital environment, supporting diverse applications ranging from

preoperative planning to intraoperative planning (Dauitbayeva et al., 2021; Taghian et al., 2023; Tomlinson

et al., 2019). The mesh reconstruction involves creating a mesh from raw data, such as point clouds or

directly from CT images. The microscope offers a detailed view of the patient's post-mastoidectomy surface.

To reconstruct this view, we use a deep-learning-based method to predict the mastoidectomy shape region in

preoperative CT scans and reconstruct a 3D surface that represents the post-mastoidectomy scene. However,

the reconstructed mesh lacks texture. To address this limitation, we propose an ef�cient method for adding

texture to the raw mesh in the following contribution, resulting in a visual representation that more accurately

resembles the actual surgical scene.

1.3.4 Post-mastoidectomy Surface Multi-View Synthesis

Synthetic multi-view generation is a developing technology in computer vision and image processing that

creates multiple novel perspectives or views from a single or limited set of images (Xu et al., 2019). Unlike

traditional multi-view systems that rely on physical cameras to capture images from different angles, syn-

thetic multi-view generation produces these views without the need for any external hardware (Zhang et al.,

2023; Matuszczyk et al., 2022). This approach has broad applications, including virtual, augmented, and

mixed reality, as well as 3D modeling. It enables visualization and analysis of complex scenes from multiple

angles, providing insights that are challenging or impossible to achieve with traditional imaging methods

(Zhang et al., 2023; Selvan et al., 1; Hameed et al., 2022; Lu et al., 2023). Traditional microscopy record-

ings often capture images from a single perspective, limiting the possibility to fully understand the spatial

relationships within a 3D surface. Synthetic microscopy multi-view generation overcomes this limitation by

deliberately creating additional views of the target, simulating what might be seen from different angles. In CI

surgery, microscopy videos are often unavailable, which leads to a data scarcity problem. This synthesizing

methodology can potentially expand the dataset size and add novel views to the dataset.

Recent advancements in machine learning, particularly deep learning, are promising. By generating large
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sets of synthetic microscopy views from limited real data, we envision these capabilities supporting a wide

range of deep learning-based downstream tasks, including surgical tool tracking, anatomical structure navi-

gation, and comprehensive understanding of the surgical scene. As these techniques evolve, their accuracy,

ef�ciency, and applicability will improve and expand, which greatly enhances the potential for scienti�c

discovery and innovation in future medical imaging applications.

1.4 Challenges

The development of the medical imaging processing technologies which are enhanced by deep learning tech-

nologies is both encouraging and promising. However, there are several challenges that need to be addressed

for each prior component in the context of cochlear implant surgery, as follows.

1.4.1 Registration and Segmentation of the Ossicles

When locating and segmenting the ossicles in preoperative CT scans, one of the notable challenges is the

clear visualization and identi�cation of the stapes, which is the smallest bone within the ossicular chain.

The stapes is particularly challenging to visualize due to its small size and unique shape, which are often

indistinguishable in low-resolution preoperative CT scans and tend to blend with the surrounding content

with no clear boundary. This lack of clarity in scans often results in poor differentiation between the stapes

and their adjacent structures, making accurate segmentation of the stapes a complex task. Furthermore,

there is limited study on complex anatomical structures such as the ossicles of the middle ear in the recent

literature, further complicating the development of effective solutions. One of our contributions is a deep-

learning-enhanced atlas-based segmentation method to address this challenge, aiming to locate and segment

the stapes and other parts of the ossicles more accurately in low-resolution preoperative CT scans compared

to previous approaches.

1.4.2 3D-to-2D Interactive Visualization and 6D Pose Annotation

Accurate 6D camera pose estimation is important yet inherently challenging for robotics, augmented reality,

and other computer vision related applications due to factors such as object occlusion, symmetries, varied

lighting, and cluttered environments. Traditional methods rely heavily on establishing 2D-to-3D correspon-

dences and require textured objects to detect matching features, posing signi�cant challenges for texture-less

objects. Additionally, acquiring accurate ground-truth camera poses is often labor-intensive and dif�cult,

especially in scenarios involving pre-recorded videos without external markers or camera calibration data.

Existing tools for estimating and visualizing object poses typically lack interactivity and immediate feed-

back, motivating us to develop the �rst interactive GUI that enables users to visualize and manipulate 3D
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objects directly within 2D real-world scenes in real-time, supported by a comprehensive user study.

1.4.3 Monocular Microscope to CT Registration with Ossicles

Microscope-to-CT registration presents several technique challenges, including variability in anatomical

structures and limited visibility during surgery, as each patient's unique anatomy varies in size and shape.

Additionally, blood can often obscure the view during surgery, and a high occlusion rate of anatomical struc-

tures further complicates the registration process. Since the microscopes are monocular rather than stereo,

accurately capturing depth to reconstruct the surgical scene for registration purposes is challenging.

In the context of CI surgery, previously collected videos lack essential information, such as camera in-

trinsics and ground-truth poses for target structures in each video frame. We have only limited pre-recorded

surgical videos and preoperative CT scans without additional data. Therefore, obtaining ground-truth poses

for target structures is crucial for further development and evaluation. Vision6D was introduced to address

this issue by providing an estimated camera intrinsics matrix and enabling users to manually register 2D

frames with a target 3D structure to obtain 6 Degrees of Freedom (DoF) ground-truth poses. Once these lim-

itations were addressed, we trained a deep-learning-based model to directly estimate the poses from a single

2D microscopy view.

1.4.4 Reconstruction of the Post-mastoidectomy CT Mesh

Since the microscopy system is monocular, not stereo, reconstructing the CT mesh from the surgical scene

is challenging without an accurate depth map. In our approach, we plan to reconstruct the CT surface using

only the information obtained from the preoperative CT scans. However, the reconstructed CT still includes

the temporal mastoid bone, which obstructs the typical view seen through the microscope during surgery. Our

goal is to create a surface reconstruction from preoperative CT scans that resembles the post-mastoidectomy

outcome, which is not possible to capture in real life using preoperative scans, as the true post-mastoidectomy

results are only visible in postoperative CT scans.

Postoperative CT scans are often acquired with low-dose cone beam scanners, resulting in even lower

resolution than preoperative CTs and introducing various challenges, such as noise, metal artifacts (from

implants), and intensity heterogeneity due to �uid in the ear canal. These artifacts complicate deep-learning

model training, particularly without manually labeled data. Hand-annotating the entire mastoidectomy shape

area in preoperative CTs for training is also impractical, as each CT annotation takes around an hour.

To address these challenges, we propose a self-supervised method to segment the mastoidectomy shape

region in preoperative CT scans. This approach allows us to reconstruct post-mastoidectomy CT meshes

using only the noisy postoperative CT data and eliminating the need for extensive manual labeling.
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1.4.5 Post-mastoidectomy Surface Multi-View Synthesis

Due to limited camera movement in the previously collected videos, the diversity of multi-view perspectives

is constrained. Monocular microscopy images inherently capture only a 2D projection of the 3D specimen

without depth information or spatial relationships between different parts of the specimen. To generate real-

istic multi-view images from the post-mastoidectomy surface, we �rst register the surface to a selected frame

from the microscopy views using Vision6D, and then apply texture to the vertices of the post-mastoidectomy

CT surface by projecting RGB values from the 2D frame onto the 3D surface using image re-projection.

Finally, we use widely known rendering engines, such as Pytorch3D (Johnson et al., 2020) and VTK-based

PyVista (Sullivan and Kaszynski, 2019) renders to render the multi-view realistic scene from the recon-

structed post-mastoidectomy surface.

1.4.6 Surgical Scene Completion

Image completion is an important task in computer vision, aiming at restore missing regions to assist visual-

ization and image understanding. While recent advances in deep learning, particularly Generative Adversarial

Networks (GANs) and Denoising Diffusion Probabilistic Models (DDPMs), have shown promising results

in image restoration, their application to real-world medical imaging presents several challenges. Firstly,

surgical scenes are highly dynamic and variable, with differences in patient anatomy, lighting conditions,

and frequent occlusions. Unlike natural image datasets, which often have structured patterns, surgical scenes

contain irregular and diverse textures, making it dif�cult for generative models to accurately restore miss-

ing regions. In our study, we proposed a novel single-step denoising diffusion GAN model to effectively

address the limitations of prior post-mastoidectomy surface multi-view synthesis, which primarily focused

on texturing post-mastoidectomy CT while neglecting the surrounding surgical environment. After using

self-supervised training paradigm on real surgical data, the proposed model is applied to the synthetic post-

mastoidectomy scene dataset via zero-shot learning to complete the missing regions.

1.4.7 Monocular Patient-to-Image Intraoperative Registration

Monocular patient-to-image intraoperative registration offers a promising alternative to traditional tracker-

based methods, enabling real-time surgical guidance without the need for setting up external hardware or

placing the �ducial markers on patients. However, several challenges must be addressed to ensure potential

clinical applicability. As suggested in (Labadie and Noble, 2018), accurate electrode placement within the

critical 10-degree angular distance threshold is essential for minimizing the risk of basilar membrane damage,

enhancing surgical safety, and reducing postoperative complications. In CI surgery, the availability of real

surgical datasets is highly limited due to challenges in data collection and privacy concerns. To address this
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limitation, we developed a lightweight, real-time convolutional neural network (CNN)-based deep learning

model that leverages a generated synthetic post-mastoidectomy scene dataset, which includes ground-truth

camera poses for each view, as the training dataset. By training the model on this synthetic data, we apply it

directly to real surgical data via a zero-shot learning approach. We evaluate our approach using both patient-

speci�c validation, ensuring effectiveness for individual patients, and cross-patient validation, demonstrating

robustness and generalizability to unseen patients. The �nal results shows that the majority of cases in both

validation methods demonstrate an angular distance below the critical 10-degree threshold, suggesting the

method's potential for guiding the electrode array insertion process.

1.5 Research Contributions

Considering the limitations of current deep-learning approaches and the unique challenges proposed by pre-

operative, intraoperative and postoperative data, such as noise and data scarcity, we have developed novel

algorithms that provide new insights and represent a foundational step toward developing an intraoperative

navigation system for the cochlear implant surgery.

1.5.1 Contribution 1. Self-supervised Registration and Segmentation of the Ossicles with A Single

Ground Truth Label

In this contribution, we propose a self-supervised learning method to register and segment ossicles with

only one ground truth label. AI-assisted surgeries have drawn the attention of the medical image research

community due to their real-world impact on improving surgery success rates. For image-guided surgeries,

such as CI surgery, accurate object segmentation can provide useful information for surgeons before an

operation. Recently published image segmentation methods that leverage machine learning usually rely on a

large number of manually annotated ground truth labels. However, it is a laborious and time-consuming task

to prepare the dataset. This paper presents a novel technique using a self-supervised 3D-UNet that produces

a dense deformation �eld between an atlas and a target image that can be used for atlas-based segmentation

of the ossicles. Our results show that our method outperforms traditional image segmentation methods and

generates a more accurate boundary around the ossicles based on Dice similarity coef�cient and point-to-

point error comparisons. The mean Dice coef�cient is improved by 8.51% with our proposed method.

1.5.2 Contribution 2. Vision6D: 3D-to-2D Interactive Visualization and Annotation Tool for 6D Pose

Estimation

In this contribution, we present an open-source software tool Vision6D that we developed to enable ef�cient

6D pose visualization and annotation, which offers substantial bene�ts to our prior contributions. Accurate
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6D pose estimation has gained more attention over the years for robotics-assisted tasks that require precise

interaction with physical objects. This contribution presents an interactive 3D-to-2D visualization and anno-

tation tool to support the 6D pose estimation research community. To the best of our knowledge, the proposed

work is the �rst tool that allows users to visualize and manipulate 3D objects interactively on a 2D real-world

scene projection in real time, along with a comprehensive user study. This system supports robust 6D pose

estimation by leveraging both visual cues and spatial relationships to determine object localization and orien-

tation in various environments. The annotation feature in Vision6D is particularly helpful in scenarios where

the camera's extrinsic matrix is unavailable, as it enables accurate annotation of the camera's 6D pose using

only the camera intrinsic matrix. This capability serves as a foundational step for developing and training

advanced pose estimation models across various domains. We evaluate the effectiveness of the tool by using

widely used public pose estimation datasets Linemod (Hinterstoisser et al., 2013), by comparing the default

ground truth camera poses with human participants' manual annotations. Our preliminary study demonstrates

that Vision6D produces highly accurate pose annotations using only visual cues within an intuitive user in-

terface. This approach seeks to bridge the gap between 2D scene projections and the geometric complexity

of 3D real-world scenes, introducing an innovative solution to the 6D pose visualization and annotation chal-

lenge. It provides the necessary functionalities for researchers and developers to generate their own 6D pose

datasets from pre-recorded monocular videos with ease.

1.5.3 Contribution 3. Monocular Microscope to CT Registration using Pose Estimation of the Incus

for Augmented Reality Cochlear Implant Surgery

In this contribution, we demonstrate using the incus of the ossicles as a vital landmark to perform monocular

microscope-to-CT registration for augmented reality cochlear implant surgery. With unknown camera intrin-

sics and ground-truth poses for the incus in each frame of the surgical video, we introduce a novel 6D pose

annotation tool called Vision6D to support this research and further develop a pose estimation network, and

this software is open-source online. Augmented reality aided surgery can potentially improve CI procedures

and hearing outcomes. Typically, AR solutions for image-guided surgery rely on optical tracking systems to

register pre-operative planning information to the display so that hidden anatomy or other important informa-

tion can be overlayed and co-registered with the view of the surgical scene. Our goal is to develop a method

that permits direct 2D-to-3D registration of the microscope video to the pre-operative CT scan without the

need for external tracking equipment. The proposed solution involves using surface mapping of a portion of

the incus in surgical recordings and determining the pose of this structure relative to the surgical microscope

by performing pose estimation via the perspective-n-point (PnP) algorithm. This registration can then be ap-

plied to pre-operative segmentations of other anatomy-of-interest, as well as the planned electrode insertion
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trajectory to co-register this information for the AR display. Our results demonstrate the accuracy with an

average rotation error of less than 25 degrees and a translation error of less than 2 mm, 3 mm, and 0.55% for

the x, y, and z axes, respectively. Our proposed method has the potential to be applicable and generalized to

other surgical procedures while only needing a monocular microscope during intra-operation.

1.5.4 Contribution 4. Self-supervised Mamba-based Mastoidectomy Shape Prediction for Cochlear

Implant Surgery

In this contribution, we focus on reconstruct the post-mastoidectomy CT mesh by using the self-supervised

mamba-based mastoidectomy shape prediction in CI surgery with highly noisy dataset. CI procedures involve

inserting an array of electrodes into the cochlea located inside the inner ear. Mastoidectomy is a surgical

procedure that uses a high-speed drill to remove part of the mastoid region of the temporal bone, providing

safe access to the cochlea through the middle and inner ear. In this paper, we propose a mamba-based method

to synthesize the mastoidectomy volume using only the preoperative CT scan, where the mastoid is intact. We

introduce a self-supervised learning framework designed to synthesize mastoidectomy. For model training

purposes, this method uses postoperative CT scans to avoid manual data cleaning or labeling, even when the

region removed during mastoidectomy is visible but affected by metal artifacts, low signal-to-noise ratio, or

electrode wiring. Our approach estimates mastoidectomy regions with a mean Dice score of 0.70.

1.5.5 Contribution 5. Weakly-supervised Mamba-Based Mastoidectomy Shape Prediction for Cochlear

Implant Surgery Using 3D T-Distribution Loss

In this contribution, we aim to improve the prior mastoidectomy shape prediction results by using the weakly-

supervised mamba-based framework using a novel 3D T-Distribution Loss. Cochlear implant surgery is a

treatment for individuals with severe hearing loss. It involves inserting an array of electrodes inside the

cochlea to electrically stimulate the auditory nerve and restore hearing sensation. A crucial step in this proce-

dure is mastoidectomy, a surgical intervention that removes part of the mastoid region of the temporal bone,

providing a critical pathway to the cochlea for electrode placement. Accurate prediction of the mastoidec-

tomy region from preoperative imaging assists presurgical planning, reduces surgical risks, and improves

surgical outcomes. In previous work, a self-supervised network was introduced to predict the mastoidectomy

region using only preoperative CT scans. While promising, the method suffered from suboptimal robustness,

limiting its practical application. To address this limitation, we propose a novel weakly-supervised Mamba-

based framework to predict accurate mastoidectomy regions directly from preoperative CT scans. Our ap-

proach utilizes a 3D T-Distribution loss function inspired by the Student-t distribution, which effectively

handles the complex geometric variability inherent in mastoidectomy shapes. Weak supervision is achieved
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using the segmentation results from the prior self-supervised network to eliminate the need for manual data

cleaning or labeling throughout the training process. The proposed method is extensively evaluated against

state-of-the-art approaches, demonstrating superior performance in predicting accurate and clinically rele-

vant mastoidectomy regions. Our �ndings highlight the robustness and ef�ciency of the weakly-supervised

learning framework with the proposed novel 3D T-Distribution loss. To the best of our knowledge, this is

the �rst work to employ weakly-supervised learning for mastoidectomy shape prediction, achieving a higher

benchmark Dice score of 0.72 compared with prior baseline in this critical application area. These advance-

ments not only pave the way for improved cochlear implant surgical preoperative planning but also contribute

to the broader adoption of using 3D T-distribution loss in weakly-supervised techniques among 3D medical

imaging-related tasks.

1.5.6 Contribution 6. Mamba-based Mastoidectomy Shape Prediction for Cochlear Implant Surgery

In this contribution, we combine the previous self-supervised learning and weakly-supervised learning meth-

ods for the mastoidectomy shape prediction and report the �nal evaluations. Cochlear implant (CI) surgery

treats severe hearing loss by inserting an electrode array into the cochlea to stimulate the auditory nerve.

A key step in this procedure is mastoidectomy, which removes part of the mastoid region of the temporal

bone to provide surgical access. Accurate mastoidectomy shape prediction from preoperative imaging im-

proves presurgical planning, reduces risks, and enhances outcomes. We propose a hybrid self-supervised and

weakly-supervised learning framework to predict the mastoidectomy region directly from preoperative CT

scans, where the mastoid remains intact. Our self-supervised approach reconstructs the post-mastoidectomy

3D surface from preoperative imaging, aligning with intraoperative microscope views for surgical applica-

tions. To improve robustness, we introduce a Mamba-based weakly-supervised model that re�nes mastoidec-

tomy shape prediction using a novel 3D T-Distribution loss function, inspired by the Student-t distribution.

Weak supervision is achieved by leveraging segmentation results from the self-supervised network, elim-

inating manual data labeling. Additionally, postoperative CT scans are used to enhance training despite

challenges such as metal artifacts and low signal-to-noise ratios. Our method achieves a mean Dice score

of 0.72, surpassing state-of-the-art approaches and demonstrating strong generalizability. To our knowledge,

this is the �rst work integrating self-supervised and weakly-supervised learning for mastoidectomy predic-

tion, offering a robust and ef�cient solution for CI surgical planning while advancing 3D T-distribution loss

in weakly-supervised medical imaging.
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1.5.7 Contribution 7. Post-Mastoidectomy Surface Multi-View Synthesis from a Single Microscopy

Image

In this contribution, we discuss how to synthesis realistic microscopy muti-view images using the post-

mastoidectomy surface. CI procedures involve performing an invasive mastoidectomy to insert an electrode

array into the cochlea. In this paper, we introduce a novel pipeline that is capable of generating synthetic

multi-view videos from a single CI microscope image. In our approach, we use a patient's pre-operative CT

scan to predict the post-mastoidectomy surface using a method designed for this purpose. We manually align

the surface with a selected microscope frame to obtain an accurate initial pose of the reconstructed CT mesh

relative to the microscope. We then perform the UV projection to transfer the colors from the frame to surface

textures. Novel views of the textured surface can be used to generate a large dataset of synthetic frames with

ground truth poses. We evaluated the quality of synthetic views rendered using Pytorch3D and PyVista. We

found both rendering engines lead to similarly high-quality synthetic novel-view frames compared to ground

truth with a structural similarity index for both methods averaging 0.86. A large dataset of novel views with

known poses is critical for ongoing training of a method to automatically estimate microscope pose for 2D-

to-3D registration with the pre-operative CT to assist augmented reality surgery. This dataset will empower

various downstream tasks, such as integrating Augmented Reality in the OR, tracking surgical tools, and

supporting other video analysis studies.

1.5.8 Contribution 8. SSDD-GAN: Single-Step Denoising Diffusion GAN for Cochlear Implant Sur-

gical Scene Completion

In this contribution, we address the limitation mentioned in the previous contribution, and propose a self-

supervised single-step denoising diffusion GAN method to complete the surgical scene. Recent deep learning-

based image completion methods, including both inpainting and outpainting, have demonstrated promising

results in restoring corrupted images by effectively �lling various missing regions. Among these, Generative

Adversarial Networks (GANs) and Denoising Diffusion Probabilistic Models (DDPMs) have been employed

as key generative image completion approaches, excelling in the �eld of generating high-quality restorations

with reduced artifacts and improved �ne details. In previous work, we developed a method aimed at syn-

thesizing views from novel microscope positions for mastoidectomy surgeries; however, that approach did

not have the ability to restore the surrounding surgical scene environment. In this paper, we propose an

ef�cient method to complete the surgical scene of the synthetic postmastoidectomy dataset. Our approach

leverages self-supervised learning on real surgical datasets to train a Single-Step Denoising Diffusion-GAN

(SSDD-GAN), combining the advantages of diffusion models with the adversarial optimization of GANs for

improved Structural Similarity results of 6%. The trained model is then directly applied to the synthetic post-
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mastoidectomy dataset using a zero-shot approach, enabling the generation of realistic and complete surgical

scenes without the need for explicit ground-truth labels from the synthetic postmastoidectomy dataset. This

method addresses key limitations in previous work, offering a novel pathway for full surgical microscopy

scene completion and enhancing the usability of the synthetic postmastoidectomy dataset in surgical preop-

erative planning and intraoperative navigation.

1.5.9 Contribution 9. Monocular Marker-free Patient-to-Image Intraoperative Registration for Cochlear

Implant Surgery

Building on our previous contributions (4 to 8), we develop a lightweight, real-time pose regression model for

monocular, marker-free patient-to-image intraoperative registration in cochlear implant surgery. We present

a novel method for monocular patient-to-image intraoperative registration, speci�cally designed to oper-

ate without any external hardware tracking equipment or �ducial point markers. Leveraging a synthetic

microscopy surgical scene dataset with a wide range of transformations, our approach directly maps pre-

operative CT scans to 2D intraoperative surgical frames through a lightweight neural network for real-time

cochlear implant surgery guidance via a zero-shot learning approach. Unlike traditional methods, our frame-

work seamlessly integrates with monocular surgical microscopes, making it highly practical for clinical use

without additional hardware dependencies and requirements. Our method estimates camera poses, which

include a rotation matrix and a translation vector, by learning from the synthetic dataset, enabling accurate

and ef�cient intraoperative registration. The proposed framework was evaluated on nine clinical cases using

a patient-speci�c and cross-patient validation strategy. Our results suggest that our approach achieves clini-

cally relevant accuracy in predicting 6D camera poses for registering 3D preoperative CT scans to 2D surgical

scenes with an angular error within 10 degrees in most cases, while also addressing limitations of traditional

methods, such as reliance on external tracking systems or �ducial markers.

1.6 Thesis Organization

The remainder of this paper is organized as follows: Chapters 2 through 10 present four manuscripts de-

rived from the work completed during this research. Chapter 2 focuses the Self-supervised Registration

and Segmentation of the Ossicles with a Single Ground Truth Label, and published in SPIE Medical Imag-

ing 2023: Image-Guided Procedures, Robotic Interventions, and Modeling. Chapter 3 focuses on the Vi-

sion6D: 3D-to-2D Interactive Visualization and Annotation Tool for 6D Pose Estimation, and submitted to

IEEE Transactions on Visualization and Computer Graphics journal. Chapter 4 focus on the Monocular Mi-

croscope to CT Registration using Pose Estimation of the Incus for Augmented Reality Cochlear Implant

Surgery, and published in SPIE Medical Imaging 2024: Image-Guided Procedures, Robotic Interventions,

15



and Modeling. Chapter 5 focus on the Self-supervised Mamba-based Mastoidectomy Shape Prediction for

Cochlear Implant Surgery, and published in SPIE Medical Imaging 2025: Image Processing. Chapter 6 fo-

cus on the Weakly-supervised Mamba-Based Mastoidectomy Shape Prediction for Cochlear Implant Surgery

Using 3D T-Distribution Loss, and will submit to SPIE Medical Imaging 2026: Image Processing. Chapter

7 focus on the Mamba-based Mastoidectomy Shape Prediction for Cochlear Implant Surgery, and submitted

to Journal of Medical Imaging. Chapter 8 focus on the Post-Mastoidectomy Surface Multi-View Synthesis

from a Single Microscopy Image, and published in SPIE Medical Imaging 2025: Image-Guided Procedures,

Robotic Interventions, and Modeling. Chapter 9 focus on the SSDD-GAN: Single-Step Denoising Diffu-

sion GAN for Cochlear Implant Surgical Scene Completion, and accepted to Medical Imaging with Deep

Learning 2025. Chapter 10 focus on the Monocular Marker-free Patient-to-Image Intraoperative Registration

for Cochlear Implant Surgery, and will submit to SPIE Medical Imaging 2026: Image-Guided Procedures,

Robotic Interventions, and Modeling. Chapter 11 provides on the summary of the work and discusses possible

future work. Together, these chapters represent a collection of innovative research addressing the challenges

in image-guided cochlear implant surgery through advanced deep-learning-based medical image processing

techniques. The research covers topics ranging from self-supervised registration and segmentation of ossicles

to the development of intraoperative registration for cochlear implant surgery using the preoperative CT.
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CHAPTER 2

Self-supervised Registration and Segmentation of the Ossicles with A Single Ground Truth Label

Keywords: Self-supervised Learning, Image Registration, Image Segmentation, 3D-UNet, Cochlear Implant,

Ossicles

2.1 Introduction

Surgical procedures require accurate medical segmentation tools to assist surgeons in decision-making and

planning. The ossicles, consisting of the malleus, incus, and stapes, are the smallest bones in the body.

They serve as a bridge between the tympanic membrane and the inner ear. When determining the best

cochlear implant(CI) insertion vector, they represent an important landmark to assist surgeons. They can

also be used as an intra-operative landmark for following a pre-operatively planned insertion vector (Labadie

and Noble, 2018). Thus, accurate segmentation of the ossicles in a pre-operatively acquired CT scan is

needed for effective pre-operative planning and intra-operative guidance. Noble et al. (Noble et al., 2009)

propose an atlas-based segmentation approach that uses a traditional nonrigid registration method called the

adaptive bases algorithm to generate a deformation �eld that registers the target image and an atlas where the

ossicles are accurately segmented (Rohde et al., 2003). The deformation �eld is used to project the ossicles

segmentation from the atlas to the target, thereby segmenting the ossicles. The authors report mean surface

distance errors for this approach of approximately 0.4 mm, indicating results that are consistently close, but

not sub-voxel accurate. Another recent work also proposed a traditional atlas-based approach, resulting in

mean surface distance errors between 0.1 and 0.157 mm for the ossicles (Ding et al., 2021). Wang et al.(Wang

et al., 2021) propose a deep neural network solution for segmenting the ossicles and other structures inside the

ear. The network produces a probability map for the ossicles at the same resolution as the input image. They

report their results in mean surface distance errors of 0.107 mm on a dataset of normal anatomy. However,

�ne-scale sub-regions of the ossicles, such as the stirrup shape of the stapes, cannot be reconstructed by this

approach due to partial volume effects arising from the coarse resolution of the image relative to the size of the

structure. Further, as it predicts a probability map, rather than a coordinate transformation, it is not possible

to localize various sub-regions of the structure being segmented. Obtaining a coordinate transformation is

useful for surgery planning, where it would be used to measure distances between different sub-regions of the

structure relevant for the surgery plan. For example, providing measurements of the distance and orientation

between a pre-operatively planned CI insertion trajectory and the stapes footplate or the incus-stapes joint can

assist surgeons in realizing the pre-operatively planned trajectory. U-Net(Ronneberger et al., 2015) is a widely
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adopted deep learning architecture that outperforms prior Convolutional Neural Network (CNN(Krizhevsky

et al., 2012)) based segmentation methods. It aims for precise image segmentation and outputs superior

results when testing on medical image datasets. Our proposed deep learning network architecture is based

on the original U-Net structure and it achieves satisfying results. Non-rigid deformable deep learning models

have drawn the attention of the medical imaging research community in recent years because of their data

ef�ciency and expressivity. As a promising deep learning approach, VoxelMorph(Balakrishnan et al., 2018)

is an unsupervised pairwise 3D medical image registration framework. The model takes a pair of images

(moving image and �xed image) as input, and it directly generates a smooth dense deformation �eld using a

spatial transform layer that registers the moving image to the �xed image. The learning-based algorithm is

fast and suitable for medical image analysis and processing.

In this work, we propose a deep learning network based model to perform atlas-based segmentation of the

ossicles. Inspired by VoxelMorph, we propose a self-supervised U-Net-based network that produces a dense

deformation �eld, which registers the input target image to an atlas image. The highlight of our approach

is that the main task of the network is to segment a speci�c structure, and thus we propose a region-based

level-set inspired loss function that rewards deformation �elds that optimize the segmentation to align with

the structure's boundaries.

2.2 Methodology

The proposed 3D U-Net-based model is used to perform registration between the atlas imagemand a patient

CT scanp, thus, obtaining a deformation �eldf mapping coordinates frommto p. Fig. 1 presents the overall

neural network architecture. It consists of eight encoder layers, three max-pooling layers, and ten decoder

layers. During the experiments, our inputp size is 1 × 64 × 76 × 44. This is different from VoxelMorph

since we focus on registering CT scans to a single atlas scan. We reduce the network input architecture to

include only the target image as the input rather than adding the atlas image to a separate channel. The red

outlined encoder blocks mean that we apply Volumetric Batch Normalization before forwarding it to the next

layer. Our dataset includes 655 patient CT volumes, which are randomly split into proportions of 0.7, 0.2,

and 0.1 for training, validating, and testing, respectively.f � 1(p) denotes a patient image volumep projected

through the nonrigid deformation �eldf for registration with the atlas. There is one manually de�ned atlas

surface mesha de�ning the ossicles segmentation, and a corresponding atlas maskb in the dataset.f (a )

denotes the atlas ossicles surface projected forward through the deformation to the target image to produce

an atlas-based segmentation. At the end of the training, the re�ned deformation �eldf is applied on the atlas

mesha to obtainf (a ) and thus resulting in highly accurate segmentation. For the loss functions, we use the

cross-correlation lossLcc as the self-supervision term to optimize the overall intensity mapping between the
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Figure 2.1: Proposed 3D-UNet structure.

atlas imagem and the deformed target imagef � 1(p). TheLcc betweenm andf � 1(p) is de�ned in Eq. 2.1,

whereN is noted as the total number of pixels.

Lcc(m; f � 1(p)) =
å N

i= 1

h
(mi � m)

�
f � 1(p) i � f � 1(p)

�i

r

å N
i= 1 (mi � m)2å N

i= 1

�
f � 1(p) i � f � 1(p)

� 2
(2.1)

The gradient 3D lossLgd in Eq. 2.2 is a regularization term applied to ensure the deformation �eldf output

by the network is smooth and continuous.

Lgd(f ) =
N

å
i= 1

kÑ(f i)k
2 (2.2)

In this equation, we de�ne¶ f
¶x � f (ix + 1; iy; iz) � f (ix; iy; iz), and the same rule applies to¶ f

¶y and ¶ f
¶z . Finally,

we utilize a custom level-set method(Osher and Fedkiw, 2001) inspired lossLls to re�ne the intensity mapping

in the vicinity of the target structure, thus obtaining a more accurate deformation �eld near the structure and

a more accurate atlas-based segmentation boundary.Lls takes three inputs:f � 1(p), b , andm— which is a

dilated version ofb . b is dilated by a spherical structuring element with radius equal to 3.0 voxel size. The

goal is to maximize the difference between the target image intensities off � 1(p) falling within foreground

b � m, namedLls f , and the target image intensities off � 1(p) falling within background(1� b) � m, named

Llsb. We limit the range of the background region considered in the loss function to the region included in the
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foreground ofm, so that surrounding unrelated bone structures that are not included.

Lls(f
� 1(p);b ;m) = � (Lls f � Llsb)

= �
å f � 1(p) � m� (b � (1� b))

å m

= �
å f � 1(p) � m� (2b � 1))

å m

(2.3)

The overall loss function can be summarized as:

Loss= l cc � Lcc(m; p(f ))+ l gd � Lgd(f ) + l ls � Lls(p(f );b ;m) (2.4)

Wherel cc, l gd andl ls represent different weights for the three loss terms. In our experiments, we use 0.1 for

l cc, 0.85 forl gd, and 0.05 forl ls. These values were found through manual hyper-parameters tuning. Fig.

2.5 is included to compare the performance differences when training without usingl ls.

2.3 Results

An output example obtained from our neural network is presented in Fig. 2.2. The network creates an atlas-

based segmentation that well agrees with the visually apparent boundaries of the ossicles. We compare the

sagittal, coronal, and axial views of random selected outputs obtained from the test dataset in Fig. 2.3 (a)-(c).

Magenta outlines the network output results, aqua represents the adaptive bases algorithm results, and yellow

indicates the manually segmented ground truth labels. Fig. 2.3 (d) is the comparison in an axial slice that

includes the challenging stapes portion of the ossicles, where a brighter intensity window is used to make

the stapes visible. Network outputs more closely resemble the manually segmented ground truth labels than

adaptive bases algorithm outputs.

Figure 2.2: An overview of the output ossicles.

To quantitatively compare the similarity using Dice score between the proposed method, traditional

method (adaptive bases algorithm), and the ground truth labels, we provide a box plot in Fig. 2.4 (a) for
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Figure 2.3: First three columns are comparing three different views (Axial, Coronal, and Sagittal view) of
two outputs. The last column is the comparison of the stapes segmentation.

64 samples in the testing dataset. The mean Dice score for the network outputs is 0.8665 and for the adap-

tive bases algorithm is 0.7814. The paired differences comparison p-value from Wilcoxon signed rank test

is p = 8:2975e� 10. Fig. 2.4 (b) plot is for point-to-point error comparison based on the Euclidean dis-

tance between homologous mesh points in millimeters (mm). It is shown that the meshes generated from

the network have smaller errors than the meshes obtained from the adaptive bases algorithm. The mean

point-to-point error for network outputs is 0.1914 mm and for the adaptive bases algorithm outputs is 0.3759

mm. The low point-to-point error achieved by the network indicates high accuracy in localizing landmarks

in the different ossicles sub-regions. Further, the Mean Surface Distance (MSD) error between the network

outputs and ground truth labels is 0.0897 mm while the MSD error between adaptive bases algorithm outputs

and ground truth labels is 0.1826 mm. Fig. 2.5 demonstrates the performance differences with randomly

selected samples. The outputs highlighted in magenta contour are from the network without using the level-

set inspired lossl ls while the blue contour represents the results when training network withl ls. The green

contour outlines the adaptive bases algorithm's outputs. The �gure below shows that the overall performance

is enhanced when training withl ls.

21



Figure 2.4: Box plots for 64 samples in the testing dataset.

Figure 2.5: Performance comparison. Blue contour shows the outputs from network trained with using the
level-set loss. Magenta contour shows the outputs from network trained without using level-set inspired loss,
and green contour shows the output produced by adaptive bases algorithm.

2.4 Conclusion

Our paper presents a novel atlas-based segmentation deep learning network that only utilizes a single ground

truth with many unlabeled images to achieve promising results through self-supervised learning. In contrast

to standard mask-based segmentation methods, atlas-based segmentation methods provide a coordinate map-

ping that can be used to easily identify sub-regions and local landmarks of structures of interest. Furthermore,
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we demonstrated that it is possible to use only one ground truth to train a self-supervised 3D UNet to achieve

excellent results. Thus, laborious and expensive manual medical image labeling can be avoided. The pro-

posed work is highly adaptable and has the potential to solve many similar medical segmentation tasks. Mean

surface errors achieved by our method are lower than other existing ossicles segmentation methods.

One limitation of this work is in the construction of the ground truth. In order to create ground truth

ossicles segmentation surfaces that have one-to-one vertex correspondence with the atlas, the traditional

adaptive bases algorithm was �rst used to initialize the ground truth surface. These initializations were

then manually edited in a 3D medical image processing software to correct errors. Due to this initialization

method, our quantitative results are likely biased towards the traditional method. Another limitation is the lack

of investigation of different deep learning architectures. We use a traditional U-Net, which leads to satisfying

results, but it is possible that networks based on more state-of-the-art architectures such as nnUnet(Isensee

et al., 2018) , transUnet(Chen et al., 2021) , or visual transformer networks(Dosovitskiy et al., 2020) , may

outperform the original UNet structure used in this application. For future work, we will develop an improved

ground truth for evaluation and investigate the performance of other architectures.
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CHAPTER 3

Vision6D: 3D-to-2D Interactive Visualization and Annotation Tool for 6D Pose Estimation

Keywords: 3D-to-2D Registration, 6D Pose Estimation, Pose Annotation, Computer Vision, Human-Computer

Interaction, Augmented Reality

3.1 Introduction

The estimation of 6D poses, which involves determining the position and orientation of an object in a 3D

space, is a fundamental task in computer vision, particularly for applications in robotic-assisted systems,

augmented reality, autonomous navigation, and 3D scene understanding (Guan et al., 2024; Wang et al.,

2019b). Accurate pose estimation assists vision-guided robotics to interact with their physical environment

by identifying and manipulating objects. However, this task is inherently challenging due to factors such

as occlusion, object symmetries, varying lighting conditions, and cluttered scenes, which complicate the

retrieval of accurate object poses. Traditionally, the problem of 6D pose estimation has been approached

by establishing 2D-to-3D correspondences and performing iterative Point-n-Perspective (PnP) algorithms to

estimate a pose (Xiang et al., 2018; Collet et al., 2011; Li et al., 2019). However, such methods require

textured objects to detect matching feature points in the 2D images.

The proposed annotation tool aims to overcome this shortage and offers manual registration between

texture-less 3D objects and 2D images. Recent advancements in deep learning and computer vision have

led to substantial improvements and promising results in 6D pose estimation tasks(Zhu et al., 2022; Wang

et al., 2019a; Peng et al., 2018). However, many existing approaches rely heavily on ground-truth pose

information, which is often unavailable when applied to custom datasets or real-world scenarios, such as

identifying target structures in prerecorded videos. In these scenarios, obtaining ground-truth camera poses

is nontrivial because prerecorded videos typically provide only 2D images, 3D object models, and at times,

the camera's intrinsic parameters. Consequently, achieving accurate 3D-to-2D registration in the video's �rst

frame is critical for subsequent frames' object poses. These limitations have inspired us to develop a tool

that assist the interactive visualization and annotation of 6D object poses, supporting various downsteaming

tasks, such as training arti�cial intelligence (AI) models for 6D pose estimation related tasks.

In this paper, we propose an interactive 3D-to-2D visualization and annotation tool speci�cally designed

for 6D pose estimation tasks named Vision6D. The tool provides a user-friendly 3D interface that supports

3D-to-2D registration by utilizing the image formation model (Peng, 2009), allowing users to visualize, an-

notate, and re�ne 3D object poses interactively. When a camera intrinsic matrix is provided or estimated, the
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tool assists users in reconstructing the original camera pose by enabling annotations directly in 3D space and

aligning these annotations with the corresponding 2D image, thus producing accurate 6D pose annotations.

Our proposed system presents four maincontributions as follows:

1. Vision6D provides an interactive framework that effectively aligns 3D models onto 2D images, en-

abling precise 6D pose annotation. This bridges the gap between 2D image projection and the spatial

complexity of 3D scenes.

2. The tool allows users to ef�ciently annotate and re�ne 6D poses via an interactive user interface,

simplifying the dataset generation process. To the best of our knowledge, Vision6D is the �rst tool

designed speci�cally for this purpose.

3. We validate the effectiveness of Vision6D through a comprehensive user study, demonstrating that it

offers an intuitive and accurate solution for 6D pose annotation.

4. The user study used public 6D pose estimation datasets named Linemod (Hinterstoisser et al., 2013)

and HANDAL (Guo et al., 2023), where user-annotated poses were compared against ground-truth

poses. The results illustrate the tool's accuracy, ef�ciency, and usability, highlighting its potential as a

standardized solution for 6D pose annotation.

3.2 Related Work

3.2.1 3D Graphical User Interface

3D graphical user interfaces (GUIs) allow users to interact with and understand complex 3D scenes. These

GUIs aim to provide users with intuitive controls and visualization to handle and process 3D data, making it

easier to perform tasks across different domains, such as animation, video game development, robotics, and

computer vision related tasks. Ef�ciently navigating and interacting with 3D scenes has been heavily used

for both technical and creative applications. Modern 3D GUIs also provide many functionalities that improve

user experience.

One of the primary uses of 3D GUIs is to help users gain a better understanding of 3D scenes. By of-

fering interactive visualizations of 3D objects and spatial environments, these GUIs enable users to more

accurately analyze spatial relationships, identify object positions, and determine camera viewpoints. For

example, Blender (contributors, 2024a; Buys et al., 2010), a popular open-source 3D creation application,

provides an extensive toolbox for modeling, texturing, and animating 3D scenes. The GUI helps users ma-

nipulate 3D models under different camera view angles, effectively controlling animations and other visual

effects. The ability to control lighting, shading, and smooth object transformations makes Blender an es-

sential computer graphics software for 3D animations and rendering. Other than Blender, there is another
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popular platform for developing interactive 3D scenes called Unity (contributors, 2024b; Buyuksalih et al.,

2017). It provides extensive controls for camera manipulation, object transformations, and real-time render-

ing. Unity's 3D GUI allows users to interactively design 3D scenes, set camera trajectories, and simulate

real-world physics, which are essential for creating immersive virtual experiences. The platform is ideal for

game development, providing versatility and user-friendly features.

In robotics and computer vision related �elds, 3D GUIs play an important role in 3D scene understand-

ing, such as camera poses. Pangolin is a lightweight 3D visualization library for real-time display of 3D

objects, camera trajectories, and keypoints (Lovegrove, 2021; Khole et al., 2023). The library is broadly

used in conjunction with Simultaneous Localization and Mapping (SLAM) systems to display 3D camera

pose trajectories directly. The GUI of Pangolin GUI allows users to track camera movements and inspect

3D point clouds in real-time, making it useful for applications such as autonomous navigation and mapping

systems. The simplicity and fast speed of Pangolin make it ideal for technical tasks where real-time feedback

is preferred to understand object localization in space.

Overall, 3D GUIs aim to support users by providing �exible and interactive environments for performing

simulated 3D-related tasks. Whether creating animations in Blender, developing games in Unity, or tracking

and visualizing camera poses in Pangolin, these interfaces provide a way to understand and interact with

3D data. By offering user-friendly visualizations, con�gurable controls, and convenient interactions, 3D

GUI-based applications make it easier for users to create and explore 3D scenes, enabling more ef�cient

work�ows across various domains. These 3D GUI software excels within their respective domains but does

not explicitly address the need for ef�cient 6D pose annotation in 3D-to-2D registration tasks. The lack of

interactive features speci�cally tailored for 6D pose annotation restricts users' ability to quickly obtain and

modify camera poses.

3.2.2 6D Pose Annotation Techniques

6D pose estimation involves determining the 3D rotation and 3D translation of an object or the corresponding

camera pose in space. Accurate 6D pose estimation allows vision-based robotics to interact with objects in

the real world. However, generating reliable 6D pose annotations in cluttered scenes and achieving precise

estimation remain challenging. Traditionally, 6D pose annotations have been labor-intensive, sometimes rely-

ing on manual trial and error (Hodan et al., 2017; Drost et al., 2017). In such methods, users manually adjust

the 6D pose parameters by modifying numerical values for position and orientation, then render the scene to

verify accuracy. This iterative process is time-consuming and error-prone, especially for objects in cluttered

or occluded environments, where small adjustments are dif�cult to determine visually. While such manual

approaches can produce accurate results with patience, they are not optimal for fast development. Another
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common approach to 6D pose estimation and annotation has involved using ArUco markers (Garrido-Jurado

et al., 2014) or similar �ducial marker systems to determine camera poses in recent years. ArUco boards con-

sist of grids of unique markers. Their known geometric properties are used to calculate the camera's extrinsic

parameters. While this method can yield accurate camera poses in controlled environments, placing these

markers prior to capturing video might not be a possibility, such as in surgical, automotive, and aerospace

domains. Moreover, this method needs the markers to be consistently visible to the camera, which is often

infeasible in cluttered and uncontrollable scenarios.

Annotating the 6D pose in a video's �rst frame brings additional challenges. Traditionally, methods for

�rst-frame pose estimation require either manual initialization or external equipment, such as a checkerboard

for camera calibration. The accuracy of �rst-frame estimation plays a vital role in the subsequent frames'

estimated camera poses, as errors can accumulate across sequential frames, lowering overall performance.

Methods that rely solely on image data for the �rst frame, without external markers or camera calibration,

often struggle in complex environments where occlusions or ambiguities are present. One of the notable

challenges in 6D pose annotation is the lack of real-time feedback and support for exporting camera poses

in many existing annotation tools. While some advanced systems offer sophisticated modeling and render-

ing capabilities, they often fail to provide real-time visualization of pose manipulation or to easily obtain

camera pose data for various downstream tasks. This limitation can cause problems in both manual and semi-

automated annotations, as users are forced to repeatedly modify and render scenes to verify pose accuracy,

slowing down the overall work�ow.

In summary, while numerous methods exist for generating 6D camera pose estimations, many have in-

herent limitations. Interactive pose visualization and seamless pose updates remain not supported in many

existing tools, particularly for 3D-to-2D registration. These challenges inspired us to focus on developing

interactive tools that can provide more ef�cient and accurate 6D pose annotations.

3.2.3 Addressing the Literature Gap

Despite recent advances in deep learning for 6D pose estimation, existing annotation methods, often reliant

on �ducial markers or manual frame-by-frame rendering, remain inef�cient and impractical for real-world

scenarios like surgical scenes. ArUco markers work well in controlled settings but are unsuitable for domains

where marker placement is infeasible, and manual pose adjustment is time-consuming and lacks interactivity.

These limitations constrain pose annotation and make current work�ows inadequate for applications requiring

immediate feedback or large-scale dataset generation.

We propose a 3D-to-2D interactive visualization and annotation tool for 6D pose estimation. This tool

identi�es and addresses these gaps above by allowing users to visualize 2D image data and 3D models syn-
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chronously. The tool provides a more intuitive environment for generating and re�ning pose annotations.

Users can interactively adjust poses and receive immediate feedback, helping the process of annotating frames

in video sequences. Our tool's ability to create �rst-frame or frame-by-frame pose annotation substantially

improves over manual trial-and-error rendering or marker-based methods. Moreover, it eliminates the need

for external markers in scenarios where they are impractical. In general, while traditional 6D pose annotation

methods and existing 3D GUIs offer valuable features, they do not meet the growing demand for an ef�cient

and interactive tool in complex, real-world settings. The proposed tool ful�lls this gap by providing an in-

novative solution for annotating 6D poses via an application that is more user-friendly and applicable across

different domains.

3.3 Vision6D

Vision6D is a 3D-to-2D annotation software that provides interactive visualization and annotation for the

6D camera pose estimation research community. Firstly, we will discuss the underlying foundational math-

ematical framework that the software builds on, including image formation, 3D projection, and coordinate

transformations that represent the 3D-to-2D problem space and develop a 6D camera pose. Secondly, we will

present the technical details related to the system's design and implementation.

3.3.1 Mathematical Formalism

In this subsection, we focus on the mathematical formalism behind Vision6D, and mainly discuss image

formation, camera intrinsic and extrinsic matrices, projection and rendering, to establish visible 3D-to-2D

correspondences for the 6D camera pose estimation. Image formation is the process of projecting a 3D scene

onto a 2D image plane through the lens of a camera. In this context, the camera's intrinsic (e.g., focal length)

and extrinsic (e.g., orientation) parameters de�ne the relationship between the 3D world and the 2D image

representation. The camera intrinsics are the internal characteristics of the camera, including the focal length

fx and fy, principal pointcx andcy. These parameters are combined and represented by a 4� 4 matrix:

K =

2
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fx 0 cx 0

0 fy cy 0
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7
7
7
7
7
7
5

; (3.1)

which transforms a 3D point from the camera coordinates into the image coordinates system. Camera extrin-

sics parameters describe the orientation and position of the camera in the world coordinates, showing how
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the camera is placed relative to the scene. The transformation matrixM combines a 3D rotation matrix:

R=

2

6
6
6
6
4

r1 r2 r3

r4 r5 r6
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3

7
7
7
7
5

; (3.2)

and a 3D translation vectort = [ t1; t2; t3] to form a 4� 4 matrixM = [ Rjt] that maps points from the world

coordinates to the camera coordinates system. More precisely,M transforms a homogeneous 3D point from

world coordinatesPw into camera coordinatesPc via Pc = MPw. To transform a point from the camera to the

world coordinates system, the inverse transformation matrixM� 1 would be used, thusPw = M� 1Pc.

Figure 3.1:3D-to-2D Projection. Demonstration of projecting 3D object point onto a 2D image plane using
the camera intrinsic and extrinsic parameters.

After the 3D scene is transformed into the camera's coordinate system using the transformations above,

the next key step is projection and rendering. These are the processes for mapping 3D points[X;Y;Z] from the

camera coordinate system onto the 2D image plane. A pinhole camera model is used to project the 3D camera

coordinates onto the image plane. The projection from 3D-to-2D is mathematically de�ned asPuvw = KPc

29



wherePuvw is the homogeneous 2D pixel coordinate of the projected point on theuv image plane.

Puvw =

2
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This projection process involves applying the intrinsic parameters of the cameraK to Pc to map the point

to the 2D image as shown in Figure 3.1. The rendering mechanism ensures that 3D models are correctly

displayed in the 2D view according to the camera's perspective.

3.3.2 User Interface and Layout

Figure 3.2:Vision6D's 3D User Interface. Screenshot and decomposition of essential 2D and 3D features
to support the interactive 6D pose annotation work�ow.

A screenshot and a decomposition of the Vision6D user interface are presented in Figure 3.2. The user

interface is composed of three key components to simplify the process of 6D pose annotation: the Main

Panel, the 3D Scene Display, and the Output Panel. In this subsection, we will use the Linemod-Occluded

dataset (Brachmann et al., 2014) as an example to illustrate the functionality and features of the Vision6D

application.

3.3.2.1 Main Panel

As shown in Figure 3.2, the Main Panel consists of three components: the Menu, Control, and Display Sub-

panels. The Menu Subpanel provides an interface for input and output operations, such as loading and saving

renderings/3D meshes and exporting pose annotations. Users can easily access menus to import new data and

save workspaces. The Menu Subpanel offers quick access to common �le management features. The saved
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data can be used for further analysis or to integrate into deep learning training pipelines.

The Control Subpanel allows users to apply various modi�cations to the 3D scene. This includes op-

tions for adjusting camera intrinsics and managing other settings, such as de�ning poses, toggling visibility

of meshes, mirroring meshes, and adjusting 3D models' spacing. For example, users are able to toggle the

visibility of 3D objects or update other parameters on-the-�y to visualize the effects in the 3D Scene Display.

This Control Subpanel gives users the freedom to adjust the voxel spacing in 3D objects or �ip objects' ori-

entations as needed. These controls provide a hands-on approach to customizing the 3D scene representation,

encouraging an interactive and highly con�gurable environment.

The Display Subpanel is dedicated to tracking and managing the 2D and 3D objects present within the

scene. This Display Subpanel lists all the objects currently loaded into the system, enabling users to select,

manipulate, and visualize each object independently. It provides visual cues, such as color coding for each

3D object shown in the 3D Scene Display, as an approach to differentiate between multiple objects and make

it easier to identify the speci�c elements in the scene. Users can customize the transparency value of objects,

which is helpful for visualizing cluttered and occluded areas or managing complex scenes with overlapping

models.

By combining these three components, the Main Panel offers users complete control over the 6D pose

annotation process. The Main Panel can also be hidden when displaying the 3D Scene as shown in Figure 3.3

(a). Users can easily load data, apply camera modi�cations, and manipulate 3D objects within the GUI.

3.3.2.2 3D Scene Display

Figure 3.3: Visualization and Pose Annotation of Vision6D

The 3D Scene Display serves as the primary workspace where users can interact with and display both

2D images and 3D models. It provides an interactive 3D scene that assists in the pose annotation process,

showing the alignment of the 3D models and their respective 2D projections. Users can visually inspect the

accuracy of the pose by observing how the 3D model is rendered onto the image scene. As the user adjusts

the 3D object's pose within the scene with their mouse and keyboard, Vision6D updates the corresponding

2D projection immediately. This visual feedback allows users to quickly verify and re�ne the object's pose
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by comparing the rendered 3D model against the input 2D image. The accuracy of this correspondence is key

to ensuring that the object's pose is correctly aligned with the camera's perspective, which is important for

applications requiring high-precision pose annotations.

Vision6D utilizes a multi-view system to provide a �exible user experience. The �rst viewpoint is the

scene camera, which allows the user to freely navigate and explore the scene from different angles. This pose

provides an independent view of the entire 3D environment as shown in Figure 3.3 (b). In the top-right corner

of Vision6D, users will �nd the scene camera orientation controls, a small visual representation of the camera

axesxyzin red, green, and yellow, respectively. These camera orientation controls allow users to quickly see

the current orientation of the camera within the 3D space and adjust the camera view to standard perspectives,

such as the top view, side view, or front view, with a single click. The camera orientation controls provide

additional assistance when navigating the 3D scene, helping users maintain a sense of spatial awareness as

they manipulate 3D objects. Switching or resetting these views allows for easier object alignment and more

accurate judgment of annotated poses from various angles. This improves spatial understanding, especially

when addressing the challenges of depth estimation.

Another camera view is the original camera that formulated the rendered scene image, which mimics the

position and orientation of the camera that was used to capture the input image. This camera is essential for

rendering the scene from the same perspective as the 2D image. The proposed multi-view system provides

�exibility as users can interact with the scene and adjust the objects' poses while consistently comparing it to

how it appears from the original camera's perspective.

A key feature in the 3D Scene Display is the ability to annotate object poses using intuitive click-and-

drag gestures. When objects are �rst loaded into Vision6D, the objects' poses are set to an identity matrix as

shown in Figure 3.3 (c). Users can directly interact with 3D objects in the scene by selecting a target mesh via

a mouse and adjusting their position or rotation by drag gestures. Moreover, users can also �ne-tune the pose

annotations by zooming in on speci�c parts of the scene for closer inspection. Using these control systems,

Figure 3.3 (d) shows the user-annotated poses for eight meshes colored in lime, and the ground-truth poses

obtained from the Linemod-Occluded dataset colored in magenta. The rendered ground-truth and annotated

poses closely match visually.

3.3.2.3 Output Panel

The Output Panel located at the bottom left of Vision6D is shown in Figure 3.2. This panel is used to output

the current annotated pose and display pose data history. It shows immediate feedback on any transformations

applied to the 3D objects, demonstrating the current state of the objects' poses in a matrix form. Users can

easily monitor changes, copy to the clipboard, and clear the Output Panel as they use Vision6D.
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3.4 User Study

In this section, we present a user study that was conducted to compare and evaluate both the accuracy and the

overall effectiveness of Vision6D in a manner that demonstrates its usability, intuitive design, and practical

applicability for generating precise 6D pose annotations in various authentic scenarios.

3.4.1 Hypotheses

Speci�cally, our objective is to validate the following hypotheses using multiple evaluation metrics:

• H1: Annotation Accuracy Hypothesis.Vision6D enables users to generate 6D pose annotations that

are statistically comparable to the default ground-truth object poses from publicly available datasets.

This hypothesis suggests that the tool produces results closely aligned with pre-existing ground-truth

annotations captured directly by a camera. We use multiple metrics to measure positional and rotational

offsets between Vision6D annotations and ground-truth poses through both inter-personal consistency

and intra-personal variability evaluations.

• H2: Annotation Ef�ciency Hypothesis. The interactive 3D-to-2D interface of Vision6D aims to re-

duce the time and effort required for users to generate accurate 6D poses. We anticipate that the user

interface's intuitive controls, direct manipulation features, and immediate feedback will ease the work-

�ow, resulting in shorter annotation time without compromising accuracy. This is evaluated through

annotation duration time analysis.

3.4.2 Study Design

3.4.2.1 Participants

For this study, we recruited 11 participants via a university mailing list. Notably, the participants have a broad

spectrum of expertise in 6D pose estimation, ranging from limited understanding to actively working on pose

estimation-related projects. This diverse skill set created an ideal experimental environment for assessing the

intuitiveness and accessibility of our proposed tool in a real-world setting, where users may have varying

levels of domain knowledge.

3.4.2.2 Stimuli

We use two publicly available datasets, HANDAL (Guo et al., 2023) and Linemod (Hinterstoisser et al., 2013)

for this study. Both of which serve as benchmark datasets for 6D pose estimation. From our perspective,

HANDAL is a newer and more challenging dataset than Linemod, presenting greater dif�culty for users

during annotation. These two datasets provide a comprehensive evaluation of how Vision6D assists users in
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annotating under varying levels of dataset complexity. We assign �ve participants to annotate on the Linemod

dataset, and six participants to annotate on the HANDAL dataset.

From each dataset, we selected 10 distinct samples, with each sample representing a unique 6D pose

scenario that participants were required to annotate. The selection ensures a diverse range of poses and object

con�gurations, providing a robust basis for evaluating the accuracy and consistency of annotations generated

using Vision6D. To thoroughly evaluate both intra-personal (consistency within the same individual) and

inter-personal (variability between different individuals) pose annotation performance, each of these 10 sam-

ples is shuf�ed and presented three times during the pose annotation session. This approach ensures multiple

annotations per sample from each participant. More speci�cally, every participant is tasked with annotating

each sample three separate times, with the order of the samples randomized for each iteration.

3.4.2.3 Protocol

Participants in the experiment were required to complete a series of tasks designed to assess both the us-

ability and precision of Vision6D. Initially, each participant was informed about the basic commands and

shortcuts related to the user interface and functionalities. During the introduction session, some essential

functions, such as 2D and 3D object manipulation and the annotation process were explained, ensuring that

all participants understood how to use the system.

In the pose annotation session, participants were tasked with annotating 6D poses for a set of 3D objects

projected onto 2D scenes. For each annotation task, they were provided with a 2D image where the corre-

sponding 3D object was placed in some random place in the scene, and they were asked to adjust the object's

orientation and position using the interactive controls until they con�rmed the 3D object pose accurately

matched the object's placement in the 2D image scene. The tasks varied in complexity, with some scenarios

presenting additional challenges such as partial occlusions to better simulate real-world environments.

3.4.2.4 Data Collection

Throughout the experiment, our tool recorded quantitative metrics such as the time taken to complete each

annotation and the pose deviation between the participant's annotations and the ground-truth data. Addition-

ally, after completing the annotation tasks, participants were asked to �ll out a set of questionnaires to gather

feedback on the tool's intuitiveness, ease of use, and overall effectiveness via the standardized NASA-TLX

(Hart and Staveland, 1988) and SUS surveys (Brooke, 1995). This combined approach ensured that both

performance data and user experiences were captured, providing a holistic evaluation of Vision6D. For the

following experiments, we present the top 90% results to eliminate outliers and reduce the impact of extreme

deviations.
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3.5 Results

We evaluated the accuracy of 6D pose annotations using the intra-personal and inter-personal variability

metrics. Intra-personal consistency quanti�es how an individual reproduces the same pose annotation across

multiple trials, providing insights into the tool's robustness and reliability. Inter-personal variability, on

the other hand, measures the differences in pose error among different participants, capturing variations in

human perception and interaction with the proposed 3D user interface. By analyzing these metrics, we aim

to determine the pose reproducibility and annotation reliability when using Vision6D, as well as the overall

robustness and effectiveness of the tool in generating accurate 6D pose annotations across a diverse range of

users with varying levels of expertise.

3.5.1 Annotation Accuracy

To assess the accuracy of user-annotated 6D poses, we evaluate both inter-personal variability across different

users and intra-personal consistency. These results help us to understand the precision and robustness of using

Vision6D in various pose annotation scenarios.

3.5.1.1 Inter-personal Variability

To evaluate inter-personal variability, we compare the pose annotation errors against the ground-truth pose

across different participants for the same sample, as shown in Figure 3.4. S0 to S9 represent different samples

for both Linemod and HANDAL datasets. We quantify the error variation by calculating the mean Euclidean

distance (in mm), angular distance (in degrees), and the Average Distance Metric (ADD) (in mm). These

results are calculated using each participant's best pose annotation from the three repeated trials, de�ned as

the one with the lowest ADD score, and compared to the corresponding object ground-truth poses from each

dataset.

A total of 11 participants contributed to this analysis for annotating two datasets. The angular distance

metric is de�ned in Equation 3.4, which measures the rotational difference between two rotation matrices,R

andR0. Additionally, the ADD metric quanti�es the discrepancy between two 3D object poses by computing

the mean Euclidean distance between their corresponding model points. For a set of model pointsf vigN
i= 1

and two poses(R1; t1) and(R2; t2), the ADD is computed following Equation 3.5.

Drot = arccos
�

Tr(RTR0) � 1
2

�
(3.4)

Dadd =
1
N

N

å
i= 1

k(R1vi + t1) � (R2vi + t2)k (3.5)

From the �gure, the mean angular distance error is 4:77� � 2:84 for the Linemod dataset and 5:88� � 4:68

35



Figure 3.4:Quantitative Evaluation of Inter-Personal Variability. This �gure presents the distributions of
Angular Distance, Euclidean Distance, and ADD metrics for assessing inter-personal variability. The results
demonstrate the effectiveness of pose annotation using Vision6D.
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for the HANDAL dataset. The mean Euclidean distance error is 14.91� 9.43 mm for Linemod and 29.27

� 25.74 mm for HANDAL. Similarly, the mean ADD error is 15.27� 9.33 mm for Linemod and 30.53�

26.72 mm for HANDAL.

The inter-personal angular distance, Euclidean distance, and ADD errors remain relatively low across

most samples, indicating that users consistently annotate object positions with high accuracy. However, the

distribution differences between the two datasets reveal that certain objects have larger annotation errors, such

as S7 in the Linemod dataset and S5 in the HANDAL dataset. This is likely due to increased object complexity

or occlusion challenges commonly found in the HANDAL dataset. The results highlight the effectiveness of

Vision6D in supporting accurate annotations across different datasets. However, the increased complexity of

the HANDAL dataset introduces greater annotation variability, aligning with our observation that it presents

more challenges for users.

To further demonstrate the participants' annotations across different samples, Figure 3.6 presents a qual-

itative evaluation, and the results suggest that Vision6D successfully assists users to accurately align and

register 3D objects to the 2D scene by providing essential visual cues.

3.5.1.2 Intra-personal Consistency

To assess intra-personal consistency, each participant annotated the same sample three times, with the order

randomized to minimize potential bias. We perform pairwise comparisons between the three trials while

using the same evaluation metrics as in inter-personal variability analysis, such as Euclidean distance, an-

gular distance, and ADD, to comprehensively measure annotation consistency among the same users. The

intra-personal consistency score for each participant is calculated by averaging these pairwise metrics across

multiple trials over 10 samples. Lower Euclidean distance, ADD score, and angular distance indicate that

Vision6D allows users to consistently replicate their annotations with minimal variance.

The quantitative analysis, shown in Figure 3.5, demonstrates the robustness of our tool in generating

consistent 6D pose annotations across multiple trials. L0 to L4 represent different users who annotated

the Linemod dataset, while H0 to H5 correspond to users who annotated the HANDAL dataset. From the

�gure, the mean angular distance error is 7:11� for the Linemod dataset and 10:08� for the HANDAL dataset.

The mean Euclidean distance error is 19.17 mm for Linemod and 32.34 mm for HANDAL. Similarly, the

mean ADD error is 21.28 mm for Linemod and 40.46 mm for HANDAL. The intra-personal average angular

distance remains relatively low for most users in both datasets, indicating that Vision6D allows users to

annotate poses with minimal rotational deviation among trials. The Euclidean distance has higher variance

among users, particularly in the HANDAL dataset, showing the increased complexity inherent in this dataset.

These results align with our observation on the two datasets. While there are variations among participants,

37



Figure 3.5:Quantitative Evaluation of Intra-Personal Consistency.This �gure presents the distributions
of Angular Distance, Euclidean Distance, and ADD metrics for assessing intra-personal consistency. The
results highlight the robustness and reproducibility of the Vision6D.
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