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CHAPTER 1

Introduction

1.1 Overview

Practical engineering systems may have complicated geometry, material properties, load-

ing, and boundary conditions, as well as a large number of quantities of interest (QoIs). It is

essential to quantify the uncertainty associated with the predictions of system QoIs in order

to assess current conditions and capabilities of the system and support decision-making re-

lated to system sustainment and future operations. Multiple aleatory and epistemic sources

contribute to the uncertainty in the model predictions of system responses. Aleatory uncer-

tainty refers to the natural variability of physical quantities, whereas epistemic uncertainty

refers to lack of knowledge, arising from data uncertainty and model uncertainty. Data

uncertainty arises from sparse data, imprecision data, omissions, processing errors and mea-

surement errors; and model uncertainty stems from unknown model parameters, model

form errors, numerical errors, etc. Some model inputs and model parameters may have both

aleatory and epistemic uncertainty.

Uncertainty quantification (UQ) includes both the forward problem and the inverse

problem. In the forward problem, the uncertainty in the model inputs, model parameters,

and model errors is propagated and aggregated to compute the uncertainty in the output

QoI. In the inverse problem, model parameters and model errors are estimated based on

the comparison of model prediction and real-world observation. Both tasks require multiple

evaluations of the physics-based model (often for hundreds or thousands of realizations of

the input settings). For problems with complicated geometry and physical phenomena,

executing the physics-based computational model is likely to be quite demanding; therefore,

it may be expensive, and often affordable, to run these models a large number of times. In

addition, for complex systems, the output QoI can be multivariate, which may be spatially or

temporally correlated, and a function of a large set of variables in the input space. Therefore,

inexpensive surrogate models need to be constructed to replace the expensive physics-based

computational models and efficiently map the model input to output in high-dimensional
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spaces.

It is challenging to construct surrogate models that are both accurate and efficient. The

accuracy of the surrogate model depends on the quality and quantity of the training samples

obtained using the physics-based model. The physics-based model contains several assump-

tions about the physical behavior, geometry, model parameters, loading conditions and

boundary conditions of the engineering system; in addition, numerical approaches like finite

element analysis (FEA) or computational fluid dynamics (CFD) may introduce additional

approximation errors. For complex systems, it may also take a long time to run the physics-

based model thus the number of possible training samples may be limited in quantities.

In the context of high-dimensionality, additional challenges are present for surrogate model

construction. On the output side, spatial and/or temporal correlations between multiple

QoIs should be properly handled when building separate surrogate models; on the input

side, a large number of samples may be required in order to achieve desired accuracy of

the surrogate model. The surrogate modeling techniques for high-dimensional applications

in the literature focus on efficiency improvement by lowering the dimesionality in either

the input space or the output space or both. Input dimension reduction methods include

sensitivity-based reduction [2], sparse grids [3, 4], orthogonal basis-based methods like the

truncated Karhunen-Loeve expansion [5] and the proper orthogonal decomposition (POD)

[6], sparse pseudospectral approximations [7, 8, 9], and active subspace discovery [10, 11].

Output dimension reduction methods include principal components analysis (PCA) or sin-

gular vector decomposition (SVD) [12, 13, 14], co-Kriging [15], diffusion map [16, 17, 18],

etc. Recent work has considered both input and output dimension reduction, such as the

principal component-active subspace (PCAS) method [1, 19], but limited to tens of inputs

and hundreds of outputs.

A surrogate model can be improved by selecting additional training samples in an adap-

tive manner until a satisfactory accuracy is achieved. The adaptive sampling process can be

improved by balancing exploration of the parameter space with exploitation of the response

information from previous samples. Exploration involves selecting data points in unexplored

regions of the parameter space, while exploitation suggests adding data points in regions

where the current surrogate model’s performance is inadequate. Pure exploitation-based

2



methods started with Jones’ expected improvement function (EIF) [20] in the context of

optimization. The expected feasibility function (EFF) approach [21] extended this idea to

reliability analysis. Subsequent studies include Adaptive Kriging Monte Carlo simulation

(AK-MCS) [22], combined importance sampling and adaptive Kriging [23, 24], Kriging-based

quasi-optimal importance sampling [25], and global sensitivity analysis-enhanced surrogate

modeling (GSAS)[26]. However, these studies do not address applications with both high-

dimensional input and output and this dissertation addresses this challenge.

With satisfactory surrogate models, the physics model parameters and the model discrep-

ancy can be estimated using measured data, and the prediction uncertainty quantification

of unobserved QoIs can be carried out. In practice, due to limited available resources and

difficulty in accessibility, full-scale system tests are often prohibitively expensive and only a

limited number of measurements may be obtained for a subset of the QoIs, and at a small

number of locations or time instants. Thus the predicted QoI could be at a different loca-

tion/time than the measurement of the same quantity (e.g., temperature is measured at one

location or time instant, whereas the predicted QoI is temperature at another location or

time instant), or the predicted QoI could be altogether different from the measured quantity

(e.g., measured quantity is temperature, whereas the predicted QoI is stress). Currently,

Bayesian calibration has been used to estimate the model discrepancy by comparing the

prediction to the observation. However, this is only applicable to the observed QoI’s at the

observed locations or time instants. Both indirect approaches [27, 28] and direct approaches

[29, 30, 31] have been proposed in the literature to address this challenge; however, these

methods do not address high-dimensional problems. Therefore, techniques to estimate the

model discrepancy in high-dimensional problems, and their propagation to unmeasured QoIs

(or same QoI but at unmeasured locations or time instants) need to be developed.

Based on the above discussion, the aim of this dissertation is to develop a framework

for prediction uncertainty quantification in high-dimensional problems. In this dissertation,

surrogate modeling with high-dimensional input and output is first investigated. The most

suitable surrogate model methodology is first identified in a systematic manner based on the

specific problem. Different sources of errors contributing to the error in QoI predictions are

also quantified. Next, adaptive improvement of surrogate models for QoI predictions of high-
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dimensional problem is investigated; a novel active learning function in a lower-dimensional

latent space is developed for this purpose. Model discrepancy is then considered by in-

troducing additive discrepancy terms to the surrogate models in the latent space. With a

small number of measured QoIs at a limited number of locations, the discrepancy terms are

calibrated and are ultimately used for prediction uncertainty quantification of unmeasured

QoIs. In the dissertation, both the inverse problem of calibrating the model parameters

and discrepancy and the forward problem of propagating the uncertainty to the QoIs are

investigated. The proposed methods are illustrated for a high-dimensional mechanical prob-

lem (aeroelastic response of an aircraft fuselage panel) and a high-dimensional multi-physics

problem (heat transfer and residual stress in an additively manufactured part).

1.2 Research Objectives

The proposed research is divided into three objectives:

1. Surrogate modeling for high-dimensional problems

2. Adaptive improvement of surrogate models in high-dimensional problems

3. Model discrepancy estimation and prediction uncertainty quantification of unobserved

model outputs

The overall goal of this dissertation is to quantify the prediction uncertainty in high-

dimensional engineering problems. To do this, in the first objective, dimension reduction

techniques in both the input and output spaces are explored, the best options for a given

problem are identified, and initial surrogate models in the low-dimensional latent space are

constructed. In the second objective, the surrogate models for high-dimensional problems

are adaptively improved. An active learning function is proposed in the latent space that

properly considers mappings between various subspaces, and new runs of the physics-based

model are proposed as additional training data to improve the surrogate model. In the

third objective, the physics model discrepancy is first modeled through additive terms to

the surrogate models in the latent space. With measurement data, the model discrepancy is

calibrated along with observation error. The calibrated quantities are used for uncertainty

quantification in the prediction of unmeasured system outputs.
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1.3 Organization of the Dissertation

The rest of this dissertation is organized as follows:

Chapter 2 proposes a systematic approach to find the most suitable options for surrogate

model construction with high-dimensional input and output. Several methods for reducing

the output dimension are investigated, namely, singular value decomposition (SVD), ran-

dom projection, randomized SVD, and diffusion maps; and two methods for input dimension

reduction are investigated, namely, variance-based sensitivity analysis and active subspace

discovery. The most effective combination of options for input and output dimension reduc-

tion is identified, followed by the construction of Gaussian process surrogate models in the

low-dimensional space. The prediction error in the original space includes both the recon-

struction error and surrogate error; the relative contributions of the two types of errors are

quantified.

Chapter 3 investigates a methodology for improving the surrogate model for problems

with high-dimensional input and output. A low-dimensional adaptive learning strategy is

proposed to identify training samples to improve the surrogate model. In contrast to existing

adaptive learning methods that focus on a scalar output or a small number of outputs,

the proposed method addresses adaptive learning with high-dimensional input and output,

with a novel learning function that balances exploration and exploitation, i.e., considering

unexplored regions and high-error regions, respectively. The adaptive learning is in terms of

the active input variables in the low-dimensional space, and the newly added training samples

can be easily mapped back to the original space for running the expensive physics model.

Various factors in the adaptive learning process are investigated, including the number of

training samples, range and distribution of the adaptive training samples, contributions of

various errors, and the importance of exploration versus exploitation in the learning function.

Chapter 4 investigates propagating the model discrepancy from the measured quantities

of interest (QoIs) to uncertainty quantification in the prediction of unmeasured QoIs. All

QoIs are first mapped to an uncorrelated latent space in which separate surrogate models

are constructed for the dominant principal features. Such mapping can readily handle high-

dimensional output; further, for high-dimensional input, active subspace discovery can be

used to reduce the input dimension. A discrepancy term is introduced in the latent space to

5



account for the inadequacy of each surrogate model. The discrepancy terms are estimated

through Bayesian calibration using the measured quantities. The posterior distributions

of the discrepancy terms (in the latent space) and the model parameters and observation

errors (in the original space) are then used to quantify the uncertainty in the prediction of the

unmeasured QoIs. The formulation of discrepancy terms in the latent space offers a rigorous

and efficient approach to propagate the model discrepancy information from measured to

unmeasured QoIs, compared to existing approaches that either modify/augment the model

parameter distributions or estimate the model form errors in the governing equations.

Chapter 5 provides concluding remarks and identifies future research needs.
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CHAPTER 2

Surrogate modeling for high-dimensional problems 1

2.1 Introduction

Engineering analyses such as design optimization, system health diagnosis, and prognosis

of future behavior often require techniques such as uncertainty quantification and optimiza-

tion, which require multiple evaluations of the physics-based model. The term physics-based

indicates that the model is derived from first principles and assumptions about system be-

havior, and is not a data-driven model. For large systems, simulations such as finite element

analysis and computational fluid dynamics are expensive; therefore, an inexpensive surrogate

model becomes necessary to carry out the uncertainty quantification, probabilistic diagnosis

and prognosis, risk analysis and optimization to support the decision making.

The construction of a surrogate model first requires the generation of training samples,

i.e., evaluations of the physics-based model at multiple settings in the input space. For

problems with high-dimensional input and output, generating training points poses a signif-

icant challenge with respect to the computational resources and time. Consider a couple of

commonly used surrogate modeling techniques for illustration. In a polynomial chaos expan-

sion (PCE) surrogate model [33] for a high-dimensional input, an accurate surrogate model

requires more terms, meaning that more model runs are needed to estimate those PCE coef-

ficients. This process could be computationally demanding; developing sparse grids [34] may

help reduce the number of model evaluations. Use of an adaptive basis [35, 7] can reduce the

number of higher order terms but the selection of the basis may need extra iterative steps.

It’s also worth noting that PCE’s on a sparse grid may still have a dimensional dependence

to the number of samples, and those samples may not be effective for sufficient surrogate

modeling. For Gaussian process (GP) surrogate models [36, 37] for high-dimensional prob-

lems, the number of parameters in the correlation function increases with the dimensionality,
1This chapter is adapted from "Investigation of Surrogate Modeling Options with High-Dimensional Input

and Output" published in AIAA Journal [32] and has been reproduced with the permission of the publisher,
the American Institute of Aeronautics and Astronautics, Inc., and my co-authors Sankaran Mahadevan,
Shunsaku Matsumoto, Shunsuke Taba, and Daigo Watanabe
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and the parameter estimation is computationally intensive. These challenges limit the appli-

cation of GP surrogates in high-dimensional problems. Other surrogate modeling techniques

such as support vector machines (SVM) [38] and neural networks (NN) [39] also suffer from

the curse of dimensionality in the presence of a large number of inputs and outputs.

The surrogate modeling techniques for high-dimensional applications in the literature

mainly focus on efficiency improvement by lowering the dimesionality in either the input

space or the output space. For input dimension reduction, several methods have been

proposed, such as sparse grids [3, 4], projecting the inputs to an orthogonal basis like the

truncated Karhunen-Loeve expansion [5] and the proper orthogonal decomposition (POD)

[6], or a combination of both [7, 8, 9], and active subspace discovery of the dataset’s gradient

space [10, 11]. For dimension reduction in the output space, the discovery of principal

directions of the output data matrix has been implemented using principal components

analysis (PCA) or singular vector decomposition (SVD) [12, 13, 14]. Note that PCA and

SVD are the same for all intents and purposes. Incremental PCA [40, 41] can replace PCA

when the dataset contains too many data points and is too large to fit into the memory. It

processes the data in a minibatch fashion that rely on defining a batch size or a memory map,

which is problem-specific and requires expert opinion or extra engineering judgement. For

multivariate outputs, co-Kriging [15] can be adopted but it demands much computational

resources for large-dimensional field quantities [42]. Diffusion map [16, 17, 18], as a nonlinear

dimension reduction approach, aiming to construct a representation of the data on a low-

dimensional manifold embedded in a high-dimensional space, has also been studied and

implemented [43, 44, 45]. Recent work has considered both input and output dimension

reduction, such as the principal component-active subspace (PCAS) method [1, 19], but

limited to tens of inputs and hundreds of outputs. Studies addressing high-dimensional

problems have been tailored for specific use cases. Dimension reduction for high-dimensional

output is discussed in [46, 47, 48]. In [46], it is assumed that the responses at various

spatial locations are independent, and that the output is approximately locally linear; [47]

considered two examples with low-dimensional output (up to 3); and only binary output data

was discussed in [48]. Some studies use assumptions about the distribution or correlation

of the input variables, which may be suitable for their specific problem. For example, in
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[49], the same correlation structure is assumed throughout the domain for the outputs at

all the spatial locations, and the covariance function of the stochastic process defining the

input parameters is assumed to be known in [50]. In contrast, the proposed approach in this

chapter could work on any high-dimensional data, either spatial or temporal, and addresses

both the input and output spaces. No assumption about the data (regarding distribution,

linearity, or correlation) is made in our approach.

In this chapter, the aim is to combine dimension reduction in both the input and output

space with very high dimensionality (thousands of outputs). Specifically, three different ap-

proaches, namely singular value decomposition, random projection and randomized singular

value decomposition, are exploited to find the key features in the output space as a lower

dimensional representation of the original quantities of interest. Then key features identi-

fied from output space dimension reduction are used to with active subspace discovery or

variance-based sensitivity analysis to reduce the dimension of the input space. After the di-

mensions of both the output and input of the original high-dimensional problem are reduced

using appropriate techniques, the lower dimensional representations of the high-dimensional

output and input are used to construct surrogate models in the low-dimensional latent space.

The surrogates give predictions in the latent space, which are subsequently used to recover

the high-dimensional outputs in the original space by inverting the dimension reduction that

was implemented in the first place. This process is schematically shown in Figure 2.1.

Figure 2.1: Schematic flowchart of the proposed method

It is worth quantifying the errors that arise in the above strategy, such as the surrogate
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error in the lower dimensional space, as well as the error associated with the recovery step

(i.e., obtaining the high-dimensional output from the surrogate predictions in the lower

dimension). Although the dimension reduction and error quantification methodology are

implemented for Gaussian process modeling in this chapter, the proposed methodology is

general and is applicable to other surrogate modeling techniques as well. To illustrate the

proposed method, a numerical example of part of an aircraft fuselage panel is analyzed;

both the accuracy and computational effort of various dimension reduction techniques in

surrogate model construction are compared.

The main contributions of this chapter are as follows: (1) Dimension reduction tech-

niques are studied for very high-dimensional problems. (2) Multiple methods for dimension

reduction are considered to identify the most efficient combination, both in the input and

output space. Existing literature has pursued one method at a time, and the methods are

not compared in terms of their performance (accuracy, effort, and computational resources).

The best dimension reduction method in terms of suitability and effectiveness is problem-

dependent; thus a systematic exploration approach is developed to identify the most suitable

methods for a particular problem, going from one method to another based on proper rea-

soning. (3) Error metrics are developed in the high-dimensional original space. This helps

to evaluate the quality of the surrogate model and quantify the error in the original space,

thus clearly separating the contributions of surrogate model error and reconstruction error.

2.2 Surrogate modeling

Many surrogate modeling techniques are available. Gaussian process (GP) surrogate

modeling is employed in this chapter to evaluate the various dimension reduction techniques

discussed above. GP surrogate modeling is commonly used in the literature, and it is only

used to demonstrate the proposed method. Other surrogate modeling techniques can also

be used.

2.2.1 Introduction to Gaussian process surrogate model

Instead of giving just a point estimate at unsampled points, a Gaussian process surro-

gate model provides a normal distribution with estimated mean prediction and standard
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deviation, which helps to quantify the uncertainty in the surrogate model prediction.

In a GP model [21], the response at the prediction point u, Y (u) is described by:

Y (u) = h(u)Tβ + Z(u) (2.1)

where h() is the trend of the model, β is the vector of trend coefficients, and Z() is a

zero-mean stationary Gaussian process which describes the departure of the model from the

trend. The covariance between two observations of the Gaussian process Z() at points a

and b is defined as:

Cov[Z(a), Z(b)] = σ2
ZR(a,b) (2.2)

where σ2
Z is the process variance and R() is the correlation function, which is taken to be

a squared exponential function with individual length scale parameters li for each input

dimension:

R(a,b) = exp

[
−

d∑
i=1

(ai − bi)
2

2li

]
(2.3)

The squared exponential function is commonly used in the literature, and it is used here

for demonstration purposes. Other forms of correlation functions can also be chosen for

specific applications [36, 51]. The expected value µY () and variance σ2
Y () of the GP model

prediction at point u are:

µY (u) = h(u)Tβ + r(u)TR−1(Y − Fβ) (2.4)

σ2
Y (u) = σ2

Z −A

 0 FT

F R


−1

AT (2.5)

where r(u) is a vector containing the covariance between u and each of the training points; R

is a matrix containing the correlation between each pair of training points; Y is the vector of

response outputs at each of the training points; F is a vector, each row of F is the transpose

of the trend function h() evaluated at each training point. A =
[
h(u)T r(u)T

]
. And the 0
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block corresponds to the best-linear unbiased predictor [51]. An alternative expression can

be found in [52].

2.3 Methodology

The proposed methodology aims to efficiently construct a Gaussian process surrogate

model for problems with both high-dimensional input and high-dimensional output. In this

section, we investigate possible dimensional reduction approaches in both the input and

the output space in a systematic manner. For dimension reduction in the input space, the

variance-based global sensitivity analysis and active subspace discovery are considered. For

dimension reduction in the output space, singular value decomposition, random projection

and randomized singular value decomposition are considered. Some method may not be

suitable for the problem that we aim to solve based on available computational resources,

the obtained results, or problem-specific scenarios, which motivates us to investigate the

next most suitable methods.

Each method to reduce the dimension in either the input or output space is first out-

lined and then applied in the construction of the surrogate model for the high-dimensional

problem. To achieve this goal, we work with: (1) a lower dimensional representation of the

original high-dimensional output as the output of the surrogate, and (2) the corresponding

sensitive inputs of the lower dimensional output as the inputs to the surrogate. We generally

refer to the lower dimensional representation of the high-dimensional output as ‘features’ in

this work. The feasibility of obtaining the features and the accuracy of the features using

different techniques will be examined after introducing each method.

2.3.1 Dimension reduction in the input space

2.3.1.1 Variance-based global sensitivity analysis (GSA) and Sobol’ indices

Variance-based global sensitivity analysis is well established [2]. Based on GSA results,

input random variables with little influence on the variance of a model output can be treated

as constants at their nominal values while other influential inputs can be included in the

surrogate model.

Considering Y as an output quantity of interest and its underlying physics model or
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computer code given by Y = g(X), where X = {X1, X2, . . . , Xn} is a vector of random

input variables, the variance V ar[Y ] of Y can be decomposed [53, 54] as follows:

Var[Y ] =
n∑

i=1

Vi +
n∑

1≤i≤j

Vij + · · ·+ V12...n (2.6)

where Vi = V arXi [EX∼i [Y |Xi]] is the variance of Y caused by Xi without considering its

interactions with other input variables (i.e. X∼i), E[·] is the expectation operator, and

V12...n, represents the proportion of V ar[Y ] caused by variables {X1, X2, . . . , Xn}. Based on

this decomposition of variance, the Sobol’ indices are defined as [53, 54]:

Si =
Vi

Var[Y ]
, Sij =

Vi + Vj + Vij

Var[Y ]
, S1...k =

V1 + . . .+ V12 + . . .+ V123 + . . .+ V1...k

Var[Y ]
, . . .

(2.7)

where Si is the first-order index, Sij is the second-order index, and S1...k is the higher-order

index corresponding to input variables X = {X1, . . . , Xk}. Note that Vij = V [E[Y |Xij ]] −

Vi − Vj . The number of indices will grow dramatically if the higher-order indices are used.

For this reason, the first-order and total effect Sobol’ indices are commonly used and are

given by:

Si =
VarXi (EX∼i [Y |Xi])

Var[Y ]
, ∀i = i, . . . , n (2.8)

STi = 1− VarX∼i (EXi [Y |X∼i])

Var[Y ]
, ∀i = i, . . . , n (2.9)

or,

STi =
EX∼i [VarXi (Y |X∼i)]

Var[Y ]
, ∀i = i, . . . , n (2.10)

The first-order Sobol’ index is a measurement of the effect of Xi on V ar[Y ] by varying

Xi alone while averaged over variations in other input parameters; the total effect index

describes the effect of Xi on V ar[Y ] considering its interactions with other input variables.

By calculating the Sobol’ indices of the input variables, variables that have large influence

on the variance of the output can be identified. The less significant variables, i.e., variables

that have a relatively smaller Sobol’ index value, can be treated as constants (fixed at their

mean values), thus reducing the dimension of the input variables in the surrogate model.
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As shown in Equations (2.8) and (2.9), the operations EX∼i [·] indicate a multi-dimensional

integral; several analytical and sampling-based methods for this computation have been

well-studied in the literature. The analytical method typically approximates the function

Y = g(X) by one or more surrogate models in order to convert the multi-dimensional in-

tegral to multiple univariate integrals for easy computation [55]. For special forms of the

surrogate model such as PCE, the indices can be obtained as analytical functions of the PCE

coefficients [53]. Among sampling-based methods, the double-loop Monte Carlo simulation

(MCS) [2] is straightforward. Others have proposed more efficient sampling-based methods

[56, 57] based on an estimator proposed by Sobol’ [54].

For the analytical methods, constructing the surrogate model of the original function

brings in extra computational cost, especially when the input and output are high-dimensional.

(This method is particularly not useful here, since the goal is in fact surrogate modeling and

to choose a smaller subset of inputs to build the surrogate model). The sampling-based

methods are computationally expensive even with efficient strategies. In addition, all these

methods assume that the model Y = g(X) is either available in a closed-form (for analyti-

cal methods) or abundant samples can be generated at desired input values (for numerical

methods). Both assumptions do not hold for the current problem.

The first-order Sobol’ indices can be estimated using Monte-Carlo samples, which require

thousands of physics model runs, which is computationally unaffordable if the physics model

is expensive. The indices can also be analytically calculated using the coefficients of a

polynomial chaos expansion (PCE) surrogate model of the physics-based model. However,

the PCE surrogate model needs to be constructed first, and to construct a good PCE

model, a large number of original model runs are required. We do not know beforehand

what the influential inputs are, thus this approach is not feasible for our problem. When a

large number of original model runs are not available, one can use a sample stratification

approach to estimate the first-order Sobol’ indices as described below. Li and Mahadevan

[58] developed a novel sampling-based method for the estimation of the first-order Sobol’

index with limited number of samples. This method obtains the first-order index Si without

knowing the value of an existing point Xi in the inner loop EX∼i [Y |Xi] as shown in Equation

(2.8). The domain of Xi is first divided into equally probable segments, and the samples
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of Y are assigned to these segments based on one-to-one mapping between the Y and Xi

samples. The sampling mean of Y is then calculated for each interval. The ratio of variance

of sampling mean of each segment to the overall sample variance of Y is computed as an

approximate estimate of the first-order index. We use this algorithm to estimate the first-

order Sobol’ indices and use their values to reduce the input dimension.

As Saltelli mentioned in [59], the first-order Sobol’ index is an informed metric in terms

of ranking the importance of model inputs, even when the inputs are correlated, and based

on the available samples on hand, we are only able to estimate the first-order indices.

2.3.1.2 Active subspace discovery

Contrary to the GSA-based dimension reduction which keeps only the important in-

puts to a model, the active subspace approach simply maps all the original inputs to a

lower-dimensional space without dropping any variables; the mapped inputs are linear com-

binations of the original inputs. An active subspace is a low-dimensional subspace that

consists of important directions in a model’s input space [10]; that is, most of the variability

in a model output g due to the uncertain inputs is captured along these important direc-

tions. The directions constituting the active subspace are the dominant eigenvectors of the

uncentered covariance matrix C =
∫
Ω (∇ξg) (∇ξg)

⊤ µ(dξ), which is a positive semidefinite

matrix with µ(dξ) = π(ξ)d(ξ), where π(ξ) is the joint probability density function of ξ.

The random vector ξ ∈ Ω ∈ RNp is the vector of uncertain model inputs, and Np is the

number of the uncertain inputs. The function g is assumed to be a square integrable func-

tion with continuous partial derivatives of the output with respect to the inputs; the partial

derivatives are further assumed to be square integrable. ∇ξg is the gradient vector of g

with respect to ξ. Since C is symmetric and positive semidefinite, it can be decomposed as

C = WΛW⊤, where Λ = diag(λ1, . . . , λNp) with the eigenvalues λi’s sorted in descending

order λ1 ⩾ λ2 ⩾ . . . ⩾ λNp ⩾ 0, and W has orthonormal eigenvectors w1, . . . ,wNp as its

columns. The eigenpairs are partitioned about the rth eigenvalue such that λr/λr+1 ≫ 1,

W = [W 1 W 2] , Λ =

 Λ1

Λ2

 (2.11)
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The columns of W1 = [w1 . . .wr] span the dominant eigenspace of C and define the active

subspace, and Λ1 is a diagonal matrix with the corresponding set of eigenvalues, λ1, . . . , λr,

on its diagonal. Once the active subspace is computed, dimension reduction is accomplished

by transforming the parameter vector ξ into η = W⊤
1 ξ ∈ Rr.

The active subspace discovery algorithm starts with the information about the gradients

of the output with respect to the input variables. A regression-based approach can be used

to estimate the gradient of g in a global sense using a linear-regression fit to the available

samples from a set of model evaluations [60], in which the number of model evaluations can

be increased iteratively based on the convergence of the dominant eigenvectors of C. This

approach is adapted from Algorithms 1 and 2 in [10] and enhances their efficiency by using

an iterative approach, and the details can be found in [60]. The active subspace technique

works best when there exists a trend between the output and the input, as indicated by the

construction of C shown above. If there is no clear trend for the output in terms of the

input, this technique will not be effective in reducing the dimension of the surrogate model

input.

The dimension reduction strategy in the input space has to be based on the relative con-

tributions of the inputs to the output. This concept underlies both the techniques considered

here: active subspace (using derivatives) and Sobol’ index (using variance contribution).

2.3.2 Dimension reduction in the output space

Finite element analysis of a large structure provides many output quantities (e.g., stresses

and deformations along several degrees of freedom) at numerous locations. Direct use of all

the data simultaneously and building individual, separate surrogate models for every output

at every location is not practical (although it is possible when some assumptions about the

input correlations are made, such as in [49], where the same correlation structure is assumed

throughout the domain for the outputs at all the spatial locations). A more attractive

option is to map the high-dimensional output to a smaller dimension. Further, the multiple

outputs are correlated, since they share common inputs; therefore, the correlations need

to be accounted for when building the individual surrogate models for individual outputs.

Co-Kriging [61] can be used to build surrogate models for correlated variables but it is only
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applicable up to a limited number of dimensions. The outputs should be mapped to an

uncorrelated space, and then individual surrogate models could be built in the uncorrelated

space. Several techniques are available for such mapping. This section explores four such

techniques: the commonly used singular value decomposition (SVD), and the less commonly

used techniques, random projection, randomized SVD, and diffusion maps. The reason

for investigating the latter techniques is that SVD becomes infeasible for high-dimensional

problems, and the latter techniques overcome this challenge, as discussed below.

The approach of the output dimension reduction methods (SVD, randomized SVD, dif-

fusion map) is to map the correlated variables to an uncorrelated space; these methods will

not work for input variables that are uncorrelated.

2.3.2.1 Singular value decomposition (SVD)

A well-established approach to reduce the dimensionality of data is singular value decom-

position [62]. SVD is a matrix decomposition method for reducing a matrix to its constituent

parts in order to make certain subsequent matrix calculations simpler. SVD is a classical

dimensionality reduction method, which analyzes the principal components in a dataset. It

reduces the dimension by projecting the original data along the first few orthogonal principal

directions that capture most of the variance in the data.

If Z ∈ RM×N then there exists U , V and Σ such that

Z = UΣV ′ =

min(M,N)∑
k=1

σkukv
′
k (2.12)

This factorization is called singular value decomposition. Z is a M × N matrix. U is a

M × M unitary matrix (U ′U = UU ′ = IM ) and consists of left singular vectors (U =

[u1,u2, . . . ,uM ]). V is a N × N unitary matrix (V ′V = V V ′ = IN ) and consists of

right singular vectors (V = [v1,v2, . . . ,vN ]). Σ is a M × N rectangular diagonal matrix

that consists of singular values σ1, σ2, . . . , σp, p = min{M, N} and σ1 ⩾ σ2 ⩾ . . . ⩾

σp. Per the unitarity of U and V and the properties of matrix production, U ′XV =

diag(σ1, σ2, . . . , σp).

Data with a large number of features, such as more features (columns) than observations
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(rows) may be reduced to a smaller subset of features that are most relevant to the prediction

problem. The result is a matrix with a lower rank that is said to approximate the original

matrix.

The amount of variance explained by the i-th singular value and corresponding singular

vector pairs is given by:

R2
SV D = σ2

i /Σjσ
2
j . (2.13)

To build an approximation of the original matrix by using lower dimensional components,

perform SVD on the original data, select the top k largest singular values in Σ and the

corresponding first r columns selected from V . An approximation of the original matrix X

can be reconstructed by using:

Ẑ = U rΣrV
′
r, (2.14)

where U r is a matrix containing the first r left singular vector, Σr is the first r singular

values organized in a r × r diagonal matrix and V r is a matrix containing the firs r right

singular vectors.

The amount of overall variance captured by the reconstructed matrix can be calculated

using Eq. (2.13) and the number of singular values that is used to reconstruct the matrix,

r.

A lower dimensional representation (dimension r) in place of the original data (dimension

N) can be taken as

F = U rΣr, (2.15)

where F ∈ RM×r contains M r-dimensional points. F ∈ RM×N contains M N -dimensional

row vectors. Taking advantage of the unitary property of the matrix V , these vectors can

be viewed as the coordinates on the orthonormal basis [v1,v2, . . . ,vr]. We will refer to

these coordinates as ‘features’. Each feature vector f j , j = 1, 2, . . . , r, i.e., each column in

F = [f1,f2, . . . ,f r], contains M feature values (coordinate values) fm,j , m = 1, 2, . . . ,M .

Note that due to the orthonormality of right singular vectors vi, the mapping between F

and the original values in matrix Z is exact with the knowledge of V :
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Z = FV
′
r (2.16)

These features are uncorrelated by definition but not independent. Thus, separate sur-

rogate models can be built for each feature fj , j = 1, 2, . . . , r.

It is important to note that dimension reduction via SVD is a linear transformation,

which may not work for highly nonlinear data. The SVD algorithm also involves the calcu-

lation of the correlation matrix of the original data matrix and requires more computational

resources for a large dataset. The time complexity of SVD is O(MNmin{M,N}).

With the advancement in simulation software and the sensing and detecting technologies,

more data points can be collected for a practical engineering structure. It is preferred to

consider all of the data points when it comes to the construction of surrogate models in

order to comprehensively capture system behavior. This will support accurate inference for

system parameters (during model calibration) and accurate prediction of system response

at multiple desired locations. However, the high dimensionality poses a difficult challenge in

the application of SVD. Typically, the correlation matrix of the quantities of interest (QOI’s)

needs to be calculated in performing SVD; the size of the correlation matrix is the square of

the number of QoI, which can be time consuming to calculate in the first place or too large

to fit in the memory for calculation. Consider a FEA model output with 30,000 locations

for a single output quantity. The size of the correlation matrix becomes 900 million. The

correlation matrix of this size, which needs to be calculated in the SVD algorithm, requires

6.71GB of memory when each entry is of the type float64 in Python. The FEA model

of the full structure of the fuselage panel considered in the numerical example consists of

130,000 nodes. This makes SVD difficult to implement in a desktop computer for a very

large dataset. Therefore, other dimension reduction methods that are faster and require less

computational resources need to be explored. If we use incremental PCA [40, 41], which

processes the data in a minibatch fashion, we need to specify a batch size or a memory map;

this is problem-specific, and requires expert opinion or engineering judgement. Incremental

PCA is suitable for a dataset that contains a large number of data points. For a problem

with a limited number of data points (as in Section 2.4), incremental PCA is not suitable.
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2.3.2.2 Random projection

For a large dataset, traditional dimensionality reduction techniques are computationally

intensive or unaffordable, like the SVD. Random projection (RP) is a computationally cheap

way to reduce dimensionality without substantial loss of information by taking a small

number of randomly weighted linear combinations of the rows or columns of a large data

matrix. The method tends to provide good approximations to the solutions in the original

space [63]. The random projection method has been developed as an extension of the

Johnson-Lindenstrauss lemma [64], which implies that the lower-dimensional representations

of samples will preserve the original pairwise distances between them with high probability

[65].

For a data matrix Z ∈ RM×N , where M is the number of samples and N is the number

of dimensions of the original space, the random projection via R ∈ RN×k, where k (k << N)

is the target lower dimensionality, are defined as:

ZRP = ZR, (2.17)

where ZRP ∈ RN×k is the lower dimensional representation of the data.

Many methods for generating R are possible; in this chapter, we investigate two different

types of R, namely, (1) Gaussian, by filling it with i.i.d. samples drawn from the standard

normal distribution, and (2) sparse, by filling it using a distribution shown later.

For Gaussian RP, the components are drawn from the distribution N(1, 1/k); for sparse

RP, the elements of R is drawn from:


−
√
s/k 1/2s

0 with probability 1− 1/s,

+
√

s/k 1/2s

(2.18)

where s = 1/ρ, ρ is the ratio of the non-zero element in R, the minimum suggested by [66]

is ρ = 1/
√
N . Other distributions like [67] can also be used for sparse RP. Reduced costs

in storage and computation can be achieved with more contemporary methods such as very

sparse random projection [65, 66].
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Unlike the orthogonal singular vectors in SVD, the rows in R are only nearly orthogonal

to each other, thus the random projection operation shown in Eq. (2.17) is actually a

mapping operation rather than a projection operation, strictly speaking.

Suppose we have a projection z⃗RP ∈ R1×k and we want to find its original space value

z⃗ ∈ R1×N , we have:

z⃗RPRT = (z⃗R)RT = z⃗(RRT ) ≈ z⃗I = z⃗, (2.19)

which is only an approximation to z⃗, whereas in the case of SVD, the mapping is exact as

shown in Eq. (2.16).

Note that random projection is still a linear transformation like SVD. However, unlike

SVD, whose decomposition process includes calculations involving the correlation matrix of

the original dataset, random projection only includes the generation of a projection matrix

without the need for calculation of and operation on the correlation matrix of the original

dataset. When the original dataset is large in size, its correlation matrix will be much larger,

thus the computational time needed for SVD is large. The merit of fast calculation time

in RP when working with a large dataset is at the cost of losing some accuracy. Therefore,

it is important to quantify the errors associated with random projection when performing

analysis. The time complexity of the random projection method is O(kMN).

In random projection, the projection ZRP is not chosen as the lower dimensional repre-

sentation. Note that unlike the r-dimensional coordinates in Eq. (2.15), the k elements in

each row of ZRP are not independent of one another. To build separate surrogate models for

these correlated values is not correct. Thus, an additional step of SVD on ZRP is proposed

in this study to obtain the uncorrelated features. These orthogonal features via SVD of the

projections are referred to here as ‘features’ for the random projection methods and chosen

as the lower dimensional representation, for which wethen build the surrogate models.

Compared to SVD, the random projection method significantly reduces the required

computational resources. However, compared to SVD which yields orthogonal singular vec-

tors that can provide an exact mapping between the lower dimensional space and the original

high-dimensional space, due to the non-orthogonality of the R matrix, the mapping between

the two spaces is not exact. The choice of the target dimension k is important to not distort
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the data significantly in the mapping, i.e., per the Johnson-Lindenstrauss lemma [64], in or-

der for the pairwise distance of points in both spaces differ within a threshold, appropriate

k value should be chosen. The choice of k can be automatically implemented within the

Scikit-learn package [68]. Bingham and Mannila showed that the mean squared difference

between RRT and an identity matrix was only about 1/k per element [69], which might be

an adequate approximation in some cases. Nevertheless, this causes additional error in the

surrogate model, which needs to be quantified.

2.3.2.3 Randomized SVD

The randomized SVD algorithm [70], which builds on random sampling, has been recently

proposed for faster calculation of a low-rank representation of a matrix. It combines both

the speed of random projection and the accuracy of SVD.

In order to obtain a low-rank r (r << N) approximation of a matrix Z ∈ RM×N ,

Z ≈ U rΣrV
′
r (2.20)

instead of calculating the deterministic SVD as in the previous section and choosing the first

r pairs of singular values and singular vectors, one can predefine the target dimension r and

obtain the approximation using the following steps.

The first step is to get an orthornormal basis for Z by means of random projection and

QR factorization. Project the data matrix Z using a random projection matrix P ∈ RN×r,

as

B = ZP , (2.21)

where B ∈ RM×r is a much smaller matrix (r << N) than Z and approximate the column

space of Z with high probability due to the randomness of P . A QR decomposition, which

is normally employed to compute the SVD, of B can be obtained:

B = QRQR, (2.22)

where Q ∈ RM×r and RQR ∈ Rr×r.
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The second step is to get the Σr and V T
r matrices by projecting Z onto the subspace Q

and perform SVD on the projection. The projection step is,

Y = QTZ, (2.23)

Y ∈ Rr×N is the projection. The SVD of Y is

Y = UY ΣrV
T
r , (2.24)

The matrices Σr and V T
r in Eq. (2.24) are the same for Z since Q approximates the column

space of Z [71].

The final step is to obtain the r left singular vectors Ur ∈ RM×r of Z,

U r = QUY . (2.25)

Randomized SVD is also a linear operation. Since B is of a much smaller size compare

to Z and the basis Q is low rank, the QR factorization in Step One and the SVD in Step

Two is not time consuming. This makes randomized SVD a powerful tool when dealing with

larger data matrix. The time complexity of Randomized SVD is O(MNlog(r)+(M+N)r2).

For randomized SVD, the lower dimension representation is the same as in Eq. (2.15).

2.3.2.4 Diffusion maps

The SVD and projection methods mentioned above provide a linear mapping from the

original space to the latent space. For some datasets, linear mapping may perform poorly.

Consider a set of two-dimensional points on a one-dimensional logarithmic spiral, which has

two features (coordinates). When projecting these points along the first principal direction

given by v1, the one-dimensional representations of these points all lie on a straight line.

Most information about the pair-wise distance between the points is not well preserved in

this linear dimensionality reduction process.

Diffusion map [18, 72] is an algorithm for learning on a manifold. For high dimensional

data, we can assume that the data of interest lie on an embedded non-linear manifold (lower-
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dimensional space) within the higher-dimensional original space. If the manifold is of low

enough dimension, the data can be visualized in the low-dimensional space.

For p-dimensional data (z1, . . . ,zn in vector form, stacked into a data-frame Z), define a

non-negative symmetric kernel function K between two data points z1 and z2, K(z1, z2) =

K(z2, z1) ⩾ 0. For example, a Gaussian kernel:

K (z1, z2) = exp

(
−∥z1 − z2∥2

ϵ

)
(2.26)

can be used to a matrix K for all the data, where Kij = K(zi, zj).

Define a diagonal matrix D = diag(rowSums(K)), whose i-th entry is the sum of the

i-th row of matrix K and row-normalize the matrix K as E = D−1K.

Define the diffusion-map coordinate d(m) for point zm. For n data points, d is a n× 1

matrix. By minimizing

Φ(d) = Σi,jEij (di − dj)
2 = 2d⊤d− 2d⊤Ed, (2.27)

we force the coordinates of points which are very similar (Eij ≈ 1) to be close to each other,

but let the coordinates of deeply dissimilar points (Eij ≈ 0) vary freely. Imposing d⊤d = 1

to avoid minimum at d = 0, we get an eigenvalue problem:

(I −E)d = λd (2.28)

i.e., Φ = 2λ. By taking the bottom q + 1 eigen vectors d(n), d(n), . . . , d(n−q) of (I −E) and

the corresponding eigenvalues 0=λn, λn−1, . . . , λn−q, we get q coordinates.

The diffusion map Ψ uses q eigen pairs to find a point in Rq corresponding to each of

the original data points. The image of the point v is:

Ψ(v) =
(
(1− λ1)d

(n−1)
v , (1− λ2)d

(n−2)
v , . . . , (1− λq)d

(n−q)
)
. (2.29)

Thus diffusion map overcomes the limitations of SVD for nonlinear data but could still

be computationally demanding for a large dataset.
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2.3.3 Surrogate in the lower dimensional space

For singular value decomposition and randomized SVD, the lower dimensional repre-

sentations of the original data are the features defined in Section 2.3.2.1. Each feature is

uncorrelated to another due to the orthogonality of the singular vectors. In the random

projection method, the columns of the projection ZRP are only nearly orthogonal, thus

directly building separate surrogate models for each of these correlated columns is not the

best practice. Therefore, SVD is performed on the columns of the random projection matrix

to first obtain the uncorrelated orthogonal features, and then separate surrogate models are

constructed for these orthogonal features.

The surrogate model construction for a problem of interest consists of the following

steps. (1) Select the finite element model (FEM) (or other appropriate physics model)

runs to obtain the input-output data for training the surrogate model; (2) Organize the

output in a data matrix, where each row is a set of output data corresponding to a FEM

run; (3) Find the lower dimensional representation using SVD, random projection+SVD or

randomized SVD to identify the ‘features’, explore the lower-dimensional manifold of the

data by performing diffusion map analysis; (4) Perform variance-based sensitivity analysis

or active subspace discovery for of features vs. the inputs; (5) Build the surrogate model

for each feature vs. sensitive or active inputs and (6) Use cross validation to evaluate the

surrogate model accuracy. If the accuracy is not acceptable, a further step could be adaptive

or active learning [73, 1], where additional training runs of the original model are selected

using a learning function, and the model is improved until it achieves the required accuracy.

Once the surrogate model is trained, the features predicted by the surrogate models

using the input of the cross-validation point can be used to obtain the predictions in the

original space as discussed in Section 2.3.

2.3.4 Error quantification

As mentioned in Section 2.1, two types of errors are present in the proposed method,

namely, errors associated with the surrogate model and errors in the reconstruction process,

in which the predicted output in the original space is obtained using the surrogate prediction

in the lower dimensional space by reversing the dimension reduction process. Quantifying
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these errors will help us understand how well each part of the proposed method performs

and guide the improvement of the proposed method. In this chapter, GP surrogate models

are constructed in the lower dimension space. The error quantification procedure is the same

for other types of surrogate models, namely the consideration of two sources of error.

In the lower dimensional space, where the surrogate model is constructed, the entire

dataset is partitioned into sets for training and and sets for cross validation to perform k-

fold cross-validation; in each fold, the surrogate model is first trained with the training set,

then the samples in the cross-validation set can be used to compute the errors. Metrics such

as the root mean square error (RMSE), mean absolute error (MAE) and mean absolute

percentage error (MAPE) based on samples in the cross-validation set can be calculated

for each fold. However, different dimension reduction methods give different sets of feature

values, therefore these metrics in the feature space is of limited use. A more meaningful

way of comparing the performance of different dimension reduction methods is to look at

the error metrics in the original output space, as discussed below.

The total error associated with each original space prediction, ϵi − ϵ̂i, consists of error

due to the surrogate model ϵSi , and error due to the reconstruction ϵRi .

ϵi − ϵ̂i = ϵSi + ϵRi (2.30)

The total error is easily obtained by comparing the observed value and the prediction

value of the model output quantity of interest. For SVD and randomized SVD, the error

due to the surrogate model ϵSi can be calculated as

ϵSi =
r∑

j=1

(featj − ˆfeatj)V ′
j,i (2.31)

where featj and ˆfeatj are the actual value and predicted value of the j-th feature, and V ′
j,i is

the element at the j-th row and i-th column of the V
′
matrix obtained in SVD or randomized

SVD.

For the random projection method, the error due to the surrogate model ϵSi can be
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calculated as

ϵSi =
[
[∆feat1 . . . ∆featr] · V ′

:r,:R
T
]
i

(2.32)

where [∆feat1 . . . ∆featr] is a row vector of differences between the actual and predicted

values of the top r features, V ′
:r,: is the matrix with the first r rows of the V T matrix obtained

in the SVD that follows the random projection step to obtain the orthogonal features, as

discussed in Section 2.3.2.2. R is the same as in Equation 2.17, and [·]i is the i-th element

of the vector indicated by [·].

When the output of interest is low-dimensional, simply calculating and reporting the

errors associated with predictions of a large number of output quantities in the original

space will create two problems: (1) it will result in a large number of error values which

could diffuse the clarity regarding how well the model is performing; i.e., the error might

be high for some outputs and low for some other outputs; and (2) it will increase the

computational cost. Therefore, we introduce two metrics in the original high-dimensional

space to provide an overall assessment of the prediction errors.

The first metric is the percentage of nodes with a relative prediction error that is larger

than a threshold value (PNREth).

PNREth =
card{ϵ̂i : | (ϵi − ϵ̂i)/ϵi |< th, i = 1, 2, 3, ...}

card{ϵi, i = 1, 2, 3, ...}
(2.33)

where ϵ̂i and ϵi are the predicted strain at node i in one cross-validation FEM run, respec-

tively; th is the predefined percentage threshold value; and card{·} is the cardinality of a

set, i.e., the number of elements in a set.

When the output QoI, strain in this case, is small in magnitude, the relative error can

be quite large. Thus we also define a metric that focuses on the absolute error. The second

metric is the number of nodes whose absolute prediction error is larger than a threshold

(NNAEth).

NNAEth = card{ϵ̂i : | ϵi − ϵ̂i |< th, i = 1, 2, 3, ...} (2.34)

where the th is the predefined strain value.

A numerical example in the following section is used to illustrate these strategies. We
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are only quantifying and reporting these errors, not adding more terms to our surrogate

models based on the errors.

2.4 Numerical example

2.4.1 Introduction to the problem

Part of an aircraft fuselage panel, illustrated in Fig. 2.2, is studied in this section

to demonstrate the surrogate modeling techniques for high-dimensional input and output.

Stiffnesses of rivets in the panel are considered as uncertain inputs and the strains in 6 direc-

tions at multiple locations on the panel are the quantities of interest (QoI). The boundary

conditions are assumed to be known with certainty.

The goal of this research is to build a surrogate model with rivet stiffnesses as input and

strains as output. The surrogate model is intended to be used in an inverse problem where

the rivet stiffnesses will be estimated with measured strain data; therefore, the inputs to the

surrogate model are not typical quantities such as loads, boundary conditions, etc.

Figure 2.2: Illustrative figure of the panel of interests

This part of the panel is about 3-meter long and 1.5-meter wide, the height is about 0.2

meters. It has fixed support along the edges; axial forces are applied on the two short edges;

and uniform pressure is applied perpendicular to the shell to simulate the cabin pressure.

The FEM model of the panel is implemented in NASTRAN (nonlinear analysis: SOL106)

with approximately 400,000 shell elements.

The total number of rivets is over 4,000 and they can be divided into 27 independent

groups based on their locations and geometry. For this structure, strains at more than

130,000 locations are considered without prior knowledge of hot spots. These locations are
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distributed in various substructures like frames, stringers, splices, etc. The total number of

QoI is more than 800,000.

Informed by the detailed structure of the fuselage panel, one of the substructures is

selected to demonstrate the proposed methodology. The number of strain output locations

within this substructure (i.e., FEM model) is over 10,000. Considering the 6 directions of

strain output, the total number of QoI is over 60,000. Thus, the problem has 27 dimensions

in the input space and over 60,000 dimensions in the output space. To illustrate the proposed

method, over 5,000 strains out of the 60,000 are selected. These 5,000 strains are in a critical

region of the panel and are used here to illustrate the proposed method.

2.4.2 Surrogate model construction

2.4.2.1 Selection of training points

81 initial training point inputs to the physics-based finite element model are chosen using

an optimum symmetric Latin hypercube (OSLH) design [74]. These 81 different combina-

tions of 27 inputs are used in 81 finite element analyses (n = 81, l = 27), whose results will

be used to build the initial surrogate models. Each FEM analysis takes a little over 2 hours

on a computer with a 4-core 2.0GHz Xeon processor and 8GB of RAM.

To obtain the optimal Latin hypercube design in the 27-dimensional space, a number of

Latin hypercube designs (n× l matrices) are generated. Based on the spread of the sample

points (row vectors in the n × l matrix) in the input space, the design with the maximum

coverage of the space is selected as the optimum.

To quantify how spread out the points are in each design set, the sum of pair-wise

Minkowski distances when p = 1 within the set (n × l matrix) is selected as a metric [75].

For two row vectors, xs and xt in the matrix, the Minkowski distance is defined as:

dst =
p

√√√√ l∑
p=1

∣∣xsj − xtj

∣∣p (2.35)

The higher the sum of dst is, the higher the occupancy rate (coverage) in the design space.

In this problem, 100 Latin hypercube designs were generated and the sum of the pair-wise

Minkowski distances was calculated and the optimum was selected.
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2.4.2.2 Dimension reduction of the output space

The high-dimensional output (QoI) are organized into a matrix of 81 rows and over

5,000 columns and need to be projected into a lower-dimensional space. The three meth-

ods discussed in Section 2.3, namely SVD, random projection (Gaussian and sparse), and

randomized SVD are investigated. Incremental PCA processes the data in a minibatch fash-

ion. If we use incremental PCA, we need to specify a batch size or a memory map; this

is problem-specific, and requires expert opinion or engineering judgement. Further, it is

suitable for a dataset that contains a large number of data points; we only have 81 data

points, thus the use of incremental PCA is not suitable here.

In the case of SVD and randomized SVD, the features were directly calculated after the

factorization. In our case, the total number of features is 81. Different from SVD, in which

all the 81 features can be obtained after the factorization, the randomized SVD algorithm

aims to obtain the top r features of the data matrix. The number of features r can be

specified in software packages like Scikit-learn [68]. In this example, we extract the top 40

features using the randomized SVD algorithm. For both of the random projection cases, a

target dimension of k = 3, 766 (compared to the original dimension of 81 x 5,000) is found to

be optimal [68] in preserving the pairwise Euclidean distance within a tolerance of 0.1 ϵ by

the Johnson-Lindenstrauss lemma [64] so that the dataset is not significantly distorted in the

mapping [69], as discussed in Section 2.3. Then SVD is performed on the random projection

to obtain a set of orthogonal features, as discussed in the same section. All calculations are

performed on a desktop with an Intel 8-core CPU with a 3.00 GHz base frequency and 32

GB memory. The computational times for the various methods are tabulated in Table 2.1.

Table 2.1: Computational time

SVD Gaussian RP + SVD Sparse RP + SVD Randomized SVD
2.31 s 1.46 s 1.48 s 140 ms

In Gaussian RP + SVD, the time for Gaussian random projection on the original data

matrix is 487 ms, and the time for SVD on the obtained projections is 973 ms. In Sparse RP

+ SVD, the two time periods are 464 ms and 1.02s, respectively. It is clear from these results

and Table 2.1 that the randomized SVD method is the fastest, while being able to easily
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handle thousands of output dimensions. The accuracy comparison between the methods

will be discussed later.

For SVD, the computational time increases non-linearly with the dimension. For the

cases of other sub-structures in the fuselage panel, where the number of strains (QoI) can be

5 times as many as the current sub-structure, the correlation matrix involved in SVD is 25

times the current size, and the inversion of such a matrix could take much more time. For

the other three methods, the computational time does not increase in such a drastic manner.

SVD requires the calculation and storage of Z⊤Z and ZZ⊤ of the original output matrix

Z; the memory required increases quadratically as the number of outputs. But the other

three methods (sparse random projection, Gaussian random projection, and randomized

SVD) do not require the calculation of such matrices, a straightforward step of projection is

performed first. Therefore, as the original data matrix grows (the output dimensionalities),

the memory required will not increase quadratically as the number of outputs.

Depending on the percentage of variance explained by the top few singular values, which

are used for the calculation of features, the number of features for which to build surrogate

models is decided. The percentage of variance explained by the top 5 features in each

method is shown in Table 2.2 and Figure 2.3. Note that the first 5 features in the RP

methods capture less variance than in the SVD and randomized SVD methods. Using each

of the four methods, 5 separate GP models were built, one for each of the feature.

Table 2.2: Percentage of variance explained by the first 5 features

SVD Gaussian RP Sparse RP Randomized SVD
Percentage 86.34% 80.67% 80.75% 86.34%

2.4.2.3 Dimension reduction by diffusion map analysis

We aim to find a low-dimensional manifold embedded in an ambient high-dimensional

space associated with the data [44] through a diffusion map analysis. The features obtained

from the four dimension reduction methods (SVD, randomized SVD, Gaussian random pro-

jection and sparse random projection) are used to perform the diffusion map analysis. The

choice to use features, rather than the original dataset, to perform the diffusion map anal-

ysis, is based on the fact that these features are orthogonal to each other, which improves
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Figure 2.3: Cumulative percentage of variace explained by top sigular pairs

the numerical conditioning of the data [43]. Note that, the number of features is 40 for

randomized SVD, 81 for other methods in our numberical example, as shown in previous

section.

We plot the diffusion map coordinates of the features (i.e., the representation of the data

on a low-dimensional manifold), versus all 27 inputs. Figure 2.4 shows the first diffusion map

coordinate in Equation 2.29 versus the first 3 inputs. Since the diffusion map coordinate

plots do not indicate any trend or structure, this approach is not pursued further in this

numerical example. Diffusion map analysis is likely to find the underlying manifold if the

original data points are sampled from a well-structured dataset, such as a set of data points

from a helix curve, trefoil curve or a 3D Swill roll [18, 45].

Figure 2.4: Diffusion map coordinate 1 vs. Inputs 1, 2, and 3
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2.4.2.4 Dimension reduction in the input space using sensitivity analysis

With 81 samples, directly building GP surrogate models with a 27-d input space will

yield very poor results. Therefore, we perform dimension reduction for the input space

before surrogate model construction. The methods we investigated above, i.e., SVD, random

projection, randomized SVD, and diffusion maps, are intended for finding the uncorrelated

representations of the correlated outputs. They will not work for uncorrelated variables,

such as the 27 inputs in this numerical example. Note that output dimension reduction

identifies a reduced set of features in an uncorrelated space. The dimension reduction for

the input space is based on the analysis of these features versus the input. Variance-based

sensitivity analysis was performed for each of the 5 features. The first-order Sobol’ indices

for the top 5 important features (obtained by randomized SVD) is shown in Fig. 2.5, in

which the X-axis indicates the input variable number (1 to 27) and the Y-axis indicates the

value of the first-order Sobol’ index.

Figure 2.5: First-order Sobol’ indices of 5 features

Based on the first-order Sobol’ indices using the algorithm in [58], we choose a cut-off
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value of 0.15 to identify the sensitive inputs. In this numerical example, 0.15 is found to

give a reasonable number of sensitive inputs that we can build the surrogate models with

and demonstrate the proposed methodology.

For a given feature, any input variable with a first-order Sobol’ index that is larger

than 0.15 is retained and used as input in the surrogate model of that feature. In Figure

2.5, the sum of all indices is found to be larger than one; this is because the first-order

indices are computed with only 81 samples, which is a very small number, resulting in a

very approximate estimate. This is also observed in previously published work in [58], even

with as many as 1,000 samples for a simple cantilever problem. However, the goal of the

sensitivity analysis in this chapter is to identify the important input variables to include in

the surrogate model; therefore, since they are all estimated using the same algorithm, the

relative magnitudes of the first-order indices might be adequate to support the dimension

reduction objective.

2.4.2.5 Dimension reduction in the input space using active subspace discovery

For any of the 4 dimension reduction methods, plots of each feature versus all 27 inputs

were generated to explore the feasibility of active subspace discovery. Unfortunately for

this particular engineering application, we did not observe significant trend in any of the

plots, as shown in Fig. 2.6. (The plots are similar for all other inputs.) Thus the active

subspace discovery as an option to reduce the input dimension could not be pursued for this

numerical example. (However, it should be noted that other studies have found this method

to be effective for other application examples [19, 1].)

Figure 2.6: Feature 1 of SVD vs. Inputs 1, 2, and 3
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2.4.2.6 Surrogate model construction and cross-validation

Through a systematic exploration, when it is found that some method does not work for

the specific application problem, the exploration moves to the next method. For example,

in the input space, we first start with the active subspace technique since it does not discard

any of the inputs (i.e., the active subspace components are linear mappings of all the inputs).

If the active subspace method works, we can use that for the input dimension reduction;

but since it does not, we move to variance-based sensitivity analysis. In the output space,

SVD is tried first, since it is the simplest approach. Since it exceeds the available computer

memory for a very large data set, we move next to random projection; however, since random

projection does not give completely uncorrelated features, we move next to randomized SVD.

The above methods are based on linear mapping, therefore we also tried diffusion map,

which is a nonlinear dimension reduction method, but it did not work for this problem.

To summarize the results of dimension reduction for this numerical example, randomized

SVD is found to be the most effective for reducing the output dimension and variance-based

sensitivity analysis is found to be the most effective for reducing the input dimension. This

exploration process is shown in Figure 2.7. Based on the dimension reduction results, we

proceed to the next step, namely, surrogate model construction. However, for the sake of

comparison, we also build surrogate models with the results of basic SVD and the random

projection methods. Note that given the number of training points (81) we have available,

and 27 uncorrelated inputs, PCE can only have a low-order basis. We choose Gaussian

process surrogate modeling for illustration purpose.

After the sensitive inputs are identified, plots of each feature versus each of its corre-

sponding sensitive inputs are generated. We observed no significant trend in those plots;

thus Gaussian process surrogate models with zero-mean trend functions were constructed for

each independent feature. The inputs to each GP surrogate model are the important input

variables identified by GSA. A 9-fold cross validation is performed. The GP surrogates are

constructed with input-output pairs from 72 finite element analysis runs and cross-validated

with the remaining 9 finite element analysis data. Note that for each of the four dimension

reduction methods that are illustrated here, we are constructing 5 surrogate models, one

for each feature. In this case, although the leave-one-out cross validation (LOOCV) can be
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Figure 2.7: The process of finding the most suitable dimension reduction methods

used and may be estimated directly from the Gram matrix [37], a large number of surrogate

models will need to be constructed for strain estimation and error quantification. In this

numerical example, we have 81 samples, and we selected 5 features to represent the output;

if we use LOOCV, we need to construct and train 405 GP models, which is too demanding

in a practical engineering setting. Therefore, we choose to use 9-fold cross validation to

demonstrate our strategies for surrogate model construction and error quantification for the

high-dimensional problem.

2.4.2.7 Strain predictions in the original space

With the features in the lower-dimensional space obtained in the cross-validation runs,

the corresponding QoI in the original output space can be reconstructed as discussed in the

previous section. The percentage of error coming from each source is tabulated. In Figure

2.8, the errors due to surrogate model and reconstruction using each method are analyzed

for the strain prediction at node 5383 from cross-validation run 1 in fold 1, for the sake of

illustration. (Note that there are 9 cross-validation runs in each fold.)

The relative errors are also tabulated. For example, for the substructure strains that
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Figure 2.8: Error analysis for node 5383 in cross-validation point 1 in fold 1

illustrated here, the percentage of nodes with relative errors (in the original space) above a

10% threshold (PNRE10%) is shown in Fig. 2.9. The locations where strains are larger than

a threshold value could be identified as more prone to fatigue damage, which means that

the actual magnitude of error in predicting the strain is important. With the measurement

data from laboratory measurements for a selected number of nodes available, the mean

absolute value of those measurements is found to be about 0.0025. It is also observed in

Figure 2.11 that the majority of strains obtained from one FEM run is within the range of

-0.0005 to 0.0005. As a result, the relative error could be very large because of the small

magnitude of the strains. Therefore, we also monitor the number of nodes with absolute

prediction error larger than 0.00025 (NNAE0.00025). 0.00025 is 10% of the average of all

laboratory-measured strains, for each cross-validation run. Results for cross-validation fold

1 are tabulated in Figure 2.10.

2.4.2.8 Discussion

From Figures 2.9 and 2.10, we observe that SVD and randomized SVD give nearly

the same accuracy in terms of the predictions in the high-dimensional original space. The

difference between Gaussian random projection and sparse random projection is also quite
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Figure 2.9: PNRE10% for each dimension reduction method (for cross-validation fold 1)

Figure 2.10: NNAE0.00025 for each dimension reduction method (for cross-validation fold
1)

small in both spaces. However, the performance of the SVD methods is generally better

than the performance of the random projection methods. In Figure 2.9, the PNRE10% of

both SVD and randomized SVD is smaller than that of random projection method in most

cases. In some of the cross-validation runs, such as runs 6 and 7, the PNRE10% values are

almost the same. In Figure 2.10, except for cross validation run 7, all NNAE0.00025 values

of SVD methods are smaller than those of random projection methods.

By comparing Figures 2.9 and 2.10, we observe that using the PNRE10% metric, either

SVD or random SVD is significantly better than the random projection methods. However,

as one can notice in Figure 2.11, the magnitudes of strains are quite small, thus a small

departure in the prediction can lead to a large percentage error. In this case, the met-

ric NNAE0.00025 is more meaningful because when a large number of nodes have a small

magnitude of absolute error, the overall model performance can be considered satisfactory.

The randomized SVD shows two advantages over the other dimension reduction methods

for the output space. The first is its computational efficiency. As shown in Table 2.1, the time
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needed by randomized SVD to factorize the original data matrix is much smaller compared

to the other methods. The second is accuracy: randomized SVD produces results that are

comparable in accuracy to the direct SVD method. As discussed earlier, direct SVD is not

feasible for very high-dimensional applications due to the memory requirements for storage

of the very large correlation matrix.

From Figure 2.8, it can be found that (1) the errors using the SVD and randomized SVD

methods are lower, and (2) the reconstruction error in random projection method is signifi-

cantly larger than that of SVD method. This can be attributed to the non-orthogonality of

the RRT matrix, which is used in the reconstruction step, i.e., obtaining the strain predic-

tions in the original space using the feature predictions, as discussed in the previous section

and shown in Equation (2.19). Although the mean squared difference between RRT and an

identity matrix was only about 1/k per element according to [69], this is still several orders

of magnitude larger than the QoI in this problem. For the Gaussian random projection case

in this problem, the first 5-by-5 block of the matrix RRT is shown below:



0.9962 −0.013 0.0085 −0.0176 −0.0084 · · ·

−0.013 1.0068 0.0004 −0.0024 0.003 · · ·

0.0085 0.0004 0.9788 0.0116 −0.0045 · · ·

−0.0176 −0.0024 0.0116 1.044 0.0025 · · ·

−0.0084 0.003 −0.0045 0.0025 0.9764 · · ·
...

...
...

...
...

. . .


It can be observed that the diagonal elements are close to 1 and the off-diagonal items are

close to 0, which is close to an identity matrix as discussed in Section 2.3. The mean squared

difference between the whole RRT and an identity matrix is 2.6544×10−4, which is similar to

1/k = 2.6553×10−4, where k = 3, 766 in our case. However, the average absolute difference

for all elements in RRT and an identity matrix is 1.2998 × 10−2. Compared to the actual

strains in the FEM runs, shown in the histogram in Figure 2.11, this is an order of magnitude

larger for most strains. As indicated in the reconstruction step in Equation (2.19), to obtain

the strain at a node, the entire row of the RRT is involved in the calculation. Since the
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number of QoI is over 5,000 in this case, the accumulation of the errors in over 5,000 entries

in the row associated with that node of interest; this ultimately leads to large prediction

errors in the original space.

The example studied in this chapter demonstrated this systematic approach. Although

some of the investigated methods do not work for this example, the documentation of the

exploration is beneficial in two aspects: (1) the methods may work for other engineering

problems; and (2) the approach clarifies the rationale for moving from one method to the

next in order to identify the most suitable method.

Figure 2.11: Histogram of strains in one FEM run

2.5 Summary

This chapter investigates options for surrogate model building for engineering problems

with high dimensionality in both the input and output. Several methods are considered

for input and output dimension reduction in a systematic manner, and the most suitable

methods for the particular use case are identified in a systematic manner. This is followed

by surrogate model construction in the low-dimensional space. The prediction error in the

original space combines both the reconstruction error and surrogate error; quantification of

the different error components for different dimension reduction methods is developed. The

proposed exploration of options can be applied to any problem with high dimensional input

and output, and the best surrogate modeling options may be chosen based on available
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computational resources and desired accuracy. An aircraft fuselage panel example is used

to illustrate and evaluate the proposed strategy.

The fuselage panel presented in this chapter has complex geometry, loading conditions

and boundary conditions. The combination of dimension reduction options that were iden-

tified to be most effective were specific for this application; different combinations of options

may be effective for different application problems. Surrogate modeling in the presence of

high-dimensional input and output continues to be challenging, and needs further investiga-

tion in terms of strategies for dimension reduction and improvements to the surrogate model

accuracy.
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CHAPTER 3

Adaptive improvement of surrogate models in high-dimensional problems

3.1 Introduction

The training data for the surrogate model is generated by multiple runs of the origi-

nal physics model, and the accuracy of the surrogate model depends on the quantity and

coverage of the training samples. For complex problems where the physics model is computa-

tionally expensive, generating a satisfactory number of training samples poses a significant

challenge with respect to computational resources and time. Commonly used surrogate

models, such as polynomial chaos expansion (PCE) [33], Gaussian process (GP) surrogate

models [36, 37], support vector machines (SVM) [38] and neural networks (NN) [39] suffer

from the curse of dimensionality in the presence of a large number of inputs and outputs

[32]. Dimension reduction methods to overcome the challenge posed to surrogate modeling

by high dimensionality have been reported in recent literature and have been thoroughly

discussed in Chapter 2. A systematic way of comparing the different available strategies and

finding the most suitable methods for surrogate modeling in high-dimensional problems has

also been established in 2.

As stated above, apart from the quantity of the training samples, the accuracy of the

surrogate model is also affected by the coverage of the domain of interest by the training

samples. It is crucial to develop an efficient design of experiments (DoE [51]), i.e., the se-

lection of the input values at which model simulations are conducted, to support accurate

surrogate model construction with minimal computational cost. DoE methods can be clas-

sified as non-adaptive and adaptive. Non-adaptive DoE methods, or single-stage sampling

strategies [76], determine the size and locations of the training sample in one single step.

Rather than focusing on the physics of the input-output relationship, single-stage sampling

methods focus on the coverage of the samples over the input space. Full-factorial[77], Latin

hypercube [78], orthogonal array [79], minimax and maximin-distance designs [80] are typ-

ically studied strategies in this category. Due to the lack of prior knowledge of the target

function and limited computational resources, it is challenging to predetermine a proper
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size of the training samples; thus non-adaptive DoE methods could result in unsatisfactory

surrogate models. By comparison, adaptive DoE methods use active learning-based sam-

pling strategies that utilize information about the distribution of existing samples and the

accuracy of the surrogate model built with the existing training samples; thus new samples

can be sequentially added in regions not adequately covered by existing samples (this is

referred to as exploration), or where the surrogate model accuracy is inadequate (this is

referred to as exploitation). In addition, the adaptive process can stop when the desired

accuracy is achieved by the surrogate model, thus saving computational resource and time.

Compared to the non-adaptive methods, better performance of the adaptive methods has

been observed in studies such as reliability analyses [21, 81].

Methods to adaptively improve a surrogate model started with Jones’ expected improve-

ment function (EIF) [20] in the context of optimization, which indicates how much the

true value of the response at a point can be expected to improve on the current best solu-

tion. The expected feasibility function (EFF) [21] extended this idea to reliability analysis,

and is known as the Efficient Global Reliability Analysis (EGRA) method; here the aim

is to build a surrogate model that closely approximates a limit state, i.e., for a particular

value (such as zero) of the input-output function. EIF and EFF are examples of learning

functions; subsequent studies have proposed a variety of learning functions for adaptive im-

provement of the surrogate model, employed in Adaptive Kriging Monte Carlo simulation

(AK-MCS) [22], combined importance sampling and adaptive Kriging [23, 24], Kriging-based

quasi-optimal importance sampling [25], and global sensitivity analysis-enhanced surrogate

modeling (GSAS)[26]. However, these methods are based on pure exploitation.

The learning function can also be formulated to further improve the sampling process

by balancing exploration of the parameter space against exploitation of information about

the performance of the surrogate model built from previously selected samples. Exploration

involves selecting data points in unexplored regions of the design space, while exploitation

suggests adding data points in regions where the surrogate model performed poorly. Ex-

ploitation approaches include gradient-based methods, committee-based methods, variance-

based methods, bias-based methods, and cross-validation-based methods. Gradient-based

adaptive sampling [82, 83], uses the gradient or Hessian of the response to identify regions
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of prominent nonlinearity that are difficult to model. Committee-based methods [84, 85] use

a suite of different forms of surrogate models and select new points where the models dis-

agree the most. Variance minimizing sampling (VMS) techniques [86, 87] identify where the

model prediction has high uncertainty. Non-stationary processes can be represented using

Gaussian trees and VMS algorithms have been proposed to optimize the design of samples

[88]. Bias minimizing sampling (BMS) algorithms [89] is an adaptive algorithm based on se-

quential realization of a hierarchical error decomposition model. The cross-validation (CV)

approaches [90] divide a sample set into training and testing subsets to build and evaluate

a model respectively; then additional samples are then placed in the region with the largest

CV error, such as the accumulative leave-one-out error approach [91] which uses a weighted

combination of LOO errors. Some geometry-based methods employ a combination of some

of the methods mentioned above. The cross-validation Voronoi (CVVor) method [90] uses

Voronoi tessellation to divide the input space into a set of Voronoi cells and uses a com-

bination of cross-validation exploitation and distance-based exploration. The local linear

approximation-Voronoi method [83] uses the gradient for exploitation and the volume of

the Voronoi tessellation cells for exploration, to generate new samples in a discontinuous

fashion. Active learning has also been used to sequentially partition the input random space

and build localized PCE surrogate models [92].

However, the studies mentioned above have several limitations: (a) in some studies,

adaptive improvement of the surrogate model is focused on a limit state (i.e., a particular

value of the output, such as zero), rather than a function over the entire input space; (b)

the focus is on a scalar output, with a small number of inputs; (c) high dimensionality of

both the input and output spaces are not addressed simultaneously. Some recent studies

have addressed one of these challenges, but not all of them. For example, reliability analysis

considering high-dimensional output is addressed in [93] and the adaptive surrogate modeling

with only high-dimensional spatio-temporal output is addressed in [94].

In this chapter, we aim to address adaptive surrogate modeling for problems with high

dimensionality in both the input and output spaces, in the presence of limited computa-

tional resources. Specifically, we first use SVD to map the output vector (size: thousands)

to the principal component space and identify the dominant features. For each feature, we
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use the active subspace methodology to identify a low-dimensional subspace of the input

domain and build a corresponding surrogate model. A new low-dimensional active learning

strategy is proposed in this chapter to improve the surrogate models (one for each dom-

inant feature) by adaptively adding new training samples using a learning function that

balances exploration and exploitation. The exploration considers unexplored regions in the

domain and the exploitation considers the high-bias regions of the domain. The proposed

method is demonstrated for an additive manufacturing example, with a high-dimensional

field output quantity of interest, namely the residual stress in the manufactured part that

has spatial variability due to the stochastic nature of multiple input variables, including

process variables and material properties.

The methodology proposed in this chapter has two novel features. First, compared to

most previous studies, in which the active learning is implemented in the original space

and focuses on a scalar output, the proposed active learning strategy is conducted in a

low-dimensional space. New samples are proposed in the low-dimensional space and can

be easily mapped back to the original space; this is novel compared to previous studies in

which the new training samples are directly generated in the original space, making them

difficult to extend to high-dimensional applications. A second novel and critical feature of the

methodology is that the active learning strategy is in coordination with dimension reduction

in the output and input, which means that the active learning function should properly

consider the mappings between different subspaces, since there is a different active subspace

for each dominant output feature. Since multiple subspaces are considered, proposing a new

training sample in one subspace has different coordinates and effects in the other subspaces;

this interaction is properly accounted for in the proposed methodology.

An additional contribution of this chapter is that several factors in the adaptive learning

process (in coordination with various space mappings) are investigated, such as the number

of training samples in each iteration, range and distribution of the candidate samples for

adaptive learning, the weighting of exploration vs. exploitation in the learning function, and

contributions of different error sources. These investigations directly relate to the aspects

mentioned in the preceding paragraph, and provide insights and guidance to applying the

proposed method to practical engineering problems.
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3.2 Methodology

The proposed methodology aims to efficiently construct surrogate models for problems

with high-dimensional input and output with a limited number of possible training runs of

the original physics model, by pursuing an active learning strategy to adaptively select the

training runs. In this section, we first briefly review the dimensional reduction techniques in

both input and output spaces. The surrogate is built using the lower dimensional represen-

tation of the original high-dimensional output (referred to as ‘features’) as the output, and

the corresponding inputs in the active subspace as the inputs. Then, the adaptive improve-

ment process with a learning function is developed, and issues affecting the improvement

are discussed.

3.2.1 Output dimension reduction

In Chapter 2, a systematic approach for identifying the most suitable dimension re-

duction techniques for a given problem was introduced. Based on the size of the output,

computational resources, and desired accuracy, techniques including SVD, random projec-

tion, randomized SVD, and diffusion map could be utilized for output dimension reduction.

In this chapter, we use SVD for reducing the output dimension for the sake of illustration.

Any high-dimensional output QoI can be reorganized in a data matrix for SVD calcula-

tion. Here, we are interested in spatially-varying QoIs and discuss their dimension reduction

using SVD. For any spatially varying field quantity A ∈ Rr×c, each realization of A (corre-

sponding to a particular input setting x and a set of parameter values q) can be reshaped into

a row vector of length (r× c). With Ns realizations of A, a data matrix Z ∈ RNs×(r×c) can

be constructed such that each row in Z represents one realization of the high-dimensional

QoI. The dimensions of Z, mentioned earlier as M and N , are thus M = Ns and N = r× c;

and the feature matrix F thus contains (r×c) Ns-dimensional vectors. For high-dimensional

data in a matrix Z ∈ RNs×(r×c), after performing SVD, with the top K∗ largest singular

values in Σ and the corresponding first K∗ columns from V , an approximation of the origi-

nal matrix Z can be reconstructed by Ẑ = FK∗V
′
K∗ = UK∗ΣK∗V ′

K∗ , where FK∗ contains

the first K∗ features, UK∗ is a matrix containing the first K∗ left singular vector, ΣK∗ is

the first K∗ singular values organized in a K∗ ×K∗ diagonal matrix and V K∗ is a matrix
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containing the first K∗ right singular vectors. Dimension reduction is achieved in the sense

that K∗ < (r × c). These features are uncorrelated by definition, thus separate surrogate

models can be built for each feature fj , j = 1, 2, . . . , N in terms the model input x:

Ĝj(x, q) ≈ fj(x, q) (3.1)

where q is the model parameter vector.

3.2.2 Input dimension reduction

Two input dimension reduction strategies were investigated in Chapter 2. In this chapter,

the active subspace discovery method is chosen as the input dimension reduction method for

demonstrating the adaptive surrogate improvement method. Here, we are interested in the

relationship between each feature, f , and the input variables x, along with system parame-

ters q. Feature vector f j contains Ns realizations of feature fj , capturing the variability in

feature j due to variability in Ns input settings of x and parameter vector q. An active sub-

space can now be defined as a low-dimensional subspace in the input domain that effectively

captures the variability in fi due to variations in θ ∈ RNθ×1, where θ = [x⊤, q⊤]⊤ and Nθ

denotes the number of uncertain inputs to the scalar function fi. The active subspace is

spanned by the dominant eigenvectors of the uncentered covariance matrix containing the

derivative information of fj with respect to the components of θ. Correspondingly, the ac-

tive variables can be calculated as η = W⊤
1 θ, η ∈ RNη×1, where Nη is equal to the number

of eigen vectors in W 1 of the uncentered covariance matrix. Input dimension reduction is

achieved when Nη < Nθ.

3.2.3 Surrogate modeling in the active subspace

As discussed above, for any spatially varying QoI A(x; q) ∈ Rr×c, with Ns realizations,

the QoIs are organized in a data matrix Z ∈ RNs×(r×c). After performing SVD on Z,

the principal features are calculated and organized in matrix F = [f1,f2, . . . ,f (r×c)]. Each

feature value fi,j , i = 1, 2, . . . , Ns, j = 1, 2, . . . , (r×c), can be viewed as a scalar function of a

particular input setting and the corresponding set of system parameters. A surrogate model

for each feature fj (which takes all the inputs and parameters) can be further generalized
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from Eq. (3.1) as:

Ĝj(θ) ≈ fj(x, q) (3.2)

Note that θ = [x⊤, q⊤]⊤ is the input to the surrogate model that contains both the system

inputs and physics model parameters.

In case of the output QoI A is high dimensional, i.e., r× c is large, dimension reduction

is achieved when only the first K∗ dominant features are considered for surrogate model

construction to approximate the original QoI. For high-dimensional input, i.e., Nθ is large,

for each of the K∗ dominant features, an active variable vector ηj is calculated and used as

the input to the surrogate model. If the dimension of ηj is sufficiently small (i.e., one or

two), a polynomial regression fit may sometimes be an adequate choice; otherwise, PCE, GP

or other sophisticated surrogate models could be chosen. In summary, an active subspace

is calculated for each dominant feature f j and a surrogate model Ĝj is constructed in the

active subspace for j = 1, 2, . . . ,K∗ in terms of ηj . Eq. (3.2) can now be rewritten as:

Ĝj(ηj) ≈ fj(x, q) (3.3)

This process is shown in the following algorithm.

Algorithm 1 Surrogate model in the latent space for high-dimensional input and output
1: procedure Surrogate model for high-dimensional QoIs and inputs
2: Physics model simulations for Ns samples of the input to obtain input-output pairs

(θi ∈ RNθ ,Ai ∈ Rr×c) for i = 1, 2, . . . , Ns → Z ∈ RNs×(r×c)

3: Mapping of output to principal component space, to obtain features
[f1,f2, . . . ,f (r×c)]

4: Output dimension reduction, by considering features [f1,f2, . . . ,fK∗ , where (K∗ <
(r × c))

5: Input dimension reduction, by computing active variables ηj = W j ⊤
1 θ for each

feature f j , j = 1, 2, . . . ,K∗

6: Surrogate models construction, Ĝj(ηj) to approximate f j(x, q) for each j =
1, 2, . . . ,K∗

Note that (1) the features are uncorrelated with each other, and separate surrogate

models are built for each feature; and (2) the active subspaces corresponding to different

features are different. The separate surrogate models for all the dominant features will

be used together to reconstruct the approximated high-dimensional output in the original
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space.

3.2.4 Proposed active learning strategy for adaptive surrogate improvement

If the physics model is computationally expensive, it may be unaffordable to generate

a large number of training samples for the surrogate model when limited computational

resources are available. With a small number of initial training samples, the constructed

surrogate model might be quite approximate and might need to be improved to achieve

the desired accuracy. Three key components are considered in the proposed active learning

strategy for adaptive improvement: (a) the initial training samples, (b) the learning function

to help select new training samples, and (c) the stopping criterion. In the proposed strategy,

two sets of samples are first generated. One set of samples is used to build the initial surro-

gate model, and the other is used as a testing set. An active learning function that combines

exploration and exploitation is proposed, in order to choose new training samples that are

added to the first set for updating the surrogate model in each iteration; the testing set will

remain unchanged throughout the adaptive improvement process. The stopping criterion is

chosen based on the specific engineering application and the accuracy requirement.

When the input is high-dimensional, a grid of uniformly-spaced samples along every di-

mension may result in a large number of initial samples, and running the original expensive

physics model for all those samples may be unaffordable with limited computational re-

sources. Therefore the initial set of training samples in the proposed approach is generated

using an optimal symmetric Latin hypercube (OSLH) sampling technique. This technique

helps to achieve the best coverage of the input domain for any given number of samples. The

testing sample set is also generated separately using OSLH. We denote the initial training

samples as D0 = {(θi,Si)}N0
i=1, and the testing sample set as Dt = {(θi,Si)}Nt

i=1. The initial

surrogate model is constructed with D0.

The active learning function is then employed to iteratively add new training samples

to D0 in order to adaptively improve the surrogate model. One straightforward way is to

generate new training points in the neighborhood where the surrogate has a high prediction

error. However, such a strategy is purely based on exploitation, which can lead to clustered

samples in the input space. The surrogate model is desired to accurately approximate the
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field quantity of interest S for any given θ; such clustering of samples will not efficiently

improve the surrogate model over the entire domain. Although all the dominant features’

surrogates contribute to the estimation the high-dimensional output S in the original space,

their contributions are not equally important; this must also be taken into consideration in

constructing the learning function.

In order to address these two issues, a desirable active learning function should have two

properties: (1) be able to balance exploration and exploitation; and (2) consider the differ-

ences in the contributions of the dominant features to the output S. A learning function in

terms of the active variables η corresponding to the most dominant feature is thus proposed:

L (η) = α×

(
w1

∑N
j=1∥η − ηtrain,1

j ∥
N ·maxp ̸=q∥ηtrain,1

p − ηtrain,1
q ∥

+
∑
i

wi

∑N
j=1∥ηi − ηtrain,i

j ∥
N ·maxp̸=q∥ηtrain,i

p − ηtrain,i
q ∥

)
+(1−α)× ϵ (η) (3.4)

where η is the new candidate training point in the active subspace of the most dominant

feature (feature 1), and is the optimization variable in the learning function. This learning

function has two basic terms, exploration term with a weight α and exploitation term with

a weight (1−α). The weighting factor α ∈ [0, 1] balances exploration and exploitation. The

exploration term uses a distance-based metric to explore unsampled regions in the domain

whereas the exploitation term aims to identify regions with large prediction error. Within

the exploration term, the various dominant features are weighted based on how much of

the variance in the output is captured by each feature, i.e., wi = σ2
i /(ΣK∗

m=1σ
2
m), where

m = 1, 2, 3, . . . ,K∗, and K∗ is the number of dominant features. In the above equation,

i=1 for the first exploration term corresponding to feature 1, and i = 2, 3, . . . , K∗ for the

second term corresponding to the other dominant features.

The goal of exploration is to find the least-sampled region of the domain given the

existing training samples, but note that all the dominant features and their subspaces need

to be considered. We formulate the exploration part with two terms: a single ratio and a

sum of ratios. All ratios are multiplied by a weighting factor wi. The reason for the two

terms is that the new training sample is chosen in the active subspace of the first dominant

feature, and then mapped to the active subspaces corresponding to other features.

The first term in the exploration part considers the first dominant feature. The numer-

ator quantifies the Euclidean distance between the new candidate training point η and the
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previous N training samples {ηtrain,1
j }Nj=1. The denominator serves as a normalizing factor,

which is N times the maximum largest pairwise Euclidean distance among all N previous

training points.

The second term in the exploration part contains the ratios of all other dominant features

other than feature 1; since the active subspace associated with each feature is different, the

new candidate training point η in the active subspace of the first dominant feature is mapped

to the active subspace of the corresponding feature i using the matrices W 1(1) and W 1(i)

and their orthonormal properties, ηi = W⊤
1(i)W 1(1) ·η. This projection is illustrated in Fig.

3.1. Note that the dimension of η could be different from that of ηi, since different features

have different active subspaces (defined by W 1(1) and W 1(i) as shown in Section 3.2.2) and

the subspaces could have different dimensions.

By calculating the sum of distances and normalization, the region that is the furthest

away from all available training samples is identified, thus the least-sampled region can be

explored. Different active subspaces corresponding to the first dominant feature and other

dominant features are incorporated in the calculation through proper mapping. In addition,

the dominant features are weighted based on the output variance captured by each feature,

as explained above.

Figure 3.1: Projection from the active subspace of the first dominant feature to active
subspaces of other features

The goal of exploitation is to find regions with high surrogate model error. For any new

candidate training sample, it is unaffordable to run the expensive computational physics

model and estimate the surrogate error; therefore alternative methods to estimate the sur-

rogate error need be pursued. Such options include building additional (secondary) surrogate

models to estimate the error based on the results of the previous training points, or simply

using the surrogate error at the existing training sample that is closest to the candidate

training sample.
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Overall, the learning function consists of two sets of weighting factors. The feature

weighting factors within the exploration term are determined by the problem, whereas the

factor α that balances exploration and exploitation is chosen subjectively by the analyst.

The new training sample θ∗ can be obtained in two steps: (1) find the maximizer of the

learning function η∗ = argmax(L (η)); (2) transfer η∗ back to the original input domain

Ω, θ∗ = W⊤
1(i)η

∗, by taking advantage of the orthonormal property of the basis vectors

that span the active space associated with the first dominant feature. In order to find

the maximizer of the learning function L (η), sampling-based optimization is adopted here

considering the challenge posed by the complicated learning function that is constructed

based on distance calculations between samples (in different spaces). A candidate pool

Pη is first generated based on the information provided by the initial surrogate models

constructed with D0. The learning function L (·)) is then evaluated at each sample within

Pη to select the maximizer η∗. This can be expressed as:

argmax
η

L (η)

subject to η ∈ Pη

The physics-based model can then be evaluated at the corresponding θ∗ to obtain S∗ and

the dataset of training samples is updated as Di = Di−1
⋃
{(θ∗,S∗)}, where i indicates the

iteration number. Note that all η∗’s are selected from Pη without replacement.

The iterative selection of training samples ends when the predefined stopping criterion

(e.g., the desired accuracy of the surrogate prediction) is achieved.

3.2.5 Issues affecting adaptive improvement

There are several issues that affect the active learning process, as follows:

(1) In the active learning process, new training samples are added at each iteration, so the

total number of samples in each iteration is different from that of the previous iteration. In

any iteration i (where there are Ni samples for surrogate model construction), there are two

different options for space mapping calculations. The first option is to always project to the

initial feature space and the corresponding active subspaces, using V (0) and W (0) calculated
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by the initial N0 samples. The second option is to recalculate both the feature and active

spaces with the available Ni samples at the i-th iteration, and the corresponding projections

are denoted as V (i) and W (i). Different options will result in different feature and active

variable values, which may affect the adaptive improvement of the surrogate model. Using

option 1 in all iterations implies that the initial subspaces can represent the design space

perfectly; such an assumption is not justifiable in the presence of a small number of initial

samples. Therefore, the strategy of using option 2, V (i) and W
(i)
1 , is preferable.

(2) In practical engineering settings, the physical models used for generating training

samples could be expensive, therefore, the numbers of samples generated for initial sur-

rogate model construction and in each active learning iteration depend on the available

computational resources and staff schedules, which may affect the ultimate improvement

achieved. (For example, it may not be practical to try one sample at each iteration, and the

analyst may wish to run a batch of samples at each iteration.)

(3) As mentioned in Section 3.2.4, if sample-based optimization is used to implement

the active learning process, a pool of candidate samples for active variables, Pη will need

to be constructed to start the adaptive improvement process. As a result, the range and

distribution of the training points in the pool will affect the ultimate improvement achieved

by the active learning.

(4) The parameter α of the active learning function, which balances exploration and

exploitation, may affect the adaptive improvement.

(5) A subset of features are chosen to build surrogate models, and reconstruction error is

incurred by omitting other features. In addition, the residuals in the surrogate models will

also contribute to the total error. In the algorithm described in Section 3.2.3, a surrogate

model is first constructed in the active subspace that is calculated using all samples in the

training set D ; we denote the mapping between this active subspace and the original input

space as WD
1 . The mapping between the subspace defined by the samples in the testing set

Dt and the original input space is denoted as WDt
1 . When testing the performance of the

surrogate, the samples in the testing set Dt are mapped to the subspace defined by WD
1 .

However, the samples in both sets are in fact in different subspaces (WD
1 , WDt

1 ), which are

different from an unknown true subspace of the problem; in testing the surrogate model, the
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error caused by the orientation difference between the two subspaces also contributes to the

total prediction error. One way to quantify the difference in the orientations between the

two high-dimensional vectors WD
1 and WDt

1 is to calculate the cosine of the angle between

the two vectors, which is given by the dot product:

cos < WD
1 , WDt

1 > =
WD

1 ·WDt
1

∥WD
1 ∥ · ∥WDt

1 ∥
(3.5)

If the two orientations WD
1 and WDt

1 are the same, the angle between them is zero and the

cosine value in Eq. (3.5) is 1.

Thus, multiple sources of errors (reconstruction error, surrogate error, and orientation

error) contribute to the overall error of the surrogate prediction. The relative contributions

of these different errors should be considered in evaluating the performance of the adaptive

learning process. Some of these errors may not be reducible for a given application problem;

thus there may be a lower limit beyond which the surrogate prediction could not be improved.

This point will be illustrated in the next section.

3.3 Numerical example

3.3.1 Problem description

Electron beam melting (EBM) is an additive manufacturing (AM) process of fusing

powder particles, layer-upon-layer, using an electron beam as the energy source. The process

is typically used in the case of metals and metal alloys. Multiple passes of a low power

electron beam are used for heating and sintering the powder bed prior to selective melting.

For the application problem in this study, we focus on the thermo-mechanical behavior of

an AM part produced by the EBM process. For this purpose, we have developed a finite

element-based thermal analysis model to simulate the thermal response of the part and

a finite element-based mechanical model that uses the thermal response to estimate the

residual stress at the end of the cooling phase. Note that the stress is computed at the end

of a single pass of the electron beam. In this study, the thermal and mechanical models are

weakly coupled [95], i.e., the temperature distribution is used as an input heat load for the

mechanical model. Finite element analysis is performed using Abaqus. Details of the two
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models can be found in [1] and are not discussed here, for the sake of brevity.

Figure 3.2: Part geometry and the corresponding mesh as modeled in Abaqus [1]

The output of interest is the residual stress in the part as a result of a single scan of the

electron beam along its length. A part of dimensions (in mm), 2 × 1.5 × 0.65, with layer

thickness of 50 µm, is built as shown in Fig. 3.2 (left). The process of laying the new powder

on bulk material formed by previous scans is simulated by activating the initially deactivated

elements representing the powder layer. To mitigate the computational cost associated with

FEA, a non-uniform mesh is employed wherein a finer mesh is considered for the powder

region where the heat flux is applied. A gradually coarsening mesh is considered for the

bulk material, significantly far from the heat source as shown in Fig. 3.2 (right). The mesh

consists of 13,200 nodes and 10,752 elements in total. The material used to manufacture the

part is Ti6Al4V and its thermophysical properties considered in the finite element analysis

are provided in Table 3.1.

Table 3.1: Thermophysical properties of Ti-6Al-4V

Density
(
kg/m3

)
4428

Solidus Temperature (◦C) 1605
Liquidus Temperature (◦C) 1655
Latent heat (J/kg) 365000
Elastic Modulus (GPa) 110
Poisson’s ratio 0.41
Yield strength (MPa) 825

Simulations are performed on a workstation with a system configuration Intel Core i7-

4790 CPU, 3.60 GHz with 16GB RAM. It is observed that on average the thermal model

takes 20 min, and the mechanical model takes 10 min to complete the simulation pertaining

to a single pass of the electron beam. Note, however, that the simulation duration depends

on the choice of values for the set of inputs. Moreover, a weak coupling assumption leads
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to a computational time of 30 min to generate 1 training point for the surrogate model.

On the other hand, a strong coupling assumption would take about 150 min (considering

an average of 5 iterations needed for convergence between the thermal and mechanical

analyses) to generate 1 training sample. A weak coupling assumption is used here; it does

introduce approximation errors, however, it has been shown to capture experimental trends

with reasonable accuracy in similar applications [96]. The von Mises stress at the end of the

cooling process is considered as the indicator of residual stress in the AM part [97] and used

as QoI.

3.3.2 Surrogate model construction and evaluation

A set of surrogate models (one for each dominant feature, as explained in Section 3.2.3)

is constructed for the residual stress field, S at the cross-section of the part (x− z plane in

Fig. 3.2) passing through its center. We will refer to this plane as xc−zc in the remainder of

this chapter. The surrogate model maps three sets of inputs, namely, the process parameters

(θP ), mechanical properties (θM ), and thermal properties (θT ) to the output stress field.

Note that the surrogate model maps a deterministic set of input values (parameter values)

to a deterministic output (stress field).

The set of process parameters includes beam power (P ), scan speed (v), and pre-heat

temperature (T0). Mechanical properties include yield strength (Y ), elastic modulus (E),

and bulk density (ρ). Thermal properties include specific heat (Cp) and bulk thermal con-

ductivity (κ). Note that Cp and κ are considered to be functions of the local temperature,

T . Specifically, a polynomial of degree 2 is fit to a set of data pertaining to the variation

of Cp and κ with temperature (20K – 1655K), as provided in [98]. Hence, a total of 12

parameters (θ) are mapped to the stress field including coefficients of the polynomial fits

corresponding to Cp and κ. A uniform probability distribution in a range: [0.9θ0, 1.1θ0],

where θ0 denotes a vector of nominal values, is considered for each parameter. Nominal val-

ues of the mechanical properties: Y , E, and ρ are provided in Table 3.1. Nominal values of

the process parameters and temperature coefficients for the thermal properties are provided

in Table 3.2. It must be noted that the choice of a uniform probability distribution for θ

indicates that any value in the considered range for a given parameter has a probability value
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of 1/(u − l) (u: upper limit, l: lower limit) associated with it. Predictions of the original

physics model at a collection of training samples, generated using OSLH in the input space

is used to train the surrogate model for each feature fj as discussed further below.

The output quantity of interest here is stress, which is computed on a 2-dimensional non-

uniform grid comprising 32 points along the length (xc) and 14 points along the height (zc)

as highlighted in Fig. 3.3 (left). By considering stresses in all 6 directions, the dimension of

S is 2688. The mesh size was selected such that a converged solution was obtained within a

reasonable amount of computational effort. A finer mesh is used near the part surface since

sharp thermal gradients lead to a larger amount of stress in this region, as shown in Fig.

3.3.

Figure 3.3: Residual stress field in the xc − zc plane [1]

Table 3.2: EBM process parameters and temperature coefficients for Cp(Ci,Cp) and κ(Ci,κ)

Scan speed, v(mm/s) 500
Beam power, P (W ) 160
Pre-heat temperature, T0 (◦C) 650
Specific heat, Cp = C0,Cp + C1,CpT + C2,CpT

2(J/kg/K) 540(C0,Cp ), 0.43(C1,Cp ), −3.2× 10−5(C2,Cp )

Thermal conductivity, κ = C0,κ + C1,κT + C2,κT 2(W/m/K) 7.2(C0,κ), 0.011(C1,κ), 1.4× 10−6(C2,κ)

3.3.2.1 Generation of initial training samples and testing samples

As stated above, an initial set of training samples D0 and testing samples Dt are

generated separately using OSLH; the number of samples in these sets are denoted as

N0 = card{D0} and Nt = card{Dt}. Note that both sets contain data obtained from the

expensive thermal and the mechanical models. The residual stress field is initially computed

on the xc − zc plane for N0 pseudorandom samples in the 12-dimensional input domain.

3.3.2.2 Dimension reduction

In order to address the challenge of high dimensionality in both the input and output

spaces, the surrogate models are constructed for low-dimensional representations of both

the inputs and outputs. Dimension reduction is performed as described in Section 3.2,
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using SVD for the outputs and active subspace discovery for the inputs. In this numerical

example, the number of features to build the surrogate models, K∗, is set to three, since

the top three features account for over 95% of the variance in the output QoI; for each

feature, fj for j = 1, 2, 3 the corresponding active subspace is then computed. The number

of active variables is set to one for all the features because the variance explained by the

first eigenvector, i.e., the first column of W , is over 95% for all three features. Note that

although at each iteration of adaptive surrogate improvement, these percentages will be

slightly different given the current number of training samples, they are always greater than

95%. In this example, for the top three features, a linear trend is observed when plotting

all the training samples in the corresponding active subspaces, therefore, a linear regression

model is used as the form of the surrogate model. Note that the linear regression model is

adequate for this example; other appropriate forms of surrogate model could be chosen for

other application problems.

We also repeated the above analyses using four and five features, as well as using a larger

number of active variables; no significant improvement was observed.

3.3.2.3 Surrogate models and performance metric

The map from θ to each feature fj is approximated by a surrogate model Ĝj(ηj) by

using Algorithm 1 in Section 3.2. The output QOI, S, is reconstructed using surrogate

prediction for each feature fj ; the reconstructed stress field is denoted using Ŝ. We denote

the surrogate model constructed at the i-th iteration as Ĝi
j , and i = 0 is for the initial

surrogate model constructed using D0. At each iteration, the accuracy of surrogate model

will be evaluated for each testing sample using the metric:

ϵ =
1

Nt
ΣNt
m=1

∥Sm − Ŝm∥
∥Sm∥

(3.6)

which is the average of the relative l2-norm of the difference in the prediction of the residual

stress field.
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3.3.3 Investigation of issues affecting adaptive improvement of the surrogate

model

As discussed in Section 3.2.5, there are several issues affecting the active learning process,

including the number of samples, the range and distribution of the adaptive training samples,

contributions of various errors, and the importance of exploration versus exploitation in

the learning function. These issues are investigated with the numerical example in this

subsection. Note that in this numerical example, for a new candidate training sample

for adaptive surrogate improvement, the exploitation term in the active learning function

is computed using the surrogate error at the existing training sample that is closest to

the candidate training sample. Other approaches to estimate the surrogate error at the

candidate training sample are also possible, as discussed earlier.

3.3.3.1 Number of training samples

We first investigate the influences of both the size of the initial training set and the

number of newly-added training points in each iteration. Note that in this investigation,

other issues, i.e., range and distribution of points in the candidate pool, and weighting

parameter α in the learning function are kept the same for all trials.

To study the size of the initial training set, we choose to generate N0 = 13, 20, and 40;

the size of the testing set Nt is 20. Note that the original input dimension is 12, therefore,

the minimum size of the initial training set should be 13 considering the gradient calculation

for active subspace calculation using the algorithm listed in [60]. The sizes 13, 20, and 40

are chosen for illustration purposes. The accuracy of the initial surrogate model in active

subspace is evaluated using the original space error metric, ϵ, as explained in Eq. (3.6). The

results are shown in Table 3.3, and indicate error reduction with increasing number of initial

training samples.

Table 3.3: Surrogate model accuracy for different N0

Initial training set size N0 = card{D0} Original space error ϵ

13 16.35%
20 8.91%
40 8.15%
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To study the influence of the number of newly added samples at each iteration, we

experimented with adding one or three new samples at each iteration. With the size of

the initial training sets N0 = 13 and N0 = 20, the results are shown in Figures 3.4 and

3.5, respectively. Note that this experiment is conducted by setting the parameter α in the

learning function to be 1; results with α = 0 and 0.5 are similar. It is seen that the difference

between the accuracies of the surrogate models when adding one point at each iteration and

when adding three points at each iteration is small for the N0 = 13 case; for the N0 = 20

case, adding three samples at each iteration results in a larger error after three iterations

than adding just one sample each time. In some practical engineering settings, it might be

more efficient to add new samples in batches in view of personnel and computing resource

availability and scheduling logistics.

Figure 3.4: Influence of the number of newly added samples at each iteration, for N0 = 13

Figure 3.5: Influence of the number of newly added samples at each iteration, for N0 = 20

3.3.3.2 Range and distribution of samples in the candidate pool

In this investigation, we start with both N0 = 13 and N0 = 20 samples. Dimension

reduction is first performed for both the output and the associated input, and the range of
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the resulting active variable values RN0 are obtained accordingly. The vertical dotted lines

in Figures 3.6 and 3.8 indicate the ranges for N0 = 13 and N0 = 20 respectively.

For N0 = 13, two candidate pools, P
(1)
η (much wider than RN0 , with candidates ran-

domly distributed) and P
(2)
η (slightly wider than the RN0 , candidates evenly distributed)

are considered. P
(1)
η and P

(2)
η are colored in green and black, respectively, in Fig. 3.6.

The red dots in Fig. 3.6 indicate lower-dimensional representations of the initial training

samples, with the y-coordinate indicating the value of the first principal feature (f1) and the

x-coordinate indicating the active variable values. The red dash line is the surrogate model

of feature 1 trained by N0 = 13 samples and the vertical red dotted lines indicate the range

of the active variable values for those initial samples.

Figure 3.6: Two candidate pools in active subspace, for N0 = 13

Experiments of adaptive improvement of the surrogate models by optimizing the learning

function using both candidate pools are conducted. In each iteration, only one new sample

is selected and added to the training set D . The results of experiments are compared in Fig.

3.7. It is observed that the active learning with the wider candidate pool, P
(1)
η resulted in

lower error in the end. Note that this experiment is conducted by setting the parameter α

in the learning function to be 0. Results with α = 0.5 and 1 are similar to the results with

α = 0.

For N0 = 20, two different candidate pools P
(3)
η (much wider than the RN0 , candidates

evenly distributed) and P
(4)
η (slightly wider than the RN0 , candidates evenly distributed)
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Figure 3.7: Comparison of active learning with different candidate pools, for N0 = 13

are also generated, as shown in Fig. 3.8. Experiments of adaptive improvement of the

surrogate models using both candidate pools are conducted. In each iteration, only one new

sample is selected from the candidate pool and added to the training set D . The results of

the experiments are compared in Fig. 3.9. In this case, active learning with the narrower

candidate pool, P
(3)
η resulted in lower error in the end. Note that the above experiments

in this subsection are conducted by setting the parameter α in the learning function to be

1. Results with α = 0 and 0.5 are similar to the results with α = 1.

Figure 3.8: Two candidate pools in active subspace, for N0 = 20

Another set of experiments is also conducted to consider the effects of limiting the

candidate point selections within the range of η1 decided by the initial set of training points,

i.e., only points within the vertical dashed lines can be chosen and added to the training

set at any iteration. In this set of experiments, Fig. 3.10 shows the results for N0 = 13,
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Figure 3.9: Comparison of active learning with different candidate pool, for N0 = 20

candidate pool P
(2)
η and α = 1; and Fig. 3.11 shows the results for N0 = 20, candidate pool

P
(4)
η and α = 0.5. It can be seen that limiting the selection to within the active variable

range of the initial training points results in a smaller final error in this example for N0 =

20 initial samples.

Figure 3.10: Effect of limiting candidate selection, for N0 = 13

Figure 3.11: Effect of limiting candidate selection, for N0 = 20

In summary, the initial samples play a significant role w.r.t. how the range and distri-

bution of the samples in the candidate pool affect the adaptive improvement process.
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3.3.3.3 Weighting parameter αn the learning function

In the active learning function defined in Eq. (3.4), the parameter α balances exploration

and exploitation and affects the active learning process in terms of training sample selection

and the improvement of the surrogate. In this experiment, three values of α = 0, 0.5, and 1

are chosen to study its influence. We start with N0 = 13 samples and the results are shown

in Fig. 3.12. Note that the α = 1 (pure exploration) has the best improvement, indicating

that the initial set of 13 training samples D0 does not cover the design sapce well.

Figure 3.12: Adaptive improvement with different α values, for N0 = 13

For experiments starting with N0 = 20 samples, α = 0, 0.5, and 1 are chosen. The

candidate pool, P
(4)
η , in which 30 points are placed in the range [-2, 2] with uniform spacing,

was chosen to conduct this experiment. The testing set Dt is a separate set of 20 LHS

samples. The results are shown in Fig. 3.13 and the final error is more than the error with

the initial training samples; this will be discussed in the next subsection. For this case, pure

exploitation (α = 0) gave the best performance. Comparing the results for N0 = 13 and

N0 = 20, it is seen that the initial samples have a strong effect on the relative performance

of exploration vs. exploitation.

3.3.3.4 Error sources: reconstruction error and surrogate error

In the above investigations on the effects of the number of training points in each iter-

ation, range and distribution of points in the candidate pool, and the weight parameter α

in the learning function, some experiments have a larger final error than the starting error,

such as in Figures 3.9, 3.11, 3.13.

As mentioned in Section 3.3.2.2, based on the amount of variance captured, three prin-
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Figure 3.13: Adaptive improvement with different α values, for N0 = 20

cipal features of the output were chosen to build the surrogate models. Since only a few

principal features of the output are used, reconstruction error is introduced; surrogate mod-

els for these features also contribute to the overall error in the prediction of the QoI. In

order to reduce the overall error, steps should be taken to minimize both the reconstruction

error and the surrogate error. The most effective way to reduce the reconstruction error is to

consider more features than just three; also, more accurate surrogate model forms could be

chosen to reduce the surrogate error. It is worth noting the reconstruction error level in this

numerical example. Taking the experiment started with N0 = 20 samples in the previous

section for example, we plot the average prediction error on all testing samples versus the

number of principal features used for output QoI reconstruction in Fig. 3.14. Note that

the error shown in the figure does not include any surrogate error. It is observed that the

reconstruction error alone with only three features is about 6%, while the overall error in this

case is about 8.91% as shown in Fig. 3.13. As more samples are added, the reconstruction

error stays at around 6% without drastic changes. Note that the reconstruction error and

the surrogate error are nested (not simply additive) in contributing to the overall error.

In order to reduce reconstruction error and surrogate error, more features as well as

more accurate surrogate model forms could be considered. However, in practice, this may

or may not improve the surrogate prediction accuracy. For experiments starting with N0

= 40 samples, Fig. 3.15 shows features 1 to 4, their corresponding first active variables η1,

and the surrogate model predictions. It can be observed that features 1 through 3 can be

well approximated with a linear regression model with just one active variable; for feature

4, a linear regression model in the one-dimensional active subspace is not adequate. We
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Figure 3.14: Reconstruction error vs. number of principal features

examine whether adding a surrogate model for feature 4 reduces the overall error in the final

prediction, and a related issue is the choice of the appropriate model form and the number

of inputs for this additional surrogate model.

One option is to consider a higher-dimensional active subspace (η1, η2, η3, . . .) for

constructing the surrogate model of feature 4, i.e.,, approximate feature 4 by a function

Ĝ4(η1, η2, η3, . . .). To examine this option, two active variables η1 and η2 are considered,

and model forms for Ẑ4 varying in order and including different interacting terms between

η1 and η2 are conducted. Two of the resulting overall errors in terms of the average error

on the testing set in the original space, as defined in Eq. (3.6), are tabulated in Table 3.4.

The error from using only three features is also listed for comparison.

Table 3.4: Comparison of ϵ in original space for different surrogate model options with
feature 4 with N0 = 40

ϵ
3 features 8.15%
3 features + linear regression surrogate model for feature 4 with one active variable 8.25%
3 features + 3rd-order surrogate model for feature 4 with two active variables 8.52%

Note that 3rd order surrogate model for feature 4 with two active variables listed above

is the one with a complete set of interaction terms, i.e., Ĝ4(η1, η2) = a0 + a1η1 + a2η2 +

a3η
2
1+a4η

2
2+a5η1η2+a6η

3
1+a7η

3
2+a8η

2
1η2+a9η1η

2
2. Other 2nd order surrogate models with

different numbers of interaction terms were also considered; however, all of their R2 values
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Figure 3.15: Features 1 to 4 with N0 = 40

are lower than that of the 3rd order 2D model; therefore, the overall error on the testing set

with these surrogate models is larger than 8.52%. From Table 3.4, it can be observed that

including more features and using more complex forms of surrogate models may not reduce

the overall error. Similar experiments were conducted with feature 5 but no improvement

was observed compared to the three-feature option.

In summary, considering additional features or higher-order surrogate models did not

improve the prediction accuracy in this example. However, it is possible in other problems

that both reconstruction error and surrogate error might get reduced by considering more

features and higher-order surrogate models. Another option to reduce the reconstruction

error is to use nonlinear dimension reduction methods, such as autoencoder or diffusion

maps, however, methods like autoencoder may need a large number of training samples,
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which may not be affordable for problems with expensive physics computational models.

3.3.3.5 Orientation difference between active subspaces for training and testing

samples

An additional issue affects the assessment of surrogate model accuracy. As discussed in

Section 3.2.5, when testing the performance of the surrogate, the samples in the testing set

Dt are actually mapped to the subspace defined by WD
1 , which is different from WDt

1 . If

the two orientations WD
1 and WDt

1 are the same, the angle between them is zero and the

cosine value in Eq. (3.5) is 1.

For the experiment starting with N0 = 40, using candidate pool P
(4)
η and learning

function parameter value α = 0.5, this orientation is calculated and tabulated in Table 3.5. It

can be observed that during the active learning process, the difference in orientations between

the two mappings slightly decreases initially and then increases for the latter samples; the

two orientations still do not line up at the end, which also contributes to the final overall

error.

It is difficult to explicitly quantify the error due to orientation difference. In all the above

error calculations, for the testing samples, their inputs are mapped to the active subspaces

corresponding to the training samples, using WD
1 . Then the feature values are calculated

using the surrogate models that are trained in the low-dimensional space corresponding to

the training samples; these feature values are finally used to calculate the QoI in the original

space. Thus the error due to the orientation error is nested within the overall surrogate error.

The orientation difference as shown in Table 3.5 can be used as an indicator of the orientation

error, and can be monitored with the iterations to qualitatively infer whether the orientation

error is increasing or decreasing. In the adaptive learning process in this numerical example,

the overall surrogate error is reduced, while the error due to orientation difference is first

reduced and then increased.

Table 3.5: Orientations of active subspaces between training and testing set samples with
N0 = 40

Number of training samples 40 41 42 43 44 45 46 47
cos < WD

1 , WDt
1 > 0.9106 0.8927 0.9027 0.9024 0.9072 0.9136 0.9165 0.9167
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3.4 Summary

In this chapter, the principal features of the output are first identified and the active

subspace methodology is used to reduce the input dimension. The surrogate models for

the dominant features are subsequently built within their corresponding active subspaces

and an active learning strategy is proposed to improve the surrogate model and adaptively

select the training samples of the original, expensive physics model by balancing exploration

and exploitation. The learning function is deployed in the low-dimensional space and the

newly added training sample can be easily mapped back to the original space for running the

physics model. In coordination with dimension reduction in the output, the methodology

proposed in this chapter has two novel features: the proposed active learning strategy is

conducted in a low-dimensional space; the active learning function properly considers the

mappings between different subspaces. The proposed method is demonstrated for a multi-

physics additive manufacturing component with a high-dimensional output and multiple

input variables including process variables and material properties. Investigations of different

issues in the proposed method are conducted, including the number of training samples,

range and distribution of samples in the candidate pool for adaptive learning, the relative

contributions of error sources, and the relative importance of exploration versus exploitation.

In the numerical example, residual stress analysis of an additively manufactured part

was used to demonstrate the adaptive improvement of the surrogate modelings with high-

dimensional input and output. The effects of the following aspects on the active learning

process are investigated: the number of training points, the range and distributions of sam-

ples in the candidate pool for adaptive learning, and the weighting parameter of exploration

versus exploitation in the learning function. Errors from different sources, both explicit

errors (including reconstruction error and surrogate error) and implicit error (error due to

orientation difference) are examined. The relative contributions of different error sources

determine the amount of improvement that can be achieved in surrogate model prediction

within the available computational resources.
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CHAPTER 4

Model discrepancy estimation and prediction uncertainty quantification of

unobserved model outputs

4.1 Introduction

Quantifying the accuracy and uncertainty in the prediction of quantities of interest (QoIs)

is essential in assessing a system’s condition and capabilities and supporting decision-making

related to system design, operation, and sustainment. Practical engineering systems often

have complex geometry, material properties, loading, and boundary conditions, as well as

many QoIs; considering all the inputs and outputs, some systems could also be high dimen-

sional. In practice, due to limited available resources and difficulty in accessibility, only a

limited number of measurements may be obtained for a subset of the QoIs, and at a small

number of locations or time instants. Thus the predicted QoI could be at a different loca-

tion/time than the measurement of the same quantity (e.g., temperature is measured at one

location or time instant, whereas the predicted QoI is temperature at another location or

time instant), or the predicted QoI could be altogether different from the measured quantity

(e.g., measured quantity is temperature, whereas the predicted QoI is stress). To support

uncertainty quantification in the model prediction, Bayesian calibration has been used to

estimate the model parameters and model discrepancy by comparing the prediction to the

observation. However, the estimated discrepancy is only applicable to the measured QoIs at

the observed locations or time instants, and cannot be directly used in the prediction of un-

measured QoIs. Therefore, techniques to extrapolate the model discrepancy to unmeasured

QoIs (or same QoI but at unmeasured locations or time instants) need to be developed.

The discrepancy between a measured response and the corresponding model prediction

can be evaluated using the Kennedy-O’Hagan (KOH) approach [99], where the discrepancy

in the model prediction of system response is accounted for by introducing an additive term

to the equation relating the measured response to the system parameters and inputs. It has

been shown that by including an appropriate model discrepancy term, bias and overfitting in

the estimation of physical parameters can be mitigated or avoided [100]. The formulation of
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the model discrepancy term is a challenging issue. The calibration results may not be satis-

fying if the prior assumption of discrepancy does not capture the effect of missing physics in

the model [100]; the addition of a discrepancy term to the physics model may sometimes lead

to parameter non-identifiability [101, 102]. Ling et al [102] investigated five different prior

formulations of the model discrepancy term, namely: constant, normal random variable with

fixed mean and variance, normal random variable with input-dependent mean and variance,

Gaussian random process with stationary covariance function and Gaussian random process

with non-stationary covariance function, and proposed a three-step approach to inform the

decision on the construction of model discrepancy priors.

However, the KOH-based estimation of model discrepancy does not provide information

on the discrepancy in the prediction of unmeasured system responses. That is, this Bayesian

approach only compares the prediction and observation of the same output quantity and

quantifies the discrepancy in the prediction of that observed quantity; propagation of this

discrepancy to unmeasured quantities has not been straightforward. Both direct and indirect

methods have been proposed in the literature to address this challenge. Two types of indirect

approaches have been proposed to propagate discrepancy information from the measured

QoIs to the predicted QoIs: (i) by combining calibration results and validation results (using

different data sets for calibration and validation) to modify the posterior distribution of

model parameters [27, 103], or (ii) by associating an additional term with system model

parameters (embedded discrepancy approach) [28]. In the direct approach, the discrepancy

in the output is recognized as resulting from the model form error (MFE) in the governing

equation of the physical system, and the MFE is estimated using Bayesian state estimation

[104]. If the same governing equation is applicable to both the experimental and prediction

configuration, then the estimated MFE can also be carried to the prediction configuration.

The direct consideration of MFE has also been studied in estimating the discrepancy in

the prediction of unmeasured model responses under unmeasured inputs [29, 30, 31], and

semi- and non-intrusive methods have also been developed [105]; but this computationally

intensive approach is limited to dynamic systems, with a small number of inputs and outputs.

In this chapter, we propose a mathematically rigorous and computationally efficient

approach to propagate the model discrepancy from the measured QoIs to uncertainty quan-
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tification in the predicted (unmeasured) QoIs. With an initial set of input-output data

obtained from physics model simulations, we first map all the output QoIs to a principal

component space using singular value decomposition (SVD) and identify the principal fea-

tures. In the latent principal component space, a surrogate model is constructed for each

feature versus input. For a problem with high-dimensional output, by considering only the

top few principal features, i.e., dominant features, dimension reduction is achieved in the

output space. If the problem also has high-dimensional input, for each dominant feature,

a low-dimensional active subspace of the input domain can be computed; the active vari-

ables in the active subspace are representations of the original high-dimensional input. In

this case, dimension reduction is also achieved in the input space, and a surrogate model is

built for each dominant feature in terms of its corresponding active variable(s). For each

surrogate model in the latent space, a discrepancy term is added to account for the physics

model inadequacy. The discrepancy terms in the latent space are calibrated, along with

system model parameters and observation error statistics (e.g., mean and variance). The

posterior distributions of the discrepancy terms (in the latent space) and model parameters

and observation errors (in the original space) can then be propagated through the physics

model to obtain the prediction and associated uncertainty of the unmeasured QoIs in the

original space.

As explained in the following sections, the formulation of discrepancy terms in the latent

space offers a mathematically rigorous approach to propagate the model discrepancy infor-

mation from measured to unmeasured QoIs, compared to existing indirect approaches that

either modify or augment the model parameter distributions. It is also computationally effi-

cient compared to the direct approach that estimates the MFEs in the governing equations,

since SVD is a linear transformation that makes it easy to map the discrepancy informa-

tion from the latent space to the unmeasured QoIs in the original space. The proposed

method is demonstrated for an additive manufacturing example; we consider two types of

QoIs, temperature field during the manufacturing process, and the residual stress field in

the manufactured part. Both types of QoIs are high-dimensional and their uncertainties

are due to the stochastic nature of multiple process variables and material properties. We

consider discrepancy estimation in different cases where the predictions of the QoIs are at
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different locations from the measured locations.

The novel contributions of the proposed method are:

1. A mathematically rigorous and computationally efficient strategy is proposed to ex-

trapolate model discrepancy from measured QoIs to unmeasured QoIs. This applies to

two situations: either the same physical quantity is measured and predicted at differ-

ent spatial locations or time instants, or the measured and predicted QoIs are entirely

different, but are outputs of the same system model.

2. The discrepancy term can be used for extrapolating the system behavior to different

input settings. The discrepancy term is used in conjunction with the surrogate model

and accounts for physics model inadequacy, and if the surrogate model is trained

with samples whose input settings adequately cover the design space, the calibrated

discrepancy term is also valid for other input settings in the domain. Moreover, the

discrepancy term may be modeled as input dependent.

3. The proposed strategy is also able to address problems with both high-dimensional

input and output. By combining dimension reduction and surrogate modeling tech-

niques, the original physics models with high-dimensional input and output are ab-

stracted into surrogate models in a low-dimensional latent space, where the discrepancy

terms are introduced. Although the discrepancy terms in the latent space themselves

have no physical meaning, they can be conveniently mapped back to the original space,

where every QoI prediction contains a combination of them.

4.2 Background

In this section, we discuss currently available Bayesian approaches for model discrep-

ancy estimation and propagation. We first summarize the KOH approach, which can only

estimates the model prediction discrepancy corresponding to a measured quantity. Then

we discuss the direct and indirect approaches currently available for estimating the model

prediction discrepancy corresponding to unmeasured quantities.

Consider a physical QoI, y; its prediction using a physics model is denoted as ym =

f(x, q), where x is the input vector and q denotes the physics model parameters. The
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observation of y through experiment is denoted as yD and the observation error as ϵobs. We

also consider a model discrepancy term δ, which could be a function of model input x. The

relationship between the experimental observation yD with input x, true value of the QoI

y, and model output ym can be described as

yD = y + ϵobs (4.1)

y = ym + δ = f(x, q) + δ(x) (4.2)

The KOH approach involves estimation of the parameters of δ(x) along with the physics

model parameters q using Bayesian calibration. For simplicity, we treat δ as a constant

quantity to be estimated, independent of the input x, in the discussion below. The extension

to input-dependent δ(x) is straightforward; in that case, the parameters that relate δ to x,

referred to as hyperparameters, will be estimated.

In the KOH framework, the measurement uncertainty (noise) ϵobs is often taken as a

normal random variable with a zero mean and unknown variance σ2
obs. Assuming m samples

of yD (denoted as D = [D1, D2, . . . , Dm]) are collected for a single input setting x, the

unknown parameters q, σobs, and δ can be calibrated using Bayes’ theorem as

π (q, σobs, δ | D) =
L (q, σobs, δ)π(q)π (σobs)π(δ)∫

L (q, σobs, δ)π(q)π (σobs)π(δ)dqdσobs dδ
(4.3)

L (q, σobs, δ) ∝
m∏
i=1

π (yD = Di | x, q, σobs, δ) (4.4)

where π(q), π (σobs) , π(δ) are the prior PDF’s of q, σobs, and δ, respectively, representing

prior knowledge of these quantities before calibration; π (q, σobs, δ | D) is the joint posterior

PDF of q, σobs, and δ; and L (q, σobs, δ) is the joint likelihood function of q, σobs, and δ,

proportional to the conditional probability of observing the data D given specific values of

these parameters.

In the case where experimental observations are taken for multiple input settings, paired

data {xi, yDi}ni=1 may be available. Suppose X = [x1, x2, . . . , xn], and the corresponding

output observation is yD = [yD1, yD2, . . . , yDn]. Note that yD is a random vector, i.e.,
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for each input xi, multiple realizations of the corresponding yDi are possible due to the

randomness of the measurement noise ϵobs. Assuming that m realizations for yD (denoted

as D = [D1, D2, . . . , Dn]) are collected in the experiments, the likelihood function in Eq.

(4.4) becomes

L (q, σobs, δ) ∝
m∏
i=1

π (yD = Di | X, q, σobs, δ) (4.5)

where π (yD = Di | X, q, σobs, δ) is the joint PDF of the random vector yD evaluated at

Di, conditioned on X, q, σobs, δ.

As mentioned earlier, the estimated model discrepancy using the KOH framework is

only specific to a particular measured quantity, at the measurement location/time and cor-

responding to a particular experimental configuration. Therefore, it is of interest to in-

vestigate how this model discrepancy information can be propagated to the prediction of

unmeasured quantities. Both indirect and direct approaches have been proposed to address

this question. In one indirect approach [27], referred to here as the "calibration + validation

approach" the model parameter posterior is first estimated with a calibration data set, DC ,

and subsequently modified with a validation data set, DV , using the following equation:

p(q | DC , DV ) = p(q | DC , H0)P (H0 | DV ) + p(q)[1− P (H0 | DV )] (4.6)

where H0 is the null hypothesis that the calibrated model is a valid model of the system.

The alternate hypothesis is represented by the prior model p(q), and the validation data

DV is used to test the null hypothesis. The metric P (H0 | DV ) represents the probability

that the null hypothesis is true given the validation data. The quantity on the left hand

side is the modified distribution of model parameters q that combines the results of both

calibration and validation, and is then propagated through the physics model to quantify

the uncertainty in the predicted QoI.

In the second indirect approach [28], referred to as the "embedded discrepancy approach",

δ̂(x), the discrepancy term δ̂(x) is moved to the same level as the parameter vector q for

estimation:

yD = f(x,ν) + ϵobs = f(x, q + δ̂(x)) + ϵobs (4.7)
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The calibrated ν = q + δ̂(x) is treated as model parameter in subsequent prediction with

the calibrated model. Thus the model discrepancy is embedded in the parameter; in other

words, the model parameter distribution is augmented with the discrepancy term. Note that

the discrepancy term is additive to the model parameter in the above equation; the analyst

may also choose other formulations, such as multiplicative.

The direct approach [29, 30, 31] estimates the model form error (MFE) in the governing

equation of the system model. MFE is related to the governing equation, whereas model

discrepancy is related to the predicted output; thus model discrepancy is the result of MFE.

If the governing equation is applicable to the prediction configuration, then the MFE in the

governing equation can also be used to estimate the model discrepancy in the prediction

of the QoI. The MFEs in the governing equations are considered in the form of corrective

external inputs, and estimated using Bayesian state estimation for dynamic problems. This

involves a process model and a measurement model. Consider a system g(·) whose state

x(t) can be expressed in general as:

dx(t)

dt
= g(t,x(t),w(t)) (4.8)

where w(t) is the known deterministic system input. Considering MFEs in vector ϵ(t), the

equation can be rewritten as

dx̂(t)

dt
= g(t, x̂(t),w(t)) + ϵ(t) (4.9)

where x̂(t) is the system state corresponding to the altered system. The measurement model

is written as

y(t) = h(x̂(t)) + ν(t) (4.10)

where h(·) represents the measurement function and ν(t) is the measurement noise. Through

Bayesian state estimation, the MFEs can be estimated using measurement data at different

time instants, and the governing equation along with updated MFE can then be used in

predicting the QoI x̂(t) at any time instant.

The direct approach has been demonstrated for problems ranging from simple models for
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a Timoshenko beam, curved plate and one-dimensional heat conduction, to more complicated

multiphysics models for thermal battery and aero-thermo-elastic behavior of hypersonic

vehicle panels. While the basic approach requires access to the governing equations, semi-

intrusive and non-intrusive extensions have also been developed that do not need access to

the governing equations [105]. The semi-intrusive approach requires the ability to pause and

resume the physics model runs so that the corrections could be added, whereas the non-

intrusive approach replaces the physics model with a surrogate model that can be paused

and resumed.

Instead of directly correcting the MFE in the governing equation, the indirect approach

adjusts or augments the posterior probability density functions of the system parameters

to account for the discrepancy between the model prediction and the observed output for

the experimental configuration and uses them in the prediction configuration. Both the

indirect approaches are heuristic, whereas the direct approach is mathematically rigorous and

accounts for MFEs in the governing equations, which can be used to estimate the discrepancy

in the prediction of unmeasured QoIs; however, the computation in the direct approach is

intensive and currently demonstrated only for low-dimensional problems. The proposed

methodology to propagate model discrepancy from measured to unmeasured quantities in

Section 4.3 overcomes the limitations of both the existing direct and indirect approaches.

It is mathematically rigorous as well as computationally efficient, and does not need to

estimate the MFEs in the governing equations. It can be applied to static and dynamic

problems and high-dimensional problems.

4.3 Proposed methodology

In practical engineering systems, propagation of model discrepancy from measured quan-

tities to unmeasured quantities needs to address two challenges: (1) Only a limited amount

of measurement data may be available, and that too on a small subset of QoIs. In some

systems, the QoIs may only be measurable at a few accessible locations; however, QoIs at

difficult or impossible to measure locations may be of critical importance to the system. (2)

The number of QoIs may be large and they may be correlated, since they are the outputs

from the same model. Therefore, constructing separate surrogate models and estimating dis-
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crepancy terms for each QoI is not practical, especially in the presence of high-dimensional

QoIs. The method we propose addresses these challenges and involves finding an uncorre-

lated latent space that has the following advantages: (1) the output QoIs are mapped to

the latent space, therefore separate surrogate models can be built in this latent space, as

discussed in the previous chapters. (2) Discrepancy terms are introduced in relation to the

surrogate models in the latent space. When mapped back to the original space, each QoI

prediction contains a combination of the discrepancy terms. Thus, they impact all the QoIs.

(iii) Mapping of quantities from the latent space (surrogate predictions and discrepancy

terms) back to the original space for calibration, prediction and discrepancy estimation is

straightforward and mathematically rigorous.

Dimension reduction for both the input and output, as well as surrogate model con-

struction in the low-dimensional latent space, are discussed in detail in Chapter 3. Here, we

use SVD for output dimension reduction and active subspace discovery for input dimension

reduction. The surrogate models are constructed following Algorithm 1 in Section 3.2.3.

In the remainder of this section, we first introduce the additive discrepancy terms to the

surrogate models in the latent space. The calibration of discrepancy terms and carrying

them forward to quantify the uncertainty at unmeasured QoIs are then discussed.

We introduce an additive discrepancy term for each surrogate model to account for the

physics model inadequacy. By taking advantage of the mapping via V , the surrogate model

predictions and model discrepancies can be mapped back to the original space to obtain the

QoI predictions. Note that the mapping via V is a linear operation, thus the obtained QoI

prediction at every location contains a linear combination of the latent space discrepancy

terms. With measurement data for some of the QoIs at selected locations, the discrepancy

terms (in the latent space) and the model parameters and measurement noise (in the original

space) can together be calibrated following the Bayesian KOH approach.

The surrogate models, Ĝj(θ), j = 1, 2, . . . , (r × c), in Section 3.2.3, are used to ap-

proximate features f j ; to each surrogate model, a discrepancy term δj is added to account

for simplifications and model inadequacy. In the case where output dimension reduction

is considered, j takes value up to K∗, the number of dominant feature vectors. Note that

the feature values are abstract values in the latent space and they do not represent any
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physical quantities; as a result, the δj terms also do not have any physical meanings. Using

V , the surrogate predictions and the corrections by the discrepancy terms are mapped back

to the original space. For one particular configuration (one physics model simulation with

one input sample and model parameter setting, i.e., one FEM run with a specific set of θ),

the predicted field output Â reshaped into a row vector Ẑ ∈ R1×(r×c) can be calculated as:

Ẑ = [Ĝ1(θ) + δ1, Ĝ2(θ) + δ2, . . . , Ĝ(r×c)(θ) + δ(r×c)] · V
′
. (4.11)

For this particular input setting, suppose that measurements are available at n QoI locations

(denoted as a measurement data vector Aobs = [A1, A2, . . . , An]). The model parameters

and standard deviations of the observation errors (in the original high-dimensional space)

and the discrepancy terms of the surrogate models (in the low-dimensional space) can be

calibrated simultaneously using Bayes’ theorem as

π (q, σobs, δ | Aobs) =
L (q, σobs, δ)π (σobs)π(δ1)π(δ2) . . . π(δ(r×c))∫

L (q, σobs, δ)π (σobs)π(δ1)π(δ2) . . . π(δ(r×c))dσobsdδ1dδ2 . . . dδ(r×c)

(4.12)

L (q, σobs, δ) =
n∏

i=1

π (Ai | q, σobs, δ) (4.13)

where δ = [δ1, δ2, . . . , δ(r×c)] is used for brevity of the equation. If experimental observa-

tions are taken for multiple input settings, and they are assumed to be independent of each

other, the likelihood function in Eq. (4.13) can be extended in the similar pattern as from

Eq. (4.4) to Eq. (4.5).

In this process, the posterior distributions of discrepancy terms, δ1, δ2, . . . , δ(r×c), are

calibrated using measurements in the original high-dimensional space at a limited number

of locations. With V
′
, all the calibrated discrepancy terms are in the latent space and

can be mapped back to the original output space, where the QoI prediction at each loca-

tion contains a linear combination of the calibrated discrepancy terms. As a result, for a

different input setting, the joint posterior distributions of discrepancy terms can then be

added to the corresponding surrogate models in the low-dimensional space; this can then

be carried forward, through space mapping, to obtain the predictions of QoI at every loca-

tion in the original high-dimensional space with uncertainty. The discrepancy information
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is thus carried forward from measured locations to uncertainty quantification of predictions

at unmeasured locations. The calibration process only uses the surrogate models built with

input-output data from the computational model of the system, and the governing equations

of the system do not have to be explicitly available to the analyst.

For high-dimensional cases, surrogate models are built for only the top K∗ features, i.e.,

Ĝ(ηj), j = 1, 2, . . . ,K∗, where ηj is the corresponding active variable vector. Eq. (4.11),

Eq. (4.12), and Eq. (4.13) can be rewritten as:

Ẑ = [Ĝ1(η1) + δ1, Ĝ2(η2) + δ2, . . . , ĜK∗(ηK∗) + δK∗] · V
′
K∗. (4.14)

π (q, σobs, δ | Aobs) =
L (q, σobs, δ)π (σobs)π(δ1)π(δ2) . . . π(δK∗)∫

L (q, σobs, δ)π (σobs)π(δ1)π(δ2) . . . π(δK∗)dσobsdδ1dδ2 . . . dδK∗
(4.15)

L (q, σobs, δ) =
n∏

i=1

π (Ai | q, σobs, δ) (4.16)

where δ = [δ1, δ2, . . . , δK∗].

In summary, the proposed method first transfers the output QoI to a latent space, where

uncorrelated features are calculated and used as outputs of the surrogate models; at the same

time, dimension reduction can be implemented, for both the output and input, if necessary.

Discrepancy terms are introduced as additive terms to the surrogate models in the latent

space. Surrogate model predictions and discrepancy terms are mapped back to the original

output space, thus each QoI prediction a linear combination of the surrogate model outputs

in the latent space plus a linear combination of the latent space discrepancy terms. This en-

ables the Bayesian calibration of the discrepancy terms using the measurements at selected

locations in the original output space. The calibrated model parameters, discrepancy terms

and measurement noise can then be used to estimate the prediction uncertainty in unmea-

sured QoIs (also under unmeasured input settings). This is mathematically rigorous, since

it simply exploits space mapping which is a well-established mathematical concept. Note

that the proposed method requires neither a heuristic modification or augmenting of physics

model parameter distributions nor the knowledge of the governing equations. Further it

can be easily extended to high-dimensional problems without intensive computation. Thus
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it achieves mathematical rigor, ease of computational implementation, and computational

efficiency.

4.4 Numerical examples

4.4.1 Problem statement

The same AM part mentioned in Chapter 3 is also considered here. For the application

problem in this chapter, we focus on (1) the thermal behavior and (2) the thermo-mechanical

behavior of an AM part produced by the EBM process. For this purpose, we have developed

a finite element-based thermal analysis model to simulate the thermal response of the part

and a finite element-based mechanical model that uses the thermal response to estimate the

residual stress at the end of the cooling phase. For the thermal responses, the temperatures

at various locations of the AM part are of interest, i.e., the temperature field; for the stress

response, the residual stresses at various locations are computed at the end of a single pass

of the electron beam , i.e., the residual stress field.

4.4.2 Surrogate model construction

Two sets of surrogate models (one for each dominant feature, as explained in Section

3.2.3) are constructed in the latent space, one set for the temperature field (during the

manufacturing process), T , and the other set for the residual stress field (after the part is

manufactured), S, respectively, at the cross-section of the part (x − z plane in Fig. 3.2)

passing through its center. The surrogate models map three sets of inputs, namely, the

process parameters (θP ), mechanical properties (θM ), and thermal properties (θT ) to the

output temperature or stress field. Note that the surrogate model maps a deterministic

set of input values to a deterministic output (temperature or stress field). Note that θP is

generally considered as the system model input (denoted with x above), and θM and θT

are considered as system model parameters (denoted with q above). Herein, all of them are

used as inputs to the surrogate model and collectively denoted as θ = [θ⊤
P ,θ

⊤
M ,θ⊤

T ]
⊤.

The set of process parameters includes beam power (P ), scan speed (v), and pre-heat

temperature (T0). Mechanical properties include yield strength (Y ), elastic modulus (E),

and bulk density (ρ). Thermal properties include specific heat (Cp) and bulk thermal con-
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ductivity (κ). Note that Cp and κ are considered to be functions of the local temperature, T .

Specifically, a second-order polynomial is fit to a set of data pertaining to the variation of Cp

and κ with temperature (20K – 1655K), as provided in [98]. Hence, a total of 12 parameters

(θ) are mapped to the stress field including coefficients of the polynomial fits corresponding

to Cp and κ. Uniform probability distributions in the range [0.9θ0, 1.1θ0] are used for the

prior distributions of θ, where θ0 denotes a vector of nominal values. Nominal values of the

mechanical properties: Y , E, and ρ are provided in Table 3.1. Nominal values of the process

parameters and temperature coefficients for the thermal properties are provided in Table

3.2. It must be noted that the choice of uniform probability distributions for θ indicates that

any value in the considered range for a given parameter has a probability value of 1/(u− l)

(u: upper limit, l: lower limit) associated with it. Predictions of the original physics model

for various training samples, generated using optimal symmetric Latin hypercube sampling

(OSLH) [106, 107] in the input space, are used to train the surrogate model for each feature

f j as discussed further below.

The output QoIs are temperature T and stress S , either of which is computed on a

2-dimensional non-uniform grid comprising 32 points along the length (xc) and 14 points

along the height (zc) as shown in Fig. 3.3 (left). Thus the dimension of T is 448; and by

considering stresses in all 6 directions, the dimension of S is 2688.

Twenty sets of input samples are generated using OSLH sampling; using the finite element

models, the temperature field and residual stress field are computed on the cross-section

passing through the part’s center for the 20 samples in the 12-dimensional input domain.

We denote this set of training data (for constructing the surrogate models) as D0.

Surrogate models are constructed using the training data D0, for low-dimensional latent

space representations of the inputs and outputs. For the outputs, SVD is first performed

to find the principal features, and the top three features are selected to achieve dimension

reduction (i.e., K∗, = 3), since the top three features account for over 95% of the variance in

the output QoI for both the temperature field and the residual stress field. For the inputs,

active subspace discovery is used to find active variables corresponding to each of the top

three features f j for j = 1, 2, 3. The number of active variables is set to one for all the

features because the variance explained by the first eigenvector, i.e., the first column of W ,
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is over 95% for all three features. In this example, for the top three dominant features, a

linear trend is observed when plotting all the training samples in the corresponding active

subspaces; therefore, a simple linear regression model is adequate for the surrogate model.

Fig. 4.1 shows the linear regression fit for features 1 to 3 of the temperature field. Similar

results are found for the residual stress field. Note that while the linear regression model

is found adequate for this example, other appropriate types of surrogate models could be

chosen for other application problems.

Figure 4.1: Fitted surrogate models for features 1 to 3

4.4.3 Discrepancy modeling

As discussed in Section 3.2.3, for the dominant features representing the QoIs T and

S, surrogate models are constructed as functions of the corresponding active variables in

the low-dimensional latent space. The surrogate model predictions in the latent space can

be used to recover the QoI predictions in the original high-dimensional space. For each

surrogate model, an additive discrepancy term δj is introduced to account for the physics

model inadequacy. In this example, δj is modeled as a random variable that is not dependent

on the input of the surrogate model ηj , which is related to the actual physics model input θ

through active subspace mapping. Note that this choice is simply used to demonstrate the

proposed method, an input-dependent discrepancy term can also be chosen based on the

application problem [108].
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4.4.4 Bayesian calibration

Ten additional sets of values for the inputs are randomly generated and used to calculate

the temperature and stress fields using the FEMs. The temperatures and residual stresses

at a few locations obtained from the FEMs are perturbed with random noises to create

synthetic measurement data Dobs. The random noise at a particular location is sampled

from a zero-mean normal distribution, whose standard deviation is taken as 10% of the mean

temperature or residual stress values of the FEM output. The synthetic measurements are

used here to demonstrate the proposed method; in practical applications, actual physical

measurements would be used.

Note that in this example, no model parameters are calibrated. Only the discrepancy

terms and the standard deviation of the observation errors are calibrated to demonstrate

the proposed method. The calibration process for the discrepancy terms and the standard

deviation of the observation errors (assumed to be zero-mean Gaussian), associated with

either the temperature field or the residual stress field is the same. The goal of the Bayesian

calibration is to obtain the posterior distributions of the calibration quantities (in this case,

the discrepancy terms δ1, δ2, and δ3 in the latent space, and the standard deviations of

the observation error (zero-mean, normally-distributed) in the original space) given their

prior distributions, and using the available QoI measurements. Uniform priors are chosen

for the calibration quantities due to lack of knowledge. The standard deviation (σobs(i)) of

the observation error at any location i is calculated as a percentage of the average of the 10

FEM outputs at that location:

σobs(i) = sobs ×
Σ10
p=1A

(p)
i

10
(4.17)

where sobs is the percentage value. By doing so, all the standard deviation values of the

observation error can be represented using one single quantity. This is just a subjective choice

to reduce the number of calibration quantities and simplify the demonstration problem

We use the Metropolis algorithm [109] of Markov-chain Monte Carlo (MCMC) sampling

to obtain the joint posterior samples of π (σobs, δ | T obs) and π (σobs, δ | Sobs) as described

in Eq. (4.15).
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We study two calibration and extrapolation cases for temperature field QoI and one case

for residual stress field QoI, where the measurement and prediction locations are different

from each other. We list the details of each case (measurement locations, extrapolation

locations) and present the Bayesian calibration results at the measurement locations first

in this subsection. The extrapolation results (i.e., results of propagating the discrepancy

information to the prediction locations) will be discussed in the next subsection.

Figure 4.2: Measurement and prediction locations

As shown in Fig. 4.2, the four locations on the xc − zc plane, namely the top corners

(a) and (b), top center (c), and the center of the plane (d), are used either as measurement

locations or prediction locations. The three cases studied are summarized in Table 4.1.

Table 4.1: Three cases for model discrepancy extrapolation

Measurements at Predictions at
Case 1, T (a) (b) (c) (d)
Case 2, T (a) (c) (b) (d)
Case 3, S (a) (b) (c) (d)

These cases show that the proposed methodology can be used to propagate the model

discrepancy to the location where the measurement of QoI is difficult or impossible to obtain,

such as location (d), by using the measured QoIs (in this case, same physical quantity but

at different, accessible locations).

Using the data in Dobs, the posterior distributions of the calibration variables (discrep-

ancy terms δ1, δ2, and δ3, and the hyperparameter for the observation error, sobs) are

computed for the three cases. They are shown in Figures 4.3, 4.4, and 4.5. Note that

the observation error is assumed to be a zero-mean Gaussian random variable, and we are

calibrating its standard deviation.

From the results, it is observed that with measurement data at different locations, the
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Figure 4.3: Prior and posterior distributions of calibration quantities in Case 1

Figure 4.4: Prior and posterior distributions of calibration quantities in Case 2

Figure 4.5: Prior and posterior distributions of calibration quantities in Case 3

posterior distributions of calibrated discrepancy terms exhibit slightly different characteris-

tics. This type of dependence of posterior distributions on measurement data is as expected,

since the outputs at different measurement locations have different sensitivities to the dif-

ferent calibration quantities. When using measurements at locations (a) and (b) in Case 1,

the posterior distribution of the discrepancy term for feature 1, δ1, is not very different from

its prior distribution; whereas in Case 2, when the measurements at locations (a) and (c)

are used for calibration, the posterior distribution of δ2 is not significantly different from its

prior distribution. It is also observed that the posterior distributions of sobs are close to the

priors in all cases.
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4.4.5 Model discrepancy estimation for unmeasured QoIs

The posterior distributions can be used for carrying the discrepancy towards unmeasured

QoIs under untested input settings.

The posterior distributions obtained above can be used for carrying the discrepancy

towards unmeasured QoIs under untested input settings. Ten additional sets of inputs are

randomly generated for calculating the temperature and stress fields using the finite element

models; then we perturb the finite element outputs with random zero-mean Gaussian noise to

obtain Dtest and use it to evaluate the performance of the proposed approach in propagating

the discrepancy to uncertainty quantification in the prediction of the unmeasured QoIs. At

the measurement location, the standard deviation of the noise is taken as 10% of the average

of 10 predictions at that location in Dtest (i.e., s = 10%). The perturbed FEM prediction

is considered as the observed value for evaluation purposes. In Figures 4.6, 4.7, and 4.8,

we show comparisons of QoI predictions at unmeasured locations (using posterior samples

that are obtained by Bayesian calibrations using Dobs) vs. the corresponding synthetic

measurement data at those locations. Each figure corresponds to one particular sample in

Dtest; similar behavior has been observed for other samples.

Figure 4.6: Comparison of prediction vs observation at unmeasured location (Case 1)

Figure 4.7: Comparison of prediction vs observation at unmeasured location (Case 2)
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Figure 4.8: Comparison of prediction vs observation at unmeasured location (Case 3)

It can be observed in Figures 4.6, 4.7, and 4.8 that for all three cases, the measurements

(in red) are in good agreement with the distributions of predictions at unmeasured QoI

(in blue), which are obtained by propagating the updated model discrepancy terms and

observation errors through the surrogate models.

In summary, the proposed method is demonstrated using an additive manufacturing ex-

ample, for which two types of QoIs, namely the temperature and the residual stress field,

are considered. In both cases, the predicted distributions of the QoIs at unmeasured loca-

tions show good agreement with observations. This is achieved by rigorous space mapping,

surrogate modeling, discrepancy modeling, and Bayesian calibration. The surrogate models

are constructed with only input-output samples, i.e., the problem is handled in a black-box

scenario thus access to the governing equations of the system is not necessary. As an added

benefit of the space mapping, the challenge due to high dimensionality is easily overcome.

The existing direct and indirect approaches (discussed in Section 4.2) can not be easily

applied to this numerical example, therefore it is not possible to compare the numerical

results to existing methods. The direct approach can only handle dynamics problems with

time-varying output, whereas we are considering a static output at the end of a process here.

In this example, no model parameters are calibrated, therefore, the calibration + validation

approach would not work, i.e., there are no posterior distributions of the parameters to mod-

ify based on validation. In addition, it is experimentally demanding to obtain the validation

data set. The embedded discrepancy approach shown in Eq. (4.7), handles the discrepancy

terms are considered in the original space. The discrepancy terms are embedded within the

model parameters, therefore, in the presence of a large number of model parameters, it is
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challenging to efficiently construct surrogate models with the available samples.

4.5 Summary

A novel approach has been proposed for propagating the model discrepancy from mea-

sured system QoIs to uncertainty quantification in the predicted (unmeasured) QoIs. The

output QoIs are first mapped to a latent space using SVD, where separate surrogate models

for the uncorrelated dominant features are built versus the active variables. Model dis-

crepancy terms are subsequently introduced in the latent space as additive terms to the

surrogate models. The surrogate model predictions and the discrepancy terms in the latent

space can be easily mapped back to the original QoI space. The discrepancy terms, model

parameters and the measurement noise can be calibrated using the measured QoIs. The

posterior distributions of discrepancy terms (in the latent space) and the model parame-

ters and observation errors (in the original space) are subsequently used to estimate the

uncertainty in the prediction of unmeasured QoIs. The proposed approach is demonstrated

for temperature and residual stress field predictions of an additive manufacturing part and

shows promising results.

The proposed method is mathematically rigorous and computationally efficient. The

discrepancy terms are introduced in the latent space; through mapping, they are calibrated

together with the observation error and system parameters in the original space. The in-

troduction of discrepancy terms in the latent space is the key step that facilitates effective

propagation of model discrepancy information from measured to unmeasured QoIs.
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CHAPTER 5

Conclusion

This dissertation proposed a framework to quantify the prediction uncertainty in high-

dimensional problems. Options of surrogate modeling for problems with high-dimensional

inputs and outputs are first explored. Dimension reduction techniques in both the input and

output spaces are explored, the best options for a given problem are identified, and initial

surrogate models in the low-dimensional latent space are constructed. The surrogate models

for high-dimensional problems are subsequently improved in an adaptive manner. Using

a learning function introduced in the latent space that properly considers the mappings

between various subspaces, new physics-based model runs are proposed to improve the

surrogate model. Physics model discrepancy is then introduced through additive terms to

the surrogate models in the latent space, and estimated along with observation error using

measured output data, through Bayesian calibration. The calibrated quantities are then

used for uncertainty quantification of predictions of unmeasured system outputs.

5.1 Summary of contributions

• A systematic approach to find the most suitable options for surrogate model construc-

tion with high-dimensional input and output is proposed. The proposed exploration

of options can be applied to any problem with high dimensional input and output, and

the best surrogate modeling options may be chosen based on available computational

resources and the desired accuracy.

• A new active learning strategy is proposed to adaptively improve the surrogate models

for high-dimensional problems. The proposed active learning is conducted in a low-

dimensional space; new samples are proposed in the low-dimensional space and are

easily mapped back to the original space. Whereas in previous studies, the new training

samples are directly generated in the original space, making them difficult to extend

to high-dimensional applications. The active learning strategy is in coordination with

dimension reduction in the output and input and properly considers the mappings
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between different subspaces.

• A mathematically rigorous and computationally efficient strategy is proposed to con-

sider the model discrepancy and propagate it from measured QoIs to uncertainty quan-

tification of unmeasured QoIs. The discrepancy term can be used for extrapolating the

system behavior to different input settings. This applies to two situations: either the

same physical quantity is measured and predicted at different spatial locations or time

instants, or the measured and predicted QoIs are entirely different, but are outputs of

the same system model. The strategy handles high-dimensional problems well.

5.2 Future work

Future research may be pursued in the following directions.

This study considered surrogate modeling options with linear regression and Gaussian

process models. In the future, other forms of surrogate models may be considered to improve

the accuracy and efficiency of QoI predictions.

The proposed adaptive learning strategy is a‘zero-th order’ approach in the sense that

bias (for exploitation) and distance (for exploration) are used. In the future, this strategy can

be extended to a ‘higher-order’ method, in which derivatives or gradients can be incorporated

in the learning function. Physics constraints may also be included in the learning function

to reduce the gap between the surrogate model and the actual physics.

The propagation of model discrepancy from experimental configuration to the predic-

tion configuration may be pursued in the future. In some applications, nonlinear mapping

methods such as autoencoder and diffusion maps may be needed to find the lower dimen-

sional representations of the original QoI. The introduction of discrepancy terms in lower

dimensional latent spaces and the subsequent mapping to the original space to facilitate

calibration and prediction need to be investigated in the context of nonlinear mapping.
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