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CHAPTER 1

Introduction

High-level visual cognition is a collection of pervasive functions that are critical to day-to-day behavior. From
visual imagery and visual memory to object recognition and categorization, high-level visual cognition has
many facets that combine to allow exible interactions in a complex visual environment. These processes
require transforming visual inputs into perceptual representations, comparing it the internal representations
from memory, and then nally making a decision has been the focus of decades of research in cognitive neu-
roscience. In my dissertation, | will focus on individual differences in object recognition and categorization of
complex objects, however the insights | hope to derive should be applicable to the wider scope of high-level
visual cognition.

Computational cognitive modeling techniques have been the backbone of many important ndings in
studying high-level visual cognition (e.g., Nosofsky, 2011; for review: Itti and Koch, 2001; Palmeri and
Gauthier, 2004; Riesenhuber and Poggio, 1999). Cognitive models require researchers to precisely de ne and
instantiate their theories on the underlying mechanisms of interest, making underlying assumptions explicit.
These models can be t to behavioral data to assess how well the theory predicts reality. This can be used
to adjudicate between competing theories by comparing qualitative ts (how well does a model produce the
critical pattern of behavior) and quantitative ts (how much does the model deviate from the data).

More recently, the computational modeling toolkit expanded with new state-of-the-art deep neural net-
work models (DNN). They have good face-validity for biological visual systems: they can directly act on im-
ages that biological systems would see, they learn through experience and training, they include biologically
plausible computations, and they ultimately perform tasks that biological visual systems perform (like object
recognition). Empirically, DNNs are one of the best models to predict neural representations both in neuro-
physiology with monkeys and neuroimaging signals in humans (e.g., Cichy et al., 2016; Khaligh-Razavi and
Kriegeskorte, 2014; Yamins et al., 2014). They can also be used to study high-level visual cognition phenom-
ena like face expertise and object recognition (Annis et al., 2020; Blauch et al., 2021). DNNs are extremely
exible, allowing many possible variations between models to be used in many applications. These factors
combined has encouraged the usage of DNNs in the recent years to study brain and behavior.

In parallel, there has been growing interest in using individual differences techniques to study high-
level visual cognition (e.g., Hedge et al., 2018; Richler et al., 2017, 2019; Wilmer, 2008). By focusing on
reliably measuring how individuals differ in various tests and how performance across those tests is related,

individual differences research uncovers the structure of the underlying factors that drive behavior. Instead



of carefully manipulating a single factor while controlling for everything else experimentally, individual
differences research rely on the natural variations in the population to explore how different function relate.
Uniquely, individual differences techniques often provide highly generalizable insights that can predict a
variety of other behaviors and provide another angle to interrogate the mechanisms that underlie complex
behaviors.

Putting everything together, what questions can we uniquely answer about individual differences in high-
level visual cognition using DNNs? A critical limitation for individual differences techniques is that it
primarily focuses on what factors are related but do not provide mechanistic explanations. Computational
modeling of individual differences can provide mechanistic explanations about what causes variability that
results in consistent differences in behavior across individuals. These computational techniques work to in-
terrogate mechanisms involved in using perceptual representations in decision-making. However, they must
make signi cant simplifying assumptions about how representations are created given visual input and, there-
fore, are weaker in testing how individual differences can be caused by these earlier critical processes. The
image-computable nature of DNNs provide an avenue to interrogate how individual differences in high-level
cognition is affected by the process of taking an input and turning it into a perceptual representation to be
used for rest of the visual system. In this introduction, we will brie y discuss cognitive computational mod-
eling techniques used to study visual cognition, how they are applied to study individual difference, and what

guestions can DNNs uniquely answer about the mechanisms underlying individual differences.

1.1 Modeling Individual Differences in Visual Cognition
Drawing causal relationships from individual differences correlational data is dif cult when we lack temporal
precedence, when there is no certainty on the directionality of the effect, and when there is the possibility
of many third variables. Basic concerns aside, there are many possible sources of individual differences in
visual cognition. Consider this complex chain of mechanisms: sensory inputs come into the visual stream, it
is turned into a perceptual representation, that representation needs to be compared to internal representations
from memory, and nally a decision and motor response is made given that evidence. Each of these steps can
combine or interact to cause consistent individual differences. Because of this, while individual differences
techniques can provide hints on what mechanisms may be underlying behavior, it is dif cult to directly test
for speci ¢ mechanisms that may be of interest.

Computational cognitive modeling techniques allows us to split up complex chains of mechanisms and
interrogate how each contributes to the behaviors we can measures (Figure 1.1, top panels). Each component
of high-level visual cognition has been the focus different cognitive models (e.g., Biederman, 1987; Brown

and Heathcote, 2008; Kruschke, 1992; Riesenhuber and Poggio, 1999). Importantly, these models are usually



the mathematical and computational embodiments of theories. They have relatively few parameters (often
less than 10; especially compared to DNNs) that emphasize interpretability in the framework of their theory.
This explicates the assumptions of a theory, provide insights on what may be useful to attempt to falsify a
theory, and allow objective comparisons between theories by comparing their ne-grained predictions. For
example, the linear ballistic accumulator (Figure 1.1, LBA box; Brown and Heathcote, 2008) is an evidence
accumulation model of decision-making that can predict both responses and response times. For a given
task, each possible response is represented by an accumulator de ned by a linear function with a drift rate
(slope; representing the strength of evidence) and a starting point (intercept; representing the bias for the
response) parameter. The response is determined by which accumulator exceeds the threshold rst (another
parameter representing the amount of evidence necessary for a response). With these parameters alongside
one additional parameter for non-decision time (representing the time to encode information and produce a
motor response), this cognitive model provides a simple yet effective model to predict behavior where each
parameter can be speci cally tied to mechanisms in decision-making.

Cognitive modeling techniques lends itself to modeling data at different levels of granularity. Certainly,
one can model data averaged across all participants, but it can be further broken down to group-level modeling
and then even further to the individual-level. Even just enumerating the number of participants that match a
model's predictions can index how well the theory matches reality. Indeed, it would certainly be a problem
if a model only ts well to averaged data but not individual data. This is a classic insight in modeling that
the true nature of the underlying data can be lost when averaging across the dataset (Estes, 1956). While not
explicitly individual differences, modeling data at the individual level is an important part of computational
modeling: less granular predictions may not be able to distinguish between competing theories, but the ner
predictions at the individual-level can clearly differentiate models.

Itis possible to ask questions about individual differences in performance using cognitive modeling tech-
nigues. As these models have relatively few but highly interpretable parameters tied to theory, it is possible
to instantiate variability by allowing these parameters to vary between individuals. Using this strategy, if a
given parameter varies consistently across individual ts, it would suggest that the underlying mechanism of
the individual differences is governed, at least in part, by the corresponding mechanism. For example, in a
model of perceptual decision-making, just by varying a single parameter for sensitivity, which determines the
distinctiveness of exemplars in memory, individual differences between bird experts and novices can be cap-
tured (e.g., bird experts, relative to novices, will be just as fast to categorize birds by their subordinate-level
bird species as the typical basic-level category of “bird”; Shen, 2018). This strategy can provide mechanistic
explanations about individual differences in performance, directly providing causal explanations for data that

is often correlational in nature.



Figure 1.1: Schematic of frontend and backend models of visual cognition. Upper panel: Frontend models
focus on generating perceptual representations given visual input. Backend models focuses on using repre-
sentation and representations to produce responses and potentially response times. Lower panel: DNNs can
directly act on complex images using convolutional layers with increasing receptive elds alongside feature
bottlenecks to solve tasks or create high-level perceptual representations that could be used by decision-
making models.

As in the examples above, modeling individual differences were restricted to the memory and decision-
making processes. They do not capture possible individual differences due to the process of taking the visual
input and turning it into a perceptual representation. There are many approaches to modeling this initial
step. Structural description theories (Biederman, 1987) posit that objects are represented by a small num-
ber of three-dimensional components combined with a speci ¢ spatial relation in three-dimensional space.
These models say very little about the mechanisms that allow extraction of the components. Image-based
theories extract features from two-dimensional views into view-speci ¢ perceptual representations (Ullman,
1989). The models either abstract away the feature extraction process (Nosofsky, 2011) or closely follow the

primate visual hierarchy (e.g., Riesenhuber and Poggio, 1999) and builds representations from simple pre-



de ned feature detectors (e.g., lines with speci c orientations) that successively increase in complexity until
object representations emerge. These models must make strict assumptions about the process of convert-
ing visual inputs into perceptual representations: structural description theories assume that the components
can be reliably extracted from many viewpoints due to consistent properties like edges and vertices of the
object components, image-based models either must abstract away the feature-extraction process (estimat-
ing representations from similarity spaces taken from behavior experiments or use stimuli easily represented
with relatively few nominal features) or use simple stimuli formed primarily with easy to detect features like
lines. Nonetheless, these types of models could be imbued with variability between individuals to study the
causes of individual differences in high-level visual cognition. These feature-extraction models alongside the
decision-making models are part of a wider computational modeling toolkit to study visual cognition that
seek to piece out the visual system into simpler interpretable chunks.

However, these models rarely provide a uni ed end-to-end account for behavior starting from visual input
to the output behavior, in part due to the simplifying assumptions used at each step. For example, modeling
individual differences in complex object recognition would be dif cult as the feature-extraction models are
typically unable to act on the complex objects that are of interest to decision-making models focused on
object recognition behaviors in the limit. Individual differences and computational modeling both require a
range of performance, either between individuals or between objects. To differentiate individuals in a task,
a range of dif culty across trials is necessary. Similarly, to estimate the parameters of a model, a range of
performance is necessary to constrain parameters. However, despite a similar goal, the exact set of items and
trials may be drastically different for different goals. For the feature-extraction models, it may be required
to use simple objects formed by easily detectable features, but for high-level object recognition, complex
objects with dif cult viewing conditions are necessary. These requirements are at odds with one another and
are a challenge in building a complete end-to-end model of visual cognition. This means that it is dif cult
to form a uni ed theory about individual differences in high-level visual cognition that undoubtedly is the
product of variability starting from extracting information from visual input all the way to the decision-

making processes.

1.2 Using DNNs To Model Individual Differences

Despite the popularity of DNNs in the recent years, little work has focused on using DNNSs to study individual
differences in visual cognition. DNNs are useful in their ability to generate representations directly from
input images (Figure 1.1, bottom panel). Most important for individual differences, these representations
are informed by the DNN's training, architecture, and hyperparameters. This could allow researchers to test

individual differences due to the process of generating representations to be used downstream. Further, with



the exibility of DNNs, researchers can instantiate theories about the causes of variations in representation
across a collection of models to act as synthetic individuals to test at the individual-level, not just broader
group-level differences.

Even small differences between DNNs could act asnasilico instantiation of biological differences,
let alone the panoply of possible variations between DNNSs. Initial randomizations (starting weights) can
re ect the slightest differences in starting conditions in development that propagate throughout development.
Differences in training can re ect differences in experience over a lifetime. Differences in architecture can
re ect stable neural differences. Of course, these differences can combine and interact with each other to
ultimately create a huge array of “individuals” that generate representations differently. While it may still
be dif cult to directly link a speci ¢ variation in DNNs to speci ¢ biological differences, these differences
are interpretable as analogies and act as a sandbox to test differences that would be impractical, unethical, or
even impossible to test in biological systems.

While DNNs can obviously differ in many ways, how do these differences translate into practical dif-
ferences in their function? Now certainly, if two DNNSs differ in their performance (say in a classi cation
task), their representations will be different, but equally, if two DNNs are very similar in their performance, it
does not mean that they generate similar representations (Mehrer et al., 2020). This means that to interrogate
individual differences with DNNs, the critical comparison is how different networks represent the same in-
puts. By comparing how DNNSs represent a set of images relative to another system (whether to a biological
visual system or yet another model), we can quantify how similar the two sources are (Kriegeskorte, 2008).
This type of analysis focusing on the representational similarity will be central to the use of DNNs to study
individual differences as it is a quantitative indicator of consistent variations before even using the models for
speci c tasks.

Critically, modeling individual differences using DNNs allows us to answer questions we cannot using
other tools. As noted above, other classes of models are forced to use simplifying assumptions about the
image representations or use simple image stimuli whereas DNNs can extract representations from any image
that biological systems would see. This would be especially relevant when attempting to directly model tasks
that biological systems would be solving. DNNs also provide a great deal of generalizability: the same DNN
can be applied to a variety of images to drive models of entirely different tasks. The same class of models
could be applied to study coarse structures across hundreds of images or to study the ner differences between
a small set of images. Indeed, DNNs could be a tool that unlocks many insights into individual differences in

high-level visual cognition under a uni ed set of methods.



1.3 Research Aims and Outline

Using DNNs to study individual differences is in its infancy with important foundational work that must be
completed. While the possibilities are promising, we sought to rst answer important questions relevant to
studying individual differences using DNNs. How much variation is available in DNN representations and
is it enough to be able to model individual differences in high-level visual cognition? Across the vast space
of possible model variations, what factors determine the highest range of representational variation? One
dimension of individual differences is experience: models of categorization can account for differences in
experience by way of simplifying assumptions about the representations, can DNNs provide a unique angle
to model and study these phenomena?

In the rst chapter, we asked how much representational variation is possible from DNNs even with mod-
est manipulations. To answer the question about how much representational variation is possible, we needed
to choose a metric to quantify variation; however, there is no consensus on the best method to use. We
assessed a collection of commonly used measures using simulations geared towards cognitive neuroscience
applications, focused on both theoretical and practical concerns. We applied the best measure to quantify
variations in representations caused by a modest range of manipulations across a collection of models. To
provide context for this, we also presented a method to create a baseline for what constitutes “useful” rep-
resentational variability. This project answered the question about how much representational variation is
available to model individual differences at the lower-end and provides additional methodological insights
into quantifying representational variation in DNNs.

In the second chapter, we asked the question “which factors should individual differences research with
DNNs focus on to generate the widest range of representational variation?” In the previous project, we only
tested a restricted range of model variations but there are many more possible model differences. This project
explored the wider scope of different ways that DNNs can vary. Whereas the previous project essentially
provided the lower-bounds of variability, this project searched for the upper-bounds. While DNNs are use-
ful because of their exibility, it is also that exibility that makes it nearly impossible to fully explore the
vast space of possible variations between models. Differences in architecture, training datasets, training pro-
cedures, model tasks, and hyperparameters all may be useful for modeling individual differences, but it is
obvious that an exhaustive analysis of all possible combinations of factors would be impossible.

We took another approach to solve the practical problem of searching through a large space of models.
We leveraged the natural variations across a large and highly varied collection of pretrained networks to
search for the most important and consistent factors to generate individual differences across models. By

analyzing model similarity across a large collection of models and relating those similarities to different



model factors, we found the factors that can predict similarity between DNNs. We put these insights to
the test by training a collection of models using the factors that account for most of the variance in model
representations. We found that this method was capable in creating a set of models that systematically differed
based on tightly controlled differences in factors. The ndings from this work provides important guiding
principles in designing sets of models to model individual differences, pointing to the most useful factors to
focus on when generating models that approximate the variation in biological visual systems.

In the fourth chapter, we tested a speci ¢ dimension of individual differences: how does experience affect
representations used at different levels of abstraction for categorization? A classic set of phenomena relates
to the relative categorization performance at different levels of abstraction. Categorizing a bird image at
the intermediate basic-level of abstraction with the label “bird” is faster and more accurate than the higher
superordinate-level of abstraction of “animal”, which, in turn, should be faster than the lower subordinate-
level of abstraction of “cardinal” (Rosch et al., 1976). Further, a consistent nding is that the entry-level of
categorization (the labels typically used rst in categorization) shifts from the intermediate basic level for
labeling objects (e.g., “bird”) to a more speci ¢ subordinate level (e.g., “robin™) over speci c experience
(Tanaka and Taylor, 1991). These effects are largely attributed to experience and many theories about the
underlying mechanisms have been tested using computational modeling techniques (e.g., Fisher and Schlim-
mer, 1988; Kruschke, 1992; Love et al., 2004; Maddox and Ashby, 1993; Maddox et al., 2004; Nosofsky,
2011; Nosofsky et al., 1994).

Particularly of interest for us was the opportunity to uniquely use DNNs to model how differences in
experience can generate different representations that ultimately dictate categorization behavior at different
levels of abstraction. By combining DNNs with a cognitive model, it is possible to create an end-to-end
model of categorization capable of modeling categorization behavior (both responses and response times)
on complex objects at different levels of abstraction simultaneously. Because this strategy is in its infancy,
we conducted a simulation study to home in on the most effect implementation of the categorization model.
This provided evidence that, given an optimal implementation of a cognitive model to solve a categorization
test, differences in DNN-like representations can be the sole cause of differences in performance across
levels of abstraction. Building on this, we tested whether DNNs differing on their experience (in their initial
training set or in further expert training procedures) would exhibit the classic relative patterns of results across
levels of abstraction. We found that differences in experience across DNNs resulted in critical differences
in the representations. When using these representations in conjunction with a cognitive model, we could
reasonably demonstrate the classic advantage for basic-level categories and the entry-level shift down to
the subordinate-level categories. Uniquely, the DNNs provided us a convenient and well-controlled way to

observe how differences in experience directly translated into differences in representations and provided



insights that would be impossible to generate using just behavioral methods or other computational modeling

techniques.



CHAPTER 2

Manipulating and Measuring Variation in DNN Representations of Objects

Deep neural networks (DNN) have emerged as useful tools for understanding visual cognition. While DNNs
were inspired by the neural networks rst developed to understand the brain (e.g., McClelland et al., 1986;
Rosenblatt, 1958) and have features important for biological vision, such as image-computability, hierarchical
structure, convolution and pooling operations, and increasing receptive eld sizes, these state-of-the-art DNN
models were not intended to be models of the brain. Their goal was to solve object classi cation tasks
for computer vision (Krizhevsky et al., 2012; Russakovsky et al., 2015) and were generalized to tasks like
object localization (e.g., Redmon et al., 2016) and image generation (Goodfellow et al., 2020). Nonetheless,
these DNN models have become useful models for capturing high-level object representations in the ventral
visual stream (e.g., Cichy et al., 2016; Khaligh-Razavi and Kriegeskorte, 2014; Yamins et al., 2014; but see
Ayzenberg and Behrmann, 2022; see also Sexton and Love, 2022). Interest in using DNNs to understand
human and non-human primate vision has rapidly expanded in recent years, with vision researchers applying
them to ask questions about perceptual invariance (e.g., Nanda et al., 2021; Rajaei et al., 2019), expertise
effects )(e.g., Blauch et al., 2021; Xu et al., 2021), categorization (e.g., Guest and Love, 2019; Lake et al.,
2015), and visual search (e.g., Eckstein et al., 2017; Yu et al., 2019). Even when accounting for potential
caveats in using DNNs are models of biological vision (e.g., Baker et al., 2020; Heinke et al., 2021; Tuli
et al., 2021), DNNs prove to be a valuable tool in the wider theoretical modeling toolkit.

In parallel with the recent growth in using DNNs, there has been recent growth in using individual dif-
ferences techniques to characterize high-level visual cognition. Individual differences seek to leverage the
natural variations in a population to explain the organization of underlying mechanisms (Wilmer, 2008).
Bivariate correlation approaches alongside more complex statistical techniques like factor analysis and struc-
tural equation modeling (Loehlin, 2004) are used to search for association between distinct tasks (suggesting
some overlapping mechanisms) and dissociations between similar tasks (suggesting some distinct mecha-
nisms). With the development of reliable high-level visual tests (e.g., Dennett et al., 2012; Duchaine and
Nakayama, 2006; Growns et al., 2022; Richler et al., 2019; Smithson et al., 2024) a growing web of associ-
ations and dissociations has demonstrated the existence of a general object recognition ability (Richler et al.,
2019), how these domain-general abilities may interact with domain-speci ¢ visual recognition abilities (e.g.,
Chang and Gauthier, 2021; Jastrzebski et al., 2021; Ventura et al., 2022), and how individual differences in

visual recognition ability may be related to non-visual recognition abilities (Chow et al., 2022). However,
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individual differences techniques can only suggest potential overlapping and distinct representations and pro-
cesses, not what those representations and processes might be, how they might vary, and why.

Cognitive modeling can answer questions about mechanisms using highly constrained cognitive models
that have explainable components and interpretable parameters. These models explain mechanisms and ac-
count for behavior across a wide range of tasks, such as memory (e.g., Polyn et al., 2009), categorization
(e.g., Nosofsky and Palmeri, 1997), decision making (e.g., Ratcliff and Rouder, 1998), and skilled action
(e.g., Logan, 2018). These models are often evaluated at the individual subject level and account for individ-
ual differences (Shen and Palmeri, 2016). Despite their success, these models often fall short in modeling
the mechanisms converting visual images into high-level object representations. In most cognitive modeling
work, these representational processes are sometimes obviated by using simple experimenter-controlled stim-
uli with low-dimensional psychophysical representations or they are abstracted using statistical approaches
to simulate representations or psychological scaling procedures to estimate complex object representations.
Unlike DNN models, cognitive models are typically not image computable.

A potentially fruitful approach to developing a mechanistic understanding of individual differences in
visual cognition over a wide range of tasks (Shen and Palmeri, 2016) would combine complex object repre-
sentations produced by an image computable DNN with cognitive models of visual memory, knowledge, and
decision making (e.g., Annis et al., 2020; Battleday et al., 2020; Sanders and Nosofsky, 2020). Individual
differences in performance across tasks would be predicted by variation in modeled representations from a
DNN and variation in modeled processes from a cognitive model (Shen and Palmeri, 2016).

Annis and colleagues (2020) used DNNs to generate object representations of complex novel objects
as input to a cognitive model to account for errors and response times in an object matching task. In their
case, individual differences in performance were modeled solely within the cognitive model via variation in
its parameters. Potential variation in representations from the DNN was not considered because multiple
trained DNNs were not available and because it was not feasible, either practically or technically, to train
multiple (large) DNNs. It was also not entirely clear how to incorporate individual differences into DNNs
to produce variation in object representations of suf cient magnitude to account for individual differences in
performance.

Given that context, our focus in this article is on manipulating and measuring variation in DNN rep-
resentations. The insights gained here can then be used in future work to consider how variation in DNN
representations might account for individual differences in visual cognition; they can also be potentially used
in future work to understand variation in neural representations.

DNNs can be used as a sandbox of sorts to test possible sources of individual differences in object repre-

sentations, which may then manifest as individual differences in behaviors. Perhaps some of the differences
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in representations are merely idiosyncratic. On average, people might be exposed to the same distribution of
objects, but there are random differences in the initial conditions of their neural substrates prior to learning:
in a DNN, this would constitute different randomizations of the initial weights and biases in different trained
networks. Or people might be exposed to the same distribution of objects, but there are random differences
in the order with which they experience them: in a DNN, this would constitute different random orders of
training images for different trained networks.

Perhaps some of the differences in representations are because of differences in experience. People might
be exposed to different objects from the same categories: in a DNN, the sampling and frequency of objects
from trained categories might vary across different trained networks. Or people might be exposed to a differ-
ent distribution of categories: in a DNN, some categories of objects might be experienced more frequently
than other categories of objects for different trained networks. And perhaps, of course, there are qualitative
or quantitative differences in the neural substrates supporting object representations: in a DNN. This would
mean that differences between people could be simulated by qualitative or quantitative differences in neural
network architectures (see Chow, 2023).

Individual differences are not merely statistical variation. They are typically more than the variation one
might observe testing the same individual twice. They are also typically stable in that someone performing
poorly on a task on one occasion will likely perform poorly on a task on another occasion. So in addition to
measuring how different types of variation in a DNN manifest as differences in representations, we develop a
baseline for assessing whether a manipulation has produced differences of suf cient magnitude to be consider
meaningful individual differences: Meaningful in the sense of more than just random uctuations, say from
variation in how an image falls on the retina, and of a magnitude that might be consider something more
akin to a stable trait rather than a state. The kinds of meaningful individual differences we seek to explain
are those that consistently affect behavior in high-level visual cognition tasks as result of variation in traits
like neural morphology or development, or from variation in experience and result in differences in object
representations of a magnitude beyond that of state differences causing variation in performance.

Fundamental to using DNNs to study individual differences is measuring differences in representations
between different trained networks subject to different kinds of manipulated variation. Whether comparing
the representations between two DNNs, between a DNN and voxels or neurons in an area of cortex, or
between an area of cortex in one brain and an area of cortex in another brain, one common approach is as
follows (e.g., Kriegeskorte, 2008): Each system (a model or an organism) is presented the same set of inputs

(images of a set of objects in our case) and the representations they form for each input (activations from
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a layer of a DNN, voxels or neurons in an area of cortex) are recorded. The result for each system is a
representation matrix

To compare the representations produced by two different systems, the different matrices must be com-
pared. How similar or different are they? Despite the inputs to two systems being the same, it is likely that
the two representation matrices are not commensurate with one another. The representations produced by
the two systems could be completely different, whether in the number of features (number of units in a DNN
layer, number of voxels or neurons in an area of cortex) or in that their features encode completely different
kinds of information (even if they happen to have the same number of features).

Measures of representational similarity are used in cognitive neuroscience and machine learning to solve
the problem of comparing representations produced by two different systems. A challenge we and other
researchers face is picking the right method to measure this similarity. Representational Similarity Analy-
sis (RSA,; Kriegeskorte, 2008), Centered Kernel Alignment (CKA; Kornblith et al., 2019), and Projection-
Weighted Canonical Correlation Analysis (PWCCA; Morcos et al., 2018; Raghu et al., 2017) are used by
different researchers and different literatures, are often described as providing converging evidence, and
sometimes are described as if they are largely interchangeable with one another (e.g., Mehrer et al., 2020;
van Assen et al., 2020), despite yielding distinct results and having important practical differences in their
usage. Having an appropriate measure of representational similarity is foundational for us to characterize
the factors that cause variation in representations produced by DNNs and ultimately to use these factors in
mechanistic models of individual differences in visual cognition.

In the rst section of this article, we evaluated the various similarity measures for DNN representations
in terms of their effectiveness, robustness, and practicality, with a particular eye towards testing hypotheses
about the mechanisms underlying individual differences in visual cognition.

In the second section, armed with a preferred measure of representational similarity, we measured varia-
tion in representations produced by DNNs subject to a range of manipulations. In comparing the impacts of
different kinds of manipulations on the resulting representations, we developed and justi ed a set of image
augmentation baselines for determining what level of variation in DNN representations would be suf cient

to be responsible for consistent individual differences in visual cognition.

2.1 Evaluating Measures of Representational Similarity
What makes a measure good for quantifying the differences in object representations produced by two dif-

ferent DNNs? When we speak of object representations in a DNN, we are considering the patterh of unit

1In the representation matrix, the rows index different inputs (images of objects) and the columns index the representations produced
for each input (across units in a layer of a DNN, across voxels or neurons in an area of cortex).

2We use “feature” to mean the output value of a unitin a DNN layer; we use “unit” to mean the node in a DNN layer (which produces
the features).
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activations along one particular layer of a DNN, whether it be along the rst layer after the image input,
intermediate layers, or the penultimate layer before the classi cation layer. Each image input to the DNN
generates a pattern of activation along a layer and the concatenation of multiple patterns from multiple im-
ages constitutes the DNN's representation matrix for those images. These representation matrices contain
the features from the layer to represent each image. Given two representation matrices generated from the
same images but different DNNs, we need to calculate a scalar similarity score. When comparing represen-
tation matrices from two different DNNs, the number of features may not match across models and even if
they did, each feature may not represent the same information. Simply measuring feature-wise similarity of
representation matrices produced by the two DNNs does not work.

Representational Similarity Analysis (RSA), Centered Kernel Alignment (CKA), and Projection-Weighted
Canonical Correlation Analysis (PWCCA) have all been used to measure similarity in representations. RSA
is commonly used in cognitive neuroscience to measure similarity between DNN representations and cortical
representations or between DNN representations and behavior. CKA and PWCCA are commonly used in
machine learning to measure similarity between DNN representations. While these measures are often char-
acterized as largely interchangeable measures of similarity, they differ mathematically and in their practical
utility, and there is mixed evidence regarding which of these measures perform better overall (Ding et al.,
2021; Kornblith et al., 2019; Williams et al., 2021). For studying visual cognition, especially individual dif-
ferences, which of these measures should be used? This rst part of our article aims to help answer that
guestion. A brief description of each measure is provided below.

RSA creates representational dissimilarity matrices (RDMs) for each DNN formed by calculating the
pairwise dissimilarity between image representation vectors in the representation matrices (Kriegeskorte,
2008). The dissimilarities that make up an RDM can be formed using any metric that compares pairs of
vectors. We tested three metrics variously used in the literature: Pearson correlation distance, Spearman
correlation distance, and Euclidean distance. The nal similarity score was calculated by comparing the
RDMs. We followed one common convention (Kriegeskorte, 2008; Mehrer et al., 2020) and used a squared
Pearson correlation to compare RDMs.

CKA (Kornblith et al., 2019) is commonly characterized as simply another measure of representational
similarity but it follows from RSA. Following Kornblith and colleagues (2019), we used the dot product
between representation matrices to form RDMs and the normalized Hilbert-Schmidt independence criterion
(Gretton et al., 2005) to compare the RDMs.

PWCCA searches for successive linear transformations for each of the representation matrices that max-
imizes the correlation between the matrices. This results in a collection of correlation coef cients that can

be summarized into a single similarity value. We implemented the projection-weighted version of canonical
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correlation analysis to summarize the correlations, where the weights were determined by the how much of
the original representations was maintained after the linear transformation was applied (Morcos et al., 2018).
PWCCA requires that the number of features to be less than the number of images and therefore imposes an
important practical limitation that we will detail later in our simulations.

The measures we chose to test here do not exhaustively represent all of the possible ways to measure
representational similarity (Sucholutsky et al., 2023). Other methods are available that could be better suited
to compare representations from different types of sources (e.g., DNN to neural representations with linear
ts; Schrimpf et al., 2018; Yamins et al., 2014), to directly align units from different DNNs (e.g., orthogonal
Procrustes; Ding et al., 2021), or to focus on the descriptive statistics of representations between DNNs (for
a recent review see Klabunde et al., 2023). Our focus here is on the methods commonly used to compare
representation matrices between DNNs and in their potential use in characterizing individual differences
across DNNs. The measures should be relatively computationally and data ef cient (as to be able to calculate
similarity across many “individuals”) and t well with a goal of comparing perceptual representations (as
opposed to semantic or relational representations).

To summarize, we evaluated variants of RSA assuming three different vector dissimilarity metrics (Eu-
clidean, Pearson, and Spearman) as well as versions of CKA and PWCCA as outlined above with an eye
towards how these measures can be used in the context of studying individual differences in visual cogni-
tion. Some of these evaluations involved representations produced by different trained DNNs or by different
layers of the same trained DNN and measuring representational similarity. Other evaluations involved sim-
ulated representation matrices that approximated the statistical distributions of real representation matrices
produced by a DNN and measuring representational similarity after some manipulations. For consistency, we
will use sto generally represent a scalar similarity score regardless of the méasure

We speci cally evaluated the different measures with the following tests: i@dyex correspondence test
asking whether a measure indicates that the same layer in two different DNNs trained on the same image set
are maximally similar to one another; (2) Bnage to feature ratio tesasking how the measure responds to
changes in the ratio of the number of test images to the number of features in a representation matrix; (3) a
permutation invariance tesasking whether a measure is invariant to consistently permuting the order of fea-
tures in a representation matrix (preserving representational structureya@d@mized shuf ing sensitivity
test asking whether a measure is sensitive to random shuf ing of features in a representation matrix (destroy-
ing representational structure); (5y@bustness to noise testsking how measures respond to the presence
of added noise in representations; (&phaustness to feature loss teasking how measures respond to the

removal of features in representation. We performed all of these tests on representation matrices produced by

SRSA would be more typically representedrdsPWCCA as , and CKA ask.
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small DNNs as we need many instances of a trained model in the correspondence test and many repetitions in
the other tests; as larger models are more commonly used in visual cognition, we performed several tests with
representation matrices from large models where practically possible (where a single instance of a pretrained
network was suf cient for the test and where the output representation matrices were not too large for the
measure to be calculated).

We start with a brief outline of the methods used to generate representation matrices used in these tests.

Then, the details of each test and the results obtained will be presented together, one at a time.

2.1.1 General DNN Method

2.1.1.1 Models and Datasets

We tested all measures on representation matrices from with small rhodéés generated representation
matrices from the All-CNN-C architecture (Springenberg et al., 2014). The All-CNN-C architecture primarily
uses convolutional layers with non-linear activation functions (recti ed linear units, ReLUs) and increasing
receptive elds with feature bottlenecks that are common building blocks of convolutional DNNs. These
models were trained on CIFAR10 (Krizhevsky and Hinton, 2009). When generating representation matrices
from these models for testing, we randomly selected 100 images from each of the ten categories of CIFAR10
test set for a total of 1000 images.

We additionally tested each similarity measure on large pretrained models. Because we needed multiple
instances of the same model for the Layer Correspondence Test (details below), we used pretrained mod-
els (Mehrer et al., 2021) trained on ImageNet-1K (Russakovsky et al., 2015). A set of 10 models used the
AlexNet architecture (Krizhevsky et al., 2012) and the vNet architecture. Both models used the same feed-
forward convolutional DNN architecture style with similar building blocks as our smaller networks. For the
other simulations tests, we chose models with more architectural diversity: VGG16 (for parameter count; Si-
monyan and Zisserman, 2014) and ResNet50 (for architecture complexity He et al., 2015). Both models were
trained on ImageNet-1K. The exact details of these architectures are not of critical importance, only that they
are large models that use larger images to generate much larger representation matrices than the All-CNN-C
architecture. When generating representation matrices from these models for testing, we randomly selected
one image from each of the 1000 categories of the ILSVRC-2016 test set for a total of 1000 images. Some
simulations cannot be practically applied to representation matrices from these models (as detailed later).

We implemented and trained our models in Tensor ow.

4We trained many instances of these models to test causes of representational variability for the second section of this article, more
details on the training are available there to avoid redundancy. We used those models here to bootstrap simulated representation matrices,
the exact speci cations of these models not being critical for our simulations.
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2.1.1.2 Simulating Representations

In some tests, we simulated vectors of representations. To approximate the statistical properties of real rep-
resentation matrices from our DNNs, we generated representation matrices given our testing datasets from
the penultimate layer in instances of our models and then used bootstrap resampling to create many simu-
lated representation matrices. These procedures meant that we had simulated representation matrices that
matched the statistics of real DNN representation matrices but do not necessarily encode information about
speci c images. To ensure that our results were not speci ¢ to a particular randomization of representations,
we repeated the resampling process 1000 times for each simulation and each measure we tested to index
uncertainty in the results. All-CNN-C simulated representation matrices came from the penultimate layer, a
convolutional layer with a global average pooling applied to it, with 10 features. VGG16-simulated represen-
tation matrices came from the penultimate layer, a fully-connected layer with a ReLUs, with 4096 features.
ResNet50-simulated representation matrices came from the penultimate layer, a convolutional layer with a
global average pooling operation applied to it, with 2048 features. For the larger models, we repeated the
resampling procedures 10 times for each simulation.

The use of bootstrapped simulated representations ensured that our representations followed the statistical
properties of real representations, including the range of possible values (e.g., activations from ReLU having
a lower bound of 0), the distribution of high values (e.g., most values are relatively small with few large
values), and the number of features overall. These procedures improve the generalizability of our ndings to

real use-cases and are critical in some simulations.

2.1.2 Test Methods and Results
2.1.2.1 Layer Correspondence Test
In this test we asked whether a measure can match corresponding layers between two trained DNNs with the
same architecture. For example, consider two instances of All-CNN-C trained on the same dataset, differing
only on the randomization of the initial weights. This is known to cause measurable differences in represen-
tations, despite different networks performing similarly in the trained task (Mehrer et al., 2020). Regardless
of differences in representations, the corresponding layers between instances of the same architecture should
arguably still be the most similar, relative to other layers (Kornblith et al., 2019).

We tested each measure using a layer correspondence test proposed by Kornblith et al. (2019). Given
a DNN, we generated representation matrices from a layer and then measured the similarity of those repre-
sentation matrices to representation matrices from every layer of another instance of a DNN with the same
architecture. A measure would succeed on the correspondence test if the most similar representation matrices

were from the same layer in both instances of the network. That is not to say no other layers could be similar,
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but that the most similar layer should be the corresponding ones between instances. The layer correspon-
dence test was only applied to All-CNN-C models because we did not have multiple instances of the identical
architecture/training procedures for the large model architectures.

Figure 2.1 illustrates the confusion matrices between layers using each of our measures, where each
axes represents model layers (1-10) of two compared All-CNN-C networks with each cell representing the
proportion of those layers being matched with the highest similarity score. For 100 trained networks, we
measured the proportion of comparisons where the representation irplafyene network was most similar
(per the representational similarity measure being used) to tapéranother network. Each cdlp;q) is
colored coded according to that proportion. A perfect confusion matrix would include only ones (100%
correspondence) along the diagonal with zeroes everywhere else. Pearson RSA, Euclidean RSA, and CKA
yielded nearly perfect confusion matrices, with more than 99% of corresponding layers matched. Spearman
RSA performed worse, with 79% of corresponding layers matched, particularly in the intermediate layers.
Notably, PWCCA performed considerably worse than the others, with only 24% of the corresponding layers
being matched. Early and intermediate layers were often most similar to layer 1 and layer 4. These are the
rst layers within a block of convolutional layers, demarcated by dropout and pooling layers; this was seen
similarly in the nal convolutional layers.

As before, Figure 2.2 illustrates the confusion matrices between layers using the three RSA variants
using the AlexNet and vNet architectures using variations of RSA. All variations of RSA matched most of
the corresponding layers (>97% layers matched) on both model architectures. We could not perform the layer
correspondence test with PWCCA and CKA on the larger models as these models often have more features
than the number of images we used to perform the test (details below). We could not perform the layer

correspondence test with VGG and ResNet models as we only had one instance of each model architecture.

2.1.2.2 Image:Feature Ratio Sensitivity Test

In this simulation test, we asked how sensitive each measure is to the ratio of the number of images used in the
test and number of features in a representation matrix. Cognitive science, cognitive neuroscience, and vision
science applications often have limited image datasets constrained by what is practical for data collection
(from humans or non-human primates); datasets usually include fewer than 1000 images (sometimes even far
fewer). Considering that the penultimate layer of large DNNs have thousands of units (e.g., 4096 in VGG16),
the number of features in its output representation matrices often greatly exceeds the number of images used
in visual cognition research. Knowing whether a measure can adequately measure representational similarity

given a particular image:feature ratio is important.
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Figure 2.1: Results from the Layer Correspondence Test for small (All-CNN-C) models. Each panel shows a
confusion matrix for each type of representational similarity measure, with axes representing network layers
(1-10) for two compared networks trained on the same dataset. Each cell is the proportion of that layer being
matched as the most similar between the two DNNs. Cell color represents the proportion of layers matched
with the highest similarity score, with darker colors indicating higher proportions. A perfect confusion matrix
would only have ones (dark) along the diagonal with zeroes (white) everywhere else.

We generated simulated representation matrices by systematically varying the number of features using
bootstrap random sampling from features produced by an instance of our All-CNN-C model. We created
simulated random representation matrices ranging from 950 features to 50 features (in steps of 50; each
step repeated 100 times), while holding the number of images constant at 1000. This resulted in simulated
representation matrices with image:feature ratios ranging from nearly 1:1 to 20:1. We also systematically
varied the number of test images in the same range, while holding the number of features constant at 1000
with the same bootstrap sampling procedures. This resulted in image:feature ratios from nearly 1:1 to 1:20.
We measured the similarity (using each measure) between pairs of differently randomized representation
matrices at the same image:feature ratio. Because all representation matrices were randomly sampled using
a bootstrapping procedure, we expected the similarity score to be zero no matter the image:feature ratio.

Figure 2.3 shows similarity scores between pairs of bootstrapped-simulated representations (y-axis) across

a range of image:feature ratios between 1:1 to 20:1 (x-axis) for each measure (lines). PWCCA (yellow line)
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Figure 2.2: Results from the Layer Correspondence Test for the large models. Each panel shows a confusion
matrix for each type of representational similarity measure, with axes representing network layers for two
compared networks trained on the same dataset. Each cell is the proportion of that layer being matched as the
most similar between the two DNNSs. Cell color represents the proportion of layers matched with the highest
similarity score, with darker colors indicating higher proportions. A perfect confusion matrix would only
have ones (dark) along the diagonal with zeroes (white) everywhere else.

and CKA (orange line) appear to be sensitive to the image:feature ratio while the RSA (blue line; collapsed
across all variations of RSA because the results were essentially identical) measures were invariant.

It is known (though perhaps not widely known) that PWCCA is very sensitive to the ratio between
the number of images and the number of features (Raghu et al., 2017). As this ratio approaches equal-
ity, PWCCA greatly overestimates similarity. Further, when the number of features exceeds the number of
images, PWCCA cannot be calculated. As expected, with PWCCA, similarity scores appreactiedl
near the 1:1 ratio despite comparing completely randomized representation matrices that should have zero

similarity.
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Figure 2.3: Results for the Image:Feature Ratio Sensitivity Test in small (All-CNN-C) models. Average
similarity scores (y-axis) are calculated using each measure (RSA, PWCCA, CKA, represented by colored
lines) between pairs of randomized representation matrices varying on the ratio between images and features
(x-axis); the three RSA variants had the same results and are represented by the same line. The number of test
images was held constant at 1000 and the number of simulated features ranged from 950 (nearly 1:1 ratio)
to 50 (20:1 ratio). Ideally, the similarity scores should remain at O regardless of the ratio. There was little
variability in the results, therefore uncertainty bands are omitted.

CKA was also sensitive to the image:feature ratio, only beginning to asymptote at a 10:1 image:feature
ratio (5= :09)° and even at the 20:1 only yielded :05 (nots= 0:0). This poses a signi cant problem in
using CKA to measure differences in representation matrices between DNNs using the datasets commonly
found in visual cognition research. Using CKA, measures of representational similarity could be vastly
overestimated if there are too few images relative to the size of the DNN.

Unsurprisingly, these results (not shown in Figure 2.3) held true when manipulating the number of images
(holding the number of features constant at 1000) with the ratio ranging from nearly 1:1 to 1:20. In this
range, PWCCA is impossible to calculate. As above, CKA erroneously yialdettO throughout the range
because the number of features exceeded the number of images. The only way to use PWCCA or CKA in
most applications in visual cognition would be to apply some kind of dimensionality reduction on the feature
space.

RSA (irrespective of whether a Euclidean, Pearson, or Spearman metric was used) was invariant to the
image:feature ratio. As shown in Figure 2.3, RSA resulss=rD;0 (expected for randomized representations)

across image:feature ratios; this also held across ratios ranging 1:1 to 1:20.

5All our simulation tests can effectively have unlimited statistical power using traditional statistical tests (only limited by our com-
pute resources) with relatively little variability in results, so even very small differences in point estimates can become statistically
signi cantly different. Therefore, the interpretation of results will mostly focus on relative effect sizes (between measures against the
boundaries of the similarity scord§; 1]).
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Based on these results, for the remaining tests, we did not test PWCCA and CKA on representation ma-
trices from the larger models as these models had more units than the number of images in their penultimate
layers. Using PWCCA and CKA with these models would likely yield high similarity no matter the test

because of how many features they produce relative to the number of images we used.

2.1.2.3 Permutation Invariance Test

A successful measure of representational similarity needs to be invariant to feature order permutations (per-
mutations of the columns in a representation matrix) because in that case the representational structure is
preserved. As a permutation invariance test, we permuted the order of features (columns) of simulated rep-
resentation matrices while maintaining the order of the images (rows). The similarity between the original
simulated representation matrices and the permuted representation matrices was calculated; the correct result
would be perfect representational similarigs=( 1).

For each bootstrap-simulated representation, we performed the permutation invariance test by comparing
it with the same simulated representation matrices with the feature order (columns) permuted. This ensured
that our results were not speci c to the content of the representation matrices nor the feature order.

All measures succeeded in the permutation invariance test for representation matrices from the All-CNN-
C model. All measures also succeeded in this test for ResNet50-simulated representations. However, Spear-
man RSA yieldeds= 0 when the features were permuted in the VGG16-simulated representations. This is
due to the fact that these representation matrices were from a fully-connected layer with the recti ed linear
activation function, which resulted in many Os in the representations. These zeros caused ties in ranks that
disrupted the calculation of a Spearman correlation when forming the RDMs. This did not occur for other
simulated representation matrices as they were extracted from a convolutional layer with global average pool-

ing applied, resulting in few if any values all at 0.

2.1.2.4 Randomized Shufing Sensitivity Test

On the opposite end from permutation invariance, if all the units in a representation matrix are randomly
shuf ed (destroying any column structure), then a representational similarity measure should yiéld

In a randomized shuf ing sensitivity test, we compared the simulated representation matrices and the same
representation matrices with every value randomly shuf ed in the representation. There should be no shared
information between the representation matrices, despite matching in overall statistical properties. As in the
permutation invariance test, we used bootstrap simulated representation matrices that each were compared to

itself with all of the features randomly shuf ed.
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For All-CNN-C simulated representations, PWCCA detected small but spurious simikstityl(l) be-
tween representation matrices that were completely shuf ed. Given that PWCCA successively searches for
transformations to maximize correlations, the measure seems to nd spurious signals even from the lack of
structure (shuf ed representations). With All-CNN-C, CKA performed far beier (01) and all RSA mea-
sures performed nearly perfectly<: 001). For Resnet50 and VGG16, all RSA measures performed nearly

perfectly as well.

2.1.2.5 Robustness to Noise Test

We tested how measures of representational similarity responded to a range of noise added to representations.
Across a range of added noise, when do measures start to fail and what is the robustness to the presence of
noise? With the wider goal of using DNNs to model individual differences, robustness to differences in
representation matrices caused by certain amounts of noise is an important consideration for selecting a
measure of representational similarity (and using it to assess the magnitude of representational differences
across simulated individuals). And given that cognitive science, cognitive neuroscience, and vision science
research works with data that is rarely noiseless and sometimes involves missing data, robust measures of
representational similarity are necessary to compare models to models, models to behavior, or models to
brains.

In a robustness to noise test, we added Gaussian noise with a mean of zero and a standard deviation that
was parametrically manipulated. Speci cally, the standard deviation of the original representation matrices
was calculated and then the standard deviation of the noise was that value multiplied by a scalar ranging from
0 (no noise) to 4 (high noise) in steps of 0.01 (steps of 0.5 for large model representations). We anticipated that
for amodest amount of noise (e.g., noise multiptied.5), a successful measure of representational similarity
would continue to yield relatively high similarity scores. Obviously, at the highest levels of noise (e.g., noise
multiplier = 4.0), measures should yield relatively low similarity scores because the added noise would
overwhelm any signal in the representations. As a whole, the expected pattern of results was a monotonic
decrease in similarity, with nearly perfect similarity when the noise multiplier was very low (e.g., noise
multiplier = 0.01 should result is= 1) and complete dissimilarity when the noise multiplier was very high
(e.g., noise multiplier 4.0 should result is= 0). As in the previous tests we used bootstrapped simulated
representation matrices from each model. Each simulated representation matrix was compared to itself with
the added Gaussian noise at each level of noise intensity.

Figure 2.4 shows representational similarity scores (y-axis) across a range of noise (x-axis) for each
measure (lines) on 1000 sets of simulated representation matrices from the small All-CNN-C architecture.

Compared to the other RSA measure, Spearman RSA (purple line) was particularly vulnerable to noise,
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dropping rapidly to zero. Pearson RSA (green line) only performed slightly better than Spearman RSA. Of the
RSA measures, Euclidean RSA (blue line) was the best. CKA (orange line) performed somewhat better than
Euclidean RSA, and PWCCA (yellow line) performed even better. An important caveat to the performance
of PWCCA, however, is that PWCCA also yielded non-zero similarity with randomized shuf ing, so some of
this robustness to noise is perhaps suspect. Euclidean RSA appeared to be a useful compromise in maintaining
relatively high similarity for low to moderate levels of noise, while gradually dropping to zero for higher levels

of noise.

Figure 2.4: Results for the Robustness to Noise Test with small (All-CNN-C) models. Average similarity
scores (y-axis) are calculated using each measure (colored lines) between pairs of identical simulated rep-
resentations with normally-distributed noise added at different intensities (x-axis). The normally-distributed
noise had a standard deviation equal to the standard deviation of the representations multiplied by a scalar
from 0 to 4.0 at steps of 0.01. Bands represent normalized median absolute deviation around the mean.

Results of the robustness to noise test were similar with the large model representations, with Pearson
RSA and Euclidean RSA performing reasonably well in all cases but Spearman RSA yielding nearly complete
dissimilarity with the addition of noise to VGG16 representation matrices, likely due to the ReLU rank ties

once again.

2.1.2.6 Robustness to Feature Loss Test

The nal test measured the effects of pruning (removing) units from a layer, akin to ablating a proportion

of neurons in a region of the brain generating representations. For the robustness to feature loss test, we
simulated the random removal of a proportion of units from a layer (10% - 70% in steps of 10%). To the
extent a unit represents unique features, removal of a proportion of units would roughly equate to the same

proportion of lost information. We expected the similarity scores to monotonically track the loss of features,
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Figure 2.5: Results for the Robustness to Feature Loss Test in small (All-CNN-C) models. Average similarity
scores (y-axis) are calculated using each measure (colored lines) between a simulated representations and
itself with a range of features removed (x-axis); for example, a simulated representation was compared to the
same representations with 0% (an identical representation matrix) to 70% (the same simulated representation
matrix with 7 columns removed) of features removed. Bands represent normalized median absolute deviation
around the mean.

ranging from perfect similarity with no features lost< 1) to low similarity when 70% of the features

were removed. As with previous tests, we used bootstrap-simulated representation matrices. Each simulated
representation matrix was compared to itself with a proportion (repeated across the whole range between
10-70%)) of features removed.

Figure 2.5 shows representational similarity scores (y-axis) as a function of the proportion of information
loss (x-axis) for each measure (lines) using representation matrices simulated from the small All-CNN-C
architecture. All measures, except PWCCA (yellow line), decreased sensibly, in a roughly linear fashion as
a function of the proportion of features removed. CKA (orange line) is the most robust to information loss,
followed by Euclidean RSA (blue line), and then nally the other RSA variants (green line for Pearson RSA
and purple line for Spearman RSA). PWCCA remained at its maximum value irrespective of the proportion
of features removed; this insensitivity is due to the nature of this measure, being calculated according to the
number of features in the smaller of the pair of representation matrices being compared.

For representation matrices from large models (both VGG16 and ResNet50), Euclidean and Pearson
RSA measures decreased roughly linearly with the proportion of features lost. For Spearman RSA applied
to VGGL16 representations, any feature loss led to complete dissimilarity; the reasons for this failure are the
same as the reasons for the failure of Spearman RSA in the permutation invariance test described earlier as

fundamentally losing any features changes the feature order.
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2.1.3 Interim Discussion

In this rst section, we evaluated several measures of representational similarity (CCA, CKA, and three
variants of RSA) each on several tests using representation matrices from both small networks (All-CNN-C)
and large networks (VGG16 and ResNet50). These alternative measures are sometimes described as options
for measuring representational similarity in ways that suggest that they may be interchangeable with one
another. They are not, especially when used in cognitive neuroscience, vision science, and cognitive science
applications.

CCA performed poorly. It failed to select corresponding layers based on how different models represent
the same images at each layer. PWCCA also detected spurious similarities when features in representation
matrices were randomly shuf ed, when high amounts of noise were added to representations, and when
a signi cant proportion of features were removed. In addition to these limitations, PWCCA also requires
signi cantly more (as in 10x more) images than features in the representation matrices to avoid spurious
similarities. PWCCA cannot be used with large networks (like VGG and ResNet) with thousands of units
in a layer for applications (like those in visual cognition) where there are often relatively small numbers of
images.

CKA performed very well in most tests. CKA was robust in sensible ways, such as being robust to noise
while not overestimating similarity when noise began to overwhelm the signal, unlike PWCCA. Its main
limitation is the same as that for PWCCA. While it is not as sensitive to the image:feature ratio as PWCCA,
it still requires more images than features in the representation matrices, making CKA impractical for many
applications in visual cognition.

The three versions of RSA varied in the metric used to compute dissimilarity between vector represen-
tations. Euclidean RSA performed well on all tests. Correlation-based RSA (Pearson and Spearman) were
more susceptible to noise than Euclidean RSA. Spearman RSA failed in some tests, especially with large net-
works with ReLUs (e.g., VGG); in the case of feature permutations and noise perturbations, the large number
of zero activation values from the ReLUs disrupted the ties used to calculation a Spearman correlation. RSA
as a family of methods can offer further variations to better handle speci c methodological concerns such as
the presence of high multivariate noise in brain data (Walther et al., 2016). While Euclidean RSA worked
best for our purposes here, there may be other options to further explore for other speci c use cases.

Based on these evaluations of measures of representational similarity, in the following section manipulat-

ing variation in representations, we used Euclidean RSA.
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2.2 Manipulating Variation in DNN Representations

Because DNNs are image-computable, because they learn, and because their architecture and training sets
can be systematically manipulated, DNNs provide a unique sandbox to explore factors that impact variation

in object representations that could cause individual differences in high-level visual cognition. In this next
section, we trained sets of models with different manipulations to measure the resulting representational
variation.

Our methods build on and extend recent work by Mehrer et al. (2020), which to our knowledge is the
only other article to systematically examine individual differences in representations created by DNNs. They
varied the random initialization of network weights, explored how learned representations across layers of
those networks varied, and characterized the nature of that variation. They observed that the difference in the
randomization of initial weights can propagate to relatively large differences in representations (especially
later layers) and called into question the common practice in cognitive neuroscience of using a single trained
network to derive insights into the neural and behavioral bases of visual cognition.

We systematically explored a range of manipulations that could affect DNN representations, including
both randomization of initial network weights (controlling for randomization of training image order), ran-
domization of training image order (controlling for randomization of initial weights), a range of relative
frequency of training images within each category, a range of relative frequency of training categories, and
model size. Our focus is on variation in the representation matrices produced by DNNs, not on variation in
performance by DNNs subject to these manipulations. In many cases, different networks trained in different
ways achieved similar overall performance but differed in the representations they produce given the same
images.

Given our motivation to systematically manipulate DNNs to model human individual differences, we
considered what differences in representations might constitute more stable individual differences (akin to
trait differences) versus more eeting idiosyncratic differences (akin to state differences). Representations
might differ according to different ways network training is manipulated, but what kinds of manipulations
produce relatively large differences in representations? Any criteria to distinguish small from large, state from
trait, is admittedly rather arbitrary. For a baseline, we measured the representational variation caused simply
by the image-augmentation techniques commonly used to train DNNs (such as translation, re ection, scaling,
and color channel manipulations). Consider biological individual differences: differences in representations
of a magnitude similar to or smaller than that caused by variations in the image across the retina (state
difference) should probably not be considered to be of a magnitude suf cient to characterize true individual

differences in visual cognition (trait difference).
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Most of our explorations in this section used a small (All-CNN-C) network because it allowed for training
and simulating large numbers of networks, measuring differences in the resulting representation matrices
caused by a range of manipulations, and comparing these to baseline. We also explored differences between
large pretrained networks of the same type (a set of AlexNets and vNets trained on two different datasets, two
versions of VGG, two versions of ResNet; details below), which tests differences in training dataset, model

size, and architecture, again comparing differences in representation matrices to baseline.

2.2.1 Method

2.2.1.1 DNNs and Datasets

We used the All-CNN-C architecture (Springenberg et al., 2014) to test the effects of different manipula-
tions. This architecture has the same building bléasthe seminal AlexNet architecture (Krizhevsky et al.,
2012) that characterize most feedforward DNNs used in visual cognition (which often prefers architectural
simplicity over squeezing out a bit better performance by adding complexity, as is sometimes the case in
computer vision). The simplicity of ALL-CNN-C alongside its small size and training on a small dataset
allowed us to create many instances of the same architecture with different manipulations, allowing us to
quantify the resulting representational variability caused by different manipulations. The All-CNN-C has 8
convolutional layers split across 3 blocks with a dropout layer (dropout frequency at 50%) between blocks
with a fully-connected classi cation softmax layer at the end.

To train the All-CNN-C architecture, we used the CIFAR-10 dataset (Krizhevsky and Hinton, 2009). We
used images in batches of 128 to train the model using stochastic gradient descent with a learaiylrate
and momenturs 0.9 over 350 epochs. The learning rate was reduced by a factor of 0.1 at the 200th, 250th,
and 300th epochs. During training, images were randomly augmented with image translation (5px maximum
in each direction, lling empty parts of the image with gray pixels) and horizontal re ection.

As in our simulations in the previous section, we randomly chose 100 images from each category in
the CIFAR-10 test set. These 1000 images were used for every All-CNN-C model to extract representation
matrices, therefore any variation in representations between models would be due to the differences between
models as the same images were used for every model.

We also tested variation in representations between variants of large models. Because we could not

train large models from scratch, we used pretrained models. To perform analyses similar to those in our

6The All-CNN-C is named as such because it only uses convolutional layers. Spingenberg and colleagues (2014) demonstrated that
the different types of layers in the typical AlexNet-style architecture was not necessary and could all be replaced by convolutional layers.
The max pooling layers were replaced by convolutional layers with stride 2 (causing the convolutional lIters to step over every other
unit, as opposed to the typical stride 1 where the lIter steps to each unit), achieving the same feature bottleneck effect as a max pooling
layer. Fully-connected layers were replaced by convolutional layers that culminates to a 1x1 Iter size that covers the entire image
given the large receptive elds by the end of the network, achieving the same high-level representations that is used for classi cation.
Regardless of these network replacements, the unifying principle of AlexNet-like feedforward architecture of convolutional layers with
pooling layers for feature bottlenecks towards a classi cation layer was preserved.
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small models, we used a set of pretrained models from Mehrer et al. (2021). These models used one of
two architectures: the classic AlexNet architecture (Krizhevsky et al., 2012) and vNet, a novel architecture
designed to match the receptive eld sizes along the human ventral stream. The AlexNet architecture used
the eponymous style of architecture with 5 blocks containing 1-3 convolutional layers followed by a max
pooling layer. After the blocks of convolutional layer there were three fully-connected layers with the last
layer being the classi cation layer. The vNet architecture was designed to match the receptive elds along
the human ventral stream, containing 8 blocks matching the V1, V2, V3, hv4, LO, TO, pFUS, mFUS. Each
block contained only 1 convolutional layer with a group normalization layer acting on its net output before
the activation function (a ReLU); some layers contained a max pooling layer before the convolutional layer.
After the 8 convolutional layers, there were 3 fully-connected layers with the last layer being the classi cation
layer.

The AlexNet and vNet models were trained on either the ImageNet-1K dataset from the ILSVRC2016
(Russakovsky et al., 2015) or the Ecoset dataset (Mehrer et al., 2021), which were a dataset with a similar
number of images as the ImageNet-1K but the categories were at the basic-level of abstraction. The training
procedures for both models on either dataset were like the original AlexNet training procedures (Krizhevsky
etal., 2012).

For comparisons between more distinct architectures with even more layers and parameters, we used pre-
trained variations of the VGG (VGG16 and VGG19; Simonyan and Zisserman, 2014) and ResNet (ResNet50
and ResNetl101; He et al., 2015) architecture. Each VGG model contains 5 blocks each containing 2-4
convolutional layers with a max pooling layer at the end. After the convolutional blocks, there are three
fully-connected layers with the last layer being the classi cation layer. The ResNet architecture followed a
similar blocking structure that increased receptive elds but in each block there were groups of 3 layers that
formed a “residual” group with the addition of skip connections that added the input of a group of layers to
the output of the group. Each ResNet model begins with a single convolutional layer with a max pooling
layer followed by 4 blocks of 3-23 residual layer groups. After the convolutional blocks, there was a single
fully-connected classi cation layer. The difference between each pair of models with the same architecture
was chie y the number of layers (size) of the network.

The large models were all trained on the ImageNet-1K dataset from the ILSVRC2016 (Russakovsky et al.,
2015). Their training procedures were like those used in training the All-CNN-C architecture (see He et al.,
2015; Simonyan and Zisserman, 2014).

As in our simulations in the previous section, we randomly chose one image from each of the 1000

categories in the ImageNet-1K test set. These images were used to extract representation matrices from each
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of the large models. To provide a measure of consistency, we repeated the analysis with 50 versions of this

dataset by randomly selecting different images from each category for each repeat.

2.2.1.2 Manipulating Representations Learned by DNNs

For All-CNN-C, we manipulated randomization of initial network weights and biases (holding randomiza-
tion of training image order constant), randomization of training image order (holding randomization of
initial weights and biases constant), relative frequency of training images within each category, and relative
frequency of training categories. For each manipulation, we trained multiple instances of each model varia-
tion and measured the representational similarity (using Euclidean RSA) between all pairs of instances with
the same model variation.

We carefully controlled the random number seeds governing the randomization of initial weights and the
randomization of training image order. We selected ten seeds for initial weights and ten seeds for training
image order. We crossed these two types of seeds, resulting in 100 trained models. To analyze the variation in
representation matrices from different models varying on single type of randomization, we averaged across
the other type of randomization.

To explore the impact of the relative frequency of training images within each category on representations,
we created new training sets from the CIFAR-10 set. New training sets were created by randomly sampling
images from the CIFAR-10 set with replacement until we created a dataset with the same number of images
as the original. To manipulate the relative frequency of speci c images, we pseudo-randomly generated prob-
abilities for each individual image to be selected. We tested three levels of relative frequency manipulations
based on the maximum relative probability difference between images. The relative probability between the
most common and the least common image was set to a maximum of 3x, 10x, or 100x. The number of
images in each category was held equal (albeit with some images repeated within a category). We trained
50 models of each level of relative image frequency differences for a total of 150 models varying on relative
image frequency in their training dataset, each trained on the same initial weight and dataset randomization
seed. To index model classi cation performance over the course of training, we used the original CIFAR-10
test set.

For relative category frequency differences, we similarly generated new datasets from the CIFAR-10 set.
As above, we created new datasets by sampling with replacement until we created a dataset with the same
number of images as the original. To manipulate the relative frequency between categories, we sampled more
images from some categories relative to another, resulting in the total number of images from each category
being different. We tested three levels of relative frequencies based on the maximum relative frequency be-

tween categories. The relative frequency of image between the most common category and the least common
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category was set to a maximum of 3x, 10x, or 100x. Every image within a category had equal probability
of being selected. This resulted in a unique dataset for each model that differed on the number of images in
each category (with any individual image within a category appearing at a similar frequency). We trained 50
models of each level of relative category frequency differences for a total of 150 models varying on relative
category frequency in their training dataset, each trained on the same initial weight and dataset randomization
seed. To index model classi cation performance over the course of training, we used the original CIFAR-10
test set.

Between pretrained AlexNets and vNets, the two architectures and the two training datasets were fac-
torially combined resulting in four model variations (AlexNet trained on ImageNet-1K, AlexNet trained on
Ecoset, vNet trained on ImageNet-1K, and vNet trained on Ecoset). Ten instances of each model variant
were trained with different model randomization seeds (akin randomization of initial weights and training
dataset order in our All-CNN-C models). We rst compared the architecture separately. We measured the
impact of model randomization across the models with the same architecture trained on the same dataset at
each layer, then we measured the impact of different model randomization in addition to being trained on
different datasets. We also compared the models across architectures, either trained on the same dataset or
trained on a different dataset. When comparing across architecture, the models differed modestly in model
size and architecture design.

We did not train instances of VGGs or ResNets. The difference between two variants of the same archi-
tecture (VGG16 vs VGG19 or ResNet50 vs ResNet101) is essentially only model size (albeit much larger
difference in size relative to the AlexNet vs Ecoset difference), where the models were matched on general
architecture design, training dataset, and training procedures. When comparing across architecture, the mod-
els differ on model size, general architecture design, and training procedures, while the training dataset was
matched. These comparisons provided comparisons between much larger models that differed more in their
architecture design (namely the architecture additions introduced with ResNet models, such as the residual

blocks)

2.2.1.3 Measuring Variation in DNN Representations
For each kind of manipulation, we measured pairwise representational similarity from the same test set be-
tween all models with the same type of manipulation. We measured representational similarity using Eu-
clidean RSA.

For small models (the All-CNN-C architecture), we used images from the CIFAR-10 test set to extract
representation from each of the 8 convolutional layers. For each layer, we applied global average pooling on

each lter and then attened outputs into vectors to use as the representations of that layer. We computed the
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squared Euclidean RSA similarity between corresponding layers for each kind of model training manipula-
tion. This resulted in a distribution of representational similarity scores that indexed the range of differences
in representation matrices that was caused by each type of manipulation at each level of that manipulation.

We followed similar procedures to measure representational similarity in the AlexNets and vNets. We
used the 1000 images from the ImageNet-1K test set to extract representations from each layer with a ReLU
activation function. For layers with more than one dimension, we applied global average pooling and then
attened the outputs into one-dimensional vectors to use as the representations of those layers. When com-
paring models with the same architecture, we calculated Euclidean RSA similarity between corresponding
layers.

When comparing models across architecture (AlexNet vs vNet and VGG vs ResNet), we selected repre-
sentative layers in each model instance based on their architecture to have commensurate layers to compare
between incommensurate architectures. For an early layer, we selected the output of the rst block of con-
volutional layers after the pooling. For the late layer, we selected the penultimate layer, right before the
classi cation layer. For the “middle” layer, the selection criteria were less obvious, so we used three different
“middles” with different criteria. (1) Architectural landmark — the output from the second-to-last block of
layers (2) Receptive eld size — the output from the layer that covered approximately a quarter of the size of
the original input image (3) Parameter count — the output from the layer that the number trainable parameters
up to that layer was approximately half of the total number of model parameters. The selected layers for each

large model are presented in Table 2.1.

Table 2.1
Selected layers to compare across architectures.
Model Early Layer Middle Layers Late Layer
Architecture Receptive Parameter
Landmark Field Size Count
AlexNet pooll pool5 conv4 fc6 fc7
vNet relu_I1 relu_l9 pool_I7 relu_I8 relu_I10
VGG16  blockl_pool block4_pool block4_pool fcl fc2
VGG19  blockl_pool block4_pool block4_pool fcl fc2

ResNet50 pooll pool convs block2 out conv4 blockl out convs blockl out  avg_pool
ResNet1l01 pooll pool conv5 block2 out conv4 blockl out conv4 block1l9 out avg_pool
Note The layer names are those used in Mehrer et al. (2021) for AlexNet and vNet and in Tensor ow
for VGGs and ResNets

2.2.1.4 Baselines for Assessing Variation in DNN Representations
We generated baselines for representational variation using the image transformations that were employed as

augmentation during training of a certain model. Image augmentation techniques are typically used to train
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DNNs by applying identity-preserving randomized image transformation to the training images. Commonly
used augmentations transformations include horizontal re ection, image translation, image scaling, and color
shifting’. To use these augmentation techniques to form a baseline, we applied the relevant transformations
to the images used to extract representation matrices for comparisons between models. Instead of compar-
ing representation matrices from different models, we calculated the similarity between the representation
matrices for the original images and the representation matrices for the transformed images from the same
model. The resulting similarity score we considered to be a baseline level of representational difference due
to identity-preserving image transformation that the model itself should be trained to handle.

For each model manipulation's baseline, we used the types of image augmentation transformations that
were used during training of those models, at magnitudes reasonable for the size of the images and relevant to
reasonable presentation variations that humans would encounter day-to-day. By using the same augmentation
transformations used during training for a speci ¢ model, we indexed the typical difference in representation
matrices caused by these image-level transformations that the model was trained to handle. Any representa-
tional variation caused by these transformations would arguably be akin to state differences rather than stable
individual differences akin to trait differences.

Our All-CNN-C models were trained with two types of image augmentation: horizontal re ection and
image translation. For each model, we randomly transformed the test set: there was a 50% chance that the
dataset would be horizontally re ected and the image would be translated betwg&dsh pixels on both axes
(the extent of the translation on each axes were drawn from a uniform distribution). Notably, these are the
exact same procedures that would normally be used to transform each image for data augmentation, but we
apply the randomly chosen transformation consistently to the entire dataset. As the image transformations
were stochastic, we repeated this procedure 10 times for each model (resulting in 10x100 repeats for random
number seed manipulation models, 10x50 repeats for the relative item frequency models, and 10x50 repeats
for the relative category frequency models) and averaging the results to form the baseline level of represen-
tational variation. We found that the baseline for all of the All-CNN-C models were quite similar, so we
averaged across them at each layer regardless of manipulation.

The large models were trained with horizontal re ection, size scaling, random cropping, and PCA color
shifting. Following their training augmentation procedures, we randomly transformed the test set: (1) rst,
there was a 50% chance that the dataset would be horizontally re ected, (2) then we randomly scaled the

images to a square size sampled from a uniform distribution bet{2&&b12 for VGG models;256 480

"These image transformations may be familiar to vision scientists as invariances that the biological visual system must contend with
to be robust but the initial motivation to use such transformations in training DNNs was primarily the effective use of limited datasets
and avoiding over tting to speci ¢ images. Theoretically, if the datasets were suf ciently large and varied (and therefore contain many
variations in presentations), image augmentation would not be necessary in machine learning.
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for ResNet and AlexNet model§l40, 224 for vNet models (3) then we take a random crop of 224 x 224
(except for in vNet models where the crop is 128 x 128) within the scaled image with all possible crops
within the image having an equal probability, (4) and nally, for PCA color shifting (Krizhevsky et al., 2012),

we performed PCA on the ImageNet training set color channels and then applied multiples of each principle
component to each pixel with the magnitude proportional to the eigenvalues multiplied by a random variable
drawn from a normal distribution with a mean of 0 and an standard deviation of 0.1. Once again, these are
the exact same types of augmentations used to augment individual images during training, but we apply the
same set of randomly chosen image transformations to the whole dataset to form the baseline. We averaged
100 repetitions of these procedures for each layer we chose in the large models to act as the baseline for these
networks. These baselines are intended to provide context for the representational variation between different

variations of models so the baseline calculated for each pair of model variant was again averaged.

2.2.1.5 Statistical Comparisons Between Manipulations and Baselines

The typical statistical tools in vision science are ill- tted to compare representational variability due to dif-
ferent manipulations and against the baseline. Chie y, because of the relatively large sample sizes (50-100
models per model manipulation and 500-1000 baseline repetitions) and relatively little variance around the
means, most statistical tests (e.g., t-test or ANOVAs on means) would produce signi cant results even if the
practical difference between the means is quite sral:01). Furthermore, comparing con dence intervals

and effect sizes would similarly produce misleading results (con dence inten@i301 around the mean

and extremely large effect sizes) if we follow typical conventions. We opted instead to use normalized median
absolute deviation (MAD) as an index of dispersion around the mean and used them as intervals around the
mean to determine whether means were similar or different. We used a robust measure of dispersion instead
of the typical standard deviation here because of the presence of outliers in the baseline as well as obvious
violations of normality. Removal of the outliers and using standard deviation as the measure of dispersion
does not drastically change our interpretations. The choice of descriptive statistic to index dispersion and
to decide whether there are appreciable differences between means is arbitrary, but we believe that using
MAD produces statistically robust results and a sense of what might be consistent and useful differences in

conjunction with our baseline method.

2.2.2 Results
2.2.2.1 DNN Model Training
All trained models of the All-CNN-C architecture reached high classi cation accuracy on the validation set

with relatively consistent accuracy across types of manipulated variation. Figure 2.6 shows that training
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trajectories (one line for each model) based on validation accuracy (y-axis) at each epoch (x-axis). Training
trajectories were relatively similar between models with most models converging within the rst 100 epochs.
Nonetheless, we trained all models for a full 350 epochs to ensure that model parameters had stabilized,
despite relatively little changes in the validation accuracy in the last 100 epochs. All models converged to
similar levels of validation accuracies by the end of training. Differences in early training trajectories do
not mean that there will necessarily be differences in how the models represent objects, nor does similar
validation accuracies after training mean that there will be no variability in representations (Mehrer et al.,

2020). We needed to examine representation matrices from trained models.

2.2.2.2 Representational Similarity: Within-Manipulation Comparison

We separately examined the representational variation for the All-CNN-C models caused by each type of
manipulation. As each type of manipulation had different instantiations (different sources of randomization
or different relative frequencies between images and categories), we wanted to quantify and compare how
different instantiations within a manipulation might cause different amounts of representational variation.
We also wanted to examine whether representational variation could be different at different layers of the
network.

Figure 2.7a shows average Euclidean RSA similarity scores (y-axis) at each network layer (x-axis) for
the two types of model randomization manipulation (lines) in the left panel and the distribution of similarity
scores in the nal layer as kernel densities in the right panel. These manipulations (random initial weights,
random training image sequence) generated similar magnitudes of representational similarities at each layer
(overlapping MAD intervals in Figure 2.7a). We generally replicated previous work (Mehrer et al., 2020)
showing a monotonic decrease in representational similarity across layers by manipulating initial weights.
We additionally demonstrated that manipulation of training image order produced nearly identical effects on
representational similarity. Because of this, we collapse across the two types of randomization manipulations
for brevity.

Figure 2.7b shows average Euclidean RSA similarity scores (y-axis) at each layer (x-axis) for each level
of relative maximum image frequency (lines) in the left panel and the distribution of similarity scores in the
nal layer as kernel densities in the right panel. While representational similarity decreased as a function
of layer depth, there were relatively small differences in similarity as a function of frequency despite the
frequency differences spanning a wide range (3 vs 10 vs 100; the orange, blue, and green lines, respectively,
have overlapping MAD intervals). The absence of representational variability caused by variation in relative

image frequency may be due to the size of the training set in that repetitions of individual images had relatively
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Figure 2.6: Validation accuracy (y-axis) over epochs (x-axis) for all small (All-CNN-C) models trained with
different instantiations of the same manipulation, each model's trajectory over training is an individual line.
Plots are truncated at 250 epochs as no signi cant changes occur in the last 100 epochs of &aatgls

differing on initial weight randomization and training image order randomization (no signi cant difference
between the two types of randomizations were obsendedModels differing on relative image frequency.

Each model was trained on a resampled dataset that allowed individual images to appear a maximum of
3, 10, or 100x more often than another image in the dataset, each plotted using a different lines.color.
Models differing on relative category frequency. Each model was trained on a resampled dataset that allowed
categories to appear a maximum of 3, 10, or 100x more often than another category in the dataset, each
plotted using a different line color.
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little effect compared to the number of images in the overall set. For the remainder of our analyses and
comparisons, we use the intermediate relative frequency difference of 10.

Figure 2.7c shows average Euclidean RSA similarity scores (y-axis) at each layer (x-axis) for each level of
relative category frequency (lines) in the left panel and the distribution of similarity scores in the nal layer as
kernel densities in the right panel. Representational similarity decreased as a function of layer depth, but now
greater levels of relative frequency differences resulted in lower representational similarity, most obviously
when comparing max 3 (orange line) vs max 100 (green line) at layer 8. However, the MAD intervals still
overlap. This suggests that a great deal of variations can be caused by manipulating the relative frequency
between categories within the training set but there are some instantiations of this manipulation that may not
produce as much variation. For the remainder of our analyses, we use the intermediate maximum relative

category frequency difference of 10.

2.2.2.3 Representational Similarity: Between-Manipulation Comparison

We next compared different kinds of manipulations and their impact on representational similarity and com-
pared these against the baseline. In the context of modeling individual differences, such comparisons provide
insight on which manipulations might be more useful for characterizing the sources of stable individual dif-
ferences.

In Figure 2.8, the left panel shows representational similarity (y-axis) at each layer (x-axis) for each kind
of model manipulation (lines). Representational similarity for each kind of manipulation (colored lines) did
not drop below the baseline (black dotted line) until layer 7. Both relative image frequency (orange line)
and relative category frequency (green line) manipulations caused more representational variation than the
baseline starting in layer 7. Model randomization (of initial weights and training order) never exceeded
baseline.

The right panel of Figure 2.8 shows the distribution of representational similarity scores (y-axis) for each
kind of manipulation and for baseline (black and colored curves) as kernel density estimates. We see that the
distribution of similarity scores for model randomization manipulations (blue curve) at layer 8 overlapped a
large portion of the baseline distribution whereas relative image and category frequency manipulation distri-
butions (orange and green curves respectively) did not. Note that the relative category frequency manipulation
produced a longer tail due to some pairs of models exhibiting far greater representational variation.

In Figure 2.9, the left panel shows representational similarity (y-axis) at each layer (x-axis) for each kind
of model manipulation (lines). The representational similarity in both models and both types of model ma-
nipulations did not consistently exceed the baselines, except for layer 2 in AlexNets differing on the training

dataset. In contrast to the results from the small models, the representational similarity did not decrease mono-
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Figure 2.7: Average Euclidean RSA similarity scores (y-axis) between small (All-CNN-C) models at each
layer using different instantiations of the same manipulation (lines). In the left panels, representational scores
are shown at each layer (x axis). In the right panels, the layer 8 similarity score distribution for each manipu-
lation and the baseline are visualized using kernel densities estimation (xati#)dels differing on either

initial weight randomization or training image order randomization. The lines index average similarity at each
layer between models that different on one type of model randomization while holding the other cdnstant.
Models trained on resampled datasets with individual images repeating at different frequencies. Each model
was trained on a resampled dataset that allowed individual images to appear a maximum of 3, 10, or 100x
more often than another image in the dataset, these are plotted with different line colbtsdels trained

on resampled datasets with different relative category frequencies. Each model was trained on a resampled
dataset that allowed categories to appear a maximum of 3, 10, or 100x more often than another category in the
dataset, these are plotted with different line colors. Bands represent normalized median absolute deviation
around the mean.
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Figure 2.8: Average representational variation (y-axis) due to each manipulation (colored lines) compared
against baseline (black dotted line) in small (All-CNN-C) models. The baseline similarity was averaged
across all different model variations as magnitude of the representational differences caused by baseline ma-
nipulations was similar for all model variations. In the left panel, representational similarity scores are shown
at each layer (x-axis). Each colored line represents a different model manipulation. Bands represent normal-
ized median absolute deviation around the mean. In the right panel, the layer 8 similarity score distribution
for each manipulation and the baseline are visualized using kernel densities estimation (x-axis).

tonically across layers. The AlexNets differing in training dataset generated more representational variation
than the AlexNets differing only in model randomization. The vNets differing in training dataset generated
more representational variation than the vNets differing only in model randomization, though they did meet
in layer 7 and most notably in layer 10. The right panel of Figure 9 shows the distribution of representational
similarity scores (y-axis) for each kind of manipulation and for baseline (black and colored curves) as kernel
density estimates. Given the wide range of possible image manipulations for the baseline, there was a wide
range of possible representational variations. Nonetheless, even just using the mean representation variation
caused by the baseline to compare to the model manipulations would not change the interpretation of results.

Figure 2.10 shows representational similarity (y-axis) at three representative layers (early, middle, late;
x-axis) between AlexNet and vNet models trained on either ImageNet-1K or Ecoset. No between-model
comparison yielded representational similarities that exceeded baseline. This was true at every layer and no
matter if the pairs of models were trained on the same dataset or different datasets.

Figure 2.11 shows representational similarity (y-axis) at three representative layers (x-axis) between the
VGG and ResNet model architecture (color) and for baseline (grey and black dashed), with three different
de nitions for the middle layer (colored line style). Neither the difference between VGG16 and VGG19 nor

between ResNet50 and ResNet101 exceeded baseline. These architectural differences in size (hnumber of
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Figure 2.9: Average representational variation (y-axis) due to each manipulation (colored lines) compared
against baseline (black dotted line) in AlexNet and vNet models. The baseline was averaged across different
model manipulations as the magnitude of the representational differences caused by baseline manipulations
was similar for all models. In the left panels, representational similarity scores are shown at each layer
(x-axis). Each colored line represents a different model manipulation. Bands represent normalized median
absolute deviation around the mean. In the right panel, the nal layer similarity score distribution for each
manipulation and the baseline are visualized using kernel densities estimation (x-axis).

layers and number of parameters) did not produce representational similarities that exceeded baseline. When
comparing the two different model architectures, the ResNet architecture produced more representational
variability between the two variants differing in size.

When comparing across model types (a version of VGG and a version of ResNet that differ in size,
architecture, hyperparameters, and training), representational similarity far exceeded baseline in each layer.
Different criteria used to de ne the middle layers did yield quantitatively different representational similarity

but nonetheless the qualitative differences compared to baseline were the same.
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Figure 2.10: Average representational variation (y-axis) between AlexNet and vNet trained on either the same
dataset or different dataset (colored lines) compared against baseline (black dotted line) where the de nition
of the “middle” layer varied based on different criteria (line type). The baseline similarity was averaged
across all different model architectures and training sets as magnitude of the representational differences
caused by baseline manipulations was similar for all models. Bands represent normalized median absolute
deviation around the mean.

Figure 2.11: Average representational variation (y-axis) between the VGG and ResNet model architectures
(colored lines) compared against baseline (black dotted line) where the de nition of the “middle” layer var-
ied based on different criteria (line type). The baseline similarity was averaged across all different model
architectures as magnitude of the representational differences caused by baseline manipulations was similar
for all four models. Bands represent normalized median absolute deviation around the mean.
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2.2.3 Interim Discussion

We examined how different kinds of manipulations of DNNs caused different levels of representational sim-
ilarity across different networks as well as how these differences compared to baseline differences in rep-
resentational similarity from mere image augmentation of the sort used during network training. This was
motivated by our broader goal of exploring how DNNs can be used to develop mechanistic models of indi-
vidual differences in high-level visual cognition.

Using the AIl-CNN-C architectures, we could examine manipulations of how different networks were
trained and because of the small size and tractability of All-CNN-C be able to do so for relatively large
numbers of trained networks. Randomization of initial network weights and training image order produced
similar levels of representational similarity, with less representational similarity at later layers compared
to earlier layers of a network, replicating recent results (Mehrer et al., 2020). But these kinds of small
randomizations only produced small differences between models resulting in small effects on representational
similarity that never signi cantly exceeded baseline, though there was a clear trend on the penultimate layer of
a network. Overall, mere randomizations of initial weights and training image sequence produce differences
of a magnitude more akin to state differences from manipulations of images and their viewing conditions than
from training differences that might explain more stable individual differences in visual cognition ability.

By contrast, manipulations of relative image frequency (holding category frequency constant), and ma-
nipulations of relative category frequency had a larger impact on representational similarity. While for both
kind of manipulation, levels of representational similarity did not exceed baseline in the early and middle
layers of the network, they did for the later layers of the network, with a larger impact from manipulations of
relative category frequency than relative image frequency.

For larger models, we could not train new networks from scratch given our current computational limi-
tations and instead leveraged pretrained models. We compared a set of pretrained AlexNet and vNet models
trained on either ImageNet-1K or Ecoset (Mehrer et al., 2021). This allowed us to perform analyses similar
to those in our small models, nding that model randomization, differences in the dataset, and modest dif-
ferences in architecture did not yield representational similarity that exceeded baseline. To test more varied
architecture, we used both within- and between-architecture comparisons of two versions of VGG (VGG-16
and VGG-19) and two versions of ResNet (ResNet50 and ResNet101). For the within-architecture com-
parison, while the overall structure of the models was the same, and they were trained on the same image
set, they differed in size, whether measured by layers or by parameters. Neither VGGs nor ResNets exhibit

representational similarity exceed baseline from image augmentation. The same was not true for the between-
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architecture comparisons, where representational similarity was close to that for baseline in the earliest layer
but far exceeded it for middle and late layers of the networks.

Taken together, the results from the large model demonstrate that more signi cant manipulations are nec-
essary to cause differences in representations that exceeds baseline. The difference between the ImageNet-1K
and the Ecoset datasets, which is largely different in the exact make-up of balanced categories, does not lower
representational similarity below baseline. This contrasts with the more signi cant changes in the distribution
of the categories in the dataset as we implemented in the smaller models that did cause more representational
differences. Similarly, modest differences in architecture, such as those between AlexNet and vNet, does
not lower representational similarity below baseline. More signi cant changes in the architecture, such as
the design differences between VGGs and ResNets, can lower representational similarity below baseline.
These results demonstrate the type of differences between models (e.g., dataset or architecture differences)
matters less than the magnitude of those differences (e.qg., large differences in category frequencies or large

architectural design differences).

2.3 Discussion

Deep learning neural networks (DNN) offer a potential tool to model individual differences in high-level
visual cognition. Individual differences could arise from differences in initial conditions, learning history,
distributions of visual experience, or neural architecture, all of which can be explored using simulations of
DNN models.

To the extent that trained DNN models instantiating these differences develop different internal represen-
tations, we need to know which measure of representational similarity to use. That was explored in the rst
part of this article. To understand the conditions under which differences in internal representations might be
suf ciently large to explain individual differences in visual cognition, we need explore whether differences
in initial conditions, learning history, distributions of experiences, and architecture lead to differences in rep-
resentations in comparison to differences from mere variation in image viewing. That was explored in the
second part of this article.

Representational Similarity Analysis (RSA), Centered Kernel Alignment (CKA), and Canonical Correla-
tion Analysis (CCA) are different measures of representational similarity that are often discussed as if they
are largely interchangeable with one another. Previous systematic comparisons of different measures (Korn-
blith et al., 2019; Williams et al., 2021) did not focus on cognitive science, cognitive neuroscience, or vision
science applications. We found that RSA using Euclidean distance to form Representational Dissimilarity

Matrices (RDMs) performed the best in our evaluations.
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Perhaps most critically, Euclidean RSA (and other variants of RSA) is invariant to the ratio between the
number of images to the number of features in the representational matrices, unlike either CKA or PWCCA.
When the number of images does not exceed the number of features by at least a factor of 10, CKA and
PWCCA yield erroneously high similarity scores. With lower ratios, even completely randomized repre-
sentations, which should have no similarity, appear to have signi cantly non-zero representational similarity
using CKA or PWCCA. This is critical for applications aimed at modeling visual cognition because behav-
ioral and neural experiments typically only use hundreds of images whereas commonly-used DNNs (e.g.,
VGG16) have thousands of features in a network layer. The ratio of images to features is far too low to use
CKA or PWCCA. In those cases where there are many more images than features, for example when simply
examining the properties of models given a large set of images without an eye towards comparing them to
behavioral or neural data using a small set of images, CKA can be a useful measure of representational simi-
larity because it is computationally more ef cient than RSA, which requires calculating pairwise similarities
of many very large image representations.

Euclidean RSA also passed the other tests in our evaluation, including the layer correspondence test to
see whether a measure indicates that the same layer in two different DNNSs trained on the same image set are
maximally similar to one another, the permutation invariance test that to see whether a measure is invariant
to consistently permuting the order of features, the randomized shuf ing sensitivity test to see if a measure
is sensitive to random shuf ing of features, the robustness to noise test to see how measures respond to the
presence of added noise, and the robustness to feature loss test to see how measures respond to the removal
of features. Both PWCCA and variants of RSA using correlation measures to form RDMs failed some of
these tests, sometimes rather strikingly. Like Euclidean RSA, CKA performed well on these tests, but CKA
can only be used if the number of images greatly exceeds the number of features.

We next measured differences in representational similarity caused by different kinds of manipulations
and compared these to one another and to baseline. In general, all manipulations caused larger differences
in representational similarity in the later layers than earlier layers and no manipulations caused differences
to signi cantly exceed baseline in earlier layers. It is known that DNNs generally converge on develop-
ing low-level features like edge or center-surround detectors in the early layers with small receptive elds
(Oquab et al., 2014). So, it makes sense that no matter the manipulation, whether from randomization to
relative frequencies in the dataset, when DNNs were trained to categorize images of objects, similar kinds
of representations would be formed in earlier layers, causing relatively small differences in representational
similarity along those layers. These learned low-level features are building blocks of perception and should
be relatively consistent across individuals. Individuals can differ in representations of low-level features, such

as differences in low-level feature discrimination (Kieseler et al., 2022; Riddoch and Humphreys, 1993), but
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those are likely caused by experience (training) on low-level perceptual learning (e.g., Fine and Jacobs, 2002;
Li et al., 2004) tasks (not complex object categorization), differences in the quality of retinal inputs (caused
by illness, damage, or developmental differences in the eye or visual pathways), or architectural differences
(caused by a range of factors from genetics to environment and their interactions). Arguably, every visual
system (including DNN models) will need edge detectors but not every visual system will need representa-
tions for detecting animal fur or vehicle wheels in the same way or at all. It is sensible then that we generally
observe more difference in representational similarity in the later layers than earlier layers.

Because our focus is primarily on modeling high-level visual cognition mechanisms, the lack of differ-
ences in representational similarity beyond baseline in the earlier layers has potential practical utility for
developing models. Training a single full DNN, especially a large one, from scratch is not only computation-
ally challenging and time-consuming, but details of how large models were originally trained are often not
presented in suf cient detail to allow for reproducibility (e.g., Hutson, 2018). Training dozens or hundreds
of large DNNs from scratch is impossible for all but those with the most resources. Transfer learning (Oquab
et al., 2014), where the initial layers of a pre-trained network are carried over to a new network and held xed
while later layers of the new network are trained, has for many years been used as a means of generalizing
from previously trained networks to new networks and to new kinds of problems for networks to solve (e.g.,
Kolesnikov et al., 2019). At least for modeling individual differences in high-level visual cognition (e.g.,
Richler et al., 2019, 2017; Smithson et al., 2024), different instances (individuals) could share earlier layers
and only differ in the later layers. This confers signi cant practical advantages in terms of computational
resources and time. Of course, the question remains as to where to make the cut in deciding which early lay-
ersto xin a network across multiple individuals; as we showed in the nal set of simulations, there can be
signi cant differences in representational similarity in middle layers of networks with different architectures.

Conversely, our results suggest that if the goal is to study individual differences in low-level perceptions,
the DNNs we evaluated may not be the correct tool. Certainly, individual differences in performance could be
propagated from differences in representations very early on, such as in low-level sensation and perception.
However, such differences are unlikely to exist in DNNs due to broad differences in training data or differ-
ences in starting points considering the fundamental nature of such low-level features (Yosinski et al., 2015).
They might result instead from architectural differences due to differences in maturation, development, and
early experience.

It is notable that the baseline similarity decreases deeper into the models. There is evidence that the
earlier layers in DNNs generally detect low-level features (like edges) and later layers form more object-like
representations (like parts of objects; Yosinski et al., 2015). It would have been possible that the pattern of

results for the baseline had been the reverse pattern, with less similarity in early layers (because low-level
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features are changed due to the image presentation manipulations) and more similarity in the later layers
(because the object themselves have not changed, just their presentation). But this can only be true if the
models are creating presentation-invariant object representations. Our results showed that this is not the case.
In the baseline, modifying the presentation of the images seemed to have an effect well in to the nal layers
(albeit smaller than the between model manipulations). It should be noted that the decrease in similarity in
the later layers do plateau whereas the model manipulations continue to decrease in similarity, suggesting
that these later representations are higher-level and no longer as vulnerable to low-level image presentation
differences. This provides evidence that the representations in the later layers are indeed the higher-level
representations that we would want to use to model individual differences in high-level visual cognition. Itis
possible that more complex models with different training regimes could exhibit a different pattern of results,
but we leave that for future work.

Manipulations of the image set used to train a DNN, including manipulations of the relative frequency of
individual images in each category or manipulations of the relative frequency of categories to others in the
set of categories, caused larger differences in representational similarity than manipulations of randomization
of initial network weights or randomization of the sequence of images in the training set. Neither kind of
randomization manipulation caused differences in representational similarity that exceeded those produced
by baseline differences caused by image augmentation used to train a network. For large networks, it appeared
that modest manipulations such as model randomization, model size, small architecture differences, different
datasets of similar quality (though notably still different levels of abstraction) are insuf cient to produce
suf ciently large differences in representational similarity between models. However, we did observe large
differences in representational similarity when comparing architectures that are more different (comparing
VGG to ResNet).

Small manipulations by randomizing weights and training sequence do produce differences in represen-
tational similarity, just not ones of a magnitude likely to explain the magnitude of behavioral differences
observed in measures of visual cognition (e.g., Richler et al., 2019, 2017; Smithson et al., 2024). Differ-
ences in the kinds of experience, here instantiated as manipulations of relative image and category frequency,
produced more sizeable differences in representational similarity. In larger, more complex models, the differ-
ences in dataset of similar quality (but different make-up) may not matter as much as signi cant architectural
differences. Using models varying on such manipulations could allow modeling pursuits whereby each DNN
could be considered an individual participant, as in behavioral experiments with humans. But to be clear,
here we only examined differences in representations, not whether those differences in representations could

manifest in differences in behavior that characterize individual differences, but we leave that for future work.
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We only use strictly supervised feedforward convolutional DNNs throughout our experiments but there
are other possible types of DNNs of interest. DNNs containing feedback or recurrent connections could
be important to model the complex dynamics of representations that are critical for some high-level visual
cognition tasks (Kar et al., 2019; Rajaei et al., 2019; Spoerer et al., 2017). Weakly supervised or unsupervised
DNNs may better represent the types of experiences that biological systems receive during development,
which may create representations that better predict brain representations (Zhuang et al., 2021).

There has also been growing interest in leveraging transformer architectures in modeling brain and behav-
ior. But there may be theoretical concerns and practical limitations that need to be solved rst. Chie y, while
vision transformers perform remarkably well in visual tasks, they do not possess the kinds of inductive biases
that convolutional DNNs have (such as convolutional operations, pooling, and hierarchical architecture) that
lend validity to convolutional DNNs as models of biological systems. How necessary these features are in
DNN models of biological systems remains unknown. There is evidence that vision transformers better match
human error patterns in their behavior relative to convolutional DNNs (Tuli et al., 2021), but further work is
necessary to quantify how well their internal representations model biological representations. On the prac-
tical side, vision transformers are infamously data hungry (c.f., Pandey et al., 2023) with many more trained
parameters than most convolutional DNNs that computational modelers use in cognitive neuroscience. This
means that it would be dif cult to train and use many instances of vision of transformers to model individual
differences. Nonetheless, as research into vision transformers as models of the brain grows, these theoretical
and practical implications may not be a concern to use them in models of visual cognition.

Standard DNN models by themselves can only perform the single task they were trained to do, such
as categorizing objects at a speci c level of abstraction. Individual differences in human participants are
measured using a wide range of tasks, such as same-different discrimination or recognition memory (e.g.,
Duchaine and Nakayama, 2006; Richler et al., 2017). Nonetheless, these participants maintain the same per-
ceptual front-end to extract information from input across all tasks. To instantiate similar human exibility
with DNNs, we must use techniques that can reuse the parts of the DNNs that represent general perceptual
processes across disparate tasks. Fully modeling observed results on individual differences would require
coupling the representations from DNN models with other simulated mechanisms involved in task represen-
tations, short-term and long-term memory representations, and decision processes to fully explain observed
results. The DNN models would act as the perceptual front-end, a unique one for each participant that is
used across all tasks, that feeds into simulated mechanisms that are unique for each task with different pa-
rameterizations for each participant. For example, Annis et al. (2020) used DNNs to create representations
of novel objects the network had never been trained on, used representations of a studied object and a test

object to simulate a sequential same-different task, used measured similarity between those representations
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as evidence to drive an accumulation of evidence model of decision making to predict observed response
probabilities and response times. While individual differences can come from differences in DNN represen-
tations, they can also come from parameterized differences in the quality of memory representations, criteria
for judging same vs. different, variability in the decision process, and response boundaries for accumulated
evidence used to make a decision (see also Annis and Palmeri, 2019; Ratcliff et al., 2011; Shen and Palmeri,
2016). Arriving at a complete account of individual differences in visual cognition will require examining
differences in object representations created by a DNN and differences in how those representations are used
to solve a visual cognition task, ultimately accounting for qualitative and quantitative differences in behavior
observed across individuals (Duchaine and Nakayama, 2006; McGugin et al., 2020; Shelton and Gabrieli,

2004; Shen and Palmeri, 2016).
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CHAPTER 3

Large-Scale Analysis of DNN Representational Variation

With the growing interesting in studying individual differences in high-level visual cognition (e.g., Chow
et al., 2024; Duchaine and Nakayama, 2006; Growns et al., 2022; Richler et al., 2017; Smithson et al.,
2024; Wilmer, 2008), the addition of computational modeling techniques will be integral to understanding
the mechanisms that underlying consistent variations in behavior (Annis et al., 2020; Shen and Palmeri,
2016). For high-level visual cognition tasks, a series of mechanisms, starting from extraction of perceptual
representations from visual input and ending with decision-making, combines to create an effective and
exible behavior to navigate and interact with our complex visual environment. Computational modeling
techniques are well-suited to modeling the later mechanisms mostly dealing with cognitive abilities (e.qg.,
Logan, 2018; Nosofsky and Palmeri, 1997; Polyn et al., 2009; Ratcliff et al., 2015).

However, an end-to-end model of high-level visual cognition is needed to completely understand the
mechanisms underlying individual difference. For any given visual cognition task, variability in performance
can be caused by differences at any step from the transduction of visual sensory input into electrical sig-
nals to the transformation of those signals into perceptual representations to the use of those representations
in computing evidence to nally using that evidence to make a decision and initiate a response. The later
components acting on complete representations are well studied by classic cognitive models. However, com-
putational models to study variability in the process of extracting perceptual representations from visual input
can be improved. In many cases, the cognitive models used to study high-level visual cognition abstract away
the earlier processes by making simplifying assumptions or by using simple nominal stimuli (e.g., Nosofsky,
1986; Ratcliff et al., 2015). While these strategies have been successful in elucidating high-level mechanisms,
they are blind to the variability in the mechanisms that create the representations. Indeed, given the neces-
sary primacy of these processes, any representational variability from these earlier components of the visual
stream is likely to propagate downstream and affect every process that follows it. Therefore, it is crucial to
model the earlier perceptual components of solving a high-level visual cognition task in conjunction to what
has already been done with cognitive models.

Recently, deep neural networks (DNN) have emerged as a fruitful tool to model the visual hierarchy (e.g.,
Cichy et al., 2016; Khaligh-Razavi and Kriegeskorte, 2014; Yamins et al., 2014). These models were origi-
nally designed to solve various visual tasks using complex images as arti cial intelligence models. Nonethe-
less, they predict neural representations in both non-human primate electrophysiology and human neuroimag-

ing, while also performing object detection and object classi cation tasks with accuracy comparable to hu-
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mans (e.g., He et al., 2015). A growing body of literature leverages DNNs to model various high-level visual
cognition phenomena (e.g., Annis et al., 2020; Blauch et al., 2021; Eckstein et al., 2017; Guest and Love,
2019; Nanda et al., 2021), enabling a collection of insights that leverage the unique qualities of DNNs. Most
useful is that these models can extract perceptual representations that are informed by the model's architec-
ture, training, and strategy, providing a variety of avenues to instantiate and test theories. This means that
it is possible to derive principled representational differences from DNNs. Further, they directly act on the
complex images that would normally be presented to biological systems, providing easy comparison between
biological and model behavior. Thus, DNNs are a useful tool in the computational toolkit to study high-level
visual cognition that particularly lls the niche of modeling the earlier processes of extracting representations
from visual input.

The space of possible variations between models is extremely large, which makes DNNs a exible mod-
eling tool. There are many possible sources of individual differences due to the process of creating repre-
sentation given inputs. These factors between models provide experimental control over the representations
that are generated. Previous work has explored a modest set of factors between models: random seed, item-
level distribution, category-level distribution, and architectural differences (Chow and Palmeri, 2024). These
factors are just a few examples out of many possible other factors. Further, even within one factor, there are
many possible parameterizations or varieties. For example, training dataset differences have many possibil-
ities: small to modest differences like the item-level/category-level distribution changes or more signi cant
differences like the differences between completely different datasets with different objects and labels.

This leaves us with an important question: which factors of model variation are useful? A critical part
of modeling individual differences is being able to achieve a wide range of models generating varied repre-
sentations. To be useful, a factor should be able to cause a wide range of representational variability. While
certain factors may be theoretically interesting for modeling, it also matters that those factors can generate
suf cient representational variations. While item-level distribution differences may be interesting to simu-
late ne-grained differences in experience, it only produces representational variability at the magnitude that
would be expected from simple image transformations in DNNs (Chow and Palmeri, 2024). The key is to
be able to generate representational variability that re ects stable trait differences between DNNs that are at
a magnitude beyond representational variability simply due to low-level image differences. When modeling
individual differences in high-level visual cognition, the goal is to understand how the mechanisms cause the
stable variability in performance across individuals. If the representational variability does not stably re ect
the differences in the model generating the representations or is at a magnitude that can be easily masked
by noise processes, it would be dif cult to derive strong insights into the mechanisms underlying individual

differences.
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It is critical to have factors that can be manipulated to consistently cause differences in representations
across models. While certainly representations can differ due to many differences between models, it is not
a given that any particular manipulation (if any at all) will consistently produce representational variability
between models. Importantly, for continuous factors that can be parametrically manipulated, the resulting
differences in representations due to any given manipulation should similarly map onto how different the
models are based on the manipulated factor. For example, in a pair of models that only differ on the number
of layers, the resulting representational variability between those models should be directly related to how
large the difference between the number of layers is across models.

However, a major practical limitation emerges when considering the prospect of testing which factors
generate the most consistent and wide range of representational variation: there are simply too many factors
to exhaustively test. The exibility of DNNs is also a aw in the pursuit of a complete understanding of
how manipulating each factor translates into representational variation. Even within one factor, such as the
number of layers in the DNN, there is a vast range of possible parameterizations of that one factor that
further expands the model space. Further, it is likely that interactions between different factors also uniquely
produce a different pattern of representational variation. Taken together, systematically manipulating factors,
potentially combining multiple factors, and then measuring the representational variation caused by those
manipulations would only be viable to understand a small portion of the model space. This represents both
an implementation problem and a resource problem. There is no guarantee that any given combination of
factors will result in a DNN that can perform its target task and even training a single DNN can be costly, both
in computational resources and time in general, let alone training a collection of models to explore anything
more than a tiny portion of the whole model space. Even if we were to attempt to limit the exploration of
the model space to factors that are logically consistent to theories on the causes of biological differences
(such as training dataset for experience, broad architectural differences for signi cant case study-like neural
perturbations, or ne-grained layer differences like neural differences between healthy subjects), it risks the
possibility of exploring a space of models that will never be able to perform their trained tasks. We need to
take another approach to ef ciently cleave the huge model space to answer the question of “what factors are
the most useful?”.

An alternative approach is to explore the space of pretrained models. The machine learning research
community has produced many DNNSs that vary on all reasonable factors of interest, all readily accessible in
online repositories. Instead of directly training models to test speci ¢ factors, sampling from this space of
pretrained models can cover a wide range of factors combined in various ways. By comparing the existing
variation across factors between pretrained models, we can ef ciently explore the space of possible models.

While a sampling strategy does not exhaustively test the entire space of models, it naturally avoids portions
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of the true model space that would result in models that would not be able to perform their trained tasks. This
also elides the need train any models, leaving only the computational constraints of loading and running the
pretrained models.

In the rst section of this manuscript, we collected pretrained models published in online repositories.
To quantify representational variability across the collection of the model, we calculated pairwise model
similarity using multiple datasets. To understand how model similarity relates to differences in model factors
we used individual differences scaling (INDSCAL; Carroll and Chang, 1970) on the model similarity. The
scaling solution allowed us to link speci ¢ continuous model factors to different axes of model similarity,
subject to differential weighting between datasets. In tandem, we used hierarchical clustering on the same
model similarity data to explore whether categorical model factors are represented in the hierarchical structure
of similarity across clusters of models. This provided insights on what continuous factors may be able to
cause representational variability to understand what drives model similarity and how the model space may
be organized based on categorical factors. To preview our results, we nd that the number dense fully-
connected layers and the number of convolutional layers, regardless of their speci cation, appeared to predict
model similarity across the whole model collection, while categorical variables could only be weakly linked
to the clusters in the model collection.

Informed by our ndings, in the second section, we trained a new set of DNNs varying the number of
dense fully-connected layers and the number of convolutional layers. This provided us with experimental
con rmation that the factors we found to be important in the large-scale collection of DNNs can be directly
instantiated in completely new space of models. We analyzed the similarity across these models using sim-
ilar scaling techniques in the rst section to test whether we can recover the expected model space, given
systematic model manipulations. To preview our results, we were able to recover the number of convolu-
tional layers based on model similarity calculated from the representations the models produced, while the
number of dense fully-connected layer was not as clearly delineated. However, we found that not all trained
models appeared to converge in a similar model space. While a majority of models were relatively similar
forming a relatively tight group, a few models appeared to converge to very distinct representations, resulting

in relatively low similarity to the majority of models.

3.1 Exploring the space of pretrained model variations

To leverage DNNs in studying high-level visual cognition, the usual strategy is to generate representations
across a set of images and use similarity across image representations as the dependent variable (e.g., Sanders
and Nosofsky, 2020) or use the similarity between images to drive a cognitive model to directly make predic-

tions in a speci c task (e.g., Annis et al., 2020; Blauch et al., 2021). Especially when the hypotheses being
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tested are directly linked to the differences in factors between models, the similarity between models is a
critical variable of interest. Thus, our focus here was on the relationship between various model factors and
model similarity. On top of this, it is not a given that model similarity will be the same across all datasets, we
took extra care to assess whether model similarity varied based on the dataset.

A schematic of our general strategy to explore the space of models is in Figure 3.1. We collected a set of
models and recorded information about the factors of interest in each model. To calculate model similarity,
we generated representations from each model using multiple datasets. Using these representations, we used a
representational similarity analysis framework (details below) to quantity the pairwise model similarity based
on representational variations. Finally, to link differences in model factors to representational variation, we
used INDSCAL and hierarchical clustering to analyze the structure of model space and relate it to the model

factors.

Figure 3.1: Schematic of the method used to perform large-scale analysis of pretrained model variations. For
each dataset, we generated representations from each DNN in the collection. From each DNN's representa-
tions, we calculated model similarity using RSA. With similarity matrices indicating the pairwise similarity
across models, we used INDSCAL and hierarchical clustering to analyze the similarity structure.
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3.1.1 Method
We focus on the analysis of a large-scale collection of pretrained DNNs to uncover the possible relationship

between model similarity and various model factors across different datasets.

3.1.1.1 Models

We collected models from various online pretrained model repositories for Tensor ow and PyTorch. For the
Tensor ow models, we collected models from the packages Tensor ow-Hub and Keras. For PyTorch models,
we collected models from the packages “pretrainedmodels”, PyTorch Vision, and PyTorch Image Models.

Across the model repositories, we broadly searched for models that can generate representations from
images. We used models regardless of architecture, task, training framework, or training dataset. Some
models were explicitly labeled as feature extractors, which we used exactly as published. For other models
that were published to speci cally perform a task (e.g., image classi cation), we used models that we could
extract representations from its penultimate layer. For models of the same architecture style with variations
(e.g., ResNet50, ResNet101, etc. where they all share the ResNet architecture style and differ on the total
number of layers as indicated by the number; He et al., 2015), we considered each variation as a separate
model. Across model repositories, we avoided duplicates based on their model description, regardless of
if the trained weights were the exact same or not (e.g., models replicated between Tensor ow and PyTorch
trained from scratch).

For each model, we collected data on a range of model factors. For continuous factors, we recorded the
number of layers, number of trainable parameters, number of convolutional layers, number of fully-connected
layers, number of pooling layers, number of normalization layers, number of attention layers, humber of
output features, number of parameters in the rst trainable layer, number of parameters in the nal trainable
layer, lowest internal layer parameter count, highest internal layer parameter count. For categorical factors,
we collected information on the training dataset, most common activation function (e.g. ReLU, GelLU),
training dataset, architecture family (e.g., ResNet, ResNext, ResNetV2, VGG), most common pooling type,
primary application (e.g., image classi cation, object detection, image segmentation), and training type (e.g.,
supervised or self-supervised). We also recorded various binary factors describing the inclusion of common
model design elements: fully-connected layers, convolutional layers, residual blocks, feature bottlenecks,
skip connections, attention layers, and tokenizers. Some of these factors could be extracted automatically
from the models, others were hand-collected from model descriptions and published articles. Not every
model in the collection had data for every factor, we excluded models that did not have any information on

any factor.
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A total of 774 models were collected following our procedures. These models were primarily feedfor-
ward convolutional networks trained on ImageNet-1K (Russakovsky et al., 2015) but included transformer
networks and models trained on other datasets like ImageNet-21K and COCO (Lin et al., 2014). They were
trained using a variety of techniques (e.g., supervised or self-supervised techniques; trained from scratch or
transfer learning; various model scaling strategies). These models represent a sample of models using var-
ious techniques and frameworks starting from AlexNet (Krizhevsky et al., 2012) up to 2022. The code to
run and extract representations from the model collection with data on model factors are available online:

https://github.com/VandyCatLab/modelzoo.

3.1.1.2 Datasets

We used various familiar and novel object datasets that varied in their image statistics and category distribu-
tions to generate representations from each model. Examples from each dataset are in the left side of Figure
3.1. A diversity of datasets was selected to differentiate what types of model factors may be more important
for different types of datasets, especially when contrasted against what the models themselves were trained
on. By “familiar object datasets”, we followed the usual de nition used in cognitive neuroscience with hu-
man subjects (that is to say, these are real-world objects that a human would likely be familiar with, at least
at the basic-level of abstraction; Rosch et al., 1976). This means that some models may be trained on datasets
that did not directly contain those objects (either incidentally or directly as a target category) but nonetheless
those objects were still considered familiar objects. The “novel object datasets” used arti cial objects created
to speci cally study cognitive neuroscience constructs (e.g., object recognition), usually to control for vary-
ing experience with speci ¢ categories of objects and the presence of speci c types of features. Therefore, it
was likely that no model was ever exposed to these objects and certainly never trained with the novel object
category labels. We did not necessarily use every image of a dataset; we sampled from each dataset to further
emphasize the type of dataset we were targeting.

We used ve familiar object datasets. (1) Ecoset (Mehrer et al., 2021), a dataset comprised of 565 cate-
gories at the basic-level of abstraction (e.g., dog, bird, car, plane). Every image consists of the target object
with a natural background that potentially included other objects. We randomly selected a single image from
each category in the test set. This dataset represented a wide variety of objects in typical situations from
the most common categories. (2) The dataset from Kiani et al. (2007), henceforth called “Kiani dataset”,

a dataset comprised of 92 images containing a mixture of animate and inanimate objects across a variety of
categories typically used in neuroscience (e.g., human faces, monkey faces, body parts, places, tools). Every
image has the object cropped and centered on a gray background. We used every image of this dataset. This

dataset represented the typical important categories commonly used in neuroscience with an overarching hi-
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erarchical structure across the whole dataset. (3) CUB200-2011 (henceforth called “CUB200"; Wah et al.,
2011), a dataset comprised of 200 categories of bird species (e.g., Gray Catbird or California Gull). We ran-
domly selected a single image from each category in the test set. Every image consisted of the target object
with a natural background. This dataset represented natural categories at the subordinate-level of abstraction
where the focus was ne-grained differences between categories. (4) Stanford Cars-196 (henceforth called
“Cars196”; Krause et al., 2013), a dataset comprised of 196 categories of car model and year (e.g., Ford
F-150 2007, Ford F-150 2012, Audi A5 Coupe 2012). Every image consisted of the target object with a
natural background. We randomly selected a single image from each category in the test set. This dataset
represented man-made categories at the subordinate-level of abstraction where the focus was ne-grained
differences between categories. (5) VGGFace (Parkhi et al., 2015), a dataset comprised of 500 categories of
different famous identities (e.g., Conan O'Brien or Muhammad Ali). Every image consisted of the target ob-
ject with a natural background. We randomly selected a single image from each category in the test set. This
dataset represented a set of categories at the most speci c identity-level that humans typically have extensive
experience to achieve expert-level performance.

We used four novel object datasets. (1) Greebles (Gauthier et al., 1999), a dataset of arti cial objects
with ve families de ned by body type with individual identities de ned by their speci ¢ parts, which were
further split into male/female gendered parts; every object was the same color. Each image has the object
presented from the same viewpoint on a white background. We selected 16 images from each family. This
dataset represented categories at the identity level with a greater structure in the form of families and gender
using objects that appeared animal-like. (2) Ziggerins (Wong et al., 2010), a dataset of arti cial objects
with six families de ned by the overall structure between the object parts consisting of a central hull and
two protrusions that were shared between families, every object was the same color. Every image has the
object presented from the same viewpoint on a white background. We selected 12 images from each family.
This dataset represented categories at the identity level with a greater structure in the form of families using
objects that appear man-made. (3) Yufos (Gauthier et al., 2003), a dataset of arti cial objects with eight
families de ned by body type with individual identities de ned by their speci c parts, which were further
split into male/female gendered parts, every object was the same color. Every image has the object presented
from the same viewpoint on a white background with photorealistic lighting and textures. We selected 12
images from each family. This dataset represented categories at the identity-level with a greater structure in
the form of families using objects presented in a photorealistic manner. (4) Fribbles (Barry et al., 2014), a
dataset of arti cial objects with 12 families de ned by a prototypical object where each member of family
shared similar parts with a greater structure based on the central body part that every other part was attached

to, every part was uniquely colored. Every image has the object presented from the same viewpoint on
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a white background. We selected 9 images from each family. This dataset represented categories formed
from a speci ¢ similarity structure with a greater structure between families where color can be a diagnostic

feature.

3.1.1.3 Model Similarity

We used a Representational Similarity Analysis (RSA; Kriegeskorte, 2008) framework to compute similarity
between models. For each model, we preprocessed the images from a single dataset for that model and gen-
erated representations for each image. Given a model's representation of a dataset, we computed the pairwise
similarity between each image representation using Euclidean distance to fiorm symmetrical represen-

tational dissimilarity matrix (RDM), where n is the number of images in the dataset. These RDMs facilitated
the calculation of similarity between models (regardless of the format of their representations). To compute
similarity between two models, we used the squared Pearson's correlation between the uppet #iangle
cluding the diagonal of their RDMs. We computed pairwise similarity between every model, resulting in a
similarity matrix indexing the correlation similarity between models based on how they represent the same
dataset. We repeated this procedure for each dataset separately. Given nine datasets and 774 models, this
resulted in nine 774 774 similarity matrices used for the remaining analyses. INDSCAL and hierarchical

clustering requires distance matrices, so we simply used the correlation diglande (r?).

3.1.1.4 Analysis

To analyze the relationship between continuous model factors and model similarity, we used INDSCAL
(Carroll and Chang, 1970), a form of three-way multidimensional scaling, to analyze the global structure
across models and across datasets. As with other multidimensional scaling techniques, INDSCAL attempts
to create a low-dimensional projection of the distance matrix, placing each model in a low-dimensional space
where each dimension is effectively a different axis of similarity within the distance matrix. INDSCAL
typically computes a multidimensional scaling solution across distance matrices (e.g., similarity rating be-
tween objects) from different sources (e.g., from different people) resulting in a global solution where each
dimension is weighted for each source. This allows for some dimensions to be considered more important
for some sources than others. For INDSCAL with our models, we stacked the distance matrices for each
dataset into an m k array where m was each model (the objects to be scaledk arat each dataset

(the different sources). These procedures allowed us to generate a low-dimensional approximation of the
global structure across models alongside information about which dataset may be more important for each

dimension. To select the number of dimensions in the INDSCAL solution, we used two common conven-

1These RDMs are symmetrical, either triangle will produce the same results.
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tions in multidimensional scaling techniques (Mugavin, 2008): (1) we examined the stress on a scree plot,
ideally selecting the number of dimensions with minimal stress decrease afterwards; (2) we also only used
the number of dimensions where each dimension could be interpretable. To determine “interpretable dimen-
sions”, we calculated the correlation between each continuous model factor (where we have that data on at
least 500 models) and each model's dimension coordinates. Across all dimensions of a given solution, we
would search for unique pairs of model factors and dimensions based on their correlation, starting with the
highest correlation between a factor and a dimension. We would not pair model factors and a dimension
if their correlation was not at least= 0:15. We calculated metric INDSCAL solutions using majorization
implemented in the SMACOF package in R (de Leeuw and Mair, 2009), each solution began from a random
initialization and iterated over up to 1500 iterations with a convergence criterion of 1.0 on thé;sesy
solution converged before reaching the max iterations.

To analyze the relationship between categorical/binary model factors and model similarity, we used hier-
archical clustering We averaged the distance matrices across datasets and used average linkage to compute
the hierarchical clustering. To measure how well the categorical and binary model factors account for the
clusters at different levels hierarchy, we created at clusters across a range of cophenetic distances across
the entire hierarchy at steps of 0.005 and calculated the adjusted Rand Index (ARI) between the at cluster
and the different levels of each categorical/binary model factor. The Rand Index ranges from -0.5 to 1 where
1 are perfect clusters that match the target labels, 0 are random clusters, and -0.5 are completely discordant
clusters, the index is adjusted for chance. This allowed us to nd the best distance threshold in the hierarchy
to capture each model factor as well as tell us how well the clustering solution at that distance threshold
actually captured that model factor.

Our use of INDSCAL and hierarchical clustering was a departure from the typical uses of these methods
with regards to research using DNNs. Typically, these methods are used to analyze the object space given
representations from DNNs where it is a distance matrix for the images. Here, we used these methods to
analyze the model space where the similarity between the objects was not the core metric of interest.

With a large sample size of 774 models, differences in point estimates (e.g., mean differences) will usually
be statistically signi cant with the typical hypothesis testing techniques. We omit any of these statistical tests

in reporting our results and instead focus on absolute effect sizes.

2The stress was unnormalized sum squared error. Given the large dataset, this criterion was not unreasonable.

3We used INDSCAL and hierarchical clustering as complementary methods, splitting analyses of continuous and categorical factors
between INDSCAL and hierarchical clustering analyses, respectively. It is possible to analyze all factors with either method (using
point-biserial correlations to link binary variables to INDSCAL dimensions and binning continuous variables for clustering). However,
using two separate methods allows us to cover the weaknesses in each method to better understand the model space. Multidimensional
scaling methods (like INDSCAL) do not provide a cluster selection process to objectively link categorical variables to groupings of
models. Hierarchical clustering methods require binning of continuous variables which requires tuning of the binning parameter and
ultimately still results in a loss of sensitivity between similar models.
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3.1.2 Results

There was considerable variability in model similarity across datasets, this suggests that some datasets are
indeed better at differentiating models than others. Table 3.1 displays mean model similarity across datasets.
Notably, Ecoset (mean = 0.35, SD = 0.25) and the Kiani dataset (mean = 0.39, SD = 0.25), which were the
most diverse images, yielded the greatest differences between models with the most variability overall (aver-
age across dataset mean = 0.58, SD = 0.11). Conversely, the novel object datasets generally yielded higher
model similarity with less variability. The exception was the Yufos dataset (mean = 0.51, SD = 0.10), which
was the only novel object dataset that used photorealistic images (as in all familiar object datasets). Taken
together, the more diverse image datasets generally yielded lower model similarity with greater variability.

Nonetheless, these results did not provide information about how each dataset differentiated between the

models.
Table 3.1
Model similarity across datasets
Dataset Mean SD
Ecoset 0.35 0.25
Kiani 0.39 0.24

CuUB200 0.58 0.17
Cars196 0.62 0.15

VGGFace 0.56 0.15
Greebles  0.78 0.08
Ziggerins  0.71 0.10

Yufos 0.51 0.10
Fribbles  0.75 0.09
Average 0.58 0.11

3.1.2.1 INDSCAL

We calculated INDSCAL solutions from 2 to 15 dimensions using each dataset as different sources of distance
matrices. Figure 3.2 shows the stress for each solution with different numbers of dimensions. Notably, it
appeared that stress did not necessarily plateau by the 15-dimensional solution, though after the 4-dimensional
solution, additional dimensions only consistently produced small reductions in stress.

Based on the progression of stress with higher dimensional solutions, we selected the interpretable di-
mensions based on the highest correlation between continuous model factors and each dimension. Table
3.2 displays the linked continuous model factors to each dimension for 2—4-dimension solutions. Following
our criteria where each dimension should have a unique model factor, we found that only up to the four-
dimensional solution had interpretable dimensions. There were relatively consistent factors in each solution.

Interestingly, the number of layers appeared important consistently, even in the restrictive two-dimensional
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Figure 3.2: INDSCAL solution stress across a range of number of dimensions. The x-axis indicates the
number of dimensions in the solution, the y-axis indicates the stress.

solution. More so than any other factor, the number of layers was the linear combination of many other model
factors (given that, by de nition, any change in the number of speci ¢ types of layers will be re ected in the

total number of layers). The number of dense fully-connected layers and the number of convolutional layers
had the highest correlations to dimension coordinates in the three- and four-dimensional solutions. Even in
the two-dimensional solution, the correlation between the number of dense fully-connected layers and the

second dimension coordinates was relatively high 0:44).

Table 3.2
Best model factors linked to each dimension of the INDSCAL solutions.
Dimension 2-Dim. Solution 3-Dim. Solution 4-Dim. Solution
. . # of Layers # of Layers # of Layers
Dimension 1 (r=:35) (r=:29) (r=:20)
Dimension 2 Highest Internal Parameters  # of Dense Layers # of Dense Layers
(r=:48) (r = :59) (r = :56)
Dimension 3 # of Normalization Layers # of Last Layer Parameters
(r=:27) (r=1:17)
Dimension 4 # of Convo_lu.tlonal Layers
(r = :50)

Note Ther are the absolute value of the correlations.

To visualize the four-dimensional INDCSAL solution and the linked model factors, we created bubble
plots. Figure 3.3 plots dimension 1 and dimension 2 with the number of layers and the number of dense

fully-connected layers. The weak correlation between dimension 1 and the number of layers may be due to
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a restriction of range, as it appeared most models had similar number of layers. It is apparent that dimension
2 can be interpreted as the number of dense layers. Figure 3.4 plots dimension 3 and dimension 4 with
the number of parameters in the last layer and the number of convolutional layers. Again, there was an
apparent restriction of range in the number parameters in the last layer that may be limiting the magnitude
of correlation to dimension 3, alongside quite a few models missing data. In dimension 4, the correlation to
the number of convolutional layers appeared to be driven by relatively few models with many convolutional
layers against a bulk of models with relatively few convolutional layers. Nonetheless, these visualizations do
con rm that dimension 2 and dimension 4 can be interpreted as the number of dense fully-connected layers
and the number of convolutional layers, respectively.

The INDSCAL solutions provided weights for how important each dimension was for each dataset. We
plot the dimension weights for each dataset as scatter plots for each pair of dimensions in Figure 3.5. Di-
mension 1 and dimension 3 were relatively similar for every dataset. More notably, dimension 2 weights for
the novel object datasets were generally lower than the weights for the familiar object datasets. The novel
object dataset with the highest weight on dimension 2 was Yufos, which was the novel object dataset with
the most photorealistic images. The familiar object dataset with the lowest weight on dimension 2 was the
Kiani dataset, which was the only familiar object dataset where the images were speci cally centered without
backgrounds (in essence, the least realistic familiar object dataset). Broadly, this suggests that the number
of dense fully-connected layers was more important for familiar object datasets than novel object datasets,
with some evidence towards a gradation related to how realistic or naturalistic the images were. Similar to
dimension 2, dimension 4 exhibited a large range of weights with the familiar object datasets having similar
weights and the novel object datasets having higher weights in a larger range. Broadly, this suggests that the

number of convolutional layers was more important for novel object datasets than familiar object datasets.

3.1.2.2 Hierarchical Clustering

The complete tree from the hierarchical clustering analysis was extremely large. Using the ARI calculated
with the at clusters at the range of cophenetic distances thresholds and the different categorical model
factors, we found that the model family yielded the highest score (ARI = 0.16) at a cophenetic distance
threshold of 0.22. This ARI was still relatively low, yet the next best categorical model factor matched to the
hierarchical clustering was the presence of self-attention layers (the signature building block of transformer
networks; in effect it is binary variable indexing transformers vs rest) had an even worse score (ARI = 0.10,
cophenetic distance threshold 0.32). In general, the categorical model factors were not well-represented in

the hierarchical clustering.
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Figure 3.3: Bubble plot for dimension 1 and dimension 2 of the four-dimensional INDSCAL solution. The x-

and y-axes represent the dimension coordinates for each model in the overall INDSCAL solution. The size of
each bubble represents the number of layers, the color of each bubble represents the number of dense layers.
The crosses represent models where we lack information about the number of layers and the gray markers
represent the models where we lack information about the number of dense layers.
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Figure 3.4: Bubble plot for dimension 3 and dimension 4 of the four-dimensional INDSCAL solution. The

x- and y-axes represent the dimension coordinates for each model in the overall INDSCAL solution. The
size of each bubble represents the number parameters in the last layer, the color of each bubble represents the
number of convolutional layers. The crosses represent models where we lack information about the number
of parameters in the last layer and the black markers represent the models where we lack information about
the number of convolutional layers.
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Figure 3.5: Scatterplot of the dimension weights for each dataset in the four-dimensional INDSCAL solution.
Each dataset is represented as a dot as labeled, where its position is based on their weights for each dimension.

Most categorical model factors used in the clustering analysis only had two (e.g., binary presence of
certain types of architectural building blocks or not) or relatively few categories (e.g., type of pooling layers).
The best categorical model factor was the model family, which had the most categories (77 model families)
that captured a broad range of information. Despite ARI being corrected for chance assignments (which
should account for the number of categories in the target), the extremely large and diverse dataset may bias
the creation of many small clusters. On top of this, model factors with only a few categories may not be
suf cient to capture the wide range of differences between models. To attempt to capture a similar broad
range of information resulting in more categories, we manually combined a selection of categorical model
factors that were binary (presence of dense fully connected layers, presence of feature bottlenecks, presence
of residual blocks, presence of self-attention layers, use of the GeLU activation function) resulting in 18
categories. These four binary model factors together speci cally targeted broad groups of models that have
similar designs, but still be less speci ¢ than model family. This combination of binary model factors yielded
the highest score (ARI = 0.18) at a higher cophenetic distance threshold of 0.29. This was only marginally
better than the family model factor. Perhaps there exists a better combination of binary model factors that
could better match at clusters at some point in the tree but in general, it seemed that it was dif cult to extract
sensible structure from the hierarchical clustering based on categorical factors.

We plotted dendrograms of the entire hierarchical clustering trees where each leaf was labeled with the
model and clusters formed with a cophenetic distance threshold matching the optimal cophenetic distance

threshold from the Family model factor. The dendrogram is extremely large but the hierarchical clustering
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did appear to capture some broad structure. For example, in one region of the tree, most of the Vision Trans-
formers (ViT; Dosovitskiy et al., 2020) were placed into smaller clusters close to each other (Figure 3.6 left
panel). The smaller clusters appeared to be a mixture of different model sizes and training strategies (e.g.,
the green ViT clusters were all trained with the DINO method; Caron et al., 2021, the pink ViT clusters were
all the smallest “tiny” variants; Wu et al., 2022). This demonstrated that there were higher-level structures
that re ect overall families of models alongside ner-grained clusters that re ect speci ¢ variations between
models of the same family. A similar region in the tree can be seen for two families of networks based on the
RegNetX/Y models (Radosavovic et al., 2020) clustered into a single cluster (Figure 3.6 right panel). These
RegNetX/Y models came from a network design paradigm that can parameterize a space of models. The
differences between the RegNets were very small (even between RegNetX and RegNetY; where RegNetY
simply adds Squeeze-and-Excitation blocks; Hu et al., 2017). While regions like these two examples demon-
strated some sensible structure, it is unclear whether any speci ¢ categorical model factor or combination
of factors can be linked to the entire hierarchical clustering solution of model similarity. There did seem
to be some hierarchical structure based on broad model factors like family but there did not appear to be

consistency where categorical model factors lie in the hierarchical structure.
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Figure 3.6: Dendrograms of subtrees of interest from the entire hierarchical clustering solution. Clusters were
made from the tree using the optimal cophenetic distance threshold based on the ARIs at different cophenetic
distances targeting the family model factor, these are indicated as colored edges. The colors representing
clusters may repeat but unless they are directly connected, the clusters were distinct. Each leaf is labeled with
their model and the background color indicates which family the model belongs to. Left panel: A subtree of
many small clusters that includes most variations from the ViT model families. right panel: A subtree of a
single cluster including variations from RegNetX/Y model families.
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3.1.3 Interim Discussion

We found an interpretable four-dimensional INDSCAL solution to link model factors to model similarity.
The number of layers was consistently linked to a dimension with at least a moderate correlation. Given that
the number of layers was necessarily the sum of other continuous model factors (i.e. the numbers of each
layer type), the moderate correlation may be sensible. Indeed, towards the pursuit of modeling individual
differences through a collection of DNNs, more speci ¢ continuous model factors may be of more value. We
found that the number convolutional layers and the number of dense layers had high corralatiod)(to
separate dimensions in the INDSCAL solution. These provide useful avenues to quantitatively predict and
manipulate model similarity. Interestingly, across the entire collection of models, the actual parameterization
of these dense fully connected layers and convolutional layers varied greatly between differences in the
size of the layers (i.e. the number of units or the size of the kernels) and the layer speci cation (e.g., the
activation function, convolution variations like depth-wise convolutions, or convolution parameters like stride
and padding). Despite these possible variations, just the number of these types of layers in a model appeared
to dictate at least one axis of similarity between models. Similar notions could be true with the number of
normalization layers, though perhaps to a lesser extent. The factors related to the exact speci cation of these
layers like expected input image size, total number of parameters, the number of parameters at speci ¢ points
in the network (e.g., the penultimate layer where we extracted image representation), did not appear to be
strongly related to model similarity. Taken together, this suggests that, towards leveraging many DNNSs to
model individual differences in visual cognition, we should focus on varying the number of layers rather than
the exact speci cations of each layer within the model.

A benet of INDSCAL was that we could assess how important each dataset was to each dimension
within the solution. Dimension 1 and dimension 3 in the four-dimensional solution had little variation be-
tween datasets, but dimension 2 and dimension 4 (best linked to the number of dense fully-connected layers
and the number of convolutional layers) had clear differences in weights across datasets. Generally, di-
mension 2's weights were higher for the familiar object datasets with a gradation seemingly related to how
photorealistic the images were. The Yufos dataset, which had photorealistic images of the novel objects, had
the highest weight on dimension 2 among the novel object datasets. The Kiani dataset, which had familiar
objects cropped out onto gray backgrounds, had the lowest weight on dimension 2 among the familiar ob-
ject datasets. This suggests that when using familiar objects, especially those with naturalistic photorealistic
presentations, the number of dense fully-connected layer is particularly important in determining model sim-
ilarity. Conversely, dimension 4's weights were higher for the novel object datasets, relative to the familiar

object datasets, though there did not appear to be any particular gradation related to differences across the
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datasets. This suggests that when using novel objects, the number of convolutional layers is particularly im-
portant in determining model similarity. However, it should be noted that dimension 4 weights were larger
than any other dimension across all datasets, suggesting that the number of convolutional layers is the most
important continuous model factor overall in determining model similarity, regardless of the dataset.

It should be noted, that despite selecting the Fribbles dataset because of the larger variety of objects, all
novel object datasets were still vastly narrower relative to familiar dataset, both in the presentation (all but
one familiar object dataset had the object in a natural situation) and variety in categories (all but one familiar
object dataset had 100+ categories). Indeed, the only oddball of the familiar object dataset was the Kiani set,
which did appear the most like a novel object dataset. One possibility to balance this property is to combine
the novel object datasets into a single dataset to compare against the rest. But we leave such explorations for
future work.

Alongside the INDSCAL analysis for the continuous model factors, we also performed hierarchical clus-
tering in attempts to link model similarity to categorical model factors. There were no consistent clusters that
could be strongly linked to any categorical model factors. Flat clusters built across the range of cophenetic
distances of the hierarchical clustering solution only weakly matched categorical factors across the collection
of models. This suggests that no particular model factor is being represented at any level of the hierarchy of
clusters — no particular model factor strongly explained clusters of similar models.

The best categorical model factor was the model family, which represented models with similar categor-
ical model factors and similar continuous model factors. This suggests that clusters could only be explained
by a combination of many model factors. Broader clusters based on model families do appear in the hier-
archical clustering solution, though inconsistently. Some families were represented as clusters higher in the
hierarchy and thus with lower thresholds were separated into different smaller nearby clusters; other families
were represented lower in the hierarchy and placed in the same cluster, even with lower thresholds. Some
model families included very diverse models (e.g., the ViT model family varied on dataset, training strate-
gies, and model size) therefore it is sensible that these families were only represented in higher parts of the
hierarchy. Other families varied very little (e.g., RegNetX/Y model families varied basically only on model
size), therefore it is sensible that these families were only represented in the lower parts of the hierarchy. This
naturally means that such broad categorical model factors were not useful in consistently grouping models at
the same level of the hierarchy.

Nonetheless, the hierarchical clustering data provides evidence that the categorical model factors likely
do not adequately explain the structure of model similarity. Towards modeling individual differences in visual
cognition, differences in categorical model factors may not even broadly explain similarities in representa-

tions across models.
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Taken together, the results from the INDSCAL and hierarchical clustering analysis, suggests that it is
possible to explain model similarity, given how they represent images, using relatively few model factors.
In attempting to leverage DNNs to model individual differences in visual cognition, targeting the number of
speci c types of layers (e.g., dense fully-connected layers or convolutional layers) within groups of models
with the same broad factors (e.g., model architecture type, training dataset, training strategy), would provide
the greatest source of consistent variability across models. By varying the number of speci ¢ types of layers,
essentially scaling the size of the model, we would expect signi cant consistent variability across models that
represents stable trait differences between models (Chow and Palmeri, 2024). Furthermore, the exact speci -
cations of these layers appear to not be as important as simply the number of them, suggesting ner-grained
differences between models (such as the exact size of convolutions) may not be as important in determining
the differences in representations between models. While broader categorical differences (such as the train-
ing strategy, self-supervised vs supervised models) between models may not consistently determine which
groupings of models will generate similar representations. This limits the links that can be drawn between
DNN variations and biological individual differences to this intermediate level, meaning that perhaps DNNs
may not be suited to modeling ne-grained differences such as differences in low-level perceptual sensitiv-
ity or modeling differences between very different groups (such as those with distinct neuropsychological

damage vs healthy controls).

3.2 Parameter recovery from a set of parametrically manipulated DNNs
Inthe rst section, we found that the number of certain types of layers appeared to be related to distinct axes of
model similarity. This provides potential to directly leverage differences between DNNs to model stable trait
differences between individuals on visual cognition tasks. However, the collection of models generally only
included models that were optimized for their particular task (e.g., image classi cation, object detection),
such that the variations in model factors were targeted speci cally for optimizing for the task. This may leave
gaps in the model space based on model similarity (where the models that would exist here are ignored due
to their weak performance in tasks). Indeed, while machine learning research is often incremental, building
on previous state-of-the-art, the improvements are usually large jumps, introducing new strategies to train
models, new layers, or new frameworks for DNNs. Such jumps will generate a diversity of DNNs but not
necessarily systematically explore the space of models given a select few model factors.

The exception to this is the families of models produced from model scaling frameworks (e.g., Ra-
dosavovic et al., 2020), which systematically produces model variations using some scaling strategy. The
goal of these strategies is usually to allow scaling model architectures down while minimizing performance

loss or scale model architectures up while improving performance without the cost of stability. While models
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generated from these scaling frameworks do explore the model space to an extent, the goals are still perfor-
mance oriented and not necessarily to tile the entire space of models varying on similarity as we would want.
Further, the scaling strategies usually only provide a single dimension of variation that together scale multiple
model factors.

As a whole, the collection of pretrained models in the last section provided a variety of models to generate
representations and allowed us to assess model similarity based on many model differences but lacks the
ability to systematically link speci ¢ model factors to model similarity while holding all else equal. This
limits cognitive modeling pursuits. It limits direct causal links from speci c differences between models (e.g.,
the number of layers) to differences in representations and their effects on downstream visual cognition tasks
to be modeled. The chief bene t of computational modeling is tight experimental control with interpretable
results directly from the models themselves. If it is not possible to link a manipulation in DNNs to the
resulting representations, it would greatly weaken the overall strength of potential ndings.

To test whether it is viable to systematically vary model factors, targeting a range of model similarity
(as opposed to maximizing model performance), we trained a new set of models where we systematically
manipulated two separate model factors. Given the stochastic nature of training DNNSs, it is not a given that a
set of models systematically created will converge onto the same representational space to make comparisons
of model similarity sensible. Ideally, by holding all other factors equal, we should be able to tile a shared
model space based on similarity. This would facilitate drawing causal relationships between the differences

in model factors to differences between representations.

3.2.1 Method
We trained a set of DNNs where we parametrically manipulated the architecture based on the number of
dense fully-connected layers and the number of convolutional layers. With the set of trained models, we

performed MDS on these trained models to attempt to recover the parameter space across models.

3.2.1.1 Dataset and Models

Our goal was to train many model variations to test many combinations of the number of convolutional layers
and the number of dense fully-connected layers. To achieve this ef ciently, we used the CIFAR-10 dataset
(Krizhevsky and Hinton, 2009). This dataset consisted of 60,000 small 32x32 color images across 10 familiar
object categories. The training set used 50,000 of these images while the test set used the remaining 10,000
images. Test set was both used to evaluate model classi cation accuracy over training and later to calculate

model similarity. The images were preprocessed with global contrast normalization and ZCA whitening.
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We based our DNN architecture on the “All Convolutional Net” architecture (Springenberg et al., 2014).
This simple DNN architecture used convolutional layers throughout, replacing the typical pooling layers and
dense fully-connected layers with convolutional layers with speci ¢ properties. Pooling layers were replaced
by convolutional layers with kernel size of 33 and a stride of 2; this resulted in the signature feature
bottleneck of a pooling layer, but it allowed the layer to learn a particular kernel (which could be akin to the
max pooling or average pooling of the explicit pooling layers). After the blocks of convolutional layers, it
was followed by dense fully-connected layers that ultimately make the classi cation deéisibresy layer
used the ReLU activation function except for the nal classi cation layer using a softmax activation function.
Layer weights were initialized from a Gaussian distribution with a mean of 0 and a standard deviation of
P 2=ninputs With biases initialized at 0. This architecture was shown to be successful in classifying CIFAR-10
at about 91% accuracy while also being applicable to larger datasets like ImageNet-1K.

We trained DNNs with a basic structure of two convolutional blocks followed by a block of dense fully-
connected layers for classi cation (Table 3.3) for the CIFAR-10 dataset. The rst convolutional block con-
tained at least 1 convolutional layer with 96 3 kernels and a stride of 1 ending with a convolutional layer
with 96 3 3 kernels and stride of 2 (acting as the pooling layer) followed by a dropout lpyefX5). The
second convolutional block contained at least 1 convolutional layer with 192 Bernels and a stride of 1
ending with a convolutional layer of 192 33 kernels and a stride of 2 followed by a dropout layer(0:5).

In the nal block of layers for classi cation, it started with a convolutional layer with 192 3 kernels and

a stride of 1, inputted into at least 1 dense fully-connected layer with 192 1x1 kernels and a stride of 1, and
ended with a classi cation convolutional layer of 10 11 kernels of stride 1 followed by a global average
pooling followed by a softmax activation function. This structure was relatively exible, allowing a range of
model variations that achieved above chance classi cation accuracy.

We manipulated the number of convolutional layers and the number of dense fully-connected layers. The
number of convolutional layers ranged from 2 to 11. These convolutional layers were split between the rst
two blocks of convolutional layers with the extra layer in the odd counts going to the rst block. The number
of dense fully-connected layers ranged from 1 to 10, all added in the dense fully-connected block. We fully
crossed the number of additional convolutional layers and number of dense fully connected layers, resulting

in 100 model variations.

4The dense fully-connected layers that usually follow a pooling layer with a atten operation afterwards were actually implemented as
convolutional layers starting with the rst layer having a kernel size matching the outputs of the previous layer followed by convolutional
layers with 1x1 kernels. The number of features in these layers are equal to the number of units that would be in the dense fully-connected
layers. These “dense fully-connected” convolution layers can act exactly as real dense fully-connected layers, to the point that weights
from a network trained with dense fully-connected layers can be reshaped to be used in these layers. Such an implementation is relatively
typical (e.g., Mehrer et al., 2021) for the reasons detailed in Springenberg et al. (2014).
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Table 3.3

DNN architecture

Input 32 32 RGB image
3 3Conv, 96 ReLU, strider =1; x1+
3 3Conv., 96 ReLU, strider=2
Dropout,p= 0:5
3 3Conv, 192 ReLU, strider =1; x1+
3 3Conv. 192 RelLU, strider =2
Dropout,p= 0:5
3 3Conv. 192 RelLU, strider=1
3 3Conv. 192 RelLU, strider =1; x1+
1 1Conv. 10, strider=1
Global Average Pooling
Softmax
Note We consider the 1x1 Convolutional Layers as our dense fully-connected layers in this architecture.
The bolded layers were repeated to manipulate the number of convolutional layers and the number dense
fully-connected layers.

Initially, we trained each model for 350 epochs using stochastic gradient descent with a xed momentum
of 0.9 and weight decay of 1e-5 with images in batches of 128. The learning rate started at 0.01 and continu-
ously reduced by a factor of 10 if the validation loss did not improve more than 0.001 over 50 epochs. During
training, images were augmented with a 50% chance for a horizontal ip and then a random translation on
both the width and height dimensions sampled from a uniform distribution betj@e8npixels. All 100
models were trained with the same training seed such that the dataset order and augmentation was identical
across models. However, due to the nature generating random initial weights for a differing number of layers,
the random seed did not guarantee the same initial weights for all layers across model variations.

The initial training scheme resulted in approximately 50 models that never improved from their initial
state (loss never reduced after the rst epoch and validation accuracy stayed at chance level). Most of the
models that failed with the initial random seed were those with many additional layers (the sum of the number
of convolutional layers and the number of dense fully connected layers was greater than 10). We trained
additional models for each failed model with different randomization seeds. Instead of training for the full
350 epochs, we trained the models until validation accuracy did not improve (with a very liberal threshold of
any improvement, i.e. accuracy difference > 0) for 10 epochs. This follow-up training procedure ensured we
could explore the entire space of models, given the two factors we were testing. For each model variation, we
trained models with different random seeds until the validation accuracy exceeded 12%. Most models only
needed a single additional attempt, with some models requiring a maximum of 2 extra attempts.

Despite only testing two model factors, we still only tested these manipulations in relatively small models

with a small dataset. This was because training each model still took approximately one to three hours
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on a NVIDIA RTX A6000 GPU. Training the entire set of 100 models still took approximately a week to
train using two GPUS This exempli ed the practical considerations in directly creating a set of models to

manipulate factors of interest.

3.2.1.2 Model Similarity Analysis
We used a similar RSA strategy as in the rst section to calculate model similarity, estimate low-dimensional
structure, and test links to each manipulated parameter.

For each trained model, we extracted image representations from the penultimate layer for every image
in the test set of CIFAR10. With the 10,000 image representations for a given model, we calculated the
pairwise image similarity using Euclidean distance to form RDMs. We calculated pairwise model similarity
by calculating the squared Euclidean distance between each model's RDMs. This resulted in 20000
similarity matrix indexing the similarity between every possible pair of models. We converted this to a
distance matrix as in the rst sectiod € 1 r?).

We used a two-way metric MDS to create low-dimensional projections of the distance matrix. While we
only manipulated the number of convolutional layers and the number of dense fully-connected layers, we
inadvertently also manipulate other continuous model factors such as the total number of layers, the total
number of parameters, and the nal receptive eld. Therefore, we still iteratively found MDS solutions from
2 dimensions to 10 dimensions. We selected the number of dimensions that caused the stress to plateau.

We calculated the correlation between the dimension coordinates from the chosen MDS solution with the
number of convolutional layers, the number of dense fully-connected layers, and the total number of addi-
tional layers. This allowed us to connect the manipulations we instantiated across models with the resulting

model similarity structure.

3.2.2 Results
We trained 100 models varying their number of convolutional layers and number of dense fully-connected
layers. Fifty-two models required more than one attempt to achieve above chance accuracy ( nal accuracy
mean = 67.51%, SD = 27.50%). Given the wide range of range of accuracy, different randomization seed, and
a different training stopping rule, we take note of the models that succeeded using the rst training procedure
and the follow-up procedure.

Across MDS solutions with different number of dimensions, we selected the three-dimensional solution
(two dimension stress = 30.28, three dimension stress = 10.31, four dimension stress = 6.32, ve dimension

stress = 4.24).

5Training each model is an “embarrassingly parallel” problem, so there is nearly a linear speedup with more GPUs, limited by
overhead of managing multiple models on the same machine and handling data augmentation.
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We matched unique model factors to each dimension based on the highest absolute correlations: dimen-
sion 1 was linked to the number of dense layers, dimension 2 was linked to the number of convolutional
layers, and dimension 3 was linked to the total number of extra layers. In Table 3.4, we list the correlation
between the number of layers, the number of additional convolutional layers, and the total number of addi-
tional layers with each MDS dimension. While the number of dense fully-connected layers was the highest
correlation to dimension 1, the number of convolutional layer was also correlated at a similar magnitude to
dimension 1. In Figure 3.7 and Figure 3.8, we plot the three dimensions of the MDS solution, additionally
the bubble outlines indicate which models were trained with the original training procedures (black outlines)
and the follow-up training procedures (white outlines). The models trained with the original training proce-
dures and the follow-up procedures did not systematically separate in any dimension. It was apparent that the
correlation between dimension 1 and the number of dense fully-connected layers or the number of additional
convolutional layers was driven by the group of models with low coordinates in dimension 1. Most of the
models had low coordinates on dimension 1 (75 total models; 31 trained using the original procedures, 44
trained with the follow-up procedures). That group of models also appeared to be responsible for the rela-
tionship between dimension 3 and the number of extra layers. Interestingly, we appeared that the models with

higher coordinates in dimension 1 did not appear to relate to any of the three model factors.

Table 3.4
Correlation between the three-dimensional MDS coordinates and trained model factors
Dimension # of Dense Layers # of Conv. Layers Total # of Extra Layers
Dimension 1 r=:31 r=:27 r=:03
Dimension 2 r=:00 r=:21 r=:15
Dimension 3 r=:18 r=:13 r=:22

Note These are the absolute values of the correlations. With a sample $ize 4D0, the correlation
r >: 20 are statistically signi cant.

When calculating the correlation with only the models with low coordinates on dimension 1, the relation-
ships between each dimension and the model factors changed. In Table 3.5, we list the correlations between
the dimension coordinates and the model factors for only the models with low coordinates on dimension 1.
Dimension 1's correlation with the number of convolutional layer and the total number of extra layers in-
creased dramatically. However, the correlations between the number of dense fully-connected layers and any
dimension decreased (particularly for dimension 1). Dimension 2 continued to only have weak relationships
to any model of factors. Dimension 3 had an increased correlation to the number of convolutional layers
with similar magnitudes of correlation with the other two model factors. These results suggest that within the

subgroup of similar models, we can readily link an axis of similarity to the number of convolutional layers.
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Figure 3.7: Bubble plot for dimension 1 and dimension 2 of the three-dimensional MDS solution. The x-
and y-axes represent the dimension coordinates for each trained model. The size of each bubble represents
the number of dense fully-connected layers, the color of each bubble represents the number of additional
convolutional layers. The bubbles with the black outlines were models that succeeded with the initial training
procedure, the white outlines were models that were trained with the follow-up procedures.

Table 3.5

Correlation between the three-dimensional MDS coordinates and trained model factors on
models that have negative dimension 1 coordinates

Dimension # of Dense Layers # of Conv. Layers Total # of Extra Layers
Dimension 1 r=:12 r=:76 r=:64
Dimension 2 r=:00 r=:16 r=:12
Dimension 3 r=:15 r=:47 r=:23

Note These are the absolute values of the correlations. With a sample $ize @6, the correlation
r >:22 are statistically signi cant.

75






	LIST OF TABLES
	LIST OF FIGURES
	1 Introduction
	1.1 Modeling Individual Differences in Visual Cognition
	1.2 Using DNNs To Model Individual Differences
	1.3 Research Aims and Outline

	2 Manipulating and Measuring Variation in DNN Representations of Objects
	2.1 Evaluating Measures of Representational Similarity
	2.1.1 General DNN Method
	2.1.1.1 Models and Datasets
	2.1.1.2 Simulating Representations

	2.1.2 Test Methods and Results
	2.1.2.1 Layer Correspondence Test
	2.1.2.2 Image:Feature Ratio Sensitivity Test
	2.1.2.3 Permutation Invariance Test
	2.1.2.4 Randomized Shuffling Sensitivity Test
	2.1.2.5 Robustness to Noise Test
	2.1.2.6 Robustness to Feature Loss Test

	2.1.3 Interim Discussion

	2.2 Manipulating Variation in DNN Representations
	2.2.1 Method
	2.2.1.1 DNNs and Datasets
	2.2.1.2 Manipulating Representations Learned by DNNs
	2.2.1.3 Measuring Variation in DNN Representations
	2.2.1.4 Baselines for Assessing Variation in DNN Representations
	2.2.1.5 Statistical Comparisons Between Manipulations and Baselines

	2.2.2 Results
	2.2.2.1 DNN Model Training
	2.2.2.2 Representational Similarity: Within-Manipulation Comparison
	2.2.2.3 Representational Similarity: Between-Manipulation Comparison

	2.2.3 Interim Discussion

	2.3 Discussion

	3 Large-Scale Analysis of DNN Representational Variation
	3.1 Exploring the space of pretrained model variations
	3.1.1 Method
	3.1.1.1 Models
	3.1.1.2 Datasets
	3.1.1.3 Model Similarity
	3.1.1.4 Analysis

	3.1.2 Results
	3.1.2.1 INDSCAL
	3.1.2.2 Hierarchical Clustering

	3.1.3 Interim Discussion

	3.2 Parameter recovery from a set of parametrically manipulated DNNs
	3.2.1 Method
	3.2.1.1 Dataset and Models
	3.2.1.2 Model Similarity Analysis

	3.2.2 Results
	3.2.3 Interim Discussion

	3.3 General Discussion

	4 Modeling the Effects of Experience on Complex Object Categorization with DNNs
	4.1 Categorization and Levels of Abstraction
	4.1.1 Relative Performance Between Levels of Categorization
	4.1.2 Modeling Categorization at Different Levels of Abstraction
	4.1.3 Using DNNs to Study the Effect of Experience on Categorizations

	4.2 Simulating DNN Categorization
	4.2.1 Method
	4.2.1.1 Simulating Representations
	4.2.1.2 Modeling a Category Verification Task
	4.2.1.3 Manipulating Parameters
	4.2.1.4 Analysis

	4.2.2 Results
	4.2.3 Interim Discussion

	4.3 Modeling Categorization Behavior with Trained DNNs
	4.3.1 Method
	4.3.1.1 Datasets
	4.3.1.2 Modeling Category Verification
	4.3.1.3 Analyzing Test Dataset Hierarchical Structure

	4.3.2 Results
	4.3.2.1 Ecoset Trained DNNs
	4.3.2.2 ImageNet Trained DNNs

	4.3.3 Interim Discussion

	4.4 Training Subordinate-Level Expert DNNs
	4.4.1 Method
	4.4.1.1 Transfer Learning Procedures
	4.4.1.2 DNN Architecture Variations
	4.4.1.3 Category Verification and Analysis

	4.4.2 Results
	4.4.3 Interim Discussion

	4.5 General Discussion

	5 General Discussion
	 References 

