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CHAPTER 1

Introduction

Real-time systems are systems with a limited number of resources and computational work that needs to
be completed, where the computation needs to be completed both accurately and within certain timing con-
straints. These systems exist in many computing applications ranging from medical devices to communica-
tion systems, where tasks must complete by specified deadlines to ensure functional safety or performance
guarantees.

To analyze the behavior of real-time systems, workloads are modeled as task systems. Computational
work is treated as tasks, where each task is composed of a series of jobs. These jobs are equipped with
release times of when they become available, execution times measuring the workload, and deadlines the
jobs must complete by. A schedule designates when and what job each computational resource is assigned to
at each time, and a scheduling policy provides a set of guidelines for determining a schedule. A task system
is schedulable if all jobs can complete before their deadlines under the chosen scheduling policy.

In real-time systems, the two common scheduling algorithms are fixed-priority (FP) and earliest-deadline-
first (EDF) scheduling. Under fixed-priority scheduling, each task is assigned a priority (e.g., in Rate-
Monotonic Scheduling (RMS), shorter-period tasks receive higher priority). Earliest-deadline-first is an
example of a job level fixed-priority schedule, where tasks are not assigned a static priority but individual
jobs are assigned a static priority. In particular, EDF always prioritizes the job with the earliest absolute
deadline.

As computational systems require increasingly more resources and performance requirements, multipro-
cessor architectures are introduced, providing multiple computational resources to complete tasks. Two major
approaches include partitioned and global scheduling. In partitioned systems, tasks are assigned to specific
processors, and each processors schedules its own task set independently. Single-processor analysis methods
can then be applied to each individual processor. On the other hand, global scheduling allow any processor
to complete work from any task. While global scheduling offers improved load balancing and can achieve
higher utilization bounds, it introduces significant implementation and analysis challenges.

Classical real-time analysis assumes scheduling is instantaneous. However, modern systems violate this
assumption: as the number of cores and tasks grows, contention in global run queues, hardware constraints,
and complex decision logic increase scheduling latency. Moreover, heterogeneous architectures (e.g., CPUs
coupled with accelerators such as GPU) further exacerbate decision overhead. When a scheduling deci-

sion depends on the transfer of data between components, these overheads can directly impact the system’s



schedulability.

These issues motivate the development of a new scheduling policy, where decisions are no longer com-
puted and applied sequentially between computation. This thesis explores buffered scheduling, which decou-
ples decision computation from execution to mitigate scheduling latency and exploit system parallelism to
reduce utilization loss.

Historically, the computation of scheduling decisions was a simple task to pop a single task off of a priority
queue, or even use efficient bitmap operations to achieve O(1) time complexity. Therefore, scheduling is
generally performed synchronously in that the scheduling decision is made and applied in one operation.
However, as systems have become more complex, so too has the task of the scheduler. For example, under
global scheduling, if multiple cores must simultaneously access the global run queue, there can be significant
contention due to synchronization on the run queue and scheduler state, to ensure that multiple processors
do not schedule the same job concurrently and that the highest-priority tasks run at any instant.! In more
throughput-oriented computing environments, the scheduler may also be applying heuristics to minimize
processor migration, maximize cache locality, ensure data dependencies between processes, efc.

Furthermore, modern systems, even real-time and embedded ones, are seeing the adoption of heteroge-
neous architectures that include accelerators such as GPUs. In such systems, there is the further complexity
of scheduling and synchronizing access to off-chip accelerators. Data movement is also a significant concern
as data must be transferred to the off-chip accelerator before it can be operated upon. All of this requires
coordination and communication between the CPU and accelerator to transfer the program (e.g. GPU kernel)
and data (e.g. one or more video frames) before the accelerator can even begin processing, as well as invoke
interrupts on the CPU side to notify the scheduler that work has completed.

In work on global scheduling, Cerqueira et al. demonstrated how global scheduling latencies increase
with higher core and task counts [5]. Brandenburg also conducted extensive evaluations on the schedulability-
related impacts of scheduling overheads and showed how even relatively small overheads can have substantial
impacts on schedulability [3].

Similar concerns have been raised in heterogeneous real-time systems. The SHAPE framework [17] ex-
plicitly models scheduling and communication overheads in CPU-GPU task systems, showing that high dis-
patch latency can significantly reduce achievable utilization. Their results underscore that reducing CPU-accelerator
coordination time is crucial for improving both throughput and predictability.

These observations motivate the following question: is it ever favorable to keep a processor or accelerator

busy executing potentially lower-priority work, instead of waiting for a more complex scheduler to make a

'In practice, the Linux scheduler uses local run queues and push/pull migrations to reduce contention, but this can also lead to
scheduling decisions being applied that do not adhere strictly to the global EDF (G-EDF) scheduling policy, thereby violating schedula-
bility analysis.
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Figure 1.1: Single-processor EDF vs. buffered example task schedule.
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decision? To address this question, we introduce buffered scheduling, in which scheduling decisions are
buffered so that they can be quickly applied at the completion of prior work. We assume the schedule is non-
preemptive, so one scheduling decision is applied per job. This decouples the decision of the task to run next
from the application of that decision, i.e., actually scheduling and running the job, preventing processors or
accelerators from idling while decisions are made. This results in better utilization of processors even though
buffering the scheduling decisions may result in priority inversions.

To demonstrate how this can be beneficial, we show an example task system in Fig. 1.1 with a single
accelerator, assuming scheduling decisions are determined on the CPU, and show traditional EDF scheduling
and buffered EDF. In the left inset, the dark gray boxes represent the time it takes for the CPU to decide
which task to run. Since each accelerator waits to receive a decision, the decision-making time manifests
as additional execution time for every job. However, in the right figure, the decision-making process occurs
simultaneously. Although 71 (where 7; ; is the jth job of task i) and 71 4 wait for the CPU to make a decision
because the queue is empty, the other jobs in the task system are able to start the moment the accelerator
becomes free. As a result, the accelerator in the buffered schedule is able to spend more time executing
instead of waiting for a scheduling decision from the CPU. We see that between the two task systems, EDF
has two deadline misses versus the buffered schedule’s one deadline miss. The total tardiness accrued by the
EDF schedule is also roughly two time units greater than the total tardiness of the buffered schedule.

For simplicity, we assume that the scheduler makes its decision and buffers the result based upon the
set of ready tasks at the time the previous decision is applied. This means that lower-priority jobs may be
chosen to run even if higher-priority jobs are released and ready when the decision is applied. For example,
in Fig. 1.1, the buffered schedule chooses to run 73 instead of 71, even though 7; > has an earlier deadline
than 73 ;. This occurs again at time 4. Even with the time saved by moving decision-making to the CPU, the
first incorrect scheduling decision causes a delay to 7;>. Similar results can be observed in Fig. 1.2, where
an EDF schedule is compared to a buffered schedule for a task system that has two processors.

These examples demonstrate a new type of blocking that we call buffered blocking, that occurs when a
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lower-priority job could be scheduled even after a higher-priority job is released if the decision to schedule
that job was made before the release of the higher-priority one. Because of this blocking, previous conclusions
and analysis of schedules do not immediately apply to buffered scheduling.

This thesis provides analysis methods for buffered scheduling, allowing us to understand useful informa-
tion about systems with buffered scheduling, including worst-case response time and tardiness bounds. We
also show that despite the addition of buffered blocking, buffered scheduling still holds desirable properties
of schedules that enable it to be applied to real-time systems.

Buffered scheduling in its simplest form is applied to systems with one processor, where all tasks are
of fixed priority. For task systems of this type, standard analysis methods applied to traditional schedul-
ing methods (preemptive and non-preemptive fixed priority systems) are extended to calculate worst-case
response times for buffered scheduling.

However, buffered scheduling can benefit more advanced systems. We analyze the soft real-time opti-
mality of buffered scheduling for a global non-preemptive earliest-deadline-first (EDF) scheduling algorithm
to show that buffering scheduling decisions maintain optimality at the expense of potentially higher tardiness
bounds. This is demonstrated by extending prior tardiness analysis to included buffered blocking. This is
an interesting result because if you naively incorporate buffered blocking into schedulability analysis using
suspension analysis (either suspension oblivious or suspension aware [4]), there is utilization loss. In proving
this result, we derive a bound on the maximum tardiness that a task can experience under buffered G-EDF.
We then evaluate the tradeoff between potentially greater tardiness caused by buffered blocking and the addi-
tional utilization or unbounded tardiness that may be imposed by making synchronous scheduling decisions,
such as in traditional G-EDF.

We analyze these tradeoffs with a series of experiments that model real-world task systems. We apply
the derived tardiness bound to synthetically generated task systems to understand the tradeoff space between

scheduling overhead, utilization loss, and latency. We also compare the tardiness bound to other previously



established scheduling algorithms to measure the benefit and costs of applying buffered scheduling.

Contributions. We make the following contributions:

* We propose a buffered-scheduling algorithm that decouples the scheduling decisions from application

in order to improve platform utilization at the expense of buffered blocking.

* We analyze the buffered algorithm in single-processor fixed-priority task systems to provide a method

for determining the schedulability and worst-case response time of a buffered scheduling.

* We analyze the buffered algorithm in a global multi-processor task system with EDF priority to prove

that it maintains soft real-time optimality.

* We evaluate the effectiveness of buffered scheduling by applying the calculated tardiness bound to
parameters representative of real-world applications and compare it to global preemptive and non-

preemptive EDF.

The remainder of this thesis is organized to address each of these contributions in turn. Chapter 3 discusses
buffered scheduling in single-processor fixed-priority task systems and presents a method for determining
the schedulability and worst-case response time. Chapter 4 discusses buffered scheduling in a global EDF
context, where Section 4.1 first introduces the task system, task model, and definition of buffered scheduling
for multiprocessor systems. Section 4.2 presents our tardiness bound analysis and proof of the soft real-
time guarantee for G-EDF buffered scheduling. Section 4.3 evaluates buffered scheduling in comparison to
G-EDF by applying the derived tardiness bound to task parameters representative of real-world workloads,
thereby assessing its effectiveness in practice.

Finally, Section 5 discusses tradeoffs inherent to buffered scheduling, including the balance between
scheduling overhead and subsequent utilization loss, and buffered blocking and tardiness, before concluding

in Chapter 6.



CHAPTER 2

Background and Related Work

Multiprocessor and heterogeneous architectures pose significant challenges for scheduling algorithms. There
are many approaches to scheduling such platforms that often balance utilization loss from phenomena such as
the Dhall Effect [7], bin packing, and other overheads. Researchers have considered many such approaches
such as partitioned scheduling, in which tasks are pinned to a single processor, global scheduling, in which
tasks can be scheduled on any processor, and clustered scheduling [3], a hybrid of the two. Furthermore,
semi-partitioned [2] and federated scheduling approaches [12], have also been presented. However, these
approaches are all examples of synchronous schedulers.

While significant work has been conducted for hard real-time scheduling, in this work we focus on soft
real-time scheduling. Buffered blocking can be quite costly with hard real-time requirements, but is well
suited to soft real-time applications where it may be more favorable to maximize platform utilization provided
that there can be some level of latency guarantees provided. Towards that end, we focus our discussion of
related work on the specific soft real-time correctness condition of bounded deadline tardiness, but note that
there are alternative soft real-time definitions (see [9] for further discussion).

Srinivasan and Anderson proposed an efficient schedule for soft real-time applications on multiprocessors
that ensures bounded deadline tardiness [15]. Anderson, Bud, and Devi introduced a different schedule where
tasks are considered either fixed or migrating, and migrating tasks can be split to reduce delays [1]. Similarly,
this soft real-time scheduler ensures bounded tardiness, but the focus is reducing tardiness as opposed to
minimizing deadline misses. Other work includes splitting jobs [10] or taking advantage of batching to
reduce overhead caused by initialization [8].

Devi and Anderson[6] proved that G-EDF (preemptive and non-preemptive) is soft real-time optimal by
deriving a finite tardiness bound [6]. Using some of those proof methodologies, we prove that global buffered
EDF scheduling is also soft real-time optimal by deriving a finite tardiness bound. We find that buffered
scheduling has slightly worse tardiness compared to the bound they calculated for fully non-preemptive
systems (all tasks are non-preemptive under buffered scheduling). The non-preemptive nature of buffered
scheduling aligns closely with the assumptions in the analysis by Devi and Anderson [6]. As such, we build
on their methodology more directly than on other related works.

Buffered scheduling introduces a form of blocking that we call buffered blocking. Many forms of block-
ing introduce utilization loss, such as arbitrary suspensions (e.g., during input/output) or due to synchro-

nization, such as from a locking protocol. Suspension-aware schedulability analysis techniques have been



presented for both hard [14] and soft [13] real-time G-EDF that show utilization loss associated with general
suspensions. Treating suspensions as computation, as in suspension-oblivious analysis [4] inherently leads to
utilization loss as blocking is treated as computation, increasing analytical utilization. We show that due to
properties of buffered blocking, it is not subject to utilization loss, similar to how non-preemptive scheduling
does not lead to soft real-time utilization loss.

Curiously, we also observed that buffered scheduling adopts the same queue structure and similar rules
to the O(m) Locking Protocol (OMLP) [4], albeit for scheduling access to processors, rather than shared
resources. In the OMLP, this structure is advantageous as it enables asymptotically optimal suspension-
oblivious priority-inversion blocking by buffering in a FIFO the next requests to be satisfied, while allowing
lower-priority requests to be blocked in a priority queue. Given this common queue structure, we found this
association noteworthy, even though the two approaches are applied and analyzed differently.

There has also been work on scheduling heterogeneous systems. Accelerators have been treated as shared
resources to improve the schedulability of the system [17]. Vijeev presented an approach that decides to
execute work on accelerators based on the work characteristics [16]. Huang et al. proposed a method for
scheduling task systems with accelerators, but requires a concrete task system where tasks are known before-
hand [11]. Consequently, this method is not applicable to dynamic or online systems where tasks may arrive
unpredictably, exhibit variable execution times, or require scheduling decisions to be made at runtime based
on the current system state. Our work is motivated by scheduling accelerators, where there may be high
scheduling or synchronization overheads, though we generically treat accelerators as processors themselves
(though scheduling decisions could be computed on the CPU, as shown in Fig. 1.1). With high schedul-
ing or synchronization overheads, the idling of processors results in significant utilization loss and possibly

intractable schedules.



CHAPTER 3
Single-Processor Fixed-Priority Worst-Case Response Time Analysis

3.1 Non-preemptive Single-Processor Fixed-Priority Buffered Scheduling

We consider a task system T = {7}, ,...,T,} with a schedule . comprising n independent periodic tasks
with no shared resources or precedence constraints. Each task 7; is characterized by a worst-case exe-
cution cost e;, a period p;, and a relative deadline d;. Tasks are scheduled according to fixed priorities,
where a smaller index implies a higher priority (7; has the highest priority). At most one job executes non-
preemptively (the processor must run the job to completion before beginning another job) at any given time.
When a processor begins executing a job, the processor chooses a job to run next among the currently released
jobs. If no jobs are released, the processor instantaneously begins a job after becomes free, or when the next

job is available (depending on which occurs first).

3.1.1 Non-preemptive Scheduling WCRT
In non-preemptive fixed-priority scheduling, once a task begins execution, it runs to completion without

preemption. The worst-case response time (WCRT) of task 7; is given by

i-1
R:
Ri=ej+max({e; | j>i})+ Z {lw en,
h=11Ph

where R; (the WCRT of 7;) is computed iteratively until convergence. The first term e; represents the task’s
own execution time, while the summation term accounts for interference from higher-priority tasks. The
middle term max({e; | j > i}) represents the worst-case blocking time, since a lower-priority task can delay

a higher-priority task if it begins executing just before the higher-priority task is released.

3.1.2 Non-preemptive Buffered Scheduling WCRT

Definition. For some lower-priority task 7; and a higher-priority task 7;, a misschedule occurs when
s;p<ri< fj,

where s}, r;, and f; denote the start, release, and finish times of the respective jobs. In this case, the decision
to execute 7; was made without anticipating the imminent release of 7;.
Because r; < f; and the next scheduling decision is deferred until f;, it is impossible for any lower-priority

task to be scheduled in place of 7; after this point. Thus, at most one misschedule can occur per task 7;. The



duration of this buffered blocking is bounded by
fi—ri<fi—sj=ej,

and in the worst case, e; = max({ex | k > i}). Since both non-preemptive blocking and buffered blocking can

occur, the WCRT for buffered scheduling is given by

i—1
R;
Ri=e;+2-max({e; | j>i})+ Z {—‘ ey
=11 Ph

3.1.3 Corollary (Tightened Bound under Deadline Constraints)

When d; < p; for all tasks, the WCRT can be tightened to

i1 IR,
Ri=ei+max({e; | j > i})+max({ex | k> ik #j})+ Y, L’w ep.
h=11Fh

Suppose a lower-priority task 7; blocks 7; due to non-preemptive execution. The same task cannot also
cause buffered blocking, since this would require two overlapping releases of 7;: rj; < rj2 < s 1, where
the superscripts denote successive releases. Because d; < pj, it follows that r; | <d; | <r;2 <sj1, which
implies d; | < s; and thus a missed deadline for 7;. Therefore, a single lower-priority task cannot block T;
twice in the same response-time interval. Consequently, the 2-max({e; | j > i}) term can be replaced by two

distinct blocking terms, max({e; | j > i}) +max({ex | k > i,k # j}), leading to the tightened bound above.



CHAPTER 4

Global EDF Tardiness Bound Analysis

4.1 Task Model, Definitions, and Notation

For global EDF buffered scheduling, we introduce more notation and definitions due to the complexity of the
system. We also introduce some constraints for the task system to ensure schedulability and simplify proof
analyses.

We consider a task system 7 with a schedule .’ comprising n independent tasks 7; with no shared re-
sources or precedence constraints. Each task is characterized by a worst-case execution cost ¢;, a period p;,
and a relative deadline d;. We assume implicit deadlines (d; = p;). For sporadic tasks, the periods are the
minimum inter-arrival times. The utilization of task t; is defined as u; = ¢;/p;, and the total utilization is
denoted Usym = Y.\ u;, which must be less than or equal to the number M of schedulable entities, which for
consistency with prior work, we simply refer to as processors. We use & and (; to denote execution costs and
utilizations ranked from largest to smallest, respectively. The jth job of a task 7; is denoted 7; ;. The release
time of a job is denoted 7; ; and its absolute deadline is denoted d; ;.

Under buffered scheduling, the scheduler populates a finite-length, first-in-first-out (FIFO) queue of
scheduling decisions in parallel with task execution.! This queue has length L and is shared by all processors.
When a processor becomes idle, it fetches the next job from the queue without additional coordination with
the CPU scheduler, thereby avoiding per-decision scheduling overheads.

The following are the rules of buffered G-EDF scheduling.

(L1) The scheduler has two queues, a priority queue and a FIFO queue.

(L2) When a job with deadline d; is released, it is inserted into the priority queue where d| < d» means d;

is ahead of d; in the queue.

(L3) If the FIFO queue has fewer than L jobs, jobs are removed from the priority queue and added to the

FIFO queue.

(IL4) If a processor P is free at t and the FIFO queue is not empty, the processor begins executing the first

job in the FIFO queue (and removes it from the queue).

For the purpose of deriving our tardiness bound, we assume that L2-L.3 occur instantaneously to simplify

analysis.

IThe scheduler could be executed on one dedicated processor, or on the CPU(s) instead of the accelerators.

10



4.1.1 Restating Proof Notation

This section introduces the notation and definitions used in our proof. Our proof extends that of Devi and
Anderson [6], so we begin by restating the lag-based formulation they developed. Subsequent definitions
extend or adapt this framework to buffered scheduling.

We define T®) and TTK1%2) a5 follows.?

0 L' Subset of & tasks of 7 with highest execution costs

rtkik2) def ko) \r(kz)

We also define A as follow.

A= [Umym(t)] -1

A task system is said to be concrete if the release time, deadline and execution time of every job of each
of its tasks is specified, and non-concrete, otherwise. A processor sharing (PS) schedule of a concrete task
system is an ideal fluid schedule in which each task executes at a uniform rate given equal to its utilization.
This is mathematically equivalent to allowing fractions of processors equal to u; allocated to each 7;. Then
we can define A(.%, 7;,11,12) as the time allocated to 7; in . during [f1,#;). By the definition of processor

sharing schedule, we know A (PS¢, T;,t1,00) < (t, —11) - u;

A(PST7T7t17[2) S Z (t2 —ll)M,'

TET
= Usum . (t2 _tl)

<M-(tp—1) 4.1

Using these definitions, we can define lag, lag(7;,7,.%), as the difference between allocations of a schedule

with PS, and total lag, LAG(7,t,.).

lag(Ti,t,f) = A(PST,T,',O,Z‘) —A(y,’lfi,(),t). “4.2)

2This notation has been simplified from as buffered scheduling is non-preemptive while [6] considers both preemptive and non-
preemptive.

11



LAG(t,t,.) = A(PS¢,71,0,1) — A(, 1,0,1)

- A(PS aTiaovt)f A(y,Ti,OJ)

L APS: Py 43)
= Zlag(fhtvy)

TET

A useful property of lag is the following:

lag(r,-,tz,j’) = lag(r,»,tl,f) +A(PST7Ti7t17l2) —A(y7fi7t17l‘2)
“4.4)

LAG(‘L’,Z‘z,y) = LAG(T,Z‘],y) —|-A(PST,T,Z‘1 ,1‘2) —A(Y, T,h ,tz)
These definitions can also be extended to individual jobs. We apply this definition to ¥, which denotes
the subset of jobs with deadlines before a time 7, and P, the subset of jobs with deadlines after . Then Devi

and Anderson derived this useful property [6]:

LAG(¥,t,.7) < ) lag(7;,t,.%) 4.5)
S
{7 \TH rfje‘{’
and pending at 7~ }

4.1.2 Restating Proof Definitions

‘We now restate Definition 1-8 from [6].

Definition 1 (Active Tasks, Active Jobs, and Windows). A task 7; is said to be active at time ¢ if there exists
ajob 7, ; such that r; ; <t < d; ;. Since we assume implicit deadlines, every task can have at most one active

job at any time.

Definition 2 (Pending Jobs). A job 7; ; is said to be pending at time ¢ in a schedule .7 if r; ; <t and 7; ; has

not completed execution by ¢ in .7

Definition 3 (Ready Jobs). A job 7; ; is said to be ready at time ¢ in a schedule . if ¢ > r; ;, and all prior jobs

of 7; have completed execution by ¢ in ., but 7; ; has not.

Definition 4 (Busy and Non-Busy Intervals). A time interval [r,7 + §), where § > 0, is said to be busy for
W if all M processors are executing some job in ¥ at each instant in the interval. An interval that is not busy
for ¥ is said to be non-busy. An interval [t,f + &) is continually non-busy if every time instant in [¢,7 + J) is

non-busy, and it is maximally non-busy if [t,t + §) is continually non-busy and either t = 0 or #~ is busy.

Definition 5 (Continually Increasing LAG). If LAG(Y,¢,.%) > LAG(Y,r'~,.) for all ¢’ € (¢,¢ + 6], then

[t,+ 0) is said to be an interval with continually increasing LAG for ¥ in ..
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Definition 6 (Priority Inversions, Blocking Jobs, and Blocked Jobs). A priority inversion occurs when a ready
job waits for a free processor while a job (or multiple jobs) with a later deadline executes. The waiting job is
said to be a blocked job, and the executing job(s) are called blocking jobs. A pending job is not considered

blocked unless it is also ready.

Definition 7 (Blocking and Non-Blocking, Non-Busy Intervals). A blocking, non-busy interval is one in
which at one or more instants a job in P is executing while a ready job from W is waiting. A non-blocking,
non-busy interval is one in which fewer than M jobs from W are executing, but there are no ready jobs in ¥

that are waiting.

4.1.3 Buffered-Scheduling Extensions

We now introduce additional definitions specific to our buffered-scheduling model.

Definition 8 (Queued Job). In the proposed buffered-scheduling algorithm (see Rules L1-L4), a job 7; is
said to be queued at time ¢ if it has been removed from the global priority queue and placed into the FIFO
queue of scheduling decisions, but has not yet begun executing on any processor. A job can only be queued
if it has already been released, i.e., t > r; 4. A job becomes queued when it is selected according to Rule L3

to occupy a position in the FIFO queue.

Definition 9 (Misschedule, buffered blocking). A misschedule occurs when a job 7;; with a later absolute
deadline than another job 7;, is queued to execute before 7;,, despite 7;, having already been released.

Misscheduled work is called buffered blocking.

In Fig. 4.1, we see that 7| has the earliest deadline (highest priority). It should run first, but because it was
released after 7, 7, begins running first and cannot be preempted. When 7, starts running, only 73 is released,
so T3 is added to the queue. When 7, completes, 73 is the first job in the queue and begins running, despite
having a lower priority than 7. It begins running after the release of 7, so this is considered a misschedule.
Since another task has begun execution, the scheduler looks into the pool of available tasks again (77) and

adds to the queue. After 73 completes, 7 is finally able to begin executing.

Definition 10 (Pending Non-Preemptive Blocking Jobs and Work). Let be an instant in a blocking, non-busy
interval in schedule .. The set of all jobs in P that commenced executing prior to ¢ and are still executing
at time ¢ is called the set of pending non-preemptive blocking jobs at t, denoted by .4 (t,¥,t,.). The total
remaining execution time of these jobs at ¢ is called the pending non-preemptive blocking work at t, denoted

by N(7,¥,1,.).
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1 I non-preemptive * misschedule

blocking

Figure 4.1: A job that experiences both non-preemptive blocking and a misschedule.

Definition 11 (Pending Buffered Blocking Jobs and Work). Let ¢ be an instant in schedule .. The set of
all jobs in P that are scheduled to execute before ¢ but have not yet begun execution by 7 is called the set
of pending buffered blocking jobs at t, denoted by .# (t,¥,t,.7). A job that is in .Z(t,¥,s,.) can also
be called misscheduled. The total remaining execution time of these jobs at ¢ is called the pending buffered
blocking work at t, denoted by M(t,¥,#,.#). We assume that ¥ contains at least one pending job at #;

otherwise, the jobs in ¥ are not considered blocking.

Lemma 1 (Mutual Exclusivity of Blocking Types). A blocking job is either a buffered blocking or a non-

preemptive blocking job, but not both.

Proof. From Definition 9, a misschedule requires that the blocking job begins to execute at or after the release
time of the blocked job. In contrast, non-preemptive blocking occurs when the blocking job begins execution
before the release time of the blocked job. Since these conditions are mutually exclusive, no blocking job can

satisfy both simultaneously. O O

Definition 12 (Total Blocking Jobs and Work). Let ¢ be an instant in schedule .&. The set of all blocking jobs
at ¢, denoted A(t,¥,t,.7), is the union of the sets of pending non-preemptive blocking jobs and pending
buffered blocking jobs:

B(t,¥,t,) = N (1,¥,t,S) U A (1,¥,1,.7).

The total blocking work at ¢, denoted B(7,¥,r,.%), is the sum of the corresponding amounts of pending

non-preemptive and buffered blocking work:

B(1,¥,t,.¥) = N(1,¥,1,.) + M(1,¥,1,.).
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Since blocking jobs are classified exclusively as either non-preemptive or misschedules (see Lemma 1),
it follows that

N (1, ¥, 1,.7) N M (T,¥,1,.7) = 0.

4.2 Tardiness Bound

In this section, we establish a bounded-tardiness result for buffered G-EDF scheduling on M processors. Our
proof strategy follows the general structure of the tardiness analysis written by Devi and Anderson [6], which
proceeds by contradiction using a carefully chosen minimal counterexample task set. However, while the
high-level reasoning pattern is similar, we provide a complete derivation tailored to buffered scheduling, ex-
plicitly accounting for the presence of a finite FIFO queue between the scheduler and the processors. This
queue alters the nature of blocking, introducing the notion of buffered blocking (Definition 9) in addition to
the traditional non-preemptive blocking considered in [6]. We therefore redefine the relevant blocking terms,

adapt the lag-based arguments, and revise the bound accordingly.

A tardiness bound [6] for a task 7 is x+ ¢ in a task system under global non-preemptive EDF scheduling

with Ug,, < M is

A+1 M—-A—1
Y= Z,‘;l &+ Z,':l € — €min
- A
M=y W

(4.6)

The tardiness bound we derive for a task 7 is x + ¢, in a task system under buffered G-EDF scheduling

with Ug;m < M is

A+l M—A—1 L
e Yo g+ XM e+ Y & — emin
= A
M-y W

4.7

Note the presence of the additional Y'~ | & term in the numerator that results from buffered blocking.

We prove this bound by contradiction: assume a concrete task system 7 with a job that violates the bound.
We set up the contradictory task system as follows:

Definition 13: 7 is a concrete instantiation of a non-concrete task system 7%, Ty,; is a job of a task 7, in

T,1q = dy,j (7y,;’s deadline), and .&” is a buffered schedule for 7 such that (P1)-(P4) defined below hold.
(P1) The tardiness of 7 ; in . is greater than x +e,.
(P2) No concrete instantiation of 7V satisfying (P1) releases fewer jobs than 7.

(P3) No concrete instantiation of 7V satisfying (P1) and (P2) has a smaller cumulative actual execution time

for its jobs than 7.
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(P4) The tardiness of every job of every task 7; in T with deadline less than 7, is at most x + ¢y in ..

(P1) and (P4) establish that 7, ; is the first job violating the tardiness bound and (P2) and (P3) effectively

establish a minimal task system for 7V.

We will reach a contradiction by first deriving a lower bound for the sum of the amount of work pending
for 1y ; at z; and the amount of work that can compete with 7, ; after 7, necessary for 7y ; to be tardy by more
than x + ey. Then we will derive an upper bound for the same work. However, for these two bounds to be
valid lower and upper bounds, x must be contradicted, meaning the task set proposed by (P1) through (P4)
cannot exist.

We now define ¥ and W relative to 7, with W as the set of jobs with deadlines before or at z; and Y as its
complement. Then the total amount of competing work is given by the amount of work pending at z; for jobs
in ¥ and the sum of the blocking work, which is equal to LAG(Y, ¢4, %) + B(t, ¥, 14, .%°).

Finally, we restate two lemmas to be used later from Devi and Anderson [6].
Lemma 2 (Restated from Lemma 1 in [6]). IfLAG(Y,7+ 6,.”) > LAG(WY,t,.%), where 6 >0 and . is a
schedule for T, then [t,t + 8) is a non-busy interval for ¥ in .#. Furthermore, there exists at least one instant
t' € [t,t + 8) during which fewer than Ugy, (W, t') processors are executing jobs from V.
Lemma 3 (Restated from Lemma 5 in [6]). Let t be an arbitrary time instant at or before t;. Let T, be a
task in T and Ty 4 its earliest pending job at t in /. If di, <t holds, then lag(t,t,-7) < x-uy + ey, else
lag(ty,t,.7) < ey.

These lemmas are derived from Definitions 2 and 7 and the properties of LAG. Since no properties specific

to G-EDF scheduling are used, Lemma 2 and 3 still hold under buffered scheduling.

4.2.1 Lower Bound

To find a lower bound for the minimum amount of work required to violate the tardiness bound, we prove
Lemma 4. Then we must complete more than the amount of work required by Lemma 4 in order to violate
x—+e¢. The lower bound matches the one for EDF schedules in [6], but needs to be proven to hold for buffered

schedules.

Lemma 4 (Restated from Lemma 3 in [6]). IfLAG(Y,t4,-”) +B(t,¥,14,-”) < M-x+ ey, then tardiness(ty j,-7)

is at most x -+ ey.

Proof. We pessimistically assume that 7, ; begins executing after 7;. Consider the interval [t4,; +x). This

interval can be either a busy interval or not busy.
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Case 1: The interval [t;,2; + x) is busy for ¥ and A(t,¥,14,.%).

Then all processors are executing throughout the interval, so M - x work is completed during the interval.
However, LAG(Y, t;, ) + B(t, W, t4, ) < M - x+ ¢y, so there is at most M - x+ ey — M - x = e¢; work left.
This is precisely the work necessary to complete 7, ;, and there is no competing work from other tasks left
to compete with 7, ;. Thus, 7y ; begins executing at z; + x at the latest, so it must complete by 7; +x + ey, so
Lemma 4 holds for busy intervals.

Case 2: The interval [t;,7; 4 x) is not busy for ¥ and #(1,¥,4,.7).

Let ¢’ denote the first non-busy instant in the interval. By Rule (L2-L4) of buffered scheduling, if the
FIFO queue is empty and at least one processor is free, then any newly released job is immediately inserted
into the queue and dispatched to a processor. Since ¢’ is non-busy with respect to both ¥ and Z(7,¥,4,.%),
a processor must be free at #'. Under Rule (L2-L4), this further implies that the queue is empty, so 7, ; must
have started executing by ¢'. Consequently, 7 ; will complete by ¢’ +e; < t;+x+¢;, and thus Lemma 4 also
holds for non-busy intervals.

Thus, in all cases, tardiness is at most x + ey, implying that more than M - x4 ¢, work is required to violate
the tardiness bound x + e;. O]

O

4.2.2 Upper Bound
To derive an upper bound on LAG(Y,?,,.¥) + B(7,¥,t4,-7), we begin by restating a result (simplified to
non-preemptive schedules) from [6], which characterizes the worst-case cumulative lag and blocking at time

t; in terms of task execution and interference parameters for non-preemptive EDF schedules:

Lemma 5 (Restated from Lemma 10 in [6]).

LAG(Y,14) +B(t,¥,14) < i» i+ Y e+ Y e +M_ZA_lsi,
i=1 GEMAFLA)  erata) i1
However, this form of an upper bound does not hold for buffered scheduling. In a global non-preemptive
EDF schedule, blocking work in an interval is limited by the non-preemptive jobs running at the beginning
of the interval. However, buffering blocking is not subject to the same limitation. We adapt this lemma by
first proving a set of intermediate results. We first note that LAG can only increase for ¥ over non-busy
intervals. We also note that for B(7, ¥, #4, -%’) to be non-zero at least one of N(7, ¥, t4, .%) or M(7, ¥, t4, .%)
must be non-zero. In the case where M(t, W, 1,4, .¥’) is zero, the bound reduces to the non-preemptive bound

calculated by Devi and Anderson [6], which is strictly less than the bound proposed by this paper. Thus, we

17



can assume that M(t, ¥, t4, .¥) is non-zero. When either LAG(Y, t,4, .%) or B(t, ¥, t;, .¥) is non-zero,
there exists a non-busy interval before 7; because LAG can only increase across a non-busy interval and if a

blocking task runs then the system is non-busy. Thus, we only consider non-busy intervals.

We first bound M(7,¥,1,4,.7).
Lemma 6. Multiple jobs of a task cannot cause buffered blocking for v ;.

Proof. Suppose T; is misscheduled and is in the FIFO queue. If it is blocking, then it has a later deadline
than 7y ;.

Case 1: 7 is also blocking, where ¢ > 0. 7; ;. must be released after dy ; < ry j1.. Since T; 4. has
both a lower priority and later release time, it is guaranteed to be queued after 7, ; and cannot block Ty ;.

Case 2: k # 0 and 7;;_, is also blocking, where ¢ > 0. 7;;_. has a deadline at r; ;.. Because T; is
misscheduled, it must be released before r; ;. Then the deadline of 7; ;. is also before the release of 7, ;, so
it has a higher priority under EDF and is not a blocking task to 7 ;.

Assuming T; ; is misscheduled and blocking, we have shown that jobs of 7; before and after 7; ; cannot be

blocking jobs. U O
Lemma7. M(t,¥,1;,.7) <Yk €.

Proof. At worst, the L spots of the queue all hold jobs from P at z;. When the first job of the queue be-
gins executing, the scheduler must choose a task to fill the empty spot of the queue. By the definition of
M(t,%¥,t4,-%), t4 has elapsed by the time this job has begun running. This means the jobs in ¥ have all been
released, so no more misschedules can be made. By Lemma 6, the jobs in the queue must all be from unique

tasks, so the total amount of buffered blocking work must be less than or equal to Y'X_, €. O O

We now refer to Lemma 8 and Lemma 9 from Devi and Anderson [6], with notation updated to match the

current notation.

Lemma 8 (Adapted from Lemma 8 in [6]). Let [t,t') be a non-blocking, non-busy interval in [0,1;) across
which LAG for W is continually increasing. Let k denote the number of processors (or tasks) that are execut-

ing jobs in¥ att'~. Then, we have the following: (i) k < A; and (ii)) LAG(¥,t', /) <TX  x-ti+Y ) € <

Tl —
A
Yili X fit+ Y cras) €

This lemma still holds for buffered scheduling. The derivation in the proof for the lemma relies on la-

beling jobs depending on their deadline and execution time and deriving a bound based on the resulting
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properties. Thus, the lemma is not affected by the schedule itself.

It remains to bound blocking, non-busy intervals.

Lemma 9 (Restated from Lemma 9 in [6]). Let [t,t’) be a maximally blocking, non-busy interval in [0,1;) in
% such that k < A tasks have jobs in ¥ executing at t. Then, we have the following: (i) LAG(Y,',.¥) <
YA x i+ X cpa € and (i) LAG(Y, . ) + N(T, %, ,.%) < L x- i+ X cpo) €6

However, we would like to find a bound for LAG(W,#,.%) + B(7,¥,t',.”). Thus, we extend to the

following:

Lemma 10 (Adapted from Lemma 9 in [6]). Let [t,1") be a maximally blocking, non-busy interval in [0,1;)
in .7 such that k < A tasks have jobs in ¥ executing at t. Then, we have the following: (i) LAG(Y,¢,.%) <
YA X F Y crtneia) €+ Ly crpatia € and (i) LAG(Y, 7', ) +B(7,'¥,1,.7) < YA X i+ Y crona) €t

L
Yocnoa) €+ Y &

Notice that in (ii) of Lemma 10 there is an additional Z,-L:1 & term. Breaking up the terms in the lemma,
LAG(Y,/,.)+B(1,¥,t,.) = LAG(¥,t',.) +N(1, ¥, ,.%) + M(1, ¥, ,.7)

Our definition of LAG('P,#,.) +N(t,¥,t,.%) is equivalent to the definition of LAG(¥,?’,.¥) +B(7,¥,t,.%)

from Devi and Anderson [6], so we can replace this term with what is claimed in Lemma 9, resulting in

LAG(Y,t,.)+N(1,%,,.7) + M(t,¥,t,.7)
A
<Y xpi+ Y e+ Y e+M(r,¥r)
i=1 GelrMA) 7. c[IMA)

Thus, it remains to find the amount of buffered blocking work M(7,¥,¢',.%).

Lemma 9 does not hold for buffered scheduling because the bound is derived from the idea that if jobs
from P are executing non-preemptively at some ¢, they are the only blocking tasks that will execute through-
out the interval and no other blocking tasks can begin executing in the middle of the interval. However, this
is not true for buffered scheduling due to the buffered nature. If some task of lower priority was scheduled
earlier but does not have the resources to run until the middle of the interval, it can begin executing in the
middle of the interval.

We adapt Lemma 9 to Lemma 10 for buffered blocking.

Lemma 10. Let f be the time when all jobs executing at ¢ finish executing. Although misscheduled jobs can

begin executing in the interval [z,7), at worst they begin executing at 7, so we consider this as the bound.
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The interval [z,7) contains all the non-preemptive blocking tasks, so we can apply Lemma 9 and deduce that
the amount of work in this interval is Zf\:1 X Wi+ ZTiEF(M,A) e+ Zr,«emMA) ¢;. However, note that this also
sufficiently bounds the LAG across the entire interval because (i) remains the same across both definitions.

Then, we need to consider the M(7,P,t',.) term. At worst, jobs run continuously throughout [¢,7) (if
they don’t, then tasks buffered have the opportunity to move up earlier). At 7, the freed processors will begin
running tasks from the queue.

Note: at this point we assume that 7, ; has been released, since a blocking task running before the release
of the task is simply considered non-preemptively blocking, and not misscheduled. A misscheduled task is
only blocking if it begins to execute after the release of 7, ; because it was queued incorrectly w.r.t. EDF.

Since 7, ; has been released, it must be added to the queue, so there are L tasks that are buffered blocking.
By Lemma 6, these tasks cannot be the same tasks, and in the worst case, they are the longest tasks available,

so we find that the worst-case bound on M(t,¥,t',.7) is Y| . O O

In [6], Lemma 10 breaks down the cases of the possible situations at ¢, finding that they end up as either
Lemma 8 or Lemma 9 of [6]. This results in the overall bound.
However, since Lemma 10 is adapted from Lemma 9 and contains an additional term, Lemma 11 needs

to be modified accordingly.

Lemma 11 (Upper Bound on LAG(W¥,#,,.%) + B(1,¥,t4,-%)).

A+1 M—-A-1

L
X+ Y &+ Y s+ &
1 i=1 i=1

i=1

gk

LAG(\P7td7'5ﬂ)+B(TalPatday) <

1

Lemma 11. We similarly break the proof of Lemma 11 into cases.

Case 1: ¢ is a busy instant or a non-blocking, non-busy instant.

In both cases, #; and t; are not blocking, so N(7,¥,#;,-#) = 0 and M(7,¥,#4,.%) is bounded by
Lemma 7. Since LAG can only increase across a non-busy interval (Lemma 2), the LAG is equal to the
LAG at the last non-busy instant. If there is none, then LAG < 0. If the interval is non-blocking, we apply
part (ii) of Lemma 8 with Lemma 7 blocking, then we apply part (i) of Lemma 10 with Lemma 7 and find
the same.

Case 2: ¢, is a blocking non-busy instant. Let t <, be the earliest instant before #; such that [t,t4) s a
maximally blocking, non-busy interval. Let k denote the number of tasks whose jobs in ¥ are executing at ¢.

If LAG(Y,14,) > LAG(Y,t,.) or k < A then the lemma holds by Lemma 10. Otherwise, LAG at

t; is bounded above by the LAG at the end of the latest non-blocking or maximally blocking, non-busy in-
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terval before ¢ with increasing LAG, which is bounded by part (ii) of Lemma 8 and part (i) of Lemma 9
respectively. Also, B(7,%¥,7;,.”) = N(1,%¥,14,7) + M(1,¥,14,) is bounded by ZM AMlg +yE &
N(7,?P,1;) < ZM A= ]ei because kK > M, so at most M — A — 1 blocking tasks are executing at 7, and in

turn £;. M(7,¥,14,.%) is bounded by Y2, & by Lemma 7. O O

4.2.3 Bound Calculation
Finally, we follow the steps outlined in our proof overview to find x. Combining Lemma 4 and Lemma 11,

we have

M-x+ey <LAG(Y,ty,)+B(1,¥,14,.7)

A+1 M—-A—1

N
<Zx Ui+ Ze, Y &+)e
i=1

i=1

Solving for x, we find
2?1 g+r Mlaryl e —e
M—YY

A+1 M—A—1
< Z[:i &+Xi &+ Z 1 & — €min
B M — ZI 1 Mi

The last term in the inequality is the definition of x and x < x is a contradiction, so a concrete task system

satisfying (P1) cannot exist. Thus, the tardiness bound of any task 7y is x+ey.

4.3 Experiments

We evaluate the schedulability and tardiness of three schedulers: (1) preemptive G-EDF on 64 identical
processors, (2) non-preemptive G-EDF (NP-G-EDF) on 64 processors and (3) buffered EDF, which uses
63 processors for job execution and reserves one processor exclusively for scheduling decisions. The ex-
periments used synthetic sporadic task sets generated across multiple period distributions (uni-short,
uni-moderate, uni-1ong)and utilization distributions (uni-1ight, uni-medium, uni-heavy).
The total system utilization varied from 0 to 64, normalized to the number of processors.

To reflect realistic overheads observed in prior work (e.g., [5]), we assumed fixed per-decision scheduling
overheads from O us to 2000 us in the EDF baseline. Buffered EDF was tested without added CPU decision
overhead, as its decision-making occurs in parallel with execution. Instead, it was assumed that there was
a dedicated CPU that executes only scheduling decisions, similar to the message-passing-based scheduler
in [5].

For each period/utilization combination, we generated 100 random task sets at each utilization point. We

then computed:

21



Table 4.1: System Configuration for Period/Utilization Experiment

Parameter Value
Trials per configuration 500
Number of CPUs 64
Queue length (buffered) 64

0.0-64.0 (step size: 3.2)
[0,100,200,300,400,500,1000,1500,2000]us
Finite tardiness bound obtained

Mean bound across schedulable sets

Total utilization range
Decision overheads
Schedulability test
Tardiness metric

Table 4.2: Task Period Distributions

Class Range Unit
uni-short 3-33 ms
uni-moderate 10-100 ms
uni-long 50-250 ms

* Schedulability rate: the fraction of task sets for which the calculated tardiness bound was finite (i.e.,

the system met soft real-time constraints).

* Average tardiness bound: the mean of the computed tardiness bounds (in ts) across all schedulable

task sets.

4.3.1 Experimental Setup
We evaluate the schedulability and tardiness of G-EDF with decision overhead versus a buffered EDF variant.
All experiments are conducted using the SchedCAT framework on a simulated 64-CPU system. Task sets are

generated synthetically using distributions drawn from prior work [3].

The experimental parameters are summarized in Tables 4.1, 4.2 and 4.3. Each experiment configuration
corresponds to a unique pair of (period class, utilization class). Tasksystems are generated
with a fixed normalized total utilization, and decision overhead is applied by inflating each task’s execution
cost.

Table 4.3: Task Utilization Distributions

Class Range Unit

uni-light 0.001-0.1 dimensionless
uni-medium 0.1-0.4 dimensionless
uni-heavy 0.5-0.9 dimensionless

We show four representative (period, utilization) combinations from the nine total configurations: short-light,
short-medium, moderate-medium, and long-heavy. The remaining five appear in Appendix: Extended

Experimental Results. Each pair of plots in Fig. 4.2 shows schedulability rate (top) and average tardiness
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bound (bottom) as a function of total utilization.

Uni-Short and Uni-Light (Fig. 4.2a).

Classical G-EDF experiences a steep decline in schedulability as decision overhead increases, becoming
unschedulable at moderate utilizations once 6 > 1000 ps. Buffered EDF maintains high schedulability across
the entire range by overlapping scheduling and execution, achieving finite bounds even where both preemptive
and non-preemptive G-EDF fail. The corresponding tardiness penalty is moderate and often lower than

unbuffered G-EDF when overhead dominates execution cost.

Uni-Short and Uni-Medium (Fig. 4.2b).
The same trend appears: Buffered EDF consistently outperforms both EDF baselines in schedulability. In re-
gions where all are schedulable, buffered tardiness bounds are slightly higher because decisions are serialized,

yet this penalty is small relative to the large schedulability gains under heavy overhead.

Uni-Moderate and Uni-Medium (Fig. 4.2¢).
Buffered scheduling again improves schedulability at high overheads, though the advantage narrows as job
execution times increase. Here, buffering is mainly beneficial when overheads are comparable to job execu-

tion costs; otherwise, its gain over NP-G-EDF diminishes.

Uni-Long and Uni-Heavy (Fig. 4.2d).
Differences between the three schedulers become negligible. Each task consumes a large fraction of a core, so
the total number of jobs (and thus scheduling decisions) is small, making decision overhead almost irrelevant.

Buffered scheduling offers no benefit in this regime.

Overall Trends.

Buffering provides the greatest advantage for systems with many short, light tasks and high decision costs.
When execution costs dominate, preemptive and non-preemptive G-EDF perform similarly. In accelerator-
style workloads (e.g., GPUs), where transferring data to the device incurs overheads of similar or larger
magnitude, buffered scheduling can substantially reduce idle time by overlapping data movement and deci-

sion making, leading to improved end-to-end latency.
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Figure 4.2: Schedulability rate and average tardiness vs. normalized total utilization. Comparison of G-EDF
(64), NP-G-EDF (64), and Buffered EDF (63+1).
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CHAPTER 5
Discussion

5.1 Variations of Buffered Scheduling

The idea of "buffering” a scheduling decision can be implemented in a variety of ways, and we chose one
that was logical for applications we were interested in investigating. However, many versions of the rules sets
for buffered scheduling were proposed throughout the development of this thesis.

One major modification of buffered scheduling is the structure of the global FIFO queue. Logically, a
priority queue used as a buffer would result in better scheduling decisions than a FIFO queue. However, this
would still not have the same tardiness as a g-EDF schedule with no tardiness because jobs still must pass
through the queue. We conjecture that this version of buffered scheduling has a tardiness bound of x + ¢, for

a task 7y, where
A+1 M—A—1
- Z,’:ﬁ &+ Zizl & + €max — €min
- A
M =Yl Wi

since a priority queue will function similarly to a FIFO queue of length 1. We believe this version of
buffered scheduling can improve performance in terms of tardiness, but will not sacrifice utilization loss
because the queue is constantly full.

Another modification to the FIFO queue is the method in which we fill the queue. Currently, we add
jobs to the FIFO queue if it is empty. This may not be the most effective way of buffering a job. Suppose
L =k-M, where k is an integer. Upon beginning the execution of a job, we add k jobs to the FIFO queue
from the priority queue (or until the FIFO queue is full if there are not enough spots left in the FIFO queue).
This version does not buffer the jobs as far in advance as the one we analyzed, so the buffered scheduling
may not suffer from as many misschedules. The FIFO queue will still buffer a sufficient amount of jobs for
the system, so will receive the benefits of decreased utilization loss. Thus, this is also an alternative method
of buffering that may be more effective in practice.

Finally, for systems where the FIFO queue is a shared resource, the addition of just the buffering from
the FIFO queue may not be enough to prevent overhead from resource contention, especially if the number
of processors is high. Instead, we can a FIFO queue per each processor, or multiple FIFO queues where each
queue is assigned to a subset of processors. We conjecture that buffering decisions in this manner will still

result in bounded tardiness, although the tardiness will increase.
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Average Tardiness Bound vs. Normalized Utilization
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Figure 5.1: Tardiness as a function of queue length.

5.2 Understanding Queue Length

From a theoretical perspective, if we allow a queue length of 0, the scheduling policy reverts back to EDF. On
the other hand, as the queue length converges to infinity, the schedule becomes FIFO, since every job passes
immediately into the FIFO queue. Then between these two queue lengths, buffered scheduling becomes more
EDF-like for smaller values of L, and more FIFO-like for larger values of L. It is difficult to claim that for any
increase in L, a schedule will approach FIFO for a given task system because it requires rigorously defining
how we measure a schedule’s closeness” to EDF or FIFO. Furthermore, the complexity of the interactions
between tasks and processors in a schedule can result in unexpected behavior, as commonly observed in
typical scheduling algorithms.

We instead experimentally evaluate the functionality of adjusting the queue length. Figure 5.1 displays
buffered scheduling experiments with varying queue lengths of 16, 32, and 64, using the short-light exper-
iment setup of Section 4.3. In systems with extremely high overhead, the tardiness of the schedulable task
systems still exceed that of the tardiness for buffered scheduling. We also observe that even though the length
of the queue doubles between the different experiments, the tardiness for each utilization does not. This is a
result of Lemma 6. Because jobs of the same task cannot be misscheduled to block the same job, the increase
in tardiness decreases for every increase in queue length. Note that this is also a result of the task system
including a large variety of periods/utilization and the same effect will not be observed in systems with a

more uniform distribution of periods/utilization.

5.3 Scheduling Overhead in Implementation
While the analyses in this thesis assume that buffered scheduling experiences no scheduling overhead (L4),
this may not necessarily be true in practice. Although we are parallelizing the scheduling decision and the

execution of jobs, the jobs may still experience the effects of overhead. The trivial example is at the beginning
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of a schedule, where some jobs have just been released. Clearly, a scheduling decision could not have been
made previous to the release of these jobs, so these jobs will experience overhead. Similarly, whenever the
FIFO queue is empty, jobs will experience scheduling delay. We make this assumption for simplification
of the proof, and because in most scenarios, the scheduling overhead does not appear to impact tardiness
bounds in these common scenarios. When the FIFO queue is empty, we are essentially at the “beginning” of
a schedule, where we do not have an excess of work built up to cause tardiness. Thus, the delay occurs during
a period of time where we have sufficient computational resources to complete the required work.

However, we acknowledge that taking a more pessimistic view in order to achieve rigorous conclusions
is important to real-time systems that depend on the completion of jobs. Thus, we discuss some potential
methods of analysis for including the scheduling overhead in analysis techniques.

We enforce some constraints on ¢, the maximum scheduling overhead for any job. First, we assume
that ¢ is less than e,,;,. Without this assumption, there exists a new type of blocking with properties that
are difficult to analyze, particularly because we are experiencing utilization loss without the opportunity of
adding additional jobs to the FIFO queue. We also assume that for any e;, p;, we have that e¢; + ¢ < p;. This
guarantees that a single task cannot exceed a utilization of 1, causing the task system to be unschedulable.
Note that in a specific task system, even if e¢; + ¢ > p;, the task system may still be schedulable under buffered
scheduling because the task does not experience the overhead for every single job, but we would like to put
this assumption in place to have utilization guarantees. Under these assumptions, we conjecture that buffered
G-EDF runs with bounded tardiness.

The effect of these overheads can also be considered from a utilization perspective. Consider a system
with where we choose L < M, then it is possible that more than L processors become free at the same
time, and the FIFO queue is emptied out, leaving the remaining processors to experience scheduling delay.
From an implementation perspective, the system experiences utilization loss in these scenarios. Then as L
increases from O to N, we trade increasing tardiness bounds for less utilization loss because we are reducing
the number of times these scenarios can occur. Measuring this effect can be accomplished by implementing
buffered scheduling and evaluating the performance of the scheduling policy.

Finally, the experimental tardiness bounds can be used to calculate correct but pessimistic bounds for
tardiness (under the previously stated assumptions). For a given task set, we can add in a scheduling overhead
task for each task, with an execution time of ¢ and period p; for 7;. This is an upper bound for how often
the scheduling overhead can be experienced. This results in the same increase in utilization as G-EDF and
G-NP-EDF, so the schedulability results are the same. From analyzing Equation 4.7, however, we note
some interesting observations. We note that the numerator of the formula increases by Z,'Lzl & from G-EDF
Atlg L yM—A-1

E 1 & — enin Increases

with no overhead to the above buffered scheduling task system, but };
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when adjusting the equation from G-EDF with no overhead to G-EDF with overhead. On the other hand,
the denominator M — Zf\:1 U; is greater for buffered scheduling ( A is equal for the different schedules, but
U; is lower for buffered blocking). Then depending on which term dominates the numerator, an overall
better tardiness bound for buffered scheduling can be achieved compared to traditional scheduling algorithms.
Intuitively, by parallelizing work and keeping processors busy, we are starting jobs earlier with the exception
of the jobs experiencing enough buffered blocking. This indicates that alternative analysis methods could
prove that buffered blocking both decreases utilization loss and improves tardiness bounds over non-buffered

scheduling.
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CHAPTER 6

Conclusion

We have presented buffered scheduling, an asynchronous scheduling paradigm in which the computation
of scheduling decisions is decoupled from their application to processors. By separating these two phases,
buffered scheduling introduces flexibility in both when and where decisions are computed. This decoupling
allows the system to hide scheduling overheads by overlapping decision-making with computation, improving
processor utilization when scheduling costs are significant. Scheduling does not need to occur synchronously
with job execution; instead, it can be buffered to mitigate decision latency while maintaining predictable
timing behavior. This mechanism, called buffered blocking, ensures that processors remain occupied rather
than idling, although sub-optimal scheduling decisions may occur.

To formally characterize this behavior, we developed a method for computing the worst-case response
time and schedulability of buffered fixed-priority (FP) tasks on a single processor and proved the validity
of this analysis. Extending the analysis to multiprocessor systems, we showed that buffered global earliest-
deadline-first scheduling preserves bounded deadline tardiness, and thus remains soft real-time optimal under
the same assumptions as traditional G-EDF. However, buffering introduces additional blocking effects, which
can increase the upper bound on tardiness relative to non-buffered EDF without scheduling overheads.

Our experimental evaluations show that buffering scheduling decisions can have significant schedulability
benefits when comparing against non-buffered EDF with synchronous overheads in cases where jobs are
small and/or scheduling overheads are comparatively high. Buffered scheduling is therefore well suited to
applications such as signal processing in software-defined radio or spectrum sensing that do not require hard
real-time processing and are composed of many smaller jobs.

Overall, this thesis presents buffered scheduling as a practical and understandable way to reduce the
impact of scheduling overheads in real-time systems. By rethinking how and when scheduling decisions
are applied, buffered scheduling introduces a new design option that balances timing predictability with
efficient resource use. The work completed in this thesis and proposed in the discussion section can serve
as a foundation for future research on asynchronous scheduling methods that continue to improve system

responsiveness and efficiency.
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Appendix
Extended Experimental Results
In Section 4.3, we avoid including every experimental result due to redundancy. Additional system configu-

ration details and experimental results are included here.

Table 6.1: System Configuration for Experiments

Parameter Value

Trials per configuration 500

Number of CPUs 32,64, 128

Queue length (buffered) 32,64, 128

Total utilization range 0.0-32.0, 0.0-64.0, 0.0-128.0

Decision overheads [0, 100, 200, 300, 400, 500, 1000, 1500,
2000] us

Schedulability test Finite tardiness bound obtained

Tardiness metric Mean bound across schedulable sets

Table 6.2: Task Period Distributions

Class Range Unit
uni-short 3-33 ms
uni-moderate 10-100 ms
uni-long 50-250 ms

Table 6.3: Task Utilization Distributions

Class Range Unit

uni-light 0.001-0.1 dimensionless

uni-medium 0.1-04 dimensionless

uni-heavy 0.5-0.9 dimensionless

—e— EDF (NP) + 0.00 ms EDF (NP) + 0.50 ms EDF (P) + 0.10 ms EDF (P) + 1.00 ms
EDF (NP) + 0.10 ms EDF (NP) + 1.00 ms EDF (P) + 0.20 ms EDF (P) + 1.50 ms
EDF (NP) + 0.20 ms EDF (NP) + 1.50 ms EDF (P) + 0.30 ms EDF (P) + 2.00 ms
EDF (NP) + 0.30 ms EDF (NP) + 2.00 ms -==- EDF (P) + 0.40 ms =»=- Buffered

—e— EDF (NP) + 0.40 ms  —=- EDF (P) + 0.00 ms EDF (P) + 0.50 ms

Figure 6.1: Experimental results legend for all extended experiments.
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Figure 6.2: Extended experiment results with 32 processors.
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Figure 6.3: Extended experiment results with 64 processors.
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Figure 6.4: Extended experiment results with 128 processors.

33



References

[1] J.H. Anderson, V. Bud, and U.C. Devi. An edf-based scheduling algorithm for multiprocessor soft
real-time systems. In 17th Euromicro Conference on Real-Time Systems (ECRTS’05), pages 199-208,
2005.

[2] A.Bastoni, B. Brandenburg, and J. Anderson. Is semi-partitioned scheduling practical? pages 125-135,
12 2011.

[3] B. Brandenburg. Scheduling and locking in multiprocessor real-time operating systems. PhD thesis,
University of North Carolina at Chapel Hill, USA, 2011. AAI3502550.

[4] B. Brandenburg and J. Anderson. Optimality results for multiprocessor real-time locking protocols. In
Proceedings of the 31st IEEE Real-Time Systems Symposium (RTSS), pages 49-60, 2010.

[5] F. Cerqueira, M. Vanga, and B. Brandenburg. Scaling global scheduling with message passing. In Pro-
ceedings of the 19th IEEE Real-Time and Embedded Technology and Applications Symposium (RTAS),
pages 263-274, 2014.

[6] U. Devi and J. Anderson. Tardiness bounds under global EDF scheduling on a multiprocessor. Real-
Time Systems, 38(2):133-189, 2008.

[7] S.Dhall and C. Liu. On a real-time scheduling problem. Operations Research, 26(1):127-140, 1978.

[8] A.Eisenklam, W. Hedgecock, and B. Ward. Job-level batching for software-defined radio on multi-core.
In Proceedings of the 2024 IEEE Real-Time Systems Symposium (RTSS), 2024.

[9] 1. Erickson. Tardiness Bounds and Overload in Soft Real-Time Systems. PhD thesis, University of North
Carolina at Chapel Hill, Chapel Hill, NC, USA, 2014. Accessed: 2025-08-14.

[10] J. Erickson and J.Anderson. Reducing tardiness under global scheduling by splitting jobs. In Proceed-
ings of the 25th Euromicro Conference on Real-Time Systems (ECRTS), pages 14-24, 2013.

[11] Q. Huang, J. Bornholt, L. Ceze, D. Grossman, and A. Phanishayee. CoSA: Scheduling by constrained
optimization for spatial accelerators. In Proceedings of the 48th Annual International Symposium on
Computer Architecture (ISCA), pages 1-14, 2021.

[12] J. Li, K. Agrawal, C. Gill, and C. Lu. Federated scheduling for stochastic parallel real-time tasks.
In 2014 IEEE 20th International Conference on Embedded and Real-Time Computing Systems and
Applications, pages 1-10, 2014.

[13] C. Liu and J.H. Anderson. An O(m) analysis technique for supporting real-time self-suspending task
systems. In Proceedings of the 33rd IEEE Real-Time Systems Symposium (RTSS), pages 373-382. IEEE,
December 2012.

[14] C. Liu and J.H. Anderson. Suspension-aware analysis for hard real-time multiprocessor scheduling. In
Proceedings of the 25th Euromicro Conference on Real-Time Systems (ECRTS), pages 271-281, July
2013.

[15] A. Srinivasan and J. Anderson. Efficient scheduling of soft real-time applications on multiprocessors.
Journal of Embedded Computing, 1(3):1-14, 2004.

[16] A. Vijeev. Operating system scheduling for emerging hardware accelerators. Master’s thesis, University
of California, San Diego, 2023.

[17] Y. Xu, T. He, R. Sun, Y. Ma, Y. Jin, and A. Zou. Shape: Scheduling of fixed-priority tasks on het-
erogeneous architectures with multiple cpus and many pes. In Proceedings of the 41st IEEE/ACM
International Conference on Computer-Aided Design (ICCAD), pages 1-9, 2022.

34



[18] E. Zhang, T. He, and B. Ward. Buffered scheduling: Hiding decision latency with asynchronous
scheduling. In Proceedings of the 33rd International Conference on Real-Time Networks and Systems

35



	LIST OF TABLES
	LIST OF FIGURES
	1 Introduction
	2 Background and Related Work
	3 Single-Processor Fixed-Priority Worst-Case Response Time Analysis
	3.1 Non-preemptive Single-Processor Fixed-Priority Buffered Scheduling
	3.1.1 Non-preemptive Scheduling WCRT
	3.1.2 Non-preemptive Buffered Scheduling WCRT
	3.1.3 Corollary (Tightened Bound under Deadline Constraints)


	4 Global EDF Tardiness Bound Analysis
	4.1 Task Model, Definitions, and Notation
	4.1.1 Restating Proof Notation
	4.1.2 Restating Proof Definitions
	4.1.3 Buffered-Scheduling Extensions

	4.2 Tardiness Bound
	4.2.1 Lower Bound
	4.2.2 Upper Bound
	4.2.3 Bound Calculation

	4.3 Experiments
	4.3.1 Experimental Setup


	5 Discussion
	5.1 Variations of Buffered Scheduling
	5.2 Understanding Queue Length
	5.3 Scheduling Overhead in Implementation

	6 Conclusion
	 References 

