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CHAPTER 1

Neutrino Oscillations and the Current State of the Search for a Sterile Neutrino

Anomalies in neutrino detection experiments have historically led to the discovery and characteri-

zation of oscillations, where the neutrinos change flavor with a probability oscillating with distance.

This was seen with an anomalous deficit in solar electron neutrinos as early as the 1960s, and was

also seen in neutrinos created by cosmic rays hitting the atmosphere (Boyd (2020), Mondal (2015)).

Experiments measuring the neutrinos produced by accelerators and nuclear reactors have verified

that these anomalies are the result of oscillations, and are able to produce estimates of the oscillation

parameters between the three known flavors (Boyd (2020), Mondal (2015), Navas et al. (2024)).

Three more recent anomalies exist in sets of experiments using reactors (Mention et al. (2011)),

accelerators (for example, discussed in Conrad et al. (2013), Dasgupta and Kopp (2021), Böser et al.

(2020)), and radioactive sources placed inside gallium-based detectors (Barinov et al. (2022a)). Like

the previous anomalies, there have been attempts to explain these with oscillations, this time into

one or more ”sterile” neutrinos, though with less success. There are tensions between the different

anomalies’ estimates of oscillation parameters, and other possible explanations have since been found

for the reactor and accelerator anomalies.

Still, oscillations have not been fully ruled out, as some experiments continue to indicate them

(Serebrov et al. (2021), Barinov et al. (2022a)). In addition, the reactor anomaly has never been

fully characterized, as much of the energy spectrum information in those experiments has been left

out of previous combined analyses such as (Giunti et al. (2022)).

Here, a full analysis of the reactor antineutrino anomaly is performed, including the spectral infor-

mation from all experiments that had it.

1.1 Neutrino Mixing and Oscillations

The known neutrinos in the Standard Model can be divided into three eigenstates by their weak

nuclear flavors: νe, νµ, and ντ . These flavors are the same as those of the corresponding charged

leptons, allowing for flavor to be conserved in reactions such as beta decay or muon decay (Boyd

(2020)).

Neutrinos can also be divided into eigenstates by mass, denoted as ν1, ν2, and ν3. Unlike, for
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example, the charged leptons, these are not equivalent to the flavor eigenstates. Instead, each flavor

eigenstate is a mixture of the mass eigenstates, and vice versa. This mixing can be characterized

with a unitary matrix that converts between the two eigenstate bases.

να =
∑
i

Uiανα (1.1)

While neutrinos are produced as specific flavor eigenstates, they propagate as a superposition of

mass eigenstates, which due to their different masses travel at very slightly different speeds. This

means that the mass eigenstate wave functions are in a different superposition once the neutrino

arrives at the detector, and therefore they don’t just produce the exact same flavor eigenstate. These

speeds are ultrarelativistic, and the neutrino travel lengths in the reactor anomaly experiments are

much smaller than the decoherence lengths produced by typical wave-packet treatments of neutrinos

(Giunti (2002), Chan et al. (2016)), so the typical treatment is to use a plane-wave ultrarelativistic

approximation to calculate oscillation probabilities. This results in an equation which only uses the

differences in the squares of the masses ∆m2
ij , and not the masses themselves.

P (να → νβ) = δαβ − 4
∑
i>j

Re(U∗
αiUβiUαjU

∗
βj) sin

2(∆m2
ij

L

4E
)

+2
∑
i>j

Im(U∗
αiUβiUαjU

∗
βj) sin(∆m2

ij

L

2E
)

(1.2)

The mixing matrix is usually represented as the product of three rotation matrices R23R
∗
13R12,

along with a matrix of Majorana phases relevant only for neutrinoless double beta decay and not

oscillations. Here the * symbol on R∗
13 is because this matrix also includes terms for the CP-

violation phase. If there is no CP-violation, then the imaginary part of the equation vanishes. The

rotation angles for these matrices, along with the CP-violation phase are the typical way in which

the oscillation parameters are represented, such as in the particle data group’s publications (Navas

et al. (2024)).

The current published values for the three-neutrino oscillation parameters are ∆m2
21 = 7.53±0.18×

10−5eV2, ∆m2
32 = 2.455± 0.028× 10−3eV2, sin2(θ12) = 0.307+0.013

−0.012, sin
2(θ13) = 2.19± 0.07× 10−2,

sin2(θ23) = 0.558+0.015
−0.021, and δCP = 1.19 ± 0.22 (π radians) assuming the normal mass ordering

(m2 < m3). With the inverted ordering (m3 < m2), (θ23) = 0.553+0.016
−0.024, and ∆m2

32 = −2.529 ±

2



0.029× 10−3eV2.

If one particular mass splitting dominates the equation as is typical for a given length and energy

(Böser et al. (2020)), then the equation can be greatly simplified into an approximate two-neutrino

model with a single mixing angle and mass-squared difference. This is true in the case of more than

three neutrino eigenstates as well.

P (να → νβ) =

∣∣∣∣δαβ − sin2(2θ) sin2
(
∆m2L

4E

)∣∣∣∣
=

∣∣∣∣δαβ − sin2(2θ) sin2
(
1.267∆m2(eV2)L(m)

E(MeV)

)∣∣∣∣ (1.3)

This equation, specifically the (ν̄e → ν̄e) case, is a good approximation in the short baseline reactor

experiments that make up the reactor anomaly when searching for a sterile neutrino. At the energies

seen in these experiments, oscillations to νµ or ντ are negligible at these distances (deflection well

under 1% when L<100m).

1.1.1 Sterile Neutrinos

One possible way to extend the Standard Model is by adding fourth neutrino mass and flavor

eigenstates to the mixing model. In this model, the fourth neutrino will have no flavor in the weak

nuclear force, and would only interact with other matter through gravity. This makes it a possible

dark matter candidate along with new physics beyond the Standard Model, which motivates searches

for it.

Sterile neutrinos, if they exist, cannot be detected directly, but could be detected indirectly through

oscillations. Any mixing between the three flavored neutrinos and a sterile neutrino would result in

disappearance effects as neutrinos oscillate into the sterile state. This would lead to anomalously

low yields in neutrino detection experiments, and characteristic distortions in the detected spectra

depending on the oscillation parameters.

Sterile neutrinos can also be constrained through cosmological observations (Böser et al. (2020),Das-

gupta and Kopp (2021)). Assuming standard cosmology, sterile neutrinos in the single-eV mass

range are strongly disfavored, but nonstandard theories or additional interactions involving sterile

neutrinos may change that.

In addition, directly measuring the mass of a flavored neutrino would also constrain sterile neutrinos.
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The KATRIN experiment (Aker et al. (2024)) is measuring beta decays on tritium in order to

constrain the effective mass of the electron antineutrino. This is also placing constraints on eV scale

sterile neutrinos (Mohanty (2023)), and is beginning to disfavor them.

The greatest evidence in favor of sterile neutrinos has come from possible oscillations, as there are

multiple experimental anomalies in which fewer neutrinos were detected than expected.

1.1.2 The Experimental Anomalies

There are three sets of experiments showing possible sterile neutrino oscillations: the Gallium

Anomaly, Accelerator Anomaly, and Reactor Antineutrino Anomaly. All three of these are gen-

erally in tension with each other rather than pointing toward the same oscillation parameters.

The Gallium Anomaly refers to the SAGE, GALLEX, and more recently BEST experiments (Barinov

et al. (2022a)), in which radioactive sources producing electron neutrinos were placed inside gallium

based neutrino detectors. These did not provide spectral information, although in the case of BEST

the detector was divided into two zones in order to provide some additional distance information.

These experiments all saw a deficit in detected neutrinos, and BEST did not see a difference in the

deficit based on distance. A combined analysis of these experiments produces a ratio of detected to

expected neutrino rates of 0.80±0.047, a result of 4.26σ. This favors oscillations into sterile neutrinos

with ∆m2 = 1.25+∞
−0.25eV2 and sin2(2θ) = 0.34+0.14

−0.09. While this anomaly may be explainable with

some unanticipated error in the theoretical neutrino flux from the radioactive source or in the rate of

neutrino capture, none has been found yet, and solar neutrino measurements with gallium detectors

agree with those from others, making errors in the capture rate less likely.

The Accelerator Anomaly refers to the LSND (Aguilar et al. (2001)) and MiniBooNE (Aguilar-

Arevalo et al. (2018)) experiments, in which relatively pure muon neutrino and antineutrino beams

were created through pion decays and apparent electron neutrino (antineutrino) events were mea-

sured at relatively short baselines of ∼ 1 m/MeV. Both of these experiments saw an excess of electron

neutrino events at lower energies (Böser et al. (2020)). Taken together, the two experimental anoma-

lies showed a significance of 6σ (Böser et al. (2020)), with sin2(2θ) < 0.01 and ∆m2 ≈ 5 MeV2, or

sin2(2θ) ranging along higher values with ∆m2 < 1 MeV2. The 6σ result does not entirely apply to

these indicated values though, since the two experiments are in slight tension with each other.

The contour of the MiniBooNE excess is also somewhat difficult to explain purely with oscilla-

tions, so other explanations have been explored (Böser et al. (2020)), including unanticipated excess

background processes that could mimic electron neutrino events. It is possible that a similar unan-

4



ticipated background process affected LSND as well. The more recent MicroBooNE experiment

(Abratenko et al. (2021)) uses a similar process to MiniBooNE and has not seen the same excess,

making an oscillation explanation for the anomaly less likely.

The reactor antineutrino anomaly, which this analysis focuses on, originally stems from an analysis by

Mention et al. (2011), which examined examined 19 short baseline ”experiments,” mostly referring

to specific reactor-detector setups and distances. These experiments all used nuclear reactors as

sources of electron antineutrinos in the energy range of 2−9 MeV, and detectors at distances of 8 to

95 meters. This analysis found that new theoretical antineutrino fluxes for the nuclear fuels (Mueller

et al. (2011)) increased the significance of a shortfall in neutrino counts to a 98.6% confidence level

(∼ 2.46σ). Confidence regions were also made while including spectral information from the ratios of

two experiments from a set of 3 at the Bugey power plant (Achkar et al. (1995)), favoring oscillations

with sin2(2θ) ranging from around 0.02 to 0.2 and ∆m2 > 0.1. There were additional analyses made

using spectral information from the ILL experiment (Kwon et al. (1981)) as well, but these also

included accelerator or gallium results, not purely showing the reactor anomaly on its own.

This anomaly motivated new oscillation analyses in more recent short baseline reactor experiments

such as STEREO (Almazán et al. (2023)), PROSPECT (Andriamirado et al. (2021)), Nucifer

(Boireau et al. (2016)), NEOS (Ko et al. (2017)), and Neutrino-4 (Serebrov et al. (2021)), along with

longer baseline experiments such as RENO (Choi et al. (2020)) and Daya Bay (An et al. (2017a)).

Apart from Neutrino-4, these have not seen evidence of sterile neutrino oscillations. In addition,

more recent theoretical antineutrino fluxes for the nuclear fuels have reduced the significance of the

anomaly leading to a claim of its possible demise (Giunti et al. (2022)).

Global Analyses of the different anomalies (e. g. Böser et al. (2020), Dasgupta and Kopp (2021),

Kopp et al. (2013), Gariazzo et al. (2017), Dentler et al. (2018), Conrad et al. (2013)) have had

difficulty in finding compelling evidence of any particular sterile neutrino. The different anomalies

are in tension with each other, especially the accelerator anomaly with the other two, and appear-

ance data with disappearance data. Attempts to resolve the tensions with more than one sterile

neutrino are either not very effective or fail to resolve all of the tensions. In addition, conventional

cosmological theories place stringent constraints on eV-scale sterile neutrinos. In all, their existence

looks increasingly likely, but the anomalies are not completely refuted yet.
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1.2 A Closer Look at The Reactor Antineutrino Anomaly

The original analysis in Mention et al. (2011) uses data from 19 experiments at ILL (Kwon et al.

(1981)), Gösgen (Zacek et al. (1986)), Bugey (Achkar et al. (1995), Declais et al. (1994)), Rovno

(Afonin et al. (1988), Kuvshinnikov et al. (1991)), Savannah River (SRP) (Greenwood et al. (1996)),

and Krasnoyarsk (Vidyakin et al. (1987), Vidyakin et al. (1994)). Out of these, the ILL experiment,

the three Gösgen experiments, three at Bugey, three at Rovno, and the two SRP experiments mea-

sured the energy spectra of the antineutrinos detected, while the the rest only measured magnitude

information. Mention et al. (2011) only used the spectral information from ILL and two of the Bugey

experiments, and only included the ILL spectral information in analyses including non-reactor ex-

periments. This has established a pattern in analyses of the Reactor Anomaly, in which if any

spectral information is included, it only comes from ILL and Bugey (Giunti et al. (2022), Dentler

et al. (2018), Gariazzo et al. (2017), Kopp et al. (2013)). Some analyses even only use the Bugey

data out of all the reactor experiments (Conrad et al. (2013), Collin et al. (2016)). There are also

analyses that largely ignore the Reactor anomaly experiments to focus on more recent short baseline

reactor experiments with better statistics (Dasgupta and Kopp (2021), Böser et al. (2020)). This

leaves a gap in the analysis that this study means to fill, by including all the spectral information

from these experiments in a joint analysis.

In Mention et al. (2011) the most updated set of theoretical neutrino spectra produced by the main

fuels in nuclear reactors (235U, 239Pu, 238U, 241Pu) came from Mueller et al. (2011), and are known

as the Mueller fluxes. Shortly after this came the Huber fluxes for 235U, 239Pu, and 241Pu. These

fluxes with the Mueller flux for 238U are referred to as the Huber-Mueller (H-M) fluxes in various

experiments and analyses since then (Giunti et al. (2022) and Almazán et al. (2023) for example).

Since then, newer theoretical fluxes have been found in Estienne et al. (2019), referred to as the

Estienne fluxes. In addition, some experimentally motivated modifications to the Huber-Mueller

fluxes have been attempted. The Daya Bay experiment attempted an unfolding of its spectrum and

found a 7.8% deficit in the 235U flux compared to H-M (An et al. (2017b)). In this analysis, the H-M

model with this added reduction in the 235U flux is referred to as the Daya Bay flux. In addition,

experiments have found an approximately Gaussian bump at about 5 MeV neutrino energy in the

measured spectra compared to the theoretical fluxes, which is difficult to explain with oscillations

(Berryman et al. (2019), Almazán et al. (2022), Seo (2015), Zacek et al. (2018)). This bump is

sometimes incorporated into the theoretical flux in modern reactor experiment analyses (Almazán

et al. (2022)), and this analysis will examine the effects of including or excluding it. Giunti et al.
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(2022) makes use of other recent fluxes as well in its analyses. These will not be included in this

analysis, but could be used in future research building off of it.

In neutrino oscillation experiments, the typical statistical comparison used to determine significance

is a χ2 function, comparing each measured xi to an expected value µi and profiling correlated errors

aj .

χ2 =
∑
i

(
xi − µi(aj)

σi

)2

+
∑
j

(
aj
σj

)2

(1.4)

The original analysis done in Mention et al. (2011) used a less computationally intensive method,

using a covariance matrix W to account for correlated errors between different experiments, and

minimizing a χ2 statistic based on it to find the best fit average µ for the ratios between experimental

and theoretical yields R⃗.

χ2(∆m2, sin2(2θ)) = (µ(∆m2, sin2(2θ))− R⃗)TW−1(µ(∆m2, sin2(2θ))− R⃗) (1.5)

This χ2 uses ratios between values expected to have Gaussian distributions, but the ratios are not

expected to be Gaussian themselves. Mention et al. (2011) used Monte-Carlo simulation to find the

actual distribution, which produces slighly lower significance levels than Gaussian statistics would

have.

Spectral information for Bugey was added in with a χ2 on the ratios at each bin of the yields from

the two experiments used (40m/15m distances), with a single profiled error multiplied into all the

ratios.

χ2
Bugey =

∑
i

(
aRth

i −Rexp
i

σi

)2

+

(
a− 1

σa

)2

(1.6)

This χ2 also uses ratios, and had its actual distribution determined through Monte-Carlo simulation

as well.

Spectral information for ILL was added with a similar χ2, except the ratios were between the

measured or theoretical yields and the no-oscillation theoretical yields, and the normalization on the

theoretical ratio was allowed to float freely to make it a purely spectral χ2.
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χ2
ILL =

∑
i

(
aRth

i −Rexp
i

σi

)2

(1.7)

It was shown in the reanalysis of the ILL experiment in Cogswell et al. (2019) that separating

the magnitude and spectral parts of the χ2 as is done here with ILL produces similar results to

the standard χ2, except that all values and differences between them are exaggerated by a small

amount.

In a full analysis with all spectral information, the standard χ2 would be expected to have closer to

normal statistics, so it will be used in this new analysis.

Overall, the current analyses of the Reactor Antineutrino Anomaly are incomplete because they do

not incorporate the spectral information from some of the experiments. This analysis includes all of

this information, and updates the analysis to more modern fluxes. It also test the effects of different

experimental modifications to the fluxes, namely the Daya Bay deficit compared to the Huber 235U

flux, and the 5 MeV bump.

It is important to note that the statistics in this analysis are treated in a way more likely to

overestimate significance rather than underestimate it. This is partly to reduce the computation

time, but also is meant to produce significance levels that can serve as upper bounds, which will

likely be lowered in any future refinements of the analysis.

Chapter two outlines the creation of the models used to analyze the different Reactor Anomaly

experiments. The Gösgen experiment is used as a detailed example to explain all of the components

of a model, and is then followed by the details specific to each of the other experiment models. The

last section of the chapter explains how the models were combined into a single analysis.

Chapter three is a previous paper and erratum specifically focusing on the ILL experiment. This

analysis is a continuation of that work, applying its concepts to the other Reactor Anomaly exper-

iments. Chapter four presents the results of the combined analysis along with discussion of future

directions the research can go, and chapter five contains the conclusions of this work.
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CHAPTER 2

The Construction of the Experiment Models

The nineteen ”experiments” associated with the Reactor Antineutrino Anomaly are the datasets

associated with single reactor-detector distances which were analyzed jointly in a rate-only analysis

by Mention et al. (2011). One rate-only experiment was performed at the Bugey nuclear power plant

(Declais et al. (1994)) at a distance of 15m, one at the Rovno nuclear power plant (Kuvshinnikov

et al. (1991)) at a distance of 18m, and three at Krasnoyarsk (Vidyakin et al. (1987), Vidyakin

et al. (1994)) at distances of 33m, 57m, and 92m. Two rate-only and three spectral experiments

were performed together at Rovno in 1988 (Afonin et al. (1988)), two of the spectral and both

rate-only at an 18m distance and one spectral at 25m. Three spectral experiments were performed

at Bugey Achkar et al. (1995) at distances of 15m, 40m, and 90m, three at the Gösgen nuclear

reactor (Zacek et al. (1986)) at distances of 37.9m, 45.9m, and 64.7m, two at the Savannah River

Site (SRP) P reactor (Greenwood et al. (1996)) at distances of 18m and 24m, and one at the Institut

Laue-Langevin (ILL) research reactor (Kwon et al. (1981)) at a distance of 8.76m.

While the first analysis only used the rate information from these experiments, additional analyses in

the same paper involved spectral information from Bugey (Achkar et al. (1995)) and ILL (Kwon et al.

(1981)). This includes the creation of confidence regions using their spectral data combined with

the rate data, the gallium anomaly experiments Sage and Gallex, and the MiniBooNE accelerator

experiment.

This analysis sets out to examine the reactor anomaly experiments together, using some of the most

recent flux values and incorporating all the available information from the experiments including the

spectral components of Rovno, SRP, and Gösgen in addition to the information used by Mention

et al. (2011).

2.1 The Creation of Experiment Models for the New Analysis

In a neutrino oscillation experiment, the experimental yields over a set of energy bins are compared

to the theoretical predictions, typically through the use of a χ2 statistic. As the theoretical spectrum

and yield depend on the values of sin2(2θ) and ∆m2, the χ2 varies across the parameter space as

well. The standard form for it given by Navas et al. (2024) includes profiling the systematic errors

ak, adding in terms for them and then varying them to minimize the overall χ2.
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χ2
(
sin2(2θ),∆m2

)
=
∑
i

(
N i

exp −N i
th

(
sin2(2θ),∆m2, ak

)
σi

)2

+
∑
k

(
ak − 1

σk

)2

(2.1)

In a single rate-only experiment this reduces to a simple comparison using Gaussian error, while

analyses with multiple bins or experiments can face complications from correlated errors that must

be profiled. These errors typically include one on the overall magnitude and one on the energy scale,

while multiple-experiment analyses can also have ones for the relative magnitude differences.

To evaluate oscillation hypotheses, the χ2 is used to produce a likelihood function by taking the

difference from the minimum value in the parameter space. This is then used to produce a confidence

region, usually at the 90% level in the reactor anomaly experiments. Assuming normal statistics,

the two dimensional parameter space leads the likelihood function to act as a 2-dof χ2, leading to a

90% critical value of 4.61.

∆χ2
(
sin2(2θ),∆m2

)
= χ2

(
sin2(2θ),∆m2

)
− χ2

min = 4.61 (90% CL) (2.2)

Often, the original analyses of these experiments did not use the standard χ2, instead making their

own to emphasize specific aspects of the data, such as the difference in spectrum shape between two

distances. A purely spectral χ2 can be taken by letting the magnitude float freely, effectively putting

its ak value at infinity. Systematic errors may also be treated differently than here. Some of these

changes can cause deviation from normal statistics, and the analyses used Monte-Carlo simulation to

determine their actual critical values. This can lead to difficulty in replicating the original analyses,

as these simulations may be computationally intensive and inaccurate if too much information is

missing, and the critical values they found are not stated.

Combining the different experiments into a single analysis requires a single χ2 for them all and

up-to-date theoretical fluxes and cross section. However, for each experiment, the model can only

be valid if it agrees with the original analysis when the original fluxes, cross section, and χ2 are

used. Also, nuisance parameters that are common between different experiments must be matched

between different models. Each model uses the original χ2 with the original flux and cross section to

calibrate to the original analysis, and then changes over to the standard ones for new analysis. The

overall rates compared to theoretical yields in the updated analyses are also checked against those

stated in Mention et al. (2011) to make sure they are correct, and themselves corrected if needed.

In addition, sometimes pieces of information are either unclear or left out entirely in the original
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analyses, leading to parameters affecting the theoretical yields or the likelihood function, such as its

critical values if normal statistics are not assumed. The largest part of calibrating the models to

the original analyses involves varying these parameters to produce a best fit for the exclusion region

boundary lines, possibly also including the value of χ2
min in the fit as well. The number of these

parameters must stay small to prevent overfitting the model, so if one can be removed from the fit

it typically is.

The other part of model calibration is in making sure that the theoretical spectra using the original

fluxes and cross section match the ones given in the original papers, and making sure that no

functions or corrections are exhibiting strange behavior, such as rapid oscillations or size changes in

something that should be near constant, e. g. the matching to the original theoretical spectra.

The models are programmed in Fortran 95, and initially fitted to replicate the exclusion zone bound-

aries found in the original analyses, primarily the 90% exclusion zone, when using the original fluxes

and reaction cross section. When multiple analyses are present in the original paper, the exclusion

line for a full analysis with magnitude and spectral information is given priority if it exists.

2.2 The Gösgen 1986 Experiments as the Prototypical Example of a Model

The Gösgen experiments from Zacek et al. (1986) constituted one of the most straightforward of the

spectral works to create a model for. Most of the necessary information and data is clearly presented

in the original paper. This model also became the template and starting point for creating the others.

The experiments consisted of a liquid scintillator detector placed at distances of 37.9m, 45.9m,

and 64.7m from an approximately 2800 MW (thermal) nuclear power reactor, and collected about

10,000 neutrinos at each position. Both the neutron and positron from inverse beta decay events

were detected and selected for by timing and pulse shape discrimination, and an active veto system

surrounding the detector allowed for the rejection of similar-appearing events caused by muons.

Positron kinetic energies from about 0.7-5.6 MeV were recorded, and for the analysis placed into 16

bins of width 0.305 MeV (center energies from 0.877-5.452 MeV). Both a purely spectral analysis

and a full one incorporating the magnitude information were done, and this model was fitted to

replicate the full analysis.

The detector was made up of 30 liquid scintillator cells of dimensions 88x9x20cm, stacked six high

and separated into five planes by 3He wire chambers of dimensions 97.3x8x126cm. The liquid

scintillator, and to some extent the Lucite walls of the cells, served as the target material for inverse

beta decay while the 3He wire chambers caught the neutrons after they thermalized. The energy
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resolution of the scintillator cells was 18% FWHM.

The Gösgen pressurized light water reactor operated at about 2800 MW of total thermal power

during the experiments. The exact average power levels were given for each measurement distance,

along with the corresponding reactor fuel compositions in proportions of 235U, 239Pu, 238U, and
241Pu. The energies per fission for each fuel respectively were given as 201.7, 205.0, 210.0, and 212.4

MeV. While not specified in Zacek et al. (1986), the reactor had a cylindrical core with an active

height of 3.4m (Bröskamp et al. (1992)) and diameter of 3.24m (INSC (1997)).

The experimental data is presented with the corresponding expected no-oscillation yields, in units

of counts/MeV·hr. It was compared to the theoretical data using a likelihood test, and exclusion

regions were made at 90% and 68% confidence levels.

2.2.1 Constructing the Predicted Spectrum

The theoretical detected positron spectrum is given in a single equation by Zacek et al. (1986), in

terms of positron kinetic energy, notated here as Te+ .

Y j
(
Te+ , L

j ,∆m2, θ
)
=

1

4π (Lj)
2npϵ

jajPSD (Te+)

∫ ∫
δ (E′

ν)σ (E′
ν) η

j (E′
ν)

×S (E′
ν)P

(
E′

ν , L
′,∆m2, θ

)
r (T ′

e+ , Te+)h
j (L′) dL′dT ′

e+

(2.3)

Here Y j is the yield at distance Lj , np is the number of protons in the target material of the detector,

ϵj is the detector efficiency at each distance, and ajPSD is the pulse shape discrimination acceptance.

The inverse beta decay cross section is given by σ, while δ is an approximate correction for the way

recoil slightly changes the value of Eν − Ee+ , which effectively depresses the higher energy part of

the spectrum. A slight correction to the single spectrum § is needed to account for the slight fuel

composition differences, and is given by ηj . P is the probability for ν̄e → ν̄e, r is the detector’s

energy response function, and hj is the probability distribution for the distance the neutrino travels.

Each term inside the integral was reconstructed for this model, and the terms outside the integral

were reconstructed together as a single overall term.

The reactor fluxes: These are calculated by summing the respective fluxes for the different fuel

elements fi weighted by the fuel fractions wi and multiplying by reactor power W .

12



S (Eν) = W
∑
i

wifi (Enu) (2.4)

The fluxes originally used here are the 235U flux from Schreckenbach et al. (1985), the 239Pu flux

from von Feilitzsch et al. (1982), and the 238U and 241Pu fluxes from Vogel et al. (1981). The

first two are based on experimentally measured β− spectra while the latter are purely theoretical

calculations. Because the ratios between spectra using the same method have better agreement than

their absolute values, the purely calculated spectra are multiplied by a correction factor made by

taking the ratios between the two methods at each energy (Zacek et al. (1986)).

sZac
238/241 (Eν) = sV og

238/241 (Eν) · 0.5 ·

(
sSch
235 (Eν)

sV og
235 (Eν)

+
sFei
239 (Eν)

sV og
239 (Eν)

)
(2.5)

All of these fluxes are available in data tables in their sources, and this model constructs the overall

flux using 4-point Lagrange interpolation on the natural logs of the flux values from the tables. The

log values are used so that the near-exponential decay in the high-energy region of the spectrum is

better accounted for, although this has been found to have little overall effect on the model.

The corrections ηj (E′
ν) were given as graphs for the two larger distances, with no correction term

for the nearest distance. WebPlotDigitizer was used to extract 93 and 102 closely but not equally

spaced points from the graphs for the 45.9m and 64.7m distances respectively, and 4-point Lagrange

interpolation was used to connect them.

The cross section: The inverse beta decay cross section used by Zacek et al. (1986) is an approxi-

mation given by Vogel (1984) and Fayans (1985), which includes a correction term for proton recoil,

one for weak magnetism, and a radiative correction term. Without the corrections, the equation is

relatively simple to express in terms of the neutrino energy. This also uses the infinite-nucleon-mass

approximation Ee+ = Eν − (Mn −Mp) c
2, where the energy difference between the positron and

neutrino is exactly the difference between the neutron and proton masses. Here ∆ = Mn − Mp is

used to make the notation less cumbersome.

σ (Eν) ≈ σ0 (Eν) (1 + δrec + δWM + δrad) (2.6)
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σ0 (Eν) =
2π2ℏ3

m5
ec

7fτn
pe+Ee+

=
2π2 (ℏc)2 ℏ
(mec2)

5
fτn

(
Eν −∆c2

) ((
Eν −∆c2

)2 − (mec
2
)2)1/2 (2.7)

Here me, Mn, and Mp are the electron, neutron, and proton rest masses. The neutron mean lifetime

τn was taken by Zacek et al. (1986) as 897 seconds (t1/2 = 622s). The constant f is a phase space

factor with value taken as 1.71465. The expression 1 + δrec is not the same as δ(E′
ν) in (2.3), and

directly corrects the cross section itself for the nucleons not having infinite mass.

The weak magnetism correction for non-monochromatic neutrinos is given by the same equation in

Vogel (1984) and Fayans (1985), apart from a single factor referred to as f and gV in the respective

papers, and which is taken to be equal to 1 in both.

δWM = −2
µλ

1 + 3λ2

1

Mp

(
Ee+ +∆c2 + βpe+

)
β =

pe+

Ee+

λ =
gA
gV

(2.8)

For the Gösgen experiments the value λ = 1.26 was used.

The radiative correction term uses a more complicated equation to calculate, and was also given in

tables of values in both Vogel (1984) and Fayans (1985). Zacek et al. (1986) used a much simpler

equation in terms of positron kinetic energy to approximately fit these values.

δrad (Te+) ≈ 0.0117T−0.3
e+ (2.9)

The recoil correction term δrec accounts for the fact that the proton and neutron are not infinitely

massive, so the positron energy falls into a narrow spread slightly below the energy otherwise ex-

pected, and likewise a given positron energy can be reached by a narrow band of neutrino energies,

given with its average value by Fayans (1985) and the average in a more approximate form by Vogel

(1984).
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Ēν =

(
Ee+ +∆+

∆2 −m2
e

2Mp

)
Mp (Mp − Ee+)

M2
p − 2Ee+ +m2

e

≈ Ee+ +∆+
1

Mp

(
Ee+ (Ee+ +∆) +

∆2 −m2
e

2

) (2.10)

Emax
ν − Emin

ν =
2pe+

Mp

(
Ee+ +∆+

∆2 −m2
e

2Mp

)
M2

p

M2
p − 2Ee+ +m2

e

(2.11)

The positron energies used in the spectral analyses of neutrino anomaly experiments are all under

8 MeV, which makes the difference from the infinite-nucleon-mass approximation 1% or less, and

the spread from that average approximately 1% or less as well. Zacek et al. (1986) uses the infinite-

nucleon-mass energy approximation when doing the oscillation probability calculations.

While this difference in energy is small, it does cause a significant change in the resulting positron

spectrum. At higher energies the neutrino flux decreases rapidly, so small differences in energy

can cause large effect. Fayans (1985) states that the spectrum is suppressed by ”about 6-13%” for

positron kinetic energies of 5-7 MeV. This needs to be accounted for in spectral oscillation analyses,

so the correction factor δ(E′
ν) is used in (2.3). Vogel (1984) defines this expression as δspec and gives

both an equation for it and a table of values for a theoretical 235U spectrum.

δspec =
n(Ēν)− n(Ee+ +∆)

n(Ēν)
(2.12)

This correction is approximated by Zacek et al. (1986) as an exponential term in δ(E′
ν).

δ(E′
ν) = 1− 0.155e

Eν−8
1.4 (2.13)

The energy response function: While the scintillator detectors had an energy resolution of 18%

FWHM, there were additional effects that changed the shape of the energy response distribution

r(T in
e+ , T

rec
e+ ) to be non-Gaussian. Positrons could escape the detector or annihilate in flight, creating

a low energy tail in the distribution. Annihilation at rest typically allowed for only a small amount

of the γ ray to deposit in the detector, which distorted the higher energy side of the peak. Positron

bremsstrahlung transferred positrons from the high energy to the low energy side, and and corrections

for positrons created in the Lucite detector walls contributed to the low energy tail as well.
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Figure 2.1: The energy response function given in Zacek et al. (1986). The x axis is recorded positron
kinetic energy in MeV, which they notated as E′

e+ . The use of E′
e+ rather than Ee+ to label the

three incoming positron kinetic energies is a typo.

Zacek et al. (1986) gave a graph showing the energy response distribution for incoming positron

kinetic energies T in
e+ of 1, 3, and 5 MeV. Points in these graphs were extracted with WebPlotDigitizer

and fitted to a function made to be similar in shape.

rfit(T
in
e+ , T

rec
e+ ) =


1
N

(
aT rec

e+ + b+ (n− au− b)e
− (Trec

e+
−u)

sl

)
T rec
e+ ≤ u

1
N ne−

(Trec
e+

−u)
sr T rec

e+ > u

(2.14)

The fit uses Gaussian curves of different widths on the left and right side, and adds linear and

constant terms on the left side. The distribution as a whole was forced to be continuous at the peak,

and after fitting it was normalized to 1 with the term N . The location of the peak was allowed to

vary because the graph given shows that it is consistently slightly higher than the incoming energy

T rec
e+ . The values of a, b, n, u, sl, ands2 were made to vary quadratically in T in

e+ so that they would

have their best fit values at T in
e+ = 1, 3, 5 MeV. This interpolated the distribution to other values of

T in
e+ .

The length distribution: The distributions of possible lengths hj (L′) the neutrinos could travel from

reactor core to detector arise from the finite size of both, their locations and relative orientations,

and the distribution of fission rates in the core. Based on the information available, which includes

a figure from Zacek et al. (1986) representing the incoming antineutrinos with an arrow pointing
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horizontally toward the scintillator planes, the detectors were assumed to be horizontally offset from

the reactor and oriented so the scintillator planes directly faced the core.

The distributions were reconstructed through Monte-Carlo simulation. 50000000 events were gen-

erated consisting of a random origin location in the core and a random interaction location in the

detector, and the resulting distances were placed in 100 bins dividing the space between the minimum

and maximum generated distances.

Pressurized water reactors usually attempt to have a close-to-flat distribution of fission rates through-

out the core (Westinghouse (2016)), but there will inevitably be drop-off near the edges, and the use

of control rods can cause skew in the axial distribution. The distribution in the Gösgen reactor core

was not given and proved difficult to find. As a very simple approximation, the radial distribution

was assumed to be Gaussian with σ equal to the core radius, and the axial distribution was assumed

to be uniform.

Rather than account for the fission distribution when generating events, it was instead accounted

for by weighting them based on their origin location. An event with an origin point near the radial

edge of the core therefore added less weight to its assigned bin than one with its origin point near

the center, the weighting following the assumed fission distribution.

The resulting histogram for each experiment was fitted with a degree-9 polynomial, and outside of

the range of generated event distances the distribution was set to 0. Finally, the distributions were

normalized to 1 and used in the model.

The section outside the integral: The detector distances, number of protons, and detector efficien-

cies are all given in Zacek et al. (1986), but the pulse shape discrimination acceptance function is

not. With it having an indicated energy dependence, this means that the integrated reconstructed

spectrum may have a slightly different shape than their given no-oscillation spectrum. The PSD

acceptance is still most likely smooth and close to constant, though.

The part of Y j outside of the integral was reconstructed as a single function to make the integrated

no-oscillation spectrum match the one given by Zacek et al. (1986) in a table. This was then

interpolated with Lagrange 4-point interpolation and checked to make sure it is relatively smooth

and does not have extreme variation.

Yft(Te+) =
Y Zac
noosc (Te+)

Yint (Te+)
(2.15)
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Figure 2.2: The values for the Yft functions for the Gösgen experiments at the bin energies. The
37.9m, 45.9m, and 64.7m experiments are respectively the red circles, blue triangles, and green
squares.

Here Yint denotes the integral from equation (2.3). The resulting function had no sudden variations

and its largest values were about 17% higher than its smallest for all three experiments.

The variations that do exist most likely come mainly from small errors in the energy scaling and have

proved difficult to eliminate entirely. A comparison replacing the function with a fitted constant has

shown though that this level of variation has little effect on the resulting analysis, though the χ2

values were overall inflated with the constant version.

An additional error may come from the exponential-like decay of the spectrum at high energies.

Using the middle of the bin value for the spectrum is computationally fast, but underestimates

the average when the function is concave up. As there appears to be no characteristic downward

deflection of the Yft in the high energy portion as seen in Fig. 2.2, this error is most likely small.

2.2.2 The χ2 Function and Fitting the Exclusion Region

Zacek et al. (1986) compared the predicted and measured spectra using the standard χ2 function

from equation (2.1). There were 5 systematic errors profiled: an overall normalization error of 6.0%

shared between the experiments, individual uncorrelated normalization errors for each experiment

with values of 1.5% for the near two and 3.0% for the far one, and a shared energy scale error of

1.2%.
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When creating the 90% confidence exclusion zone, the likelihood test given in equation (2.2) was

used, except without the assumption of normal statistics. Instead, Zacek et al. (1986) performed

Monte-Carlo simulation to determine the distribution of ∆χ2 at various places in the parameter

space. They found that this distribution was near-identical at each place, so they used a single ∆χ2

value to make the exclusion region contour, but did not specify what that value was.

When information on parameters like this is missing, the model is fitted to the original paper by

tuning these parameters to most closely fit the exclusion region’s boundary, at which point they are

locked in place for the updated analyses. This is similar to finding the part of the positron spectrum

in front of the integral, except that the resulting alignment cannot be exact in this case. For this

model and by default, the fit takes points following the contour of the exclusion line from the paper,

and sums the squares of the differences between their ∆χ2 values and the overall ∆χ2 value the

model is using for its contour. This is treated somewhat like a χ2 and minimized with respect to the

fit parameters bi, but it only indicates whether one set of fit parameters produces a closer fit than

another. It does not indicate absolute goodness of fit, although if it were treated as a numerical

integration rather than a sum that may be the case.

χ2
fit =

∑
k

(
∆χ2(∆m2

k, sin
2(2θ)k, bi)−∆χ2

90%(bi)
)2 (2.16)

In the case of the Gösgen experiments, ten points on the 90% exclusion line were used, mostly points

where it changes direction in sin2(2θ) so that the fit points best show the overall contour. There

was a single fit parameter bi on ∆χ2
90%, letting it deviate from the normal statistics value of 4.61.

As seen in fig. 2.3, this model shows good agreement with the original Gösgen analysis. The

tuning parameter b has a value of 1.1657 for a ∆χ2
90% of 5.37, a somewhat higher value than normal

statistics would indicate but not extremely different. The no-oscillation χ2 and minimum χ2 found

by the model are 36.83 and 35.67 respectively, which are close to the originally found values of

38.33 and 37.45. The location of the minimum χ2 in the parameter space is sin2(2θ) = 0.0741

and ∆m2 = 0.875, close especially in ∆m2 to the original paper’s values of sin2(2θ) = 0.057 and

∆m2 = 0.88.

2.2.3 Updating the Model

The first step in updating the model is to replace the original antineutrino fluxes for the four main

fuel fractions with their updated counterparts. Seven options were implemented in the program:
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Figure 2.3: The original 90% exclusion zone line from Zacek et al. (1986) (black solid), and this
model’s replication (red dotted). The two lines show good agreement.

the Mueller fluxes (Mueller et al. (2011)), Huber-Mueller (H-M) fluxes (Huber (2011) for all but
238U which uses Mueller et al. (2011)), the Daya Bay fluxes (An et al. (2017b), H-M with a 7.8%

reduction in 235U magnitude), Estienne fluxes (Estienne et al. (2019)), H-M fluxes with an added

5 MeV bump on the 235U flux (Almazán et al. (2022)), Daya Bay fluxes with the added 5 MeV

bump, and Estienne fluxes with 235U 5 MeV bump. The Mueller fluxes other than 238U were used

to calibrate most of the updated models to be able to reproduce the magnitudes from Mention et al.

(2011), but were not used in a fully updated analysis.

The next step is to update the cross section. Mention et al. (2011) uses the Fayans cross section

(Fayans (1985)), and states that this agrees to within 0.1% with the more recent Vogel and Beacom

(1999). The much more recent Almazán et al. (2023) uses Strumia and Vissani (2003), which states

that Vogel and Beacom (1999) closely approximates the cross section, only reaching a 0.3% difference

at Eν = 10 MeV and the difference being negligible for Eν ≤ 5 MeV. This analysis uses the Fayans

cross section because it remains a close approximation for reactor neutrino energies, and keeping it

the same as in Mention et al. (2011) simplifies comparing the updated models with it.

This keeps the cross section formula largely the same as in Zacek et al. (1986) as well, except that

the δ(Eν) term is removed and the closer approximation of Enu − Ee+ from Vogel (1984) is used

(see Eq. (2.10)), the same approximation that Mention et al. (2011) used. The correction terms

with approximate formulas given in Zacek et al. (1986) also were replaced with their Fayans (1985)
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formulas.

The numerical values that go into the cross section, namely the neutron lifetime and the form factor

values, are updated to modern values. This increases the overall magnitude of the cross section as

described in Mention et al. (2011), except the increase is slightly higher now as the current Particle

Data Group estimate for the neutron lifetime (Navas et al. (2024)) is slightly lower than in 2011.

The oscillation probabilities depend on the antineutrino energy, while the spectrum is given in terms

of the positron energy. The original constant approximation for converting between these energies

is still used for calculating the oscillation probability. The difference from the actual energy is at

most around 1%, and that has little effect on the probability in the eV-scale range.

Replacing the fluxes and cross section with their updated counterparts also affects their contributions

to the systematic error. The original squared errors for them were subtracted from the overall

normalization’s systematic squared error to be replaced by the updated error values. The value used

for the flux error was 2%. The modern cross section error of 0.2% made a negligible contribution to

the overall error.

The cross section is also calculated using the 2011 values that Mention et al. (2011) used, in order

to make comparisons between the models’ their calculated neutrino yields. This 2011 version of the

neutrino spectrum is integrated to produce an overall theoretical neutrino yield for each experiment,

and the ratio of the experimentally measured yield to this can be directly compared to the values

Mention et al. (2011) gives. This comparison also creates correction values that can be multiplied

into the spectrum normalization to make it align with the given values, and generally if the model

is working correctly these values should be very close to 1.

In the case of the Gösgen experiments the model produces theoretical yields about 2% higher than

given in Mention et al. (2011). This appears to be a result of removing and replacing δ(Eν) from

the original cross section from Zacek et al. (1986), as this original equation did not account for

the squeezing of the energy range that happens with the closer approximation converting Eν to

Ee+ . This squeezing results in a corresponding slight increase in σ(Ee+), which may not have been

accounted for in Mention et al. (2011) if they only used the cross section function given as σ(Eν)

in Zacek et al. (1986) when integrating the neutrino spectrum. This is plausible enough that this

∼ 2% difference was left in, and the correction terms were not multiplied into the Gösgen experiment

models.

The last part of the model that must be updated is the χ2 function and confidence region method.
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Analysis χ2
no−osc χ2

min χ2
no−osc − χ2

min sin2(2θmin) ∆m2
min (eV2)

Original 38.33 37.45 0.88 0.057 0.88
Replication 36.83 35.67 1.16 0.074 0.875

Huber-Mueller 38.11 34.87 3.24 0.117 0.880
Daya Bay 37.05 35.50 1.55 0.082 0.879
Estienne 39.75 36.93 2.82 0.110 0.879

Table 2.1: The no-oscillation χ2, the minimum χ2, their difference, and the location of the minimum
χ2 in the parameter space for the original, replicated, and updated analyses.

As Zacek et al. (1986) used the standard χ2, the only updates needed on it are to the systematic

errors originating from the fluxes, which make up part of the error in the overall normalization.

These errors are considered in this model to be fully correlated between fuels and experiments. This

makes for a 3.5% error taken out of the overall normalization error to be profiled separately, and

replaced with a 2% error in the updated model. This appears to largely align with the errors given

for the original fluxes and in Huber (2011) respectively, though only as a first approximation since

those errors increase at high energies.

The confidence region is generated the same way in the updated model for the 90% region, with the

same ∆χ2
90 used that best fit when replicating the original analysis. Additional critical values are

found as a first approximation by multiplying the standard values by ∆χ2
90/4.61.

2.2.4 Quick and Basic Results for Gösgen on its Own

Table 2.1 shows the no-oscillation χ2, the minimum χ2, their difference, and the (sin2(2θ),∆m2)

location of the minimum χ2. For all these fluxes, the no-oscillation hypothesis is within the 90%

confidence region.

For each flux, the minimum χ2 is located very similarly, with almost no shift in ∆m2. The value of

sin2(2θ) is affected by the differing overall magnitudes of the fluxes. This can also be seen in Fig.

2.4.

Fig. 2.5 shows the behavior of the minimum χ2 for fixed values of ∆m2. This shows that there

are multiple minima with similar depths, and while the global minimum remains the same between

different fluxes the others can differ in their relative depths. The analyses using the Huber-Mueller

and Estienne Fluxes have their χ2
min(∆m2) functions level out to nonzero constants at ∆m2 >

4 MeV2, showing that they indicate a deficit in overall neutrino counts not seen in the original or

Daya Bay fluxes. Apart from these things and a small minimum at about 0.15 MeV2, the different

fluxes produce very similar behavior in their χ2 functions.
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Figure 2.4: Exclusion zone lines for three updated fluxes: Huber-Mueller (blue dashed), Daya Bay
(green dotted), and Estienne (pink dot-dashed). The location of the minimum χ2 for each is marked
by a star of the same color. The original line and minimum from Zacek et al. (1986) is included as
well (black solid), and the red star is the minimum χ2 location from the replication of the original
analysis. All lines are using the same fitted value for ∆χ2

90% = 5.37.

Figure 2.5: The minimum χ2 value for each ∆m2. Shown are the replication of the original analysis
(red solid), and analyses with the Huber-Mueller fluxes (blue dashed), Daya Bay fluxes (green
dotted), and Estienne fluxes (purple dot-dashed).
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2.3 The Other Models for Reactor Anomaly Experiments

The models for other experiments were typically more difficult to create than that for Gösgen,

usually due to greater amounts of missing information, poorly reported data, or vague wording.

Sometimes the necessary information could be found through other sources and sometimes it could

only be approximately reconstructed, as was done in the Gösgen model with the overall theoretical

magnitude and the energy response.

2.3.1 ILL, 1981

This single experiment was performed at the Institut Laue-Langevin (ILL) reactor, using nearly

pure 235U in a cylindrical core 40cm in diameter and 80cm in height (Kwon et al. (1981)). The

advantages of this experiment are the near point-like source when compared to other reactors, and

the short baseline of 8.76m, which makes it sensitive to higher values of ∆m2. A similar detector

was used as in the later Gösgen experiment.

The ILL experiment shows the largest magnitude deficit out of the neutrino anomaly experiments,

with an experimental to theoretical neutrino rate ratio of 0.802 under the Mueller flux (Mention

et al. (2011)), where the original analysis had a ratio of 0.955 (Kwon et al. (1981)). The large size of

this difference comes from a combination of factors beyond the upward changes to theoretical flux

that apply to all the reactor anomaly experiments. These factors were presented and used in a 1995

reanalysis by Hoummada et al. (1995), which finds an experimental to theoretical ratio of 0.832.

The original 1981 analysis used a flux for 235U from the same year by Schreckenbach et al. (1981),

which was later superseded by the Schreckenbach et al. (1985) flux. This change accounts for an

approximately 5% increase in theoretical neutrino yield even before switching to modern fluxes. The

original analysis also had inaccuracies in the inverse beta decay cross section due to using a neutron

lifetime of 922s compared to Hoummada’s 889s, Mention’s 885.7s, or the modern 878.6s (Navas

et al. (2024)), and from failing to correct for recoil effects, weak magnetism, and radiative effects.

Hoummada puts these corrections at about +4% and -2% respectively.

The largest upward correction at +9.5% comes from an incorrect reported reactor power, which was

revised upward in 1990. This has been difficult to corroborate and was uncited in Hoummada et al.

(1995), though reference to a ”nearly 10 percent” upward correction at the time does exist (Jacrot

(2021)). As this does have some corroboration and is included in the Mention analysis, it is included

in this one as well.

The original analysis uses a χ2 function based on the ratio of experimental to theoretical values at
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each bin rather than the values themselves, and allows the energy scale and overall magnitude to

float freely within their errors rather than the standard error profiling.

χ2
(
θ,∆m2

)
=
∑
i

(
Ri − 1

σri

)2

Ri =
Nexp (Ei)

anNth (θ,∆m2, aEEi)

0.89 ≤ an ≤ 1.11, 0.98 ≤ aE ≤ 1.02

(2.17)

The use of ratios in this χ2 is equivalent in its linear approximation to the standard one, and

systematic errors for the individual bins which would create nonlinear effects on it are not considered

in this updated analysis. The nonstandard treatment of the magnitude and energy scale systematic

errors makes this a purely spectral but otherwise standard χ2 as long as the experimental and

theoretical magnitudes are close enough and the best-fit energy scale stays close to its expected

value, but the magnitude contribution to the standard χ2 is already relatively small in that range.

The analysis then uses the standard confidence level test to produce the 68% and 90% exclusion

regions from this χ2.

The Hoummada et al. (1995) analysis, instead of floating the magnitude, normalizes the experimental

magnitude to sum up to be the same as the theoretical, and then adds in a magnitude term to the

χ2 afterward. As it does not profile the magnitude systematic error, it will produce slightly inflated

values compared to the standard one, similar to the summed magnitude-only and spectral-only χ2

shown in Cogswell et al. (2019). Hoummada et al. (1995) do not specify if they account for the

energy scale error in this χ2.

The model for the ILL experiment was calibrated to match the original Kwon analysis exclusively

and ignored the Hoummada one. This is due to lack of clarity in aspects of the Hoummada analysis,

namely the treatment of the energy scale error, lack of clarity in the confidence level of their exclusion

region (presumably either 2σ or 90%), and a scattered-points method of drawing the exclusion regions

that leaves the boundary line unclear, especially below ∆m2 = 1 MeV2. In the updated model, the

standard χ2 is used, and the systematic errors are profiled in the standard way rather than allowed

to float freely in a specific range. Since the Hoummada analysis did have some additional updates

to the understanding of the detector behavior that led to adjustments of the measured spectrum

magnitude, the correction term for to align the semi-updated model with the theoretical magnitude
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Figure 2.6: The originals (black solid, red solid) and this model’s replications (green dashed, blue
dashed) of the 90% and 68% exclusion zone lines for the ILL experiment. Apart from the 68% line
below ∆m2 = 0.6 MeV2, the model agrees with the original analysis.

from Mention et al. (2011) was included in the updated model.

2.3.2 Bugey-3, 1995

The three spectral experiments near a Bugey nuclear reactor were performed at distances of 15, 40,

and 95 meters (Achkar et al. (1995)). The detector was 61.8cm × 85cm × 122.5cm, made up of 98

(7× 14) cells of dimensions 8.5cm× 8.5cm× 85cm with thin metal walls optically separating them

from each other. The reactor active fuel is approximately cylindrical with radius 1.82m and height

3.66m (Dies et al. (2012)). For the fluxes, Achkar et al. (1995) gave Schreckenbach et al. (1985) and

Hahn et al. (1989), which covers 235U, 239Pu, and 241Pu, but not 238U. For this last fuel this model

uses Vogel et al. (1981). The original ratios of measured to theoretical magnitudes are 0.988, 0.994,

and 0.915 by increasing distance, which Mention et al. (2011) updated to 0.946, 0.952, and 0.876.

Mention et al. (2011) also used the 40m/15m spectral ratios in some analyses, including one with

exclusively the reactor anomaly magnitudes and this data. This analysis uses the spectral data from

all three experiments, across a positron energy range of 1− 6 MeV, divided into 25 bins for the near

two experiments and 10 bins for the far one.

The fuel fractions were not specified in Achkar et al. (1995), but were in the Bugey-4 experiment

(Declais et al. (1994)) which happened at a similar time. Mention et al. (2011) used the Bugey-4

values here, and this analysis does the same.
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The detector was located underneath and offset from the reactor for the 15m distance, and slightly

below but mostly horizontally offset for the 40m distance. The 95m distance used the detector in

the 15m location with the near reactor turned off (Abbes et al. (1996)). While estimates for the

spread of the length distributions are given by Abbes et al. (1996), the distributions for this analysis

were instead found through Monte-Carlo simulation, with the 15m detector location approximated

as being 12m below the reactor center and the other two detectors 4m below. 50 million events were

simulated for each distance, and the resulting distributions were fitted with degree-10 polynomials.

The distributions are set to zero outside the range of simulated values. The analysis using these

length distributions agrees well with the original analysis in Achkar et al. (1995), so they are used

in the updated analysis as well.

The only piece of missing information that required a tuning parameter was the energy response

width. The parameter br specified the size of the energy dependence in the response.

σ(Ee+) =
√
0.182 + (brEe+)2 MeV (2.18)

The best fit value was found to be br = 0.1135. 14 points along the exclusion zone line were used

for this fit.

Instead of providing the raw data for the neutrino counts per bin, Achkar et al. (1995) only gives

the ratio of the observed to predicted levels, and these are only given in graphs. The experimental

values and statistical errors for these were extracted using WebPlotDigitizer. Both the upper and

lower errors were extracted, and their averages are the errors used in this analysis. To produce the

theoretical values so that they can be updated to newer fluxes, the integral from Eq. (2.3) is used,

and the part in front of the integral Yft is set to be its reciprocal when using the original fluxes.

Since the errors are given in proportion to the neutrino yields, this has little to no effect on the

resulting analysis.

The original χ2 for this full analysis is the standard form, with profiled errors on the absolute

normalization, relative normalization, and a linear term on the energy multiplied into the spectrum.
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Figure 2.7: The original (black solid) and this model’s replication (red dotted) of the 90% exclusion
zone line for the Bugey full 3-experiment analysis. The two show good agreement.

χ2
(
sin2(2θ),∆m2

)
=

3∑
j=1

nj
bins∑
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N i
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)
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)2

+
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σb

)2

(2.19)

The original exclusion region was found by a raster scan on the different levels of∆m2. The minimum

χ2 was found for each level, and then the value of sin2(2θ) was found for which the χ2 is higher by

2.71. In other words, each level is treated as its own one-dimensional region to make a confidence

interval in, with the ∆χ2 then using the 1-dof critical values.

To replicate the original analysis, this raster scan method was used, but in the updated analyses the

standard two-dimensional confidence region method using the global χ2
min can be used instead.

2.3.3 Rovno, 1988

Three spectral experiments were performed at the Rovno nuclear power plant labeled as 1S, 2S, and

3S at respective distances of 18.15m, 25.17m, and 18.18m (Afonin et al. (1988)). The detector was

70cm × 50cm × 68cm, and the reactor (International Atomic Energy Agency (1994)) was approxi-

mately cylindrical with a 1.51m radius and 2.42m active fuel height. The fuel fractions were given
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in Afonin et al. (1988), and the fluxes used were the 235U flux from Schreckenbach et al. (1985),

the 239Pu flux from von Feilitzsch et al. (1982), and the 238U and 241Pu fluxes from Vogel et al.

(1981). The 238U and 241Pu fluxes are additionally multiplied by a correction factor of the ratio

of the Schreckenbach et al. (1985) and Vogel et al. (1981) 235U fluxes at that energy in order to

make them more in line with the other two. The ratios of detected to predicted neutrinos were

respectively 1.026, 1.013, and 0.990, and the updated ones in Mention et al. (2011) are 0.972, 0.959,

and 0.938. This is one experiment where only the magnitude information was used in the original

reactor anomaly analysis.

An early paper on the Rovno experiments (Afonin et al. (1983)) mentions that the detectors were

placed below the reactor in a low background chamber. It does not specify the location beyond

that, so the vertical component of the offset is unknown. In addition, the fission rate distribution

in the reactor is unknown beyond the general information for pressurized water reactors which puts

less weight near the edges of the active fuel. For these length distributions, a somewhat crude

approximation was used. The distribution for both distances is a Gaussian with σ = 1.5m, with the

tails cut off one σ from the center, and then renormalized.

The energy response function was not in the original paper, but graphs at three incoming energies

were given in a 1986 paper reporting progress on the experiments (Bogatov et al. (1986)). The

energy response function was then reconstructed similarly to how the Gösgen response function was,

though in this case a purely Gaussian fit was used. The energy difference between the antineutrino

and positron energies was approximated more precisely than in other experiments, accounting for

the proton recoil. This was approximated in the energy response function as a linear term in Eν .

This left the width and mean of the Gaussian to be fitted. The fit for σ2 was linear in Ee+ and the

mean was fitted with a constant shift close to 0.5 MeV, accounting for extra energy deposited in the

detector from the positron annihilation gamma rays (Afonin et al. (1988)).

r(Ee+ , Erec) =
1√

2π(0.0702 + 0.0222Ee+)
e
− (Erec−(E+

e +0.517))2

2(0.0702+0.0222E
e+

) (2.20)

The experimental data in Afonin et al. (1988) was only available in graphs as points with error

bars. Like in the Bugey-3 model, these were extracted with WebPlotDigitizer and the upper and

lower errors were averaged. The graphs were lower in quality than those in Achkar et al. (1995)

though, making the data sometimes difficult to pin down. The energy scale was the most problematic

example, and after multiple attempts with as much as 10% variation between them on the low energy
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bins depending on the calibration points used, the energy scale settled on was 13 energy bins of 0.4

MeV width covering the range 1 MeV ≤ Ee+ ≤ 6.2 MeV. This was found by looking at the upper

and lower boundaries of the energy bin range.

In addition, while a graph of the combined 1S and 3S 18m spectrum was given, no graph was given

for the 2S 25m spectrum, and the error bars on the 18m spectrum graph were at high energies

comparable to the width of the lines used to draw them. In both cases, there were graphs with ratio

information that proved helpful. A graph with the 18m experimental to (no-oscillation) theoretical

ratio contained easier-to-extract error bars, and these were actually found to closely match the ones

extracted from the spectral graph. Another graph had the 25m/18m spectra ratio, allowing for

the reconstruction of the 25m spectrum from the 18m one. Reversing the error propagation that

produced the 25m/18m ratio errors also allowed for the reconstruction of the 25m errors. The

theoretical spectra and ratios were given as lines in these graphs, allowing for the 25m theoretical

spectrum to be reconstructed as well from its 18m counterpart.

While the energy scale (the x axis on these graphs) was unclear when extracting the graphs, the scale

on the spectra and ratios seemed less so. Still, a tuning parameter was placed on the normalization

of the theoretical spectra, though its fitted value was 0.9967. This is close enough to 1 to indicate

that the problems with the energy scale did not carry over to the spectra and ratios (y axis).

The theoretical spectrum was calculated similarly to how it was for the Gösgen experiments, but

the cross section is treated in a more modern way, aligning with the updated cross section (with

the older values for relevant parameters) and using the recoil correction for Eν − Ee+ . The part in

front of the integral Yft is calculated in the same way as for the Gösgen experiment. For the 18m

spectrum this function slowly decreases with Ee+ from 1 to 5 MeV, then has a larger decrease up

to the top of the bin range and a rapid decrease beyond that. Within the bin range this variation

is about 25% of the lowest value in the range, higher than that for Gösgen but most of it in the top

MeV of the energy scale.

There are three separate analyses in Afonin et al. (1988), each with its own collection of experi-

ments and its own χ2 function. One examines the ratio of the experimental and theoretical 18m

spectrum from the combined 1S and 3S data, a second examines the 25m/18m ratios, and the third

is a magnitude-only analysis which also incorporates two additional rate-only (”integrated rate”)

experiments 1I and 2I (see subsection 2.3.5 for more about this one). All of these analyses were

initially replicated with this model before incorporating it into the updated analyses.
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The 18m spectral χ2 took the standard form, with profiled errors in the absolute normalization and

the energy scale. The energy scale error was stated in Afonin et al. (1988) as 1.4%, but the error

in the absolute normalization was not given on its own and had to be reconstructed from the given

errors. These included statistical errors, a correlated systematic error of 2.2% for the reactor power

and experimental geometry, and a partially correlated systematic error. The correlated part of this

one comes from uncertainties in the theoretical spectra and the cross section, and has a value of

3.7%. It can be found as the error in the theoretical combined magnitude for all experiments. With

this, and the total neutrino yields for 1S and 3S, the combined normalization error could be found

through a somewhat long calculation. This arrives at an uncorrelated normalization error on each

spectral experiment of 6.2%, and a combined 18m (otherwise uncorrelated) systematic error of 4.4%.

The overall normalization error in the 18m spectral analysis is then this combined with the reactor

power and geometry error (2.2%) and the correlated systematic errors (3.7%). This happens to also

have a value of 6.2%.

χ2(∆m2, sin2(2θ)) =

13∑
i=1

(
Nexp(E

i
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(2.21)

In order to create a 90% exclusion region, the ”method of maximum likelihood” was used, assumed

to be standard method with the exclusion line being the contour at ∆χ2
90%. The statistics are not

necessarily normal though, and a second tuning parameter b∆ was used here to make fit the exclusion

zone line. This one has a best fit value of 2.323, meaning that ∆χ2
90% = 2.323 · 4.61 = 10.71, much

higher than normal statistics would indicate. While this could indicate a problem with the model,

it is possible that the method in Afonin et al. (1988) actually used the overall 13-dof χ2 instead of

the 2-dof ∆χ2. This would render the value of ∆χ2 close to meaningless.

The 25m/18m χ2 is very similar to the 18m one, this time with three profiled systematic errors.

One is on the relative normalization, taken to be
√
2 times the individual experiment uncorrelated

normalization systematic error found earlier (
√
2 ·6.2%). This may be slightly inflated from the true

error, since the 18m combined uncorrelated systematic normalization error was found to be 4.4%.

The other two systematic errors are on the absolute and relative energy scales, with values of 1.4%

and 0.7% respectively.
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Figure 2.8: Comparisons of the original 90% exclusion zone lines (black solid) to the ones produced
by this model for each analysis (red dotted, purple dotted). Top left is the 25m/18m ratio analysis,
top right is the 18m spectral experimental/theoretical ratio analysis, and bottom left is the 18m
magnitude only (including the two additional rate-only experiments). The bottom right shows a full
analysis of the three spectral experiments using the same ∆χ2

90% value as the original 18m analysis,
with the original 18m spectral analysis line included for comparison. The models generally agree
well with the original analyses, especially above ∆m2 = 0.3 MeV2.
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The maximum likelihod method is used to create this exclusion region as well, and though this time

the exclusion zone line produced by this model is in generally good agreement with the original one

in Afonin et al. (1988) without a tuning parameter on ∆χ2
90%. While this makes it likely that the

method referred to in the paper is the standard one using ∆χ2, it also makes it more likely that the

models used here are working correctly.

The updated model uses the tuning parameters bi found using the original analyses, but also uses

the standard χ2 with the 18m combined spectrum and the reconstructed 25m spectrum. There are

now five profiled systematic errors: one on the correlated normalization, two on the uncorrelated

normalizations, and two on the absolute and relative energy scales.
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2.3.4 Savannah River, 1996

The Savannah River experiment by Greenwood et al. (1996) used a cylindrical detector 273.283L in

volume placed at center-to-center distances of 18.18m and 23.82m from the Savannah River Site P

reactor. The fuel was nearly pure 235U, with less than 8% of fissions coming from 239Pu and 4%

from 238U. The Schreckenbach et al. (1985) flux was used for 235U and 239Pu, and calculations by

Vogel et al. (1981) were used for 238U. The resulting ratios of experimental to theoretical yields were

0.987 at 18m and 1.055 at 24m, later updated by Mention et al. (2011) to 0.952 and 1.018. Mention

only used the magnitude information from this experiment in the original reactor anomaly analysis.

Greenwood’s analysis used a χ2 similar to the one in Hoummada et al. (1995), dividing it into spectral

and magnitude components, with the spectral component normalizing all spectra to 1. Instead of

using the ratio of experimental to theoretical spectra though, this χ2 instead uses the ratios of the

18m and 24m spectra on the 26 bins.

χ2
(
θ,∆m2

)
=

26∑
i=1

(
Rexp (Ei)−Rth (Ei)

σri

)2

+

(
Nexp1 −Nth1

σ1

)2

+

(
Nexp2 −Nth2

σ2

)2

(2.23)

To produce the 90% exclusion region, instead of using a likelihood test on ∆χ2 the analysis traced

the contour for the 90% critical value of their 28-dof χ2. The ratio values were not assumed to

be normally distributed, so the critical value was calculated by Monte-Carlo simulation for each(
sin2 2θ,∆m2

)
point considered in the parameter space.

This model uses the same χ2 only when calibrating to replicate the original analysis, but uses a

constant critical value picked to line up at high ∆m2. This does not produce exactly the same

contour line, but it does produce one similar in shape and located close to the original, using a

(tuning-parameter-fitted) critical value of approximately 41, slightly higher than for the standard 28

dof critical value of 37.916. The no-oscillation χ2 is also at a value of 18.2 compared to the reported

18.1, indicating that the model comes close to replicating the original analysis, at least near no

oscillations. For the updated analysis this model uses the standard χ2 instead, profiling systematic

errors on the absolute magnitude, relative magnitude, and energy scale to end up with a total 49

dof.

Greenwood et al. (1996) had difficulty properly calibrating the energy scale of the detector due to

a lack of γ ray sources at energies above 3.2 MeV. To compensate for this they did a combination
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Figure 2.9: The ratio between the 18m and 24m experimental yields, extracted from the graph (red),
and calculated from the experimental data, itself extracted from graphs (blue). The two are almost
indistinguishable.

fit of the γ ray sources they had and of the measured spectrum from 3-7 MeV to the theoretical

no-oscillation one. This new analysis accounts for this by holding to the stated energy scale when

calibrating the model to the original analysis, and then floating it freely in the updated one (assuming

an arbitrarily large systematic error).

The actual dimensions of the reactor and detector were not specified in the original paper, though

the analysis did do a length integration by dividing the reactor into 1220 segments and the detector

into 4 during theoretical calculations. To replicate the length integration, the reactor approximate

dimensions and burn rate distribution were taken from Reed et al. (2000), Brandyberry et al. (1992),

and Reed et al. (2010), and Monte-Carlo integration was performed. Incorporating it into the model

produced worse agreement with the original analysis, so it is left out in the final version.

An unavoidable possible source of additional error not seen in the original analysis comes from the

presentation of the data and error bars in small graphs rather than in tables. The data was extracted

with the program WebPlotDigitizer, with upper and lower errors both taken and averaged together

on each bin. To assess the accuracy of this the ratios between the 18m and 24m experimental yields

were calculated from their extracted graph data and compared to the data from the ratio graph

itself. The same was done with the errors on the ratios. In both cases the two methods produced

very similar graphs. For the final model the calculated ratios and the extracted errors were used.
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Figure 2.10: The errors on the ratios between the two experiments, extracted from the graph (red)
and calculated from the individual experiments’ graph-extracted errors (blue). The two methods
produce very similar results, though the differences are larger than with the ratios themselves.

Like was done with the Gösgen experiment, the parts of the theoretical positron spectrum outside of

the integral are represented with a function that makes the no oscillation spectrum coincide with the

theoretical one given when using the original flux. In the relevant energy range, this function grows

slowly with energy below Ee+ = 5.5 MeV, but grows faster at the high energy end of the spectrum,

in a manner somewhat resembling the recoil correction terms given by Vogel (1984) and Zacek et al.

(1986). This may imply a possible small mis-scaling of the energy on the extracted graph, but as

the energy scale is given a large error in the updated analysis this is unlikely to cause a spurious

conflict or alignment with other experiments.

Figure 2.11 shows this model’s replication of the original exclusion zone line, compared to the original

line and the line created using the standard χ2 and likelihood test. Since the model uses a constant

critical value for the line rather than calculating the critical value for each point in the space, it

cannot be expected to show as close agreement as the models for the other spectral experiments. It

does still get close though, the line generally changing direction in the correct places. Most of the

disagreement is in a somewhat steady rightward offset below ∆m2 = 2 MeV2.

2.3.5 Magnitude-Only Experiments

There are seven experiments in the original reactor anomaly that do not have spectral information:

Bugey-4 (Declais et al. (1994)), the 1988 Rovno integrated rate experiments 1I and 2I (Afonin et al.
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Figure 2.11: The original 90% exclusion zone line (black solid), this model’s replication (red dashed),
and a line using the standard χ2 and maximum likelihood test with ∆χ2

90% = 4.61. The agreement
between original and replication is not as good as for the other experiments, likely due to a non-
constant χ2

90% in the original.

(1988)), a 1991 Rovno experiment (Kuvshinnikov et al. (1991)), and three experiments at Krasno-

yarsk (Vidyakin et al. (1987), Vidyakin et al. (1994)). As these do not have spectral information,

they are much more straightforward to model than the others.

In general, the theoretical spectrum and cross section are integrated and then multiplied by a

factor in front of the integral, similar to a single bin version of the Gösgen theoretical spectrum

equation. The simplifications arise because factors that smear out the spectrum across bins in

spectral experiments have little to no effect on a rate-only experiment. There is no energy response

function, and the effect of the length distribution is similar. Since the spread of lengths for a given

reactor-detector configuration is much smaller than the lengths themselves, the smearing effect is

similar to an energy response function and negligible in a magnitude-only experiment. Finally, the

efficiencies of the detectors are given as constants, not dependent on energy.

The χ2 calculation is greatly simplified as well. For single experiments there is only one data point

in the antineutrino yield, so the χ2 reduces to a Gaussian test. These analyses then created their

confidence regions using this instead of ∆χ2, so the exclusion zone line is simply where Nobs−Npred

exceeds the critical number of σ.

Every experiment except for those performed at Rovno is analyzed individually in this way. For
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the 1988 Rovno experiments, the two rate-only experiments were both at 18m distance along with

two spectral experiments. These four were all analyzed together as a single combined rate-only

experiment, and this analysis followed the same procedure. The 1991 Rovno experiment had no

oscillation analysis at all, but it provides a no-oscillation theoretical yield that can be used as the

start of one.

There also exists a ratio analysis of the two 1987 Krasnoyarsk experiments at distances of 32.8m

and 92.3m, but it was not used when creating their models here.

The only complications in creating these models were in the Krasnoyarsk experiments (Vidyakin

et al. (1987), Vidyakin et al. (1994)). The replicated exclusion zone lines created by the models

follow the same contours as the originals, but are slightly offset from them. The offset is either down

and left or up and right, implying that it comes from a different σ level being used to determine

the critical values. The positions of the exclusion zone lines produced by the models at high ∆m2

do match with simple calculations using averaged out oscillations (Posc =
1
2 sin

2(2θ)) and the errors

given in the papers. This means that either the errors given in the papers are not the same as the

ones used to create the exclusion zones, or that the statistics are not Gaussian. Since the models do

directly use the errors given in the paper, they have not been adjusted to more closely match the

levels in the original graphs.

In addition, the theoretical fluxs used in the original analysis of the two experiments in Vidyakin

et al. (1987) used the average of fluxes from six different sources, some of which were difficult

to obtain. This was solved by using a single flux for the initial replication, and then letting the

correction term meant to align it with the Mention analysis take care of the normalization for the

updated model.

2.4 Combining the Models

Once all the individual models were completed and updated, combining them into a single analysis

was in principle a straightforward process. The combined χ2 is the sum of the individual (updated

to standard) χ2 functions, with any shared systematic errors having their portions taken out of the

corresponding individual experiments’ systematic errors, and then profiled along with all the others.

The potential complications were in teasing apart these shared systematic errors, but the end result

here turned out to be simple.

in the rate-only analysis in Mention et al. (2011), experiments that used the same detector or were in

the same place have their systematic normalization errors fully correlated, grouping the experiments
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as Gösgen and ILL, Rovno 1988, Rovno 1991 and Bugey-4, Krasnoyarsk, and SRP. The Rovno 1988

and Bugey-4 experiments also were given a 50% correlation due to similarities in the detectors. In

addition, an overall 2% error correlated across all experiments accounted for the uncertainty in the

theoretical fluxes.

In this analysis, the default assumption was the absence of additional correlated errors rather than

the presence. This was because almost all of the correlated errors due to similar or identical detectors

and common reactors are already accounted for in the individual models, but also because this

analysis is meant to provide an upper bound on the significance level of the Reactor Anomaly.

Correlated errors tend to reduce the significance of results, and this way the significance levels of

any more detailed future analyses will most likely be bounded by this one.

This analysis did not correlate the errors for the Gösgen and ILL detectors. While they are nearly

the same, the Gösgen detector had (apparently unused) position resolution that the ILL one did not,

and the two papers gave different detector-associated systematic errors. While it may be possible to

derive some correlation from the similarities between the two detectors, no assumption of correlation

was made here.

For the 1988 Rovno experiments, no correlation was assumed between the rate-only and spectral

experiments, since they used different detectors. This is a somewhat overzealous assumption though,

because the rate-only and spectral experiments were done at the same time and should share their

reactor power uncertainties and at least some uncertainties from the surrounding anti-coincidence

system that excluded background events.

The 1994 Krasnoyarsk experiment was not assumed to have correlation with the 1987 Krasnoyarsk

experiments, whether in the reactor power or detector errors. This is because of the time separation

between them and the fact that while both were rate-only experiments, the 1994 detector had a

different design than the 1987 one.

The 50% correlation in Mention et al. (2011) between the Rovno 1991 and Bugey-4 errors is likely

somewhat well-founded, but was not included in this analysis. Both experiments used the same

detector and calibration method, and Bugey-4 had the same detector proton number as one of

the two Rovno 1991 runs. Still, errors in the reactor power will not be shared between the two

experiments, and the calibration error is likely not completely correlated. The detector error is also

0.5%, making it nearly insignificant compared to the other systematic errors. Correlation was not

assumed in this analysis.
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Like in Mention et al. (2011), this analysis has a 2% error from the uncertainties in the fluxes shared

between all experiments. This is because Huber (2011) showed errors of about this size and stated

that these errors are correlated between bins and isotopes. The flux from Estienne et al. (2019) is

assumed to be the same because of the way it is treated in Giunti et al. (2022). This flat error in

the magnitude does not account for the change in size of this correlated error, which in the case of

the Huber-Mueller flux increases with the antineutrino energy.

This shared error was accounted for analogously to its treatment when updating the individual

model for Gösgen, by subtracting the squared flux and cross section associated errors from their

corresponding squared systematic normalization errors in all experiments. The 2% flux error then

became an additional shared error to be profiled in the combined χ2, since there was no pre-existing

overall normalization error to incorporate it into the way it was in the Gösgen individual model.

No correlated errors in the energy scale were assumed that were not already specified in the original

spectral experiment papers.

In all, the combined model has 26 profiled systematic errors, with only one correlated between all

experiments. The resulting combined χ2 has 209− 26 = 183 degrees of freedom.
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CHAPTER 3

Published Works

Erratum in Cogswell et al. 2019

B. K. Cogswell, D. J. Ernst, K. T. L. Ufheil, J. T. Gaglione, and J. M. Malave

December 2024

We have identified an error in the analysis code used by our research group, originally published in

Cogswell et al. Cogswell et al. (2019). The error resulted in an incorrect statistical significance level

on the χ2 in that analysis. The code converts from the neutrino rates presented as counts/MeV·h

to neutrino rates in each bin, which involves multiplying by the energy spectrum bin-width of 0.305

MeV. The original code also incorrectly multiplied this factor into the statistical errors σ as would

be done with a standard unit conversion, rather than into σ2 as is done when converting from one

random variable to another. This mistake led to an extra factor of 1/0.305 on the statistical portion

of the χ2.

This incorrect factor dominates the χ2 calculation, with only a small portion coming from profiling

the systematic errors. The overall effect of this miscalculation is an approximate tripling of all χ2

values in the Cogswell et al. analysis. Normal statistics were assumed when assessing statistical

significance, so this leads to higher assessed significance values for the χ2 minima as well.

We plan to publish a reanalysis with updated findings in Austin et al. (Phys. Rev. D, accepted for

publication).

We acknowledge N. Austin for identifying the error and for preparing this Erratum.
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Abstract

The “sterile neutrino” hypothesis, which predicts a fourth neutrino flavor that does not interact

through the weak nuclear force, has drawn considerable attention as it presents a potential dark

matter candidate. We present an updated analysis of the 1981 Institut Laue-Langevin (ILL) reactor

antineutrino experiment to re-evaluate its impact on the sterile neutrino hypothesis. Existing global

analyses exclude the ILL experiment, use a χ2 formulation that severely overestimates systematic

error, or perform under-powered magnitude-only analyses. The most comprehensive existing anal-

ysis centered on the ILL experiment, by Cogswell et al., rectifies these issues and accounts for an

18% upward correction to the expected neutrino flux. Cogswell identifies a 2.9-3.6σ discrepancy

(depending on flux estimate) resolved by the introduction of a sterile neutrino. We expand on this

study while correcting an error described in the Erratum, providing a replication of the

results of the original ILL study prior to conducting a spectral analysis. Using the Daya Bay flux

(Huber-Mueller with 235U reduced by 7.8%), our most preferred values of ∆m2 and sin2 2θ

are 2.35 eV2 and 0.245, respectively, at a ∆χ2 value of -4.38 (2.09σ). We conclude that the evi-

dence for a sterile neutrino produced by ILL is substantially weaker than posited by Cogswell. This

result partially reconciles the gap between the reactor anomaly and the absence of sterile neutrino

detection in recent experiments such as PROSPECT and STEREO.
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3.1 Introduction

The search for an eV-scale sterile neutrino has received heightened attention since the 2011 paper by

Mention et al. (Mention et al. (2011)) showing that updated reactor antineutrino fluxes strengthened

the case for a disappearance anomaly in short baseline experiments conducted in the 1980s and

1990s. Many new analyses have been conducted since then (e.g. Conrad et al. (2013); Kopp et al.

(2013); Archidiacono et al. (2016); Collin et al. (2016); Gariazzo et al. (2017); Dentler et al. (2018);

Böser et al. (2020)) which attempt to constrain the oscillation parameters for one or more sterile

neutrinos. In these analyses, the only reactor anomaly experiment whose energy spectrum is used is

Bugey (Achkar et al. (1995)), whereas only the overall neutrino detection magnitudes for the other

experiments are included if they are used at all. Our group has focused on closing this gap (See

Cogswell et al. (2019) for preliminary analysis on the ILL experiment from Kwon et al. (1981)), as

the spectral information will do more to constrain sterile neutrino parameters than the magnitude

information.

Since 2011, new short baseline reactor experiments have begun operating and producing data. These

are expected to confirm or refute the reactor anomaly (Ko et al. (2017); Boireau et al. (2016); Alek-

seev et al. (2018); Serebrov et al. (2021); Andriamirado et al. (2021); Almazán et al. (2023)), and

so far with the exception of Neutrino-4 (Serebrov et al. (2021)) do not favor the sterile

neutrino hypothesis. The Daya Bay (An et al. (2017a)) experiment ran at a 1 km baseline and

the JUNO experiment (An et al. (2016)) will soon make observations from a 50km baseline. Other

experiments with other neutrino sources such as DUNE (Berryman et al. (2015)), MicroBooNE

(Abratenko et al. (2023)), and BEST (Barinov et al. (2022b)) are also part of the search, along

with attempts to measure the neutrino mass through beta decay (Aker et al. (2024); Mohanty

(2023)) (which is also beginning to constrain the single-eV range), detect Majorana neu-

trinos through neutrinoless double beta decay, and further constrain cosmological parameters that

themselves constrain sterile neutrinos (Böser et al. (2020); Dasgupta and Kopp (2021)).

There is a strong tension between appearance and disappearance data (compatibility between

datasets on the order of 10−4 to 10−7) when analyzed with sterile neutrino models (Conrad et al.

(2013); Kopp et al. (2013); Archidiacono et al. (2016); Gariazzo et al. (2017); Dentler et al. (2018);

Böser et al. (2020); Dasgupta and Kopp (2021)), only partially alleviated by introducing multiple

sterile neutrinos (Conrad et al. (2013); Böser et al. (2020)). This may come from unaccounted for

systematic errors in the low energy background in appearance experiments, especially in MiniBooNE

(Gariazzo et al. (2017); Böser et al. (2020)). Contemporary short baseline accelerator experiments
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will be able to show if this is the case. MicroBooNE, STEREO, and PROSPECT have not yet

observed evidence of a sterile neutrino (Licciardi (2021); Abratenko et al. (2021); Almazán et al.

(2023)).

There is also disagreement between the sterile neutrino predictions and cosmological data, which

strongly disfavors an eV scale neutrino (Archidiacono et al. (2016); Böser et al. (2020); Dasgupta and

Kopp (2021)). This may be explained by possible additional systematic errors in the anomaly exper-

iments, especially the reactor flux predictions such as indicated by Daya Bay (An et al. (2017b))

and more recently by a new flux calculation (Estienne et al. (2019)). It could also be explained by

new physics such as a secret interaction between sterile neutrinos (Archidiacono et al. (2016); Böser

et al. (2020); Dasgupta and Kopp (2021)) or altered dispersion relations (Barenboim et al. (2020)).

These theories typically only solve some of the tensions present, while leaving others unaffected or

creating new issues (Barenboim et al. (2020); Dasgupta and Kopp (2021)). One of the more promis-

ing hypotheses is a pseudoscalar interaction between sterile neutrinos (Archidiacono et al. (2016);

Dasgupta and Kopp (2021)), which could also alleviate inconsistencies between measurements of the

Hubble constant.

In this paper we reassess the significance of the ILL experiment on the sterile neutrino hypothesis

by reperforming and improving our group’s previous analysis in (Cogswell et al. (2019)). In section

3.2 we summarize the ILL experiment and we present the motivation for our reassessment of it in

section 3.3. Our analysis methods are described in section 3.4 and our principal results are presented

in section 3.5. We discuss potentially fruitful directions for future work in section 3.6 and summarize

our conclusions in section 3.7.

3.2 The ILL Experiment

In this work, we re-analyze the data from the 1981 short-baseline neutrino oscillation experiment

conducted at the Institut Laue-Langevin (ILL) reactor as described by Kwon et al. (Kwon et al.

(1981)). The detector system was placed at an effective distance of 8.76 m from a cylindrical

research reactor fueled by nearly pure 235U, with a 20 cm radius and 80 cm height. Despite the

reactor’s nominal full power of 57 MW, it was later reported that the reactor operated at a power

9.5% greater than declared during the experiment (Hoummada et al. (1995)). The system’s liquid

scintillation spectrometer detected prompt annihilation photons from positrons produced by the

process ν̄p → e+n. Neutrons resulting from inverse beta decay were thermalized in the scintillator

and absorbed through the reaction n+3He → p+3H+765 keV in a 3He wire counter. Appropriately

43



delayed coincident pulses in the liquid scintillator and 3He counters defined the neutrino detection

signature. Shielding eliminated most reactor-associated background. Pulse-shape discrimination and

veto tanks searching for anti-coincident signals, in addition to shielding, handled reactor-independent

background.

Kwon used an expected no-oscillation antineutrino spectral distribution derived by measuring the

reactor’s electron spectrum associated with the fission of 235U. They found a ratio between the

expected and observed integrated positron yield of .955 ± 0.035 (statistical) ±0.110 (systematic),

which was consistent with no oscillations. An analysis by Hoummada et al. found that the under-

reporting of reactor power and refinements in the inverse beta decay cross section and the reactor

source’s antineutrino spectrum led to a net increase in the expected antineutrino count of roughly

18% (Hoummada et al. (1995)). This change makes ILL the host of by far the largest recorded

antineutrino anomaly and the lowest hanging fruit for re-analysis.

Kwon performed a χ2 test on the ratio of the expected and observed positron emission spectrum

as a function of the intrinsic parameters of the sterile neutrino, approximating the 3+1 neutrino

theory with a 1+1 neutrino model. Therefore, the relevant instrinsic parameters are the difference

in squared masses between the active and sterile neutrino ∆m2 and sin2 2θ where θ is the mixing

angle between the flavor and mass eigenstates. The test determined 90% and 68% exclusion regions

in this parameter space. These parameters are necessary to calculate the probability of oscillation

Pij as a function of energy, where i and j are neutrino flavors. For instance, the probability that an

electron antineutrino at a given energy Eν (in MeV) remains an electron antineutrino over a length

L is given by

Pee(θ,∆m2, L,Eν)

= 1− sin2 2θ sin2
(
1.267∆m2L

Eν

)
(3.1)

This work replicates Kwon’s χ2 analysis and with robust χ2 formulas and newer flux measurements to

obtain an accurate understanding of the ILL experiment’s impact on the sterile neutrino hypothesis.

3.3 Motivation

Our work can largely be understood as a continuation of the work presented in Cogswell et al, now

also incorporating the Erratum to that work. (Cogswell et al. (2019)). Cogswell first uses
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the mathematically rigorous traditional χ2 calculation given in Eq. 2.

χ2(sin2 2θ,∆m2)

=

imax∑
i=1

(N exp
i −N th

i ({a}, Ei, sin
2 2θ,∆m2))2

(σiN
exp
i )2

(3.2)

+

jmax∑
j=1

(aj − 1)2

σ̂j
2

In this construction, N exp
i and N th

i are, respectively, the experimentally measured and theoretically

predicted antineutrino counts in the ith energy bin. The statistical error for the ith bin σi is given in

percent of the experimental count. The set of nuisance parameters {a} accounts for the systematic

errors in the experiment, constrained by the corresponding σ̂. Cogswell also establishes taking the

sum of the rate and magnitude-independent spectral χ2 analyses as an accurate though slightly

inflated approximation of a full conventional χ2 calculation.

When finding preferred sets of sterile neutrino parameters, Cogswell, and we in turn, put

particular focus on ∆m2, using a “raster” approach of finding the optimum value of sin2 2θ

for each ∆m2 value iterated over the relevant parameter space. The optimum value of sin2 2θ is

defined as the value that minimizes ∆χ2(∆m2, sin2 2θ) = χ2(∆m2, sin2 2θ)−χ2(0, 0). By definition,

χ2(0, 0) represents the level of disagreement between the expected no-oscillation positron spectrum

and observed positron spectrum. Therefore, ∆χ2 measures the improvement in fit when including

a fourth neutrino. The minimized value of ∆χ2 from this procedure ∆χ2
min is solely a function of

∆m2. Cogswell identifies several local minima in ∆χ2
min for various flux values and χ2 formulations,

as shown in Fig. 3.1 and Fig. 3.2. These minima arise predominantly from the spectral information,

as the magnitude-only ∆χ2 depends little on the oscillation parameters.

Cogswell used the Huber-Mueller flux figures with the 235U flux normalization reduced

by 7.8%, in accordance with the 2017 findings from the Daya Bay collaboration (An

et al. (2017b)). As An et al. (2017b) found that this reduction in the flux was likely

only associated with 235U, it therefore is unlikely to arise from oscillations, and can be

incorporated into the 235U theoretical flux. We refer to this modification of Huber-

Mueller as the Daya Bay flux, and it provides the most conservative 235U flux magnitude

out of recent figures. The best fit using this found by Cogswell was ∆m2 = 2.36 eV2 and sin2 2θ =

.259 (3.4σ).
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As emphasized in Cogswell et al. (2019), to extract probabilities from a χ2 function, we must use a

valid likelihood function. For the conventional χ2 formula given in Eq. 1, using e−
∆χ2

2 as a likelihood

function is appropriate. Since ∆χ2 closely resembles a quadratic function around the largest minima,

the likelihood function resembles a Gaussian distribution and the depth of a minimum is the square

of its significance level.

3.4 Methods

We first replicate the original analysis of Kwon (Kwon et al. (1981)). before implementing improve-

ments described in Cogswell et al. (2019), which mainly include updating the flux and interaction

cross section to modern values. To this end, we follow the statistical methodology detailed in Kwon

et al. (1981).

We recreate both the 68% and 90% exclusion regions presented in Kwon in Fig. 3.4. To best simulate

the information available to Kwon, we initially employ the expected neutrino count from Table IV

in Kwon et al. (1981), rather than one calculated from the Huber flux or the Daya Bay flux. As

detailed in Kwon et al. (1981), the total energy-independent and energy scale calibration systematic

uncertainties are 11% and 2% respectively. The energy scale calibration uncertainty was found to

have little effect on our analysis and is currently left out in order to reduce run time.

We initialize a 500 by 500 grid of points using axes of∆m2 (from 0.0679 eV2 to 8.9821 eV2) and sin22θ

(from 0.001 to 0.999). For each point in parameter space, we calculate χ2(∆m2, sin2 2θ). Lower

values of ∆χ2(∆m2, sin2 2θ) correspond to better fits with the sterile neutrino model compared to

the one-neutrino model.

To create an exclusion region at a confidence level C, we first find the absolute minimum of all χ2

values in the parameter space. The boundary value of χ2 that defines the exclusion region is then

the sum of the absolute minimum χ2 and a comparison number ∆χ2 defined such that C is the

probability that the χ2 corresponding to the true (∆m2, sin2 2θ) values doesn’t exceed χ2
min +∆χ2.

Assigning one degree of freedom for each of two linear parameters, ∆χ2 for the large sample limit

is 4.605 for the 90% exclusion region and 2.71 for the 68% exclusion region, the values of C used in

both the original Kwon analysis and ours.

To predict the mean proportion of remaining electron neutrinos at a distance L, one must integrate

the probability of non-oscillation over the length distribution WL(L
′) and energy response function

f(E,E′), as shown in Eq. 4.
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⟨Pee⟩(L,E, sin2 2θ,∆m2)

=

∫ ∞

Eth

dE′f(E,E′) (3.3)

×
∫ Lmax

Lmin

dL′WL(L
′)

L′2 Pee(L
′, E′, sin2 2θ,∆m2)

The length distributionWL(L
′) represents the probability density of distances an antineutrino travels

from its production to the detector. The minimum possible travel distance Lmin and maximum

possible travel distance Lmax define the domain of this distribution. A factor of L′−2 accounts

for the antineutrino flux attenuation according to the inverse square law. We performed a Monte

Carlo simulation of antineutrinos traveling from the reactor to the detector to determine the length

distribution. Our model of the ILL experiment shows improvement in agreement with Kwon’s

results when disregarding the spatial integration. The original collaboration’s statements regarding

an “effective distance” of 8.76 m and “point-like” source suggest that a length integration was not

considered to have a large effect.

The energy response function f(E − E′) is the distribution of detected energies E′ as a function of

the incoming positron energy E. Kwon does not provide a full energy response function for their

detector, only showing a small graph for incoming energy Ee+ = 5 MeV. However, the Gösgen

neutrino oscillation experiment Zacek et al. (1986) uses a nearly identical detector and provides

three samples of their energy response function for Ee+ = 1, 3, 5 MeV. We interpolate between these

values to reconstruct the function and observe that the width of the energy response spread (ignoring

a low energy tail) is approximately proportional to
√
E.

In the χ2 calculations, in order to reduce program run time, we then approximated the energy

response function and length distribution together with a single Gaussian distribution with respect

to energy, and with standard deviation σ = b1
√
Ee+ . The constant b1 = 0.04649 tuned so the

model most closely replicates Kwon’s original exclusion regions when using their original theoretical

spectrum in the analysis. By performing a numerical integration combining this with the appearance

probability function, we found that the inclusion of this factor can significantly damp the oscillations

in Pee, as shown in Fig. 3.3.

In order to replicate the original analysis by Kwon et al. (Kwon et al. (1981)) we used their no-

oscillation theoretical spectrum. They produced this by integrating the theoretical neutrino flux with
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the energy response function. In previous versions of our analysis this was interpreted as being the

flux itself, leading either to the updated fluxes not being integrated at all (as happened in Cogswell

et al. (2019)) or the original theoretical spectrum being integrated twice over. We corrected this

oversight in this analysis.

To produce updated spectra using more modern fluxes, we started by integrating the original flux

used by Kwon et al. with the energy response function. This is intended to produce the same

shape as Kwon’s no-oscillation spectrum but does not do so exactly, most likely due to differences

between the true and our approximated energy response functions. We took the ratios of the no-

oscillation spectrum to this integrated spectrum at each energy bin value, and multiplied them into

the theoretical spectrum for each bin when using updated fluxes. The variation in these terms is

less than 25% and they vary smoothly with the energy rather than erratically, with lower values

at the ends. This leads us to believe that this is a good approximate shape correction. Finally,

we normalized the spectrum using the values Mention et al. gave for the ratios of experimental to

theoretical neutrino counts using the different fluxes Mention et al. (2011).

Having created a faithful model of Kwon’s analysis, we updated the neutrino flux to more recent

values from the Daya Bay experiment (An et al. (2017a)) for our analysis. Ref. Hoummada et al.

(1995) also suggests that the neutrino flux was under-reported by 18% in Kwon, partly due to a

9.5% greater-than-reported reactor power without a cited source. Mention and Cogswell accept

this calculation in their analyses. Corroboration of this has been difficult to find, though we have

found reference to a “nearly 10%” higher power (Jacrot (2021)), and have chosen to accept it in our

analysis in alignment with Mention (Mention et al. (2011)).

As mentioned in the description of our implementation of the energy response function and length

distribution, we represented the width of the Gaussian approximation of the distributions with a

tuning parameter varied to improve the fit to Kwon’s analysis. Our analysis also had two other

tuning parameters were placed in the χ2 function: one multiplier on the statistical errors and one on

the theoretical spectrum. We selected the values for these by fitting 201 near evenly-spaced points

along the full extent of Kwon’s 90% exclusion zone line and 107 on the 68% line, fitting them by

least squares to 4.61 and 2.71 above the minimum χ2 respectively.
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Table 3.1: The three deepest χ2 minima using the original ILL and Daya Bay fluxes.

Flux sin2(2θmin) ∆m2 (eV2) ∆χ2
min σ

ILL .143 0.99 -1.28 1.13
.199 2.35 -2.70 1.64
.195 3.78 -2.24 1.50

Daya Bay .191 0.92 -2.60 1.61
.247 2.35 -4.35 2.09
.241 3.78 -3.48 1.87

S =

201∑
i90=1

(
χ2(∆m2(i90), θ(i90))− χ2

min − 4.61
)2 (3.4)

+

107∑
i68=1

(
χ2(∆m2(i68), θ(i68))− χ2

min − 2.71
)2

The best fitting values for the tuning parameters are 0.04649
√
Ee+ for the Gaussian width, 1.007 for

the statistical error multiplier, and 0.9945 for the theoretical spectrum multiplier. The last two are

small enough that while the approximations in the energy response likely contribute to the second,

they both remain comparable to the rounding errors on the values given by Kwon et al.

3.5 Results

As shown in Fig. 3.4 our replication of Kwon’s exclusion region is largely successful, with especially

close agreement for ∆m2 < 3.5 eV2 and for the 90% exclusion region, which we weighted higher

when fitting the tuning parameters by fitting more points on it.

Using the “raster” approach described in Cogswell (Cogswell et al. (2019)), we find multiple minima

in ∆χ2
min with respect to ∆χ2

min, suggesting several well-fit solutions for ∆m2 and sin2 2θ, as shown

in Table 1 and Fig. 3.5. As Cogswell explains, this analysis is performed in the context of a

3+1 (approximated as 1+1) neutrino model, so the appearance of multiple minima does not suggest

multiple sterile neutrino mass states. Instead, we note that near-multiples of a well-fitting∆m2 value

may be good fits as an artifact of data coarseness. Because of the prevalence of these “harmonics,”

eliminating any of these possible ∆m2 values will be a critical task for future research using more

data from other experiments, as different experiments’ harmonics are unlikely to randomly align

with each other.

Our minima are much shallower than those obtained by Cogswell et al. (2019), mostly due to the
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correction to the statistical errors outlined in the Erratum.

While this correction produced the largest change from the Cogswell analysis, there are other dif-

ferences as well. The relative sizes of the minima to each other have changed, with the ∆m2 = 3.78

now the second-deepest instead of third. The deepest minimum especially shows less reduction in

size than the 0.305 factor from the correction. These differences indicate that other changes such as

in the approach to the energy response integration have had substantial effects on this analysis.

3.6 Discussion

One existing complication in our analysis is that the χ2 formulation we use is not linear in ∆m2,

whereas the standard comparison numbers assume linear parameters, as discussed in Achkar et al.

(Achkar et al. (1995)). This nonlinearity, coupled with the near-linearity of the χ2 with

respect to sin2 2θ, is the primary reason for our analysis’s focus on ∆m2 and use of a

raster approach. The ∆m2 direction characterizes most of the nonlinearity, and readily

divides the parameter space below 7 eV2 into regions with individual minima. A future

reanalysis could broaden the focus to better include sin2 2θ and search through both

parameters simultaneously while using confidence levels. This would be very useful for

bringing a more accurate conclusion to this analysis.

Following Achkar’s recommendation to conduct a numerical simulation, we have performed a pre-

liminary Monte Carlo simulation that creates toy experiment spectra from the theoretical no-

oscillation spectra and systematic/statistical uncertainties. For each simulated spectrum we found

χ2
no and the absolute minimum χ2 in the (∆m2, sin2 2θ) parameter space. This procedure produces

a rudimentary distribution of the differences between these two values ∆χ2. We determined com-

parison numbers of 5.89 and 3.19 for the 90% and 68% exclusion curves respectively, though this

was using a slightly older version of the ILL model than in our analysis here. In addition, when

conducting simulations of reactor anomaly experiments, we have found that assuming

different oscillation hypotheses can change the resulting distributions and comparison

numbers. Feldman and Cousins (Feldman and Cousins (1998)) noted this phenomenon

while presenting a rigorous method of producing confidence regions. This involves de-

termining the comparison numbers for each set of oscillation parameters by likewise

generating toy experiments for each set, rather than using a single set of comparison

numbers across the whole parameter space.

Accounting for all aspects of the experiment in these simulations is a difficult task that requires
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further investigation to do correctly. While our simulations can provide some insight into the ∆χ2

distribution, they are unlikely to currently be useful to the analysis. The comparison numbers from

this preliminary numerical simulation have so-far produced worse agreement with Kwon’s exclusion

regions than the standard 4.60 and 2.71, so we elected to use the standard values in the presented

analysis. The ability to estimate more rigorous confidence regions in line with Feldman and

Cousins (1998) is therefore an important goal for future analyses.

We also considered the effect of the difficult-to-corroborate increased reactor power in

the updated analysis, along with the general effect of the flux’s magnitude. The pink

and blue lines in Fig. 3.5 respectively show an analysis without the increased reactor

power and a purely spectral analysis letting the magnitude float freely. While the

depth of the minima is reduced in both cases, the location in ∆m2 remains unchanged.

Fig. 3.4 also shows the effect of floating the magnitude on the replicated 90% exclusion

curve.

The methodology we describe should be extended to the various antineutrino reactor experi-

ments conducted in the late 20th century. In particular, the so-called reactor antineutrino anomaly

experiments—19 individual neutrino oscillation experiments—have not yet been analyzed through

the perspective of a mathematically rigorous, full, conventional χ2 while accounting for all spectral

information. The most promising candidates include the reactor experiments performed at Bugey,

France (Achkar et al. (1995)); Rovno, Ukraine (Afonin et al. (1988)); Gösgen, Switzerland (Zacek

et al. (1986)); and Savannah River, USA (Greenwood et al. (1996)). Once we analyze all these

experiments individually, we intend to combine them with the ILL data into a single analysis. We

expect preferred values that disagree between experiments to reduce in significance, whereas pre-

ferred values that agree will have their minima deepen, establishing stronger candidates for sterile

neutrino parameters if they exist. It would be similarly informative to observe a global reduction in

minima, indicating no sets of consistent sterile neutrino parameters between experiments. Addition-

ally, we hope to analyze data from STEREO and PROSPECT short-baseline reactor antineutrino

experiments, which fail to observe a neutrino anomaly (Licciardi (2021); Almazán et al. (2023)).

3.7 Conclusions

Because of the ILL experiment’s exceptionally short baseline of 8.76 m, it remains a prime candidate

for analysis in the sterile neutrino search. The true impact of the ILL experiment has been a con-

tentious matter in recent years. We seek to extract as much relevant information from decades-old
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experiments as feasible, without sacrificing accuracy. In alignment with Cogswell’s examination, we

incorporate the spectral information that previous analyses passed over and implement a mathemat-

ically robust χ2 formulation. These changes greatly improve the power of the analysis. We build

on Cogswell’s analysis by performing a more accurate energy response integration, rectifying their

under-estimation of the statistical errors, and quantifying our agreement with ILL’s original results

prior to updating to modern fluxes.
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Figure 3.1: Cogswell’s figure showing minima in ∆χ2
min for relevant values of ∆m2 under various

χ2 formulations. This graph displays conventional χ2 (solid black), magnitude-only χ2 (dot-dash
red), spectral-only χ2 (dashed blue), magnitude+spectral χ2 (dot-dot-dash indigo) and Mention’s
χ2 (dot-dash-dash green) curves. The Huber flux estimate is applied.

Figure 3.2: Cogswell’s figure showing minima in ∆χ2
min for relevant values of ∆m2 under various

flux estimations. This graph displays the effects of using the Huber flux (solid black), Daya Bay flux
(dashed blue) and the original ILL flux (dot-dash red). The conventional χ2 formulation is applied.
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Figure 3.3: The average non-oscillation probability of an electron antineutrino in a 1+1 model
plotted against the energy of the incoming neutrino, using our best-fit values for ∆m2 and sin2 2θ
with the Daya Bay flux. The purple solid and short-dashed lines use the ∆m2 = .918 eV2 minimum,
respectively with and without the energy response integration. The orange long-dashed and dotted
lines represent the ∆m2 = 2.36 eV2 minimum, respectively with and without the energy response
integration.

Figure 3.4: We replicate Kwon’s 90% exclusion curve (solid black) with our model of their analysis
(dashed blue). We also replicate Kwon’s 68% exclusion curve (dotted red) with our model (dash-dot
green). Agreement is good below ∆m2 = 3.5eV2, especially for the 90% curve, and best between
about 1.2 − 3.5 eV2. The orange large-dashed line is a purely spectral 90% curve, still
using the original flux and reactor power figures to allow for direct comparison.
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Figure 3.5: The minima in ∆χ2
min = χ2(0, 0) − χ2

min(∆m2) over the relevant values of ∆m2. Our
replication of Kwon et al’s analysis (using the original ILL flux measurement) produces the solid
black curve. Once we update to the Daya Bay flux, we obtain the dotted red curve. A spectral
only analysis with the Daya Bay flux is shown in the blue dashed curve, and one without
the 9.5% increased reactor power is shown in the pink dash-dotted curve.
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CHAPTER 4

Ongoing and Future Work: A Combined Analysis and New Methods

First, the combined analysis was run with the Huber-Mueller, Daya Bay, and Estienne fluxes. The

χ2 has 209 − 26 = 183 degrees of freedom in total. Significance levels for the goodness of fit and

likelihood test were taken assuming normal statistics and therefore the standard critical values.

It should be stressed that the statistical assumptions in this analysis were taken with the expectation

that while they may overestimate the level of significance, they are unlikely to underestimate it. The

significance values below are therefore upper bounds, and a more refined future analysis would almost

certainly produce lower values.

Apart from the SRP experiment, the greatest deviations of the models when replicating the original

analyses happen below ∆m2 = 0.5 eV2. In addition, the original ILL exclusion zone line was only

drawn up to ∆m2 = 5 eV2, meaning greater deviations from the original analysis are more likely

above that value. This means that this analysis will be most accurate in the range 0.5 ≤ ∆m2 ≤ 5.

The range chosen for this analysis to cover is 0 ≤ ∆m2 ≤ 10. The portions of this outside of that

middle range are probably less accurate, but still usable for basic analysis.

4.1 Using the Updated Fluxes

Table 4.1 compares the lowest minimum with the no-oscillation χ2 for each flux.

The highest no-oscillation χ2 comes from using the Huber-Mueller flux with a value of 205.55, for a

p = 0.1214 goodness of fit. The minimum χ2 is 13.81 below this, for a significance of 3.29σ. This is

also the highest significance level out of these fluxes, with the Daya Bay flux value of 1.79σ being

less than half that value.

The lowest χ2
min value comes from the Estienne flux, with a value of 186.52, for a p = 0.414 goodness

Flux χ2
no−osc χ2

min sin2(2θmin) ∆m2
min (eV2) χ2

no−osc − χ2
min σ

H-M 205.55 191.74 0.101 3.75 13.81 3.29
Daya Bay 193.96 188.75 0.0423 2.34 5.21 1.79
Estienne 196.41 186.52 0.059 2.37 9.89 2.69

Table 4.1: The no-oscillation χ2, the lowest minimum χ2, and its significance in σ level for the
Huber-Mueller, Daya Bay, and Estienne fluxes.
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Figure 4.1: The differences for each flux between the no-oscillation χ2 and the minimum χ2 for fixed
∆m2. This shows the ∆m2 specific behavior for the χ2.

of fit. With χ2
no−osc = 196.41 this minimum has a significance of 2.69σ.

Fig. 4.1 shows the behavior of the minimum χ2 with respect to ∆m2, while Fig. 4.2, 4.3, and 4.4

show the allowed regions for each flux at various σ levels.

It is readily apparent that for each flux there are multiple minima somewhat regularly spaced in

∆m2. The three different fluxes produce almost exactly the same ∆m2 values for these minima, but

do affect their depths to a large degree.

All three lines in Fig. 4.1 start leveling out for ∆m2 above 5, and the Huber-Mueller line moves

toward a value close to the lowest minima. The other two level out close to 0 instead. For the

Huber-Mueller flux this means there are many minima near the same depth with the lowest one only

slightly exceeding the rest, but for the other two fluxes the lowest minimum is substantially larger

than the others. In all three cases ∆m2 ≈ 2.35 eV2 is a minimum either at or near the lowest value.

While the ∆m2 values of the minima are the same across fluxes, the sin2(2θ) values tend to be

substantially different. This is most apparent above ∆m2 = 4 eV2. There is also a clear pat-

tern: a larger overall difference between observed and theoretical antineutrino yields produces larger

best-fitting values of sin2(2θ), particularly when the reduced overall magnitudes is the dominant

oscillation effect rather than spectral distortions. These areas of the parameter space should show

similar behavior to the other magnitude-only analyses of the Reactor Anomaly.
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Figure 4.2: The σ level contours on the χ2 function using the Huber-Mueller flux. Red is 1σ, blue
2σ, green 3σ, and pink 4σ. The yellow star marks χ2

min.

Figure 4.3: The σ level contours on the χ2 function using the Daya Bay flux. Red is 1σ, blue 2σ,
and green 3σ. The yellow star marks χ2

min.
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Figure 4.4: The σ level contours on the χ2 function using the Estienne flux. Red is 1σ, blue 2σ,
green 3σ, and pink 4σ. The yellow star marks χ2

min.

4.1.1 Likely Overestimation of the Significance Levels

It bears repeating that the assumptions made in the statistics of this analysis are much more likely

to overestimate than underestimate the level of significance. If there are more correlated errors

than assumed, then the significance decreases, and the assumption of normal statistics also likely

overestimates significance.

In all cases where a χ2 or ∆χ2 critical value was tuned in a model’s calibration, it ended up with a

higher value than the normal statistics one. Meanwhile, in Feldman and Cousins (1998) a method

of producing confidence regions is shown which calculates a different critical value for every point in

the parameter space. The toy example given shows that this critical value can be below the normal

statistics one near the boundaries of the parameter space but higher in the main region where the

sinusoidal nature of the oscillation probability can cause multiple ∆χ2 minima.

In general, the normal statistics assumption in this analysis very likely overestimates the significance

levels of the minima, potentially by a large amount. From Feldman and Cousins (1998), a ∆χ2
90%

of about 6 seems like a reasonable possibility. If ∆χ2 had the same shape in its distribution, just

stretched out to make 6 be the 90% critical value, then the significance levels from the table for

the Huber-Mueller, Daya Bay, and Estienne fluxes would be 2.81σ, 1.49σ, and 2.28σ respectively, a

substantial decrease.

Implementation of the method from Feldman and Cousins (1998) would produce a more accurate
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analysis of the significance levels, but also requires Monte-Carlo simulation, creating many toy

datasets for every assumed (sin2(2θ),∆m2) pair in the parameter space (in this analysis, a 500×500

grid) in order to determine the ∆χ2 distribution at each point. While the grid of points used in the

simulations could likely be made coarser than this, each one still requires enough simulated datasets

to determine the right tail behavior of its respective distribution. This would most likely require at

least an order of magnitude more computation time than was used to perform the analysis given

here.

4.1.2 Examining Multiple Minima in the (∆m2, sin2(2θ)) Space

For every flux, the χ2 ends up having many minima with a near-even spacing in ∆m2 of about

0.7 eV2. In the case of the Huber-Mueller flux the χ2 forms a valley near the global minimum at

high∆m2, leading to many minima near the global minimum, but for the other fluxes the leveling out

happens below χ2
no−osc − χ2

min(∆m2) < 2.5, and a single minimum dominates at ∆m2 ≈ 2.35 eV2.

At high ∆m2 the spacing starts to broaden, as seen in Fig. 4.1.

∆m2
min ≈ 0.25 + 0.7n, n ∈ Z ≥ 0 (4.1)

For the Huber-Mueller flux, there are seven local minima for which χ2
no−osc − χ2

loc−min is higher

than 90% the value for the global minimum, five of them at at or above about 5 eV2 and the other

two at about 2.35 eV2 and 3.05 eV2. For the Daya Bay fluxes the next two largest minima after the

global one are at about 3.05 eV2 and 3.75 eV2 with depths of about 2/3 and 1/2 that of the deepest

minimum respectively. For the Estienne fluxes they are at about 0.35 eV2 (slightly higher than the

the otherwise even spacing would have it) and 3.05 eV2, with values around 50 − 60% that of the

global minimum.

This can be compared to the minima shown in Fig. 3.5 for the ILL experiment on its own with

the Daya Bay fluxes. Here the three deepest are at ∆m2 = 0.92 + 1.43n for ∆m2 < 5 eV2 and

the smaller minima become somewhat unevenly spaced above that. The deepest minimum is at

∆m2 = 2.35 eV2. This lines up well with the combined analysis, though with the spacing doubled.

It can also be compared to the minima for the individual analysis for Gösgen, shown in Fig. 2.5. Here

the deepest minima are all below 1.5 eV2 and adjacent to each other, with ∆m2 ≈ 0.13+ 0.25n eV2

and the deepest minima being at n = 1 − 4. The minima become shallower and irregularly spaced

above this, though an overall valley in the χ2 does form for the Huber-Mueller and Estienne fluxes.
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A minimum exists at ∆m2 ≈ 2.4 eV2, but other than that minima do not line up with those of the

combined analysis and ILL, and with the Daya Bay fluxes all the ones above 1.2 eV2 are very small,

with depths below 0.4.

Overall, the fact that the ILL and combined analyses lined up in their minimal ∆2
m values may be

a partial coincidence. The Gösgen analysis largely did not line up in the same way, but this may be

because its longer baselines make it sensitive to a lower ∆2
m than ILL, and it did come close to lining

up with the ∆2
m ≈ 2.35 eV2 minimum in the combined analysis, which is the deepest minimum for

the Daya Bay and Estienne fluxes and close to largest for the Huber-Mueller as well. Individual

updated analyses are not yet available for the other spectral experiments, so it is unknown exactly

how much they are aligned with the minima from the combined analysis.

The behavior of these two individual experiments, especially ILL, does point more toward the

2.35 eV2 minimum being the best candidate for a sterile neutrino, even considering there are deeper

minima in the analysis with the Huber-Mueller fluxes. The other minima are most likely ”harmon-

ics” of a sort, where the sinusoidal nature of the oscillation probability causes it to line up again

with the measured spectra.

4.2 The 5MeV Bump

Measurements from various experiments show a bump at 5 MeV in the 235U spectrum which os-

cillations likely fail to explain (Almazán et al. (2022), Seo (2015), Berryman et al. (2019)). Signs

that this bump exists have been noted as early as the Gösgen experiment (Zacek et al. (2018)). In

this analysis, the bump was added to different fluxes using the equation and fit from Almazán et al.

(2022), but without the overall normalization term that was used to make a purely spectral analysis.

This means the bump was purely added onto the existing 235U flux.

f bump
235 (Eν) = f235(Eν)

(
1 + 0.099e

− (Eν−5.52 MeV)2

2(0.45 MeV)2

)
(4.2)

The flux f235 used in Almazán et al. (2022) to create this fitted bump was the Huber flux. This

analysis had the options to add this bump to the Huber, Estienne, and Daya Bay fluxes.

Table 4.2 shows the no-oscillation and minimum χ2 for each flux with the 5 MeV bump added, along

with the location of the minimum χ2, the difference between the two, and the difference’s σ level

assuming normal statistics.

Fig. 4.5 compares the behavior in ∆m2 of the χ2 for each flux with and without the 5 MeV bump.
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Flux χ2
no−osc χ2

min sin2(2θmin) ∆m2
min (eV2) χ2

no−osc − χ2
min σ

H-M 219.93 198.60 0.0556 0.417 21.33 4.23
Daya Bay 202.63 188.09 0.0461 0.420 14.54 3.39
Estienne 222.33 199.93 0.0576 0.412 22.40 4.35

Table 4.2: The no-oscillation χ2, the lowest minimum χ2, and its significance in σ level for the
Huber-Mueller, Daya Bay, and Estienne fluxes with the 5 MeV bump added.

Figure 4.5: The differences for each flux with and without the added 5 MeV bump between the
no-oscillation χ2 and the minimum χ2 for fixed ∆m2. This shows the effect of the bump on the
locations and depths of the minima.
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Figure 4.6: The σ level contours on the χ2 function using the Huber-Mueller flux with the 5 MeV
bump. Red is 1σ, blue 2σ, green 3σ, pink 4σ, and purple is 5σ. The yellow star marks χ2

min.

For every flux, the behavior above 2 eV2 is almost the same with the bump as without it, just with

a slightly larger difference from χ2
no−osc. The locations of minima, particularly for ∆m2 < 3 eV2,

tend to be slightly higher with the bump. The major change is in the depths of minima below 2

eV2, which become much deeper with the bump, to the point that the one between 0.41 and 0.42

eV2 becomes the deepest overall. With the bump it has a significance above 3σ for all three fluxes

and above 4σ for the Huber and Estienne fluxes.

Since the accuracy of the models is somewhat reduced below ∆m2 = 0.5 eV2, the depth of this

minimum can only be taken as tentative. In addition, with the bump simply being added onto the
235U flux without any adjustment to the flux’s magnitude, the depth of the minimum is the largest

that an analysis will make it, and like before only truly provides an upper bound for the significance

level.

It is worth noting that for all three fluxes tested, the goodness of fit with the bump is worse than

without it for the no-oscillation hypothesis. The only global minimum with a higher goodness of fit is

the one for the Daya Bay fluxes, with χ2 = 188.09 compared to χ2 = 188.75, a very small difference.

The lowest no-oscillation goodness of fit is now with the Estienne fluxes, with χ2 = 222.33, for

p = 0.025. The Huber-Mueller no-oscillation goodness of fit is χ2 = 219.93, for p = 0.032, a p-value

only slightly more than a fourth that without the bump.
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Figure 4.7: The σ level contours on the χ2 function using the Daya Bay flux with the 5 MeV bump.
Red is 1σ, blue 2σ, green 3σ, and pink 4σ. The yellow star marks χ2

min.

Figure 4.8: The σ level contours on the χ2 function using the Estienne flux with the 5 MeV bump.
Red is 1σ, blue 2σ, green 3σ, pink 4σ, and purple is 5σ. The yellow star marks χ2

min.
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4.3 Possible Future Study

If the models fit the experiments well enough for analysis as they appear to here, they likely can

be used in Monte-Carlo simulations to examine the behavior of the χ2 for various assumed pairs of

(sin2(2θ),∆m2), as described in Feldman and Cousins (1998). This would lead to more accurate

confidence regions and significance levels in the analysis. The computations that were required to

perform this analysis could be performed on a single computer in a period of 4 days to a week, so

the Monte-Carlo simulations required for the more accurate analysis would be readily doable on a

computer cluster, but probably not on a single computer.

A preliminary and incomplete version of this Monte-Carlo simulation was done for the Gösgen

models and is briefly described in the discussion section of the previous work provided in Chapter

3. Here, only the χ2 distribution for the no-oscillation assumption was found, and the result was a

90% critical value of 5.89, which would correspond to a tuning parameter value of 5.89/4.61 = 1.28,

about 10% higher than the fitted value of 1.1657 used in this analysis.

While this analysis examined the same experiments as in the Reactor Anomaly described in Mention

et al. (2011), many other short baseline reactor experiments have since been performed and can be

included in oscillation analyses. Among them are DANSS (Alekseev et al. (2018)), NEOS (Ko

et al. (2017)), Nucifer (Boireau et al. (2016)), STEREO (Almazán et al. (2023)), PROSPECT

(Andriamirado et al. (2021)), and Neutrino-4 (Serebrov et al. (2021)). These experiments are more

modern and as such have better statistics than the Reactor Anomaly experiments, and some such

as STEREO were designed specifically to search for oscillations even without good knowledge of

the theoretical fluxes. Incorporating them into the analysis would greatly increase its sensitivity to

oscillations.
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CHAPTER 5

Summary

The Reactor Antineutrino Anomaly is appearing less likely in more recent analyses to stem from

oscillations, but rather from incomplete knowledge of the theoretical neutrino fluxes from the dif-

ferent reactor fuels, especially 235U. Still, analyses of the anomaly or incorporating reactor anomaly

experiments have not accounted for all the spectral information of the experiments involved. This

analysis examined the same short baseline reactor experiments as Mention et al. (2011) originally

did, without ignoring any spectral information.

Any assumptions when needed were made such that the analysis was unlikely to underestimate

significance but will probably overestimate it. Therefore all significance levels here have been upper

bounds, to be lowered by any refinements to the statistical methods in the future.

Assuming fully normal statistics and making few assumptions of correlated errors, the highest sig-

nificance result used the oldest modern flux in current use: 3.29σ for the deepest minimum with

the Huber-Mueller flux. The Daya bay modification to the 235U magnitude reduces this to 1.79σ,

and the most recent of the tested fluxes, the Estienne flux, produced a 2.69σ significance. Out of

these, only the Huber-Mueller flux showed a significant deficit in neutrino counts and therefore a

deep valley in the χ2 at higher ∆m2 levels.

The Huber-Mueller flux produced many minima in the χ2 at similar depths, while the others had one

particular minimum dominate at about ∆m2 = 2.35 eV2. In all cases though the minima showed

a spacing of about 0.7 eV2, likely arising from a harmonic effect from the sinusoidal nature of the

oscillation probability.

The Huber-Mueller flux also produced the smallest goodness of fit with χ2 = 205.55 (183 dof),

p = 0.1214 for the no-oscillation hypothesis. Even this is not a statistically significantly poor fit.

Some experiments, especially recently, have indicated the existence of an approximately Gaussian

bump in the 235U neutrino flux compared to the theoretical flux at Eν ≈ 5 MeV. Adding such a

bump in the analysis here produced a less good fit in all cases except the minimum χ2 with the

Daya Bay flux, which was almost exactly the same. The significance levels of the minima were higher

though, with the deepest now being the Estienne flux at 4.35σ, the Huber-Mueller minimum being
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4.23σ, and the Daya Bay minimum being 3.39σ. These deepest minima were also at a different

location compared to the analyses without the bump, at ∆m2 ≈ 0.415 eV2. This is in a part of

the range where the experiment models may not be as accurate though, so these significance levels

should be read more skeptically than the others. Beyond having deeper minima below 2 eV2 though,

the bump produced little change in the ∆χ2 function, though it did deepen the high ∆m2 valleys

due to the higher magnitudes of the theoretical neutrino spectra.

In the future, this analysis could be refined by making more detailed accounting of any correlated

errors, and by removing the assumption of normal statistics. If a confidence region method is being

used without the normal statistics assumption, the critical values of ∆χ2 must be found through the

method in Feldman and Cousins (1998): Monte-Carlo simulation of toy datasets to determine the

∆χ2 distribution at each point in the grid. This would be comparatively computationally intensive,

and would take a cumbersome length of time without using a computer cluster.

In addition, the models used in this analysis could be combined with ones for other experiments,

especially more recent short baseline reactor experiments, in order to produce a more global analysis

of the experiments sensitive to eV-scale sterile neutrinos. The STEREO experiment, for example,

was specifically made to be able to detect the effects of oscillations without relying on the accuracy

of the theoretical spectrum. Such a global analysis would be much more sensitive to any possible

oscillations than the Reactor Anomaly Experiments on their own.
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