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General Introduction

Within the broad literature of memory research, there are many different concepts,
events, and items that scholars have studied the memory for. One such concept is conversation.
Conversations are a critical component of most individuals’ daily lives as for most, a typical day
includes several conversations with a variety of people (e.g., coworkers, friends, family). One
unique nuance of communication that has ramifications for memory is how we tailor our
language to consider shared and personal knowledge. Linguists have theorized about and studied
the importance of information status (or givenness) and determined that the way nouns or noun
phrases are referred to can indicate if they are considered given (known or established) or new
(being introduced in that moment) (Chafe, 1974; Prince, 1981; Arnold, 2008). This concept is
relevant to one notable theory in communication — that we utilize the concept of common ground
as we communicate with others (Stalnaker, 1978; Clark & Wilkes-Gibbs, 1986; Clark, 1994).
Common ground refers to the concept of knowledge and referents that a speaker believes their
audience would understand. What we consider part of common ground includes both things that
are currently relevant (e.g., things you can see, people you have named in previous sentences)
and prior knowledge of our partners (e.g., who they know, what expertise they have) (Brennan et
al., 2010). Thus, as we speak, we engage in audience design and tailor our referents and ensure
we explain what we do not anticipate our audience would know (Clark, 1996; Horton & Gerrig,
2005; 2015; Ferreira, 2019; Ahn & Brown-Schmidt, 2020). To know what is considered common
ground, and to thusly communicate effectively, we must remember information about our
audience and what has previously been discussed earlier in the conversation (Brennan & Clark,
1996; Brown-Schmidt & Duff, 2016). Thus, remembering what you have spoken about with a

person previously is critical to future communications with them. For example, if you try to talk



to your friend at dinner about your day at work, you will need to remember how much they know
about your work and which technical phrases they would understand to communicate effectively.
If prior conversations cannot be remembered, then felicitous communication with known

partners becomes difficult.

Given this importance of conversation memory, it is not surprising that a large body of
research has examined just how much of and which parts of a conversation are remembered
(Keenan et al., 1977; Gibbs, 1981; Neisser, 1981; Stafford & Daly, 1984; Miller et al., 1996;
Brown-Schmidt et al., 2023; Brown-Schmidt et al., 2024). When participants are given verbatim
transcripts from conversations they engaged in, they can often correctly recognize accurate
transcripts (averages range from 73%-76%) even at delays of 3+ days (MacWhinney et al., 1982;
Bruck et al., 1999). When participants are asked to recall as much as they can with no prompting
or guidance, participants typically only recall 20% or less of conversation details, with this
estimate decaying over time (Stafford et al., 1987; Brown-Schmidt & Benjamin, 2018). Given
that we can only accurately remember some of, but not all of the details from conversations we

engage in, it is worth asking which details are more likely to be remembered.

The most consistent factor that has shown to predict which details from a conversation
are best remembered is who was speaking. In past research, when two participants engage in
conversation and then later try to independently recall what was discussed, both participants are
more likely to recall things they said compared to things their partners said (Miller et al., 1996;
Fischer et al., 2015; Brown-Schmidt et al., 2023). This influence of speaker is theorized to be a
product of the Generation and Production Effects. The Generation Effect refers to the finding
that individuals better remember words they had to generate compared to words they only read

(Slamecka & Graf, 1978; Greenwald & Johnson, 1989; Bertsch et al., 2007). In the first study on



this effect, Slamecka and Graf (1978) conducted five experiments where participants
encountered lists of word pairs where either they saw a complete word pair or a single word with
a cue to what the second word should be (e.g., the first letter). Subjects either read the full word
pairs or had to generate the second cued word. When participants’ memories were probed with
recall or recognition tasks, words that were generated were more likely to be remembered than
words that were read silently. This work sparked others to investigate a similar question — in
MacLeod et al., 2010, researchers found that saying or mouthing a word will increase the
likelihood that is remembered relative to silently reading a word, an effect they named the
Production Effect. The distinction between these two effects is that in the Production Effect
work, participants do not need to specifically come up with a word to receive a memorial benefit
(as is the case in the Generation Effect), but to simply say the word. Further research has looked
at the boundaries of the Production Effect and concluded that in addition to a benefit from
speaking a word aloud, mouthing a word, whispering a word, writing a word, or typing a word
will all aid memory for a word compared to silently reading a word (Forrin et al., 2012). These
two related effects, the Production Effect and the Generation Effect, can simultaneously boost
memory for words (Forrin et al., 2014) and memory for pictures (Zormpa et al., 2019). In
unscripted naturalistic conversations, participants both generate and produce their own
utterances, as they each decide what to say and then speak aloud these utterances. Thus, it is
likely that these two complimentary effects jointly contribute to the imbalance in memory for
conversations based on who was speaking (Miller et al., 1996; Fischer et al., 2015; Brown-

Schmidt et al., 2023).

It remains unclear what other characteristics of utterances make them more or less

memorable. We do not recall 100% of what we say, and 0% of what our partners say, so there



must be other traits of utterances that can impact how likely they are to be retrieved beyond who
was speaking. The first hypothesis tested in this thesis is thusly tied to another nuance of
communication that we theorize would have implications for memory. Linguists have theorized
that questions are best represented semantically by all of the possible answers to that question
(Groenendijk & Stokhof, 1984). When we consider these dynamics in the context of how they
are utilized in communication, questions are theorized to best be represented as temporary
placeholders that will be replaced when answers are given (Heller & Brown-Schmidt, 2023). The
first step of the research in this thesis is therefore focused on whether this nuanced
conceptualization of questions within conversations has implications for how utterances are later
remembered. We hypothesize that whether an utterance is a question or the answer to a question
will impact the likelihood that it is remembered. Specifically, we predict that questions will be

less memorable than answers (Experiments 1-2).

Extending beyond investigating which factors influence what is recalled from a
conversation, we should also consider the factors that influence 4ow these conversational pieces
are recalled. In everyday life, or in specific moments such as testifying in a court room,
individuals may be asked to recall a conversation they had previously engaged in. Even if
individuals are not asked to recall the conversation in any particular order, they can still only
recall one piece of the conversation at a time, and thus recalls are made in an order. The order in
which a conversation is recalled is important for two reasons. First, the order a conversation is
recalled in will affect the way it is understood by the audience listening to the recall. For
example, the order events occur in can imply causality. In a conversation, the order of utterances
can indicate who introduced a certain topic, and thus recalling a conversation in a different order

than it proceeded in could change the indication of who introduced a certain topic. Second, recall



order can give us insight int o the associations between items in the recaller’s memory. A body of
existing work has examined how the temporal context present during a word list study period can
create associations between items in the list and thusly influence recall order (Kahana, 1996;
Polyn et al., 2009; Sederberg et al., 2010; Healey et al., 2019; Hong et al., 2024). However, this
work has primarily investigated recall order within the context of word list paradigms
(Hintzman, 2016). The other line of inquiry explored in this thesis is if memories for
conversations are organized temporally and if the factors that impact overall memory similarly

shape memory organization (Experiment 3).

Introduction (Experiments 1-2)

The Nature of Questions

Questions and answers have a unique semantic relationship to one another. In prior
linguistics work it has been theorized that the meaning of, or semantics of, a question is the set of
all of its possible answers (Groenendijk & Stokhof, 1984). In this seminal scholarship by
Groenendijk & Stokhof (1984), they propose that questions can be thought of as a partition of
indices comprised of the possible semantic answers to that question. By this they mean that the
phrasing of a question creates a partition, or a subset, of concepts. These individual concepts are
the possible answers that could be given to that question. For example, say you ask a fellow
student at your university “who is teaching that course this semester?”. The partition theory
would argue that this question is defined by a partition of indices, and that each index within this
partition is one answer that could be the truth. In our example, the various professors who would
be able to teach this class would be the indices. The authors specify that each index is a semantic

answer — what information could be conveyed — rather than a single phrasing or construction. In



our example, this means there would not be separate indices for “Dr. Smith is teaching that class”
and “oh the class is taught by Dr. Smith”, but instead one index for the possible answer that Dr.
Smith is the teacher of the course. Once an answer is given, like Dr. Smith, the possibilities held
within a question are narrowed down to one concept. This theory proposes a specific semantic
relationship between questions and answers, but how does this relationship influence functional

communication?

In everyday conversation, people ask one another questions. A recent paper by Heller &
Brown-Schmidt (2023) has argued that questions serve as a way to inquire about information that
the speaker does not know but that the speaker anticipates their partner may know. The authors
argue that beyond what we consider common ground (or shared information both ourselves and
our communication partners know), we must have representations of information that we do not
know the details of but believe our partner may know. For example, if you are not a physicist,
but you have a friend who is, you may ask them a question about black holes. While you know
that black holes are a concept, you do not know the details of what they are or how they function.
However, you anticipate that your friend will have this information given what you know about
their domain expertise. You would be less likely to ask your question about black holes to
someone who you do not anticipate would have specific knowledge of them. Within this
theoretical framework, questions can be conceptualized as a mechanism for acquiring new
information. The authors further argue that questions serve as temporary placeholders for what
information is or could be provided by an answer to that question (Brown-Schmitd and Heller,
2023). What remains uncertain, however, is if this conceptualization of questions has

ramifications for memory.



Given these theoretical conceptualizations of questions and their purpose in
communication, examining if they in turn are remembered uniquely is worth examining. In
addition, there is also a practical importance to examining memory for questions. There is a
plethora of research in the eyewitness memory domain on the Misinformation Effect — the
finding that the phrasing of a question can strongly influence the answers given during
interviews (Loftus, 1975; Lipton, 1977; Loftus, 2005; Luke et al., 2017). In the first paper on this
effect, Loftus (1975) showed that inserting false presuppositions into questions could bias
participants answers regarding what they were previously shown. For example, in experiment 3
from Loftus (1975) participants saw a video of a car accident where there was no barn present.
Shortly afterwards, participants were asked either “how fast was the car going” or “how fast was
the car going as it passed the barn”. One week later when participants were asked if there was a
barn in the video, those who had heard the false presupposition in their original questioning were
more likely to say they did see a barn. This finding has been iterated upon many times and
provides evidence that the phrasing of questions can elicit different answers (Ceci et al., 1987;
Morgan et al., 2013) and even alter participants’ memories for events (Zaragoza & Lane, 1994;
Loftus, 2005; Scoboria et al., 2017). Given that questions can be so influential, it is important to

evaluate if they are also easily forgotten, thus biasing recounts of interview processes.

Memory for Questions

There is existing conversation research that supports the notion that there is a difference
in how questions and answers are remembered, but there have only been a few studies on the
topic. One study tasked criminal investigators with taking verbatim notes while interviewing
child witnesses (Lamb et al., 2000). These verbatim notes were then compared to recordings of

the interviews. While interviewers only missed 25% of the details from the interviewees in their



notes, they omitted 57.3% of their own questions. These investigators were also more likely to
erroneously judge their own questions as open-ended, a finding that is in line with a more recent
study showing lawyers report using open-ended questions more often than they do (Wylie et al.,
2024). Another study asked mothers to remember conversations they had with their children
(Bruck et al., 1999). The mothers were asked to look at two transcriptions and identify which one
matched the conversation they previously had with their child. The participants had better
accuracy for the gist of the conversations (noticing when the content of a transcription had been
altered) than for the surface structure of the conversations (noticing when lexical components in
a transcription were altered, including if questions were asked). These studies tentatively suggest
that one may not remember or make note of one’s own questions. However, these studies all
examine memory or behavior in the question-asker, a major limitation given that memory for
utterances heavily depends on who was speaking (Slamecka & Graf, 1978; Ross & Sicoly, 1979;
Brown-Schmidet et al., 2023). Furthermore, the results of Lamb et al., 2000 and Wylie et al., 2024
are tied to how professionals function during legal proceedings. It is feasible that investigators
and lawyers pay attention and therefore remember their questions in ways that may differ from
more typical everyday communicative experiences. Thus, while the above work may lend
support to the idea that questions are not as well memorialized as answers, they are far from

conclusive.

Only one recent paper has thus far empirically tested if answers are better remembered
than questions. Zormpa and colleagues (2023) theorized that information within discourse that is
focused, by this they mean is emphasized as important, is better remembered. To test this, they
chose to examine question and answer pairs, as they posit that they serve as a naturalistic

manipulation of focus wherein more focus is placed on the answer than the question. They ran



three experiments to test the hypothesis that answers would be better remembered than questions.
In the first experiment, participants looked at a screen of three images and listened to a recording
of one speaker asking what should go next to one image followed by another speaker answering
by naming another image. One day later participants did a recognition test online and they found
that participants were more likely to recognize images that had been named in answers than
images that had been named in questions. In the second experiment, participants listened to two
speakers make unrelated statements (each naming an item) and found no difference in
recognition memory between the two items at a one day delay, supporting the notion that the
finding in their first experiment was not due to item order alone. In their third experiment they
had pairs of participants play the role of the speakers. On each trial, one participant was
instructed to name a cued item in a question and the other subject was instructed to name the
other cued item as the answer. One day later, participants took a recognition test where they were
more likely to recognize their own utterances than their partner’s utterances (in line with the
Production and Generation Effects discussed previously). When comparing recognition for an
item, they looked at the role a participant played in the discussion on that trial (information-
seeker or information-giver) and found no significant main effect. However, speaker role
interacted with speaker such that the benefit for self-produced utterances was significant for both
roles but was of a larger magnitude within the information-seeker role. This paper provides
evidence for the theory that answers are better remembered than questions, however there are
still many elements of this theory that remain unclear. First, it is unclear if the memory benefit
for answers would persist in more interactive communication paradigms where participants
select the content of their questions and must assess the accuracy of the answers they receive.

Additionally, further research is needed to determine how memory for items named in statements



would differ from questions and answers when the participant was a part of the conversation in

both communication styles.

The Current Study

In order to investigate how interlocutors remember questions and answers in an
interactive setting we designed a referential communication game. Referential communication
games are a paradigm often used to assess how pairs of participants tailor their referents to best
communicate with their partners (Krauss & Weinheimer, 1964; Clark & Wilkes-Gibbs, 1986;
Heller et al., 2012). Pairs of individuals will talk about some assortment of items with the aim of
completing a task — for example participants might describe various tangram shapes (images that
may be ambiguous as they are created by placing geometrical shapes together) to their partner so
that the partner can arrange them in the same order as how the speaker sees them (Duff et al.,
2006; Yoon et al., 2017; Galati & Brennan, 2021). The purpose of this paradigm is to see how
individuals choose to name these somewhat ambiguous items under varied circumstances (e.g.,
when speaking to a new communication partner). However it can also be a useful paradigm for
prompting participants to engage in communication that is guided, but still unscripted. For the
current work, our aim was to let participants speak without a script, but to ensure they would ask

and answer questions about items, and thus a referential communication game was utilized.

For the present line of work, we leverage this general paradigm as a way to prompt
participants to both ask and answer questions about a group of items in their visual field. Then
we test participants’ memory for these objects as a measure of question and answer memory.
Crucially, we prompt both participants to take turns acting as the question askers in order to
avoid compounding any effect of speech role (whether an item was the question or answer

material) with the memory benefit for self-produced utterances. This work also allowed

10



participants to select items to ask questions about and required participants to attend to answers
to determine if they are correct, thusly expanding upon the parameters under which question and

answer memory have been studied thus far.

Method (Experiment 1)

Materials and Procedure

Pairs of participants engaged in a communication game and then completed individual
recognition memory tests. The dyads participated in-person and sat facing screens that their
partners could not see. They were instructed to take turns asking and answering questions about
sets of eight images they could see on their screens. These images were grouped into pairs via
green rectangles (see Fig. 1A). Participants asked questions about what was with one object and
answered with the neighboring object. For example, participant A may ask “what is next to the
lemon?” or “what do you see with the lemon?”, to which participant B would reply “I see a tree.”
or “There is a tree” (Fig. 1A). Thus, one object was named in each question, and a different
object was named in each answer. Once the question asker confirmed that the answer was what
they expected, it was the other participant’s turn to ask a question. Participants could select any
of the four pairs to start with and could ask about the left or right item in a pair. Each participant
was instructed to ask the first question on either odd or even trials so that speakers’ turns would
alternate throughout the experiment. Participants were told that their goal was to find all the
mismatches between what they each saw. To motivate this goal, 25% of screens did contain one
error (e.g. where participant A might see the lemon with the tree in Fig. 1A, participant B would
see a bird with the tree). To practice this format of question asking, an instructor walked the

participants through two practice trials, one with a mismatch and one without. Participants were

11



instructed to move on from a screen once they either discuss all four pairs of images (and are
therefore sure their screens match) or once they find an error (as they knew each screen would
have either no errors or one error). These screens with mismatches introduce a lot of confounds
regarding attention and allow for some items to be seen but not named, therefore all data from

screens that include a mismatch were not analyzed.

Communication Game Memory Test

REb
i T

Figure 1. Experiment 1: Visuals that participants viewed during (A) the communication game and (B) the
memory test.

Did you see or discuss this picture
during the last section?

After 10 screens, participants silently and independently completed a forced choice
old/new recognition task. They saw one image on screen and were asked “did you see or discuss
this picture during the last section?” (Fig. 1B). They would select Yes to indicate the image was
Old, or No to indicate the image was New. Half of the pictures were the Old images from the last
10 screens, and half the images were New. All images from the last 10 screens were shown,
including the items that only one participant had seen. Due to the phrasing of the memory
question, participants should select “Yes” to indicate an image is Old even if it is an item they

did not talk about (e.g. one from a screen with an error) or an item they did not see but believe

12



their partner did (e.g. the bird for participant A in the example above). The entire procedure was

repeated four times, for a total of 40 screens, and 660 memory trials.

The images used in this study (N=677, 330 used in communication screens, 330 only
shown at memory test, and 17 used for practice communication screens) came from the colorized
version of the 1980 Snodgrass & Vanderwart image set (Rossion & Pourtois, 2004) and the
Multipic database (Dufabeitia et al., 2018). These images are colorful drawn pictures of items
(see Fig. 1). The 660 images that were not used for practice screens were randomly assigned to
be shown either during communication or at test by the creation of four lists. Thus, all images
were part of the communication game for two lists and shown only during the memory test for

two lists. Each participant pair was randomly assigned to see one of the four lists.

So that each image could be categorized as either one that was used in a question or an
answer, trials (where one trial refers to a single pair of images) were excluded from analysis if
participants deviated from the intended communication structure (e.g. if a participant said “do
you see the tomato with the lemon?”). It was additionally important that each image was one that
only a single participant named, as each image was categorized as having been spoken by one
participant, thus if participants both named one item, we excluded that trial (e.g. “what is next to

29 ¢¢

the tomato?” “a lemon” “yes I have a lemon as well”). If these types of deviations occurred on

25% or more of trials from screens without mismatches, participants were excluded entirely from
analysis.
Participants

We recruited 54 total participants, but only 43 were included in this analysis due to

exclusion criteria detailed previously. The pre-registered sample size was to be N=40, but extra
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participants were recruited to replace participants who need to be dropped and the amount that
needed to be dropped was initially overestimated. Participants participated in pairs, but when
only one participant was available, the experiment was run with a researcher acting as the second
participant. The memory data from this researcher was excluded. Of the 43 participants, 32 were
in pairs, while 11 engaged with a researcher. No attempt was made to hide the identity of the
researcher as a confederate, but their degree of involvement was not explicitly detailed to

participants.

Participants were recruited from the Vanderbilt University participant pool and were
either granted extra credit for courses or paid $15. The participants were predominantly younger
adults (Mage = 20,SD,ge = 4.21, Range = 18 — 43) and predominantly female (self-reports
included 34 female, 8 male, one declined to respond). The majority of participants were in
college (N = 35), but 4 had completed a Bachelor’s, 2 had completed a Master’s degree, and 2
declined to answer. All but 2 participants self-reported their race/ethnicity. The remaining 41
identified as white/Caucasian (N = 28), Asian (N = 8), Hispanic (N = 3), Korean (N = 1), or

white/Asian (N = 1).

Results (Experiment 1)

Throughout the results, we conducted analyses with mixed-effects logistic regression
analysis with the glmer function in Ime4 (Bates, et al., 2018). The random effects structure was
determined using the buildmer function (Voeten, 2020) in R, a package that identifies a
parsimonious random effects structure (Matuschek et al., 2017). The pre-registered plan for these

analyses is available at https://osf.io/ympdx.
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The first model looked at the accuracy of participants’ memories overall. The random
effects structure included random intercepts for both Item (each image) and Participant with
random slopes for Item type (new or old) (Table 1). Participants performed well on the memory
task, as we find that participants responses (saying an object is either new or old) are predicted
by what the image truly was (new or old) (f = 6.34,p < .001). Participants rarely misidentified
New objects as Old, the False Alarm Rate (proportion of new items thought to be old out of all
new items) was 3.3% (note: the false alarm rate cannot be calculated separately for each

experimental conditions, as all Old items have no category for Speaker or Speech Role).

Table 1. Experiment 1: Results of logistic mixed effects model for memory (response Old is coded as 1,
response New is coded as 0). 24,510 observations, 660 items, 43 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) -4.52 0.17 -25.89 <.001
Old (+.5) vs. New (-.5) 6.34 0.24 26.72 <.001
Random Effects Variance | Std.Dev. | Corr.
Participant 0.96 0.98

Old vs. New 2.03 1.43 -0.72
Item 0.37 0.61

The primary analysis examined how the different conversational factors (whether items
were used as questions or answers and who was speaking) could predict memory. To run this
analysis, we subset the memory data to the items that were actually Old and then run a model to
see if these factors can predict if participants responded Old. The full random effects structure
included random intercepts for both Item (image) and Participant, each with random slopes for
Speech Role (if an images was used in a question or an answer), Speaker (if the Participant

named that object or their partner did), and an interaction for the two, however buildmer
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recommended removal of the random slopes by Item (Table 2). Consistent with the Generation
and Production Effects, participants were more likely to recognize objects they had named than
objects their partner had named (f = 1.57,p < .001). Support for our novel hypothesis was
found, as participants were less likely to recognize objects named in questions compared to
answers (f = 0.82,p < .001). Additionally, there was a significant interaction effect (f =
0.53,p =.001). This interaction showed that while self-generated utterances were always better
remembered than other-generated utterances, the effect was significantly larger within questions
than answers (questions: f = 1.52, p < .001, answers: f = 1.30, p < .001). We hypothesize
that the lessened effect for answers is because memory for answers is near ceiling — particularly

for one’s own answers (Fig. 2).

Table 2. Experiment 1: Results of logistic mixed effects model for conversation factors on memory
(response Old is coded as 1, response New is coded as 0). 9,642 observations, 613 items, 43 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) 2.14 0.19 11.48 <.001
(Sf;;ch Role: Question (-.5) vs. Answer .0.82 0.10 701 <001
Speaker: Self (+.5) vs. Partner (-.5) 1.57 0.12 13.03 <.001
Speech Role * Speaker 0.53 0.16 3.21 .001
Random Effects Variance @ Std.Dev. | Corr.
Participant 1.37 1.17

Speech Role 0.17 0.41 -.61

Speaker 0.33 0.58 4 -.36

Speech Role * Speaker 0.08 0.29 53 -.23 27
Item 0.59 0.77
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Experiment 1: Memory for Old Items
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Figure 2. Experiment 1: The proportion of Old images correctly recognized by Speaker and Speech Role.
Points indicate participant averages.

Discussion (Experiment 1)

The results of Experiment 1 suggest that answers are better remembered than questions.
Additionally, this difference interacts with an established finding — that we better remember what
we say compared to what we hear — such that there is a larger difference in memory by speaker
within questions than within answers. Overall, it appears we best remember our own answers and
worst remember our partner’s questions. This pattern of results aligns with the takeaways from
Zormpa et al., 2023 who also found better memory for answers over questions and that the

benefit for self-produced utterances is smaller within answers.
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However, there are a few potential confounding factors that could be driving (or at least
contributing to) the main effect of speech role beyond just the difference between questions and
answers. One alternative explanation is that the question materials and the answer materials
differ in the givenness of the objects. Givenness refers to if an object is treated as “given”
(already established in the discourse history, something that can be referred to now definitively)
or “new” (being introduced in that utterance) (Chafe, 1974; Prince, 1981; Arnold, 2008). This
distinction could match the roles of the objects in the question and answer, respectively. In
Experiment 1, when participants ask, “what is next to the orchestra?”, they imply that the
orchestra is given, or that their partner will understand which item is being referred to. In
contrast, the answer “a donut” can be seen as new information. Thus, it is possible that the effect
seen in Experiment 1 is driven by a difference in memory for given and new information, rather
than whether the item was named in a question or answer. An additional consideration is that for
question-answer pairs, the question material prototypically precedes the answer material — in

other words, questions almost always precede their answers'; we will return to this point later.

The next experiment had two goals: to replicate the first experiment and to investigate an
alternative hypothesis for explaining the results of Experiment 1 — that the difference in memory
for questions and answers is, at least in part, due to the linguistic distinction between given and
new information. Evidence for this hypothesis would indicate that the newness of answers, rather
than their status as answers, is responsible for the priority for memory of answer material found

in Experiment 1.

! Exceptions, such as the A-Q format seen on the game Jeopardy! are notably atypical.
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Method (Experiment 2)

Materials and Procedure

The same set of stimuli and overall structure was utilized as in Experiment 1. The main
difference was now that there were two blocks in the experiment. Participant pairs talked through
20 total screens (half the experiment) asking and answering questions (as in Experiment 1) and
the other 20 screens making assertions. For this new assertion condition, participants took turns
making a single assertion about a pair of items (e.g. “the lemon is next to the tree”). Thus, both
items in a pair would be from an assertion (removing the question vs. answer manipulation used
in experiment 1) but there would still be a givenness distinction (the first named item would be
given and the second named item would be new). Most often, given information is presented
before new information (Arnold et al., 2000). These two blocks were counterbalanced for order
so that half of participant pairs would engage in the assertion condition first while the other half
of pairs would engage in the question condition first. Either way they completed the same two
practice trials before each block to help establish each communication pattern. Block order was
also counterbalanced with list, so given the 4 lists, there were 8 possible conditions (List 1 +
assertion first, List 1 + question first, List 2 + assertion first...). The actual distribution was not
perfectly balanced due to the constraints of in-person data collection, but the final sample did
include half participants who did the question condition first and half who did the assertion
condition first. As in Experiment 1, data from screens that included a mismatch were not

analyzed.

Participants

Initially 64 total participants were recruited. Utilizing the exclusion criteria to remove

pairs that strayed from the intended conversational patterns left 60 participants. The sample size
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of 60 was our intended target due to a power analysis we ran using the simr package for R
(Green & MacLeod, 2016). We ran a simulation on the main effect of the difference between
questions and answers in Experiment 1 and found that N=30 would provide over 99% power to
detect the same phenomenon again with an inference criteria of p<.05. Thus, we intended to
recruit double this value since participants would only be tested on questions vs. answers in one
of two conditions or half of the experiment. Of these 60 participants, 28 were run in pairs, while
32 participated with a researcher. These participants were again recruited from the participant
pool at Vanderbilt University, and they were granted extra credit or paid $15. These participants
were young adults (Myg, = 19.8,5D,4, = 1.7, Range = 18 — 25) and predominantly female
(self-reports included 42 female, 17 male, one declined to respond). The majority of participants
were in college (N = 39), but 15 had completed a Bachelor’s, 4 are pursuing graduate level
degrees, 1 had completed an Associate’s, and 1 had completed a Master’s degree. The
participants self-identified as white/Caucasian (N = 29), Asian (N = 13), Black (N = 4), Hispanic
(N =2), Middle Eastern (N = 1), listed multiple identities that are left undisclosed for

confidentiality (N = 10), or declined to answer (N=1).

Results (Experiment 2)

As in Experiment 1, we conducted analyses for Experiment 2 with mixed-effects logistic
regression and selected parsimonious random effects structures using buildmer in R (Voeten,

2020). The pre-registered plan for these analyses is available at https://osf.io/q9yhg.

Planned Analyses

The possible random effects structure included random intercepts for both Item (image)

and Participant with random slopes for Item Type (new or old). Utilizing buildmer, the model
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selected for assessing overall participant memory included only random intercepts for Participant
(Table 3). As in Experiment 1, participants performed well on the memory task. Participant
responses were strongly predicted by the novelty of an item (f=6.34,p<.001). Participants also
did not frequently misrecognize new objects as ones they had seen before as the False Alarm

Rate was only 3.1%.

Table 3. Experiment 2: Results of logistic mixed effects model for memory (response Old is coded as 1,
response New is coded as 0). 34,200 observations, 60 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) -1.16 0.08 -14.85 <.001
Old (+.5) vs. New (-.5) 5.72 0.06 97.10 <.001
Random Effects Variance | Std.Dev. | Corr.

Participant 0.32 0.57

Next, we examined how the different conversational factors (who was speaking, whether
participants were asking questions or making assertions, and order named within a pair) could
predict memory. We again subset the data to the items that were actually Old and then assess
rates of responding Old. The full possible random effects structure included random intercepts
for Item (with random slopes for Task, Speaker, and Order Named) and Participant (with random
slopes for Task, Speaker, and Order Named). The random effects structure selected with
buildmer included random intercepts for Item (with random slopes for Order Named) and
Participant (with random slopes for Task, Speaker, and Order Named) (Table 4). As in
Experiment 1, participants were more likely to recognize objects they had named than their
partner had named (f = 1.44,p < .001). The difference between items discussed with questions
and answers and items discussed with assertions (determined by comparing the two experimental

tasks) was significant (f = 0.19,p = .015). This indicated that participants were more likely to
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recognize items that were discussed during the question Task than the assertion Task. There was
also a significant effect of the order an item was named within a pair such that the second named
item was more likely to be recognized (f = —0.76,p < .001). Order Named compares questions
to answers in the question Task, but two items from an assertion in the assertion Task. Both
conditions are intended to measure the first item named as Given and the second item named as

New.

Our hypothesis that Order Named would only significantly differ when asking questions
was not supported, as there was no significant interaction between Task and Order Named (f =
—0.10, p = .350). The second item named in a pair was better remembered than the first, both
within the question Task (f = —0.90,p < .001) and the assertion Task (f = —0.61,p < .001).
The only significant interaction in the model was between Speaker and Order Named (S =
0.31,p = .007). The interaction shows that self-generated utterances are better remembered than
partner-generated utterances for both the first and second items named, but the difference is more
pronounced for the first named item (f = 1.64,p < .001) than for the second named item (f =
1.08,p < .001) (Fig. 3). This is similar to the interaction found in Experiment 1 between

Speaker and Speech Role, where answers showed a smaller difference in memory by speaker.

Table 4. Experiment 2: Results of logistic mixed effects model for conversation factors on memory
(response Old is coded as 1, response New is coded as 0). 13,774 observations, 613 items, 60 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) 2.20 0.12 17.67 <.001
Task: Questions (+.5) vs. Assertions (-.5) 0.19 0.08 243 .015
Speaker: Self (+.5) vs. Partner (-.5) 1.44 0.12 12.53 <.001
Order Named: First (+.5) vs. Second (-.5) -0.76 0.08 -8.96 <.001
Task * Speaker -0.02 0.11 0.13 .894
Task * Order Named -0.10 0.11 -0.94 .350
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Speaker * Order Named 0.31 0.11 2.68 .007
Task * Speaker * Order Named -0.98 0.22 -0.45 .653
Random Effects Variance | Std.Dev. | Corr.
Participant 0.77 0.88

Task 0.14 0.37 -.06

Speaker 0.53 0.73 21 .06

Order Named 0.09 0.31 -.34 .06 -.09
Item 0.70 0.84

Order Named 0.16 0.41 -.09
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Figure 3. Experiment 2: The proportion of Old images correctly recognized by Task, Speaker, and Order
Named. Points indicate participant averages.
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Givenness Exploratory Analyses

We intended for the construction of the assertions in this experiment to be such that the
first named item would be presented as given information and the second named item would be
presented as new information. To see if this intended formulation occurred, we ran exploratory
analyses that looked at the articles and the conjunctive phrases participants used when making

assertions.

Examining the articles participants used, we coded each item that participants named as
either indefinite (e.g., a, an), definite (e.g., the, my, your), or bare (no article used, e.g., “I see
pants”). The reason for examining the definiteness of the articles used in our data is that
definiteness has been associated with givenness — definite noun phrases refer to known (or given)
items while indefinite noun phrases refer to unknown (or new) items (Heim, 1983). Additionally,
these given nouns are ones that speakers believe belong to common ground, and there is a body
of research that suggests definite articles are primarily used when referring to items that exist
within the common ground — meaning the speaker is referring to something specific in which
they anticipate their listener(s) will know (Clark, 1992). Prior studies that use referential
communication games have looked at whether or not speakers use definite articles as an indicator
of common ground use (Duff et al., 2011; Yoon et al., 2017). Thus, we assume that if subjects
use definite articles to refer to an item it will be an item they consider established in common
ground, an item that is given. Our hypothesis is that if participants made assertions as we had
hoped (they referred to the first item as given and the second item as new), then we will see that
the majority of first named items are definite while the majority of second named items are

indefinite.
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In this work, in the question Task, participants primarily used definite articles when
naming the first item (94%) and indefinite articles when naming the second item (88%),
providing evidence towards the notion that the item in the question is given and the item in the
answer is new (Table 5). However, in the assertion Task, the majority of the first named items
(73%) and the second named items (83%) used indefinite articles. This ubiquitous use of
indefinite articles in the assertion Task fails to provide evidence towards a mapping of givenness
to the first item but newness to the second item. Instead, this suggests both items in each
assertion were framed them as new. Thus, we are not confident that both conditions contained a

similar pattern of information structure.

Table 5. Experiment 2: Articles used (definite, indefinite, or bare) grouped by the Task participants were
participating in (question or assertion) and the Order Named within the item pair (1st or 2nd). Bolded
cells reflect the most common type of article used.

Definite Article Indefinite Article Bare Article
I named | 2" named | I*' named | 2" named | I named | 2" named
Question Condition 3222 97 115 3024 84 300
Assertion Condition 759 422 2518 2868 190 175

To test information status in another way, we coded each item pair based on the
conjunctive phrases subjects used to refer to the two. We provided participants with the example
phrase of “the mouse is next to a melon”, but participants were not corrected if they varied their
exact phrasing throughout the experiment. We wanted to examine the variant phrasal
constructions participants used to first see if their phrasings aligned with structures that would
suggest the first item is given and the second item is new and second to test the hypothesis that

variations in phrasing are obscuring the predicted interaction between Task and Order Named in
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the primary analysis. We hypothesized that conjunctions that situate the two nouns as equal, such
as a conjoined noun phrase like “a cat and a lemon” would not create an imbalance in
information status. We found that the majority of the time, participants spoke about two items by
saying one was “next to”” another (e.g., “I have a lemon next to a cat”) similar to the example the
instructor gave them (Table 6). While this structure could situate two items as distinct in
information status, that would only be true if it was accompanied by a pattern of the first named
item being definite and the second named item being indefinite. We examined the distribution of
articles and conjunctions simultaneously and found that within the “next to” construction,
participants still largely used indefinite articles for both items, and thus we do not find evidence
in support of a differential information status in the majority of the Assertion condition data
(Table 6). We do see that when participants use a “next to/there is” conjunctive phrase (e.g.,
“next to the lemon, there is a cat”) they primarily use indefinite articles for only the second
named item. Within this construction, the first named item may be given information while the
second named item is new information, but this construction only occurred 1.2% of the time in
the data, and all of these instances were from one participant pair, thus we do not conduct any
subset analyses on this portion of the data. These exploratory analyses highlight that there was
likely no difference in information status between items in a pair in the Assertion condition, and
yet there was still an effect of order in that second named items were better remembered. This is
in contrast to the findings regarding two assertions in Zormpa et al. (2023) where in their second
experiment they conclude that when the only difference between two items in two assertions is
the order of presentation, the two items are equally likely to be recognized (a point we will return

to in the Discussion of Experiments 1-2).

Table 6. Experiment 2: Conjunctions and definiteness. The first column presents an example of the
conjunctive phrases used in the Assertion condition. The second column shows what proportion of all
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item pairs in the Assertion condition that used each conjunctive phrase. The third column shows the
proportion of first named items that were used with indefinite articles (out of items named in pairs that
used the given conjunctive phrase). The fourth column shows the proportion of second named items that
were used with indefinite articles (out of items named in pairs that used the given conjunctive phrase).
Data from N=60 subjects, N=6,932 items named in the Assertion condition.

Coniunctive phrase Conjunctive phrase use | First named (proportion Second named
/ P (proportion) indefinite) (proportion indefinite)
Thave a I:IC‘:EH next to 73.2% 68.4% 80.1%
I see a lemon and a cat. 20.4% 89.1% 90.2%
There is a | ith
ere acZ?On with a 4.9% 82.9% 87.6%
Next toi : ieézfn there 1.2% 0% 95%
I have .a lemon to the 03% 90.9% 100%
left/right of a cat.

Lastly, we tested the hypothesis that the variability in conjunctive phrases used by
participants could be obfuscating the interaction between Task and Order Named in the above
model (see Table 4). To do so, we reran this model using only items in the Assertion condition
that were named using the most common conjunctive phrase (“next to”). This model (with the
same random and fixed effects, see Table 4) still did not include a significant interaction between
Task and Order Named (f = —1.21,p = .227). Thus, we conclude that the variability in
conjunctive phrases is not the only reason we fail to find the hypothesized interaction for

Experiment 2.

Serial Order Exploratory Analyses

In the current paradigm, we cannot tease apart order and the difference between given
and new information (a predicament we will discuss further in the discussion of Experiments 1-

2). Therefore, another possible variable driving the memory priority for second named items is
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the order in which items are attended to and named. The order in which items are presented in a
list has been repeatedly shown to influence the likelihood of remembering that item (Murdock,
1962; Cohen, 1970; Monsell, 1978; McKenzie & Humphreys, 1991; Ward 2002). These serial
position effects often show a preference for early list items (the primacy effect) and late list items
(the recency effect). We therefore hypothesized that if there are strong recency effects in the data
at a larger scale than within pairs, this would lend evidence towards order being one of the

factors contributing to the memory benefit for second named items in our main analysis.

We examined the order that a pair is mentioned within a screen or the order in which
screens are displayed within a block of the experiment to test if there are recency effects at these
scales. To test this hypothesis, we ran two models on the data from each experiment. We first
coded a variable, Within Screen Order, so that each item named on a screen is assigned a value 1-
4 based on when the pair that a given item is from was named within a screen (as each screen
contained four pairs). We then added this variable into the primary model from each experiment.
For Experiment 1, when we add Within Screen Order as a fixed effect to the model reported in
Table 2, we find a significant effect such that items from later named pairs within a screen are
more likely to be recalled (f = 0.15,p = .015), but the variable does not significantly interact
with any other fixed effects. We find similar results in Experiment 2, when we add Within Screen
Order as a fixed effect to the model reported in Table 4, there is a significant effect such that
items from later named pairs are more likely to be recalled (f = 0.19,p < .001), but there were

no significant interactions including Within Screen Order.

Secondly, we coded a variable, Between Screen Order, so that each screen in the
experiment was assigned a value 1-10 referring to the order a screen appeared in one block of the

experiment. There were four blocks in each experiment where participants did 10 screens before

28



a memory test. Thus the 40 screens participants showed were scaled down to 1-10 based on order
within that block. This was so we could look at order relative to the memory test. Then, we
repeated the process done with Within Screen Order - we added Between Screen Order into the
primary model from each experiment. For both experiments, there was a significant effect of
Between Screen Order on memory such that items from later screens were more likely to be
recalled (Experiment 1: § = 0.84,p < .001; Experiment 2: § = 0.56,p < .001), but the
variable did not interact with any other fixed effects in either model. With these four significant
effects taken together, we find evidence for the presence of hierarchical recency effects in these
two experiments (Fig. 4). By this we mean that, on three nested levels of order (order within a
pair, pair order within a screen, and screen order within an experimental block), there is a priority
for memory of later named items. The presence of consistent recency effects at varied levels
suggests that we cannot dismiss the possibility that the order at the level of within a pair is part

of the priority we see for the memory of second named item in both Tasks.
Nested Recency Effects
Pair Order
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Figure 4. Experiments 1-2: Average proportion of Old items correctly recognized as Old split up by the
order of screens, the order of pairs within a screen, and the order named within a pair. Data is collapsed
across experiments.
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Discussion (Experiment 2)

Our hypothesis for Experiment 2 was that there would only be a difference between the
first and second named items in a pair when participants were engaging in question asking. The
results do not support this hypothesis, as the second named item was more likely to be recalled
regardless of if participants were asking and answering questions or making assertions. These
results are also different from what was found in the one previous study that has examined
question memory (Zormpa et al., 2023). We will elaborate on why we believe divergent results
were found in the Discussion of both Experiment 1 and 2. In the present work, the effect of order
named did interact with speaker such that the memory advantage for the second named item was
more notable within partner utterances. This is analogous to the finding in Experiment 1 where
the memory advantage for answers over questions was greater within partner-produced

utterances than it was within self-produced utterances.

There was also a main effect of Task such that participants were more likely to recognize
items that had been named during the question condition than the assertion condition. To test if
this was driven by block order, we reran the main model in Table 4 for only the first Task that a
participant pair engaged in. When we subset the data as such, the only difference we find is that
the main effect of Task is no longer significant (f = 0.34,p = .099). We therefore suspect that
this difference in memory between Tasks may be related to different carryover effects between

the two Tasks.

The results of Experiment 2 largely replicate Experiment 1 but show that the effect of
interest (the priority for the memory of second named item within a pair, whether that is an
answer or part of an assertion) may stem from linguistic features (e.g., givenness) or memory
features (e.g., order) rather than the overall distinction of questions from answers. The
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exploratory analyses we ran lend more evidence for order being the driving factor than for
givenness, as there is little linguistic foundation for a difference in givenness in the assertion

task, but we do see other recency effects across trials and across screens.

Discussion (Experiments 1-2)

In two experiments, participants engaged in a communication game about objects
displayed on their screens and then completed recognition memory tests for these objects. The
goal of this work was to prompt participants to ask and answer questions so that their memories
for the items named could be compared across questions and answers. In Experiment 1, items
named in answers were more likely to be recognized than items used in questions. Additionally,
this effect was greater for items that participants had heard from their partners (as opposed to the
items they had named themselves). However, in Experiment 2, we found no evidence that this
pattern was exclusive to questions, as we find that second named objects are better remembered
than first named objects regardless of if participants had asked and answered questions or made
assertions. The difference in memory between the two objects in a pair was larger within partner
utterances than self-utterances, replicating the pattern of Experiment 1. Together, the results of
the two experiments suggest that there may be a memory difference between questions and
answers, but it is not distinguishable from other features, such as the givenness of information or

the order items are named in.

Alternate Hypotheses

A difficulty of studying questions and answers is that they typically differ in several ways
beyond just the roles they play in conversation. One patterned distinction between questions and

answers is the givenness of the items discussed in each. As introduced in the Discussion of

31



Experiment 1, givenness refers to if an item in an utterance is treated as given (previously
established) or new (being introduced in that utterance) (Chafe, 1974). Previous work has looked
at how given and new information differ along several metrics, but not memorability. One study
found that words that contain new information are read slower than words that contain given
information (Benatar & Clifton, 2014). Other studies have shown that most commonly (in
English), new information is accented, but when given information is instead accented it can
sound atypical (Wagner, 2012) and can lead to slower comprehension speeds (Bock & Mazzella,
1983). However, to our knowledge, the literature lacks an examination of the memorial
differences associated with given and new information. It is possible that the first and second
named items in Experiments 1-2 contained given and new knowledge respectively. If this is so, it
is possible this distinction could drive differences in memory for the items, however this

hypothesis would require further testing.

The exploratory analyses we ran at the end of Experiment 2 failed to find evidence in
support of the hypothesis that givenness is truly driving the difference in memory. Here we saw
that there were linguistic differences between how the first and second named items were
referred to between the question and assertion condition. These analyses suggest that while the
first named item is posed as given and the second named is posed as new in the question
condition, both items are posed as new in the assertion condition. Despite these linguistic
differences, both conditions show a memorial benefit for the second named item over the first
named item. This analysis was exploratory in nature but posits that it is less likely givenness is

what truly drives a benefit for second named items in our two experiments.

Another confounding variable that could be creating the memorial benefit for second

named items is that questions precede answers. The problem with this inherent order lies in an
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established phenomenon known as the recency effect — the finding that memory is better for
items from the end of a list (Murdock, 1962; Cohen, 1970; McKenzie & Humphreys, 1991). This
phenomenon has been found when memory is tested both with free recall (Bjork & Whitten,
1974; Greene, 1986) and recognition (Monsell, 1978; Talmi, & Goshen-Gottstein, 2006). There
is also a complimentary effect known as the primacy effect where memory for items from the
beginning of lists are also boosted, however the primacy effect is usually smaller than the
recency effect, particularly in longer lists (Murdock, 1962; Ward, 2002). In the present work,
participants saw 80 items before they did each memory test, and thus it is unsurprising that we
find only recency effects. Interestingly enough, we find recency effects at three different levels of
serial order within the data (see Fig. 4). We believe that if items from later screens, later pairs
within a screen, and later items within a pair are all more likely to be recognized, it is difficult to
dismiss the possibility that serial position effects are driving the boost to memory for second

named items.

Unfortunately, resolving this confound is not as simple as positioning answers before
questions. Given that the nature of a question is to seek out an answer, question material
necessarily precedes answer material. One could argue that is not always the case, as on the
game Jeopardy!, players respond to “answers” with “questions” (e.g. players see “this is the
capital of France” and respond “what is Paris?”’). However, functionally, the “answer” in this
example is still prompting the player to answer the implied question of “what is the capital of
France”. Then preceding the response “Paris” with “what is” does not make it into a question.
We therefore argue that having participants speak as if they were on the game Jeopardy! (where
“answers” precede “questions”) would not solve the confound of order and speech role. Thus, it

may be impossible to entirely disentangle order effects from the study of questions and answers.
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Comparison to Similar Work

To compare the results of this study to Zormpa et al., 2023, the only other paper to test
memory for questions and answers, we look separately at each of their three experiments and
note which results align with the results of our Experiments 1-2 and explain our theories for
diverging results. We begin with their experiment one and three (where questions and answers
are tested) before the second experiment (where participants hear statements). In the first
experiment of Zormpa et al., 2023, participants listened to one voice ask “what should go next to
the 7 and another voice state a second object as the answer. In this experiment they found
that answers were more likely to be recognized. Despite the difference in participant role (in this
experiment they are listeners, while in our work participants are speakers), this result aligns with

what we find in our Experiment 1 and replicated in the question condition of Experiment 2.

In the third experiment of Zormpa et al., 2023, participants played the role of the
speakers. One participant was cued to use one of the items and ask “what should go next to the
___ 77 and another participant was cued to answer with a second object. Here they find that self-
produced items are better recognized than other-produced items. This aligns with what we found
in both Experiments 1 and 2 (as well as the broader literature). The authors choose to then
examine the data by speaker role (whether the recaller had been an information-seeker or
information-giver) rather than item role (whether an item was used as a question or answer
material — what we did in Experiments 1-2), and thus the effects are not directly comparable.
They did not find a main effect of speaker role, meaning whether a person asked a question or
answered a question did not predict memory for both items in a given trial. This is likely because
here they predicted memory for the question and answer items by what role a participant had on

that screen. Thus, they compared memory for the average of self-produced questions and other-
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produced answers (for the information-seeker) to memory for the average of other-produced
questions and self-produced answers (for the information-giver). We thus conclude that this lack
of a main effect of speaker-role is not in disagreement with the significant finding in our
Experiment 1 that there is better memory for answers than questions. Further, in experiment 3 of
Zormpa et al. (2023) they found an interaction of speaker and speaker-role such that self-
produced utterances are better remembered by both roles, but the difference between self- and
other-produced utterances is smaller within the information-seeker (who asked questions) than
within the information-giver (who answered questions). This means they find that self-produced-
questions are better remembered than other-produced-answers (the speaker effect within
information-seeker) and that self-produced-answers are better remembered than other- produced-
questions (the speaker effect within information-giver) — and this latter difference is of a greater
magnitude. We cannot directly compare this to the interaction we found in Experiment 1, as we
found that self-produced-questions were better remembered than other-produced-questions and
self-produced-answers were better remembered than other-produced-answers — with the latter
effect being smaller. Thus, we conclude that the third experiment in Zormpa et al. (2023) does
not contradict any of the results we found in our experiments, but that there are methodological

differences that make the two studies difficult to compare directly.

In experiment 2 of Zormpa et al., 2023, the authors were concerned that the recency
effect could be driving the priority for answer memory seen in their first experiment. Thus, they
took an approach similar to the current thesis and tested recognition memory for items when they
were both named in assertions. They find that no difference in recognition rates for listeners

9 ¢

when they hear two assertions made (e.g., “there is a painting” “there is a goat”). This is in

contrast to the current paper’s second experiment where we found that regardless of phrasing

35



condition, the second named item was always more likely to be recognized. We hypothesize
three possible reasons for this difference in results. First, in experiment 2 of Zormpa et al.
(2023), participants were only listeners, while in our Experiment 2 participants were the
speakers. We hypothesize that the different role that participants play across these two papers
could lead participants to engage in different encoding and/or retrieval processes, leading to
different recognition patterns. Relatedly, memory for more naturalistic conversations has shown
that listening to or overhearing a conversation rather than participating in it leads to less accurate
memory for conversational details (MacWhinney et al., 1982; Brown-Schmidt et al., 2024),

supporting the notion that memory is influenced by the role participants have in conversation.

Secondly, the comparison that Zormpa et al. (2023) makes is across experiments (and
therefore also between-subjects). In this second experiment they only had participants listen to
pairs of assertions. Thus, when they compare memory for questions and answers to assertions,
they compare data from experiment 1 to experiment 2, respectively. This is difficult as
participants are therefore not completely randomly assigned to conditions since data was
collected separately. In contrast, in the current paper’s Experiment 2, participants engaged in
both question asking and assertion making, and we are therefore able to test the effect of task

within-subjects.

A third difference between the current paper’s Experiment 2 and the second experiment
in Zormpa et al. (2023) is the overall difference in the paradigms used. In the current study’s
Experiment 2, participants viewed items that are visually grouped together, and thus when a
participant heard their partner either ask a question or name the first item in an assertion the
participant could deduce what the answer they should provide is or predict what the second

named item will be. Additionally, participants were instructed that the purpose of the
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communication game they played was to identify when their respective screens display different
pairs of items. Thus, participants have to pay attention to which two items are named to make
sure this is not an error case (which occurred on 25% of screens). These methodological details
differ from Zormpa et al., 2023. In the previously published work, the three items on screen were
in three different corners and after hearing one item named there was no way to predict which of
the remaining two items would be named. Additionally, participants did not need to make a
judgement once they heard the second assertion, they pressed a space bar to indicate they were
ready to move on. We hypothesize that this difference in the nature of subjects’ tasks and goals

could have differently directed attention and thus results in different recognition patterns.

Conclusion

The results of Experiment 1 initially found evidence to support the hypothesis that there
is a difference between how questions and answers are remembered. However, Experiment 2
could not confirm that this difference only exists between questions and answers. Instead, the
results suggest that the difference seen in Experiment 1 might be due to factors beyond (or in
addition to) the speech role, likely the order of presentation. These results are surprising given
the theoretical difference drawn between the semantics of questions and answers (Groenendijk &
Stokhof, 1984) and the functions they serve in conversation (Heller & Brown-Schmidt, 2023)
that are unique from assertions. There are two possibilities — first that the linguistic difference
between questions and answers do es not have a unique implication for memory, but instead the
results of Experiment 1 are fully driven by serial order. Second it is possible that the paradigm
used in the present work is too different from naturalistic conversation to find the memory
differences we hypothesized. The types of questions and answers that occur in real-world

conversations vary widely beyond asking what object is next to another object. Consider the
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following example, Jane asks “are you from Texas?” to which Luke answers “yes”. In this
example, we cannot test and compare memory for objects named in the question and answer, as
the answer is simply confirmation that the possibility posed in the question is true. Instead, it
may be of interest to know if either individual would later remember that “Luke said he was
from Texas™ or “Jane asked if he was from Texas, and he said yes”. If one remembered the first,
this could represent a conflated memory for the question and answer, or that the recaller forgot
that the information (that Luke is from Texas) came up through prompting via a question. If one
remembered the latter, it would indicate both the question and answer are remembered. Future
research on the memorialization of questions and answers may need to utilize paradigms that
allow for a greater variety of phrasings than the current work did to capture the nuances of

memory that would stem from the function questions and answers play in communication.

To continue to understand the nuances of when answers are better remembered than
questions, we considered next running a study to replicate Experiment 2 with a greater sample
size. We theorized that the difference in effect sizes of the Order Named effect for each condition
may be significant with greater power. However, power analyses revealed that even with N=100,
the power to detect a significant interaction effect would only be 22% (analysis computed using
simr and an inference criterion of p < .05), and thus this plan will not be pursued. Instead, the
planned next direction for this work is to examine slightly different questions than have yet to be
studied — do participants remember asking questions and/or having been asked questions? And is
source monitoring (remembering who said something) more difficult for question and answer
pairs than assertions? The first two experiments in this line of work have examined memory for
items that are named in questions, but of great external interest is whether one remembers who

asked a question at all, similar to the example we outline above regarding “are you from Texas?”.

38



Future work will utilize a similar paradigm to the experiments outlined above with the most

notable change being how we test participants’ memories.

Introduction (Experiment 3)

The purpose of Experiment 3 was to pursue a second line of inquiry regarding what
remains unknown about memories for conversations — what associative features exist within
conversations that shape the organization of our memory for it? This thesis aims to take
principles from research on the temporal contiguity effect and event segmentation theory and
investigate how memory for conversations is organized. Common questions when studying
memory for any particular stimulus are usually limited to two questions — how much is recalled
and what is recalled? This holds true for the research on conversation memory as many studies
have examined the proportion of conversations that are recalled and which factors (e.g., who was
speaking) influence what gets recalled (Keenan et al., 1977; Stafford & Daly, 1984; Brown-
Schmidt & Benjamin, 2018). However, when studying free recall, a third question can be asked —

in what order are things recalled?

Functionally, we are interested in how details are recalled because the order in which a
conversation proceeds could influence the interpretation of it, leading to misunderstandings or
diverging memories. For example, Speaker A recalled that “Speaker B mentioned he wanted to
drop the difficult class, and I also said I want to drop it” while Speaker B recalled that “Speaker
A said he might drop the difficult class, and I said that maybe I should too”. Both recalls would
be considered equally accurate in traditional conversation recall analyses, as both speakers recall
the same two opinions being shared. However, Speaker A’s recollection implies that the idea to

drop the difficult class came from B, while Speaker B’s recollection implies A brings it up first.

39



If both students end up dropping out of the class, each may credit the other with being the one to
come up with this plan. This is one hypothetical example of how the order in which participants
recall a conversation may imply a sense of causality or a notable difference in the meaningful

interpretation of the same conversation.

Theoretically we are interested in the way memories are organized and segmented
because they can provide insight into the various associative factors that influence our mental
representation of a previous conversation. One feature that may influence the recall organization
of conversations is the presence of multisource information — utterances that the recaller
produces themselves and utterances that the recaller hears from their partner. Previous research
has found that self-produced utterances are better remembered than other-produced utterances in
conversation (see discussion of the Generation and Production Effects in the General
Introduction above), and thus we hypothesize that speaker will serve as an influential context
that clusters recall organization. Another feature that may be influential in the organization of
conversation memories is the topics that were under discussion. The semantic content of items
has been shown to shape recall organization, and prior knowledge of concepts has been shown to
shape the way events are processed and remembered. Thus, it is probable that the content
discussed in a conversation would be influential in the memorialization of conversations. We
next dive into two complimentary literatures, the research on the temporal contiguity and event
segmentation, and what has been found in each that contributes to our predictions regarding the

organization of conversation memory.

Temporal Contiguity

A common methodology for testing memory is to prompt a free recall — allowing

participants to state everything they recall with few, if any, parameters regarding how to do so.
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While participants have no guided instructions regarding the order in which they ought to recall
details in free recall, a common pattern has been shown in the literature — participants tend to
spontaneously organize their free recalls temporally (Kahana, 1996; Polyn et al., 2009; Sederberg
et al., 2010; Healey et al., 2019). That is, the presentation order that participants were initially
exposed to influences the order in which participants recall items. After recalling one word, the
next word recalled is often one that was of an adjacent or relatively proximal serial position. This
phenomenon is referred to as temporal contiguity, the robust finding that the free recall of word
lists is strongly influenced by the temporal context present at study. This pattern of results has
been observed across word lists of varying lengths (Cortis et al., 2015; Ward & Tan, 2023),
across populations who vary in memory accuracy (Polyn et al., 2015; Palombo et al., 2019), and

across varying delays between study and recall (Moreton & Ward, 2010; Howard et al., 2015).

Temporal contiguity is typically characterized by a tendency towards smaller lag
transitions — meaning that recall of one word is typically followed up by recall of a word that had
been presented nearby. Consider the following word list: “apple” “cat” “boat” “earth” “knee”. If
a participant was prompted to freely recall this list, they may say “apple” “cat” “earth” “knee”
“boat”. Thus, this participant recalled the following serial positions: 1, 2, 4, 5, 3. We can
compute the lag transitions the participant made by subtracting each serial position from the next
serial position they recall. Our sample participant thus made a +1, +2, +1, and -2 lag transition as
they recalled the word list. These relatively small (in terms of absolute value) lag transitions are
the most common made in free recall, with |1| being the most probable. Another key
characteristic of temporal contiguity is forward asymmetry — meaning that while recalling,
participants are more likely to move forward through the study order of a list rather than work

backwards (Kahana, 1996; Healey et al., 2019). This is exemplified by +1 being the most
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probable transition made in free recall. One theory behind this pattern is that successful retrieval
of one item brings with it the mental context from the moment of studying that item. Thus, it is
easiest to proceed forward to adjacent items, as they will share similar mental contexts. This can
be thought of as jumping back in time to a starting point and then moving forward (Polyn et al.,

2009; Howard et al., 2012; Palombo et al., 2019; Diamond & Levine, 2020).

Temporal context is not the only type of context that can be present during encoding and
thus is not the only type of context that can influence order of recall. Prior temporal contiguity
work has investigated the role of semantic context and how it could compete with and/or
compliment temporal structures to organize free recalls. When semantic categories are present
within a word list (i.e., the words in a list are all either vegetables, pets, or planets) participants
tend to organize their recalls temporally within and across categories (Polyn et al., 2011). For
example, in Polyn et al., 2011 participants saw a word list of 24 items that contained 8 items
from each of 3 categories. No two adjacent items in this study list were from the same category.
When prompted to freely recall the items from this categorized list, Polyn et al. (2011) found a
weaker temporal contiguity effect than is typically found in uncategorized word list recall, but
they found evidence for temporal organization within-categories (meaning that as participants
recalled a few items from one category, they tended towards smaller [lag| transitions) and
between-categories (meaning that as participants recall across categories they tended towards
smaller [lag| transitions). Additionally, the presence of strong categorical associates can
contribute to the disruption of the traditional temporal contiguity effect (Hong et al., 2024). In
Hong et al. (2024), they ran multiple experiments where participants read word pairs comprised
of a category label and a word to be remembered. Participants then re-studied this list in a new

order. At the end, when participants freely recalled words, the order they did so in did not reflect

42



the temporal structure of the original or second presentation order. In another experiment they
had participants study word pairs that came from 15 categories, and they had to either retype or
generate the second word in the pair. Again, temporal contiguity was not present when recalling
this list. Thus Hong et al. (2024) shows that strong semantic categories can contribute to the
elimination of temporal context when participants actively engage with lists through restudy
and/or generation and production. These two studies highlight how the presence of strong

semantic categories in a word list can reshape or lessen temporal organization.

Researchers have also looked at semantic contiguity more broadly — how semantically
related two sequential recalled items are. Here they have found a similar pattern, that when
semantic associates are presented at set positions farther away than lag |2|, temporal contiguity is
disrupted (Healey et al., 2019; Evans et al., in prep). For example, in Evans et al. (in prep), pairs
of words with semantic associations were always spaced three positions apart. This led to the
most probable lag transitions being at |3| instead of the typical |1]. Semantic relationships have
also been studied in terms of judging the semantic similarity between two adjacent recalls, rather
than planting paired semantic associates within a list (Howard & Kahana, 2002b). Howard and
Kahana (2002b) showed that participants were more likely to make transitions between words
when the two words were more semantically similar (as determined by latent semantic analysis
(LSA) cosine values). In this work, they do not find that semantic associations disrupt temporal
contiguity as both phenomena were present. These papers on semantic and temporal context
simultaneously show that when recalling word lists, both semantic and temporal relationships
between words can guide recall, sometimes competing with one another, other times

complimenting one another.
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Why do these contexts exert influence on the order participants recall items in? One
reason might be that utilizing these contexts is beneficial for memory. When participants’ recalls
have stronger temporal contiguity effects they typically also recall more (Sederberg et al., 2010;
Healey et al., 2014). Additionally, while temporal contiguity is often still present, it is typically
diminished in populations that have declarative memory deficits (e.g., adults with schizophrenia
— Polyn et al., 2015; adults with hippocampal amnesia — Evans et al., 2024; adults with traumatic
brain injury — Clough et al., 2025). It remains unclear what the underlying mechanism behind
this correlation is, but it may be that participants who are able to utilize the temporal context of a
just recalled item to guide memory search will be able to recall more, and this use of temporal

context simultaneously leads to higher temporal organization (Spillers & Unsworth, 2011).

One class of memory models that consider these contextual effects are the context
maintenance and retrieval models (Polyn et al., 2009; Lohnas et al., 2015). These models posit
that as an individual processes a list during a study period, they encode temporal and other
contexts (e.g., the modality of an item) that are present during this study period. Then as an
individual recalls one item, they activate these encoded contexts and existing semantic context
(e.g., how associated two words in a list are semantically). Then the item most likely to be
recalled next is one that shares the most context with the item that was just recalled. Polyn et al.
(2009) conceptualize this model as a series of spotlights. When you recall one item, a spotlight
shines down on that item, and in doing so it also casts some light on related items. Thus, if there
are multiple types of contexts, the spotlights cast may overlap creating an additive influence on
likelihood of next recall. For example, when Evans et al. (in prep) placed semantically linked
pairs of words at a lag of |3|, |3| was the most probable transition made. This was likely as a

summative function of temporal and semantic spotlights, since these word pairs high semantic
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context overlap and moderate temporal context overlap. If a participant recalled one word of a
semantic pair, the temporal spotlight would be shining down on temporal neighbors (such as
those within |3|) and the semantic spotlight would shine down on words that are related in their
meanings (such as the paired word). Since the paired word was receiving ‘light’ from both the

temporal and semantic spotlights, it made this paired word the most likely to be next recalled.

While the context maintenance and retrieval models offer an evidence-based account of
human memory, the most notable limitation of this evidence is that much of the research on
temporal contiguity predominantly relies on research conducted with word list recall paradigms.
The problem of word list free recall is that it is not representative of common everyday
experiences. Rarely in everyday life does one encounter a random string of known words that
you will later be asked to repeat. However, recent research has begun to look at if the temporal
contiguity effect persists in other more naturalistic stimuli, such as new stories (Uitvlugt &
Healey, 2019), autobiographical memories (Moreton & Ward, 2010; Diamond & Levine, 2020),
and narratives (Evans et al., 2024; Clough et al., 2025). Recollection for complex events (news
stories and autobiographical memories) and detailed linguistic stimuli (narratives) have thus far
shown similar patterns of temporal contiguity to the original word list research. However, the
recall organization of linguistic stimuli that participants engage in creating (e.g., conversations)

has not yet been examined.

Event Segmentation

Another literature that prompts interest in examining the recall organization of
naturalistic events like conversations is the research on event segmentation theory — the theory
that we perceptually segment our continuous daily experiences into discrete event units (Zacks &

Tversky, 2001; Zacks et al., 2007; Zacks, 2020). This literature theorizes that as we perceive
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events in our daily lives, we continuously generate predictions based on prior knowledge, which
facilitates the identification of boundaries between discrete events. This segmentation process
has been shown to influence the way we remember these events (Swallow et al., 2009; Ezzyat &
Davachi, 2011; Radvansky, 2012; Pettijohn et al., 2016; Gold et al., 2017) and is considered an
adaptive process as it can facilitate clustering of memories for more efficient processing and later
retrieval (Shin & DuBrow, 2021). Given that conversations are a common experience in daily
life, we sought to apply elements of existing theory regarding how event segmentation influences

memory to see if they can also explain how conversations are memorialized.

One critical component of event segmentation theory is the role of schemata. A schema is
a mental representation that one uses to interpret and organize sensory input (Barlett, 1932;
Bobrow & Norman, 1975; Graesser & Nakamura, 1982). Research has shown that our schemata
can influence the way in which we remember many types of stimuli and experiences such as
narratives (Anderson et al., 1978; Cohn, 2013), visual scenes (Brewer & Treyens, 1981), and
videos of fictional crimes (Tuckey & Brewer, 2003). In event segmentation, it has been argued
that we have event schemata that detail how we anticipate events will unfold based on our lived
experiences (Zacks et al., 2007). As we continuously perceive the world around us, we make
predictions based on currently active event schemata, and when our predictions differ from what
happens, this prompts us to create an event boundary (Zacks, 2020). For example, Loschky et al.
(2015) showed participants either 2.5 minutes of a movie and then a 12 second clip from that
movie OR just the 12 second clip. Participants pressed a button to indicate when they thought
new events began during the 12 second clip, a traditional event segmentation task. While
participants did not differ in the overall amount of events they segmented, those without the

context of the previous 2.5 minutes of the film were more likely to create a new event at shot 4,
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when a new location was presented. The authors argue that this is evidence that those who had
prior knowledge utilized event schemata to segment events, while those without prior knowledge
relied on perceptual information (the angle change). In another study, Newberry & Bailey (2019)
showed participants ambiguous stories to read either with or without a title. They found that the
group of participants who were given texts with titles had a higher level of segmentation
agreement (meaning that their choices of where to segment the text were more congruous than
the group that did not see a title). They argued that when participants were given a title that
provided contextual understanding of a text, it facilitated more cohesive processing through apt

use of even schemata, allowing participants to perceive and segment events more normatively.

The use of normative schemata to segment events can in turn influence the encoding and
retrieval of memories for events. Radvansky (2012) proposed the Event Horizon Model within
which memories are either more or less likely to be recalled because of their relation to event
boundaries and how memory is tested. This model explains two seemingly conflicting patterns of
results — first that memories close to event boundaries are more likely to be recalled, as these
event boundaries are highly salient moments where the currently active event schema no longer
aligns with what is currently being perceived. In Swallow et al. (2009), participants watched
scenes that contained several objects and then had their memories tested for those objects. These
scenes had previously been watched and segmented by a separate group of participants to create
normative boundaries. Swallow et al. (2009) found that items that were present when these
normative event boundaries occurred were more likely to be recognized. It is hypothesized that
when an event boundary occurs, it serves as a moment to encode what is in working memory into
long term memory, and thus details that occur close to these boundaries may be more likely to be

remembered (Zacks, 2020).
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The second pattern of results explained under Radvansky’s (2012) model is that event
boundaries can also make remembering more difficult. If two moments are segmented into two
different events, it is more difficult to associate the two. For example, say you drink coffee, five
minutes later you brush your teeth, and five minutes later you turn on the car to drive to work.
You may create an event boundary between brushing your teeth and turning on the car, as the
first two moments align with your event schema for “getting ready in the morning”, while
turning on the car aligns with your event schema for “morning commute”. While all three events
are spaced out evenly in time, it would likely be easier to jointly remember drinking coffee and
brushing your teeth because they were part of the same event segment. In Ezzyat & Davachi
(2011), researchers had participants read narratives interspersed with cues to time passing (e.g.
“a while later...”) or not (e.g., ““a moment later”). For example, one subject may have read “Sam
drank coffee. A while later he saw his friend Jane.” or “Sam drank coffee. A moment later he saw
his friend Jane.” They then gave participants a surprise cued recall test where the researchers
provided participants with one sentence and asked participants to recall what came after. When
the sentence that came after the cue had begun with a phrase that suggested time had passed,
participants were less likely to be able to recall the sentence compared to when the sentences
began without indicating time elapsed. In our example, if participants were supplied with “Sam
drank coffee”, they would be less likely to recall that “he saw his friend Jane” came next in the
story if this sentence began with “a while later”. Their argument was that the indication that time
had passed was more likely to prompt participants to create an event boundary. Thus, cuing recall
can be more difficult if there is an event boundary between the cue and the target. Radvansky’s
model discusses these two phenomena (that events close to event boundaries are more likely to

be recalled and that events from different sides of an event boundary are less likely to be jointly
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recalled) in parallel as the mechanisms through which event segmentation can influence memory

for events (2012).

While Radvansky’s 2012 model poses the importance of event boundaries in memory,
there is separate evidence that the process of event segmentation can boost overall recall. In Gold
et al. (2017), they found that participants recalled more details from videos when they were cued
to create event segments through visual and auditory cues than if there were no cues. A similar
phenomenon was found in Pettijohn et al. (2016) where participants had higher rates of free
recall for word lists if participants moved through a doorway (an established paradigm for
prompting event segmentation, see Zacks, 2020) or switched computer windows midway
through the list. Similarly, they saw higher rates of recall for narratives if they contained
sentences that indicated there were event boundaries. The theoretical explanation for this overall
boost to memory due to event segmentation is not definitive, but some theorize that having items
distributed across multiple events leads to less retrieval interference (Pettijohn et al., 2016) or
that the process of segmenting events into structured representations is beneficial for encoding

(Gold et al., 2017).

We thusly theorize that if event segmentation underlies most experiences and is
interwoven with memory processes, then as participants engage in conversation they may
segment this continuous experience into multiple events, and this will therefore influence the
way they store conversations in memory. While event segmentation research has primarily
examined how people process and remember events from the third-person point of view (e.g.,
movie clips, narratives), Magliano et al. (2014) had participants watch videos from a first-person
perspective and found that they still engaged in a similar segmentation process. Thus, we expect

that even if conversations one engaged in are dissimilar from the typical stimuli examined in
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event segmentation research, it is still plausible that these conversations may be processed and

stored in memory as multiple event segments.

The Current Study

Experiment 3 examined how memory for conversation is organized in a dataset of
conversations between dyads complete with three free recall attempts per participant over
various delays. We were first interested in testing if temporal contiguity was present in this
complex linguistic paradigm. Then we tested several hypotheses regarding how different
elements of these conversations, namely who was speaking and what topics were being spoken

about, guide the organization of conversation memory.

Method (Experiment 3)

Participants

A total of 78 participants (39 dyads) were recruited from the Vanderbilt SONA pool in
2019-2020. They were compensated with course credit or $35. They came in person for 3
sessions for a total of 2.5 hours of participation. Due to incomplete participation, 8 dyads were
excluded, leaving 31 dyads (62 total participants) for analysis. The pre-registered plan was to
recruit a total of 40 dyads, but data collection was halted due to COVID-19. Of the 62 included
participants, 43 identified as women, 14 as men, and 5 chose not to answer when prompted with

a free response box.

Materials and Procedure

Session 1. Dyads came in for a 90-minute session. First, they filled out a survey where
they gave their opinions on 6 topics. The 6 topics were chosen with the intention of eliciting

potentially contrasting opinions from participants without being controversial enough to cause
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strong arguments (Table 7). Then participants were asked to speak with their partner for 15
minutes about these topics. After the conversation, participants were directed to a filler task —
watching a TED talk on an unrelated topic. Then each participant individually completed Recall
1 (~20 minutes after the conversation ended). They were asked to talk about as much of the
conversation as they could remember. They were told people vary in how much they remember
and how fast they speak, and so they would be recorded for 15 minutes, even if they did not have

that much to say. Last, participants filled out the opinion survey a second time.

Sessions 2-3. Participants returned for two later sessions to again attempt to recall the
conversation out loud for 15 minutes before again completing the topic opinion survey. Recall 2
was planned for 3-5 days after the initial conversation session (range=2-6, M=3.6, SD=0.9) and
Recall 3 was planned for 5-7 days after Recall 2 (range=4-9, M=6.1, SD=1.0). Recall 3 sessions

were thusly intended for 8-12 days after initial conversations (range=6-12, M=9.7, SD=1.2).

Table 7. Experiment 3: Conversation and survey topics.

Topic Prompt Text
Anonymity Anonymity on the internet is good/bad.
Gen Eds College gen ed/breadth course requirements are good/bad.

A maximum wage/income (in parallel to the current minimum wage

Max Wage system) would be good/bad.

Scooters Having the electric scooters on campus is good/bad.

Vigilantes are good/bad for society. (Vigilantes are people who try to enact
Vigilantes justice, but are not part of law enforcement or the government. This term is
applied to both real people and to superheroes.)

Voting Making voting mandatory/opt-out would be good/bad.
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Analysis Plan

To turn the unscripted conversations and recalls into units we can analyze, each
conversation and recall was transcribed and then broken down into idea units (IUs), the smallest
unit of a conversation that has meaning (Stafford & Daly, 1984). IUs are a common way to
assess completeness of free recall of conversation (Ross & Sicoly, 1979; Stafford & Daly, 1984;
Stafford et al., 1989). Human coders will then look at the recalled IUs and either match them
based on their gist to a conversation IU (indicating that [U was recalled) or identify them as new
(e.g., false information, inferences, metacomments, etc). An example conversation broken down
into IUs and then matched to IUs from one interlocutor’s recall attempts can be found in Table 8.
Recall IUs did not need to verbatim match conversation [Us but were instead judged for gist
matching. A single Conversation IU could be matched to multiple Recall IUs (e.g., the last row
of Table 8 shows that during A’s Recall 2, they made two recalls that both align best with one

conversation [U) as recallers do sometimes repeat themselves.

Table 8. Experiment 3: An example of idea unit (IU) coding. Speaker refers to who was speaking, A and B
are arbitrary labels assigned to the two participants in a pair. Each row represents one conversation IU.
The right three columns display the recall [U(s) that were matched to each conversation [U from
participant A’s first, second, and third recall attempts. Similar data exists for participant B’s three recall
attempts but is omitted from the table for simplicity. If a recall cell is blank that means the conversation
IU was not recalled at that time. *//”” in the middle of a recall column denotes a break between two Recall
1Us that were both assigned to the same conversation IU, noting when a participant was repetitive.

. . A’s Recall 1 A’s Recall 2 A’s Recall 3
Speaker Conversation Transcript . . .
Transcript Transcript Transcript
Um I don't know Um I brought up
A Um I don’t know it seems I found that kind that I don’t know
kind of weird of a weird like how we
question would
A to think about who enacts
justice
. . Who wasn’t part | If they’re not law
but aren’t part of law if they're not part of law enforcement or
A of like official

enforcement

law enforcement
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A or the government
but that right like what
A jurisdiction do they have to
do anything?
A Are they just people who
like tell on you? Like
Or like if it’s like
B superheroes. Like thinking
about super
A Ohhh like people who oh
okay
B So that sounds scary
A I mean okay to an extent
A I think that like as a member
of society
A if you see something like bad
happening
A you should try to help

Or something
like that

I asked how like
how would a
person even have
jurisdiction

Um and so we
like, I said I think
yes
Like as a member
of society

If you see
something bad
happening

You should try to
help people who
are str-

Or like how a
person in society
like // would
have any
jurisdiction um

Or superheroes

We were like oh
// and stuff like
that

If they see
trouble

I think we said
that a person
should try // they
should try to help

How a person
would have any
authority // to do
that kind of thing

When they see...
like... bad things
happening
around them
So um I said that
I think that
people should try
to help others

In the following results section, a variety of analyses are run to both characterize the

dataset and to evaluate the organization of recalls. Throughout these analyses we will use tools

developed in the temporal contiguity literature, and so we define here some of these analysis

tools. Temporal contiguity is assessed by comparing the order in which details were recalled to

the order in which the conversation proceeded (Fig. 5). Then the metric of interest is the lag

values — the jump in conversation idea unit order from one recalled idea unit to the next (e.g. in

Figure 5, when recalling part of the conversation about scooters on campus, the speaker made a
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+1-lag transition when recalling the 39" and then the 40" conversation IUs). The two most
common tools used to evaluate temporal organization using these lag values are lag-conditional

response probabilities (lag-CRP) and temporal organization scores.

Conversation Recall
Speaker Conversation Recall
U U
| don’t know how safe that
27 B (riding scooters on the 30 And how that can
road) is sometimes be
dangerous
Um we both said how D +6
and it says like you have to most of the people we
38 A 31 -
wear a helmet have seen riding them
ride them on sidewalks -13
you're not allowed to ride on Sa this is not um allowed
39 A . 32
the sidewalk / actually
40 A you must ride on the roads You're supposed to ride
33 them on the roads with
other cars -13
47 A which would seem like that’s 34 Which is kinda
more dangerous dangerous
And we also talked +11
35 about how you’re
52 B (I've seen) a lot more on supposed to always
sidewalks wear a helmet

Figure 5. Experiment 3: An example of how a series of recall idea units (IUs) is matched to conversation
IUs (the colorful arrows in the center). Lag values (colorful numbers on the right) are then computed by
subtracting sequential recalled conversation IU values. Text in parenthesis in the Conversation column is
text that was not in that given conversation IU but we add here as it was implied by neighboring IUs not
shown here.

Lag-CRP refers to the probability of making a given lag transition conditional on all
possible transitions that could have been made (Kahana, 1996). For example, in Figure 5, the
participant could not have made a -1-lag transition after recalling the 40" conversation IU, as the
conversation [U 1 position prior to what was just recalled had already been recalled (IU 39).
While participants may repeat themselves when recalling, these repetitions are marked as invalid
and thus transitions to and from a repetition are not included in the resulting probabilities.

Additionally, lag-CRP considers the total list length (e.g., after recalling conversation [U 15, you
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cannot make a -16 transition, as the conversation begins at [U 1). Thus, the conditional response
probability for each lag value is calculated by division of the numerator (all times that lag
transition was made in a recall series) by the denominator (all times that lag transition could have

been made in a recall series).

We will also compute temporal organization scores (Polyn et al., 2009). These scores are
an average percentile value — from 0 to 1. They are computed by assigning a rank to all possible
transitions that could be made at each transition and determining how the transition that was
made compares to all alternative possibilities. For example, a |1| lag transition is the most
temporally contiguous transition possible, so it will always be given a rank of 100%, or 1, when
it is possible to make. Once each lag transition is converted into a percentile score, the percentile
scores are averaged to create the temporal factor score. If a given recall series is no more
temporally organized than chance, it would be .5. If a participant was perfectly temporally
contiguous, making only +1 or -1-lag transitions, they would have a temporal organization score
of 1. These two analyses (lag-CRP and temporal organization scores) are two common metrics
used to assess the temporal contiguity of free recalls (Healey et al., 2019; Diamond & Levine,

2020; Hong et al., 2024).

Results (Experiment 3)

Idea Units (IUs)

While all 31 conversations lasted 15 minutes, they varied in quantity of [Us (range=289-
646, M=441.9, SD=86.5) (Fig. 6). The lengths of the conversations are worth considering as we
move forward with temporal contiguity analyses, as these conversations are much longer than a

typical word list. The existing measures of temporal contiguity were developed with word list
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recall paradigms, where participants saw lists that were 20-30 words long (Kahana, 1996; Polyn
et al., 2009). In previous work comparing temporal contiguity across list lengths, a length of 40
words was considered long (as compared to a shorter list of 20) (Healey et al., 2019). Thus, these
conversations have a much longer list length (determined by number of IUs) than word list

paradigms typically do.

Each recalled IU was either matched to a conversation recall IU (an accurate recall) or
was labeled as new (an inaccurate recall, a summary, a meta comment, etc). Looking only at the
accurate and unique recall IUs (therefore ignoring recalls of conversation IUs that have already
been recalled), the amount recalled at each delay varied. At the first attempt, participants recalled
an average of 94.9 [Us (range=32-155, SD=32.0). At the second attempt, participants recalled an
average of 72.5 IUs (range=6-150, SD=32.8). At the third and final attempt, participants recalled
an average of 72.1 IUs (range=16-158, $D=36.0). If we compute the percent of [Us that each
participant recalled, given the length of their respective conversations, we find that on average,

22.0% was recalled at attempt 1, 16.7% at attempt 2, and 16.6% at attempt 3.

Using pairwise t-tests, we see that significantly more was recalled at the first attempt (20
minutes after the conversation) compared to the second attempt (M=3.6 days after the
conversation; t(61) = 7.62,p < .001) and the third attempt (AM=9.7 days after the conversation;
t(61) = 7.34,p < .001), but that the final two recalls did not significantly differ in amount
recalled (t(61) = 0.17,p = .864). Since previous research has shown that recall amount and
temporal contiguity are often positively correlated (Sederberg et al., 2010), this tells us that it is
most probable we will see differences in temporal contiguity between the first recall and the

more delayed recalls, but we may not see a difference in the latter two recalls.
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Figure 6. Experiment 3: Idea unit (IU) count for each conversation and recall. Points represent the count
for an individual’s recall or a dyad’s conversation. Recall IUs that cannot be attributed to a conversation
IU are not included in the counts for Recalls 1-3 (which occurred at a 20 minute delay, a M=3.6 day delay,
and a M=9.7 day delay respectively).

Serial Position

We next examined the serial positions of the recalled [Us to examine if the conversation
data exhibited typical primacy and recency effects. The rationale for this analysis is that prior
work has discussed the relationship between order effects and the temporal contiguity effect
(Sederberg et al., 2010; Healey et al., 2019). If participants only recall the beginning and end of a
list (exhibiting strong primacy and recency effects), it may increase the chances of making small
lag transitions, as participants are recalling two clusters of items. However, order effects alone
are not sufficient to elicit temporal contiguity (Hintzman, 2016). As an example, if a participant

heard a word list of 20 words and they could only remember the first five and the last five, this

57



would show high rates of recency and primacy effects. However, this same participant could
show no temporal organization if they recalled the items in the following order: 1, 19, 2, 5, 20,
16, 3, 17, 4, 18. In this scenario, they would earn a temporal organization score of .21, which is
below chance (.5), and thusly suggests this recall is not temporally organized. Additionally, the
presence of a recency and primacy effect alone would not be sufficient to explain the
asymmetrical lag-CRP curve wherein +1 lag transitions are more probable than -1 transitions
(Hintzman, 2016). Therefore, it is worth measuring serial position effects to see if there are
particularly robust patterns that could influence the magnitude of the temporal contiguity effect,

however the presence of them alone does not invalidate queries of temporal contiguity.

The difficulty of examining serial position order effects in this dataset is that each dyad
engaged in conversations of different IU counts. Thus, if we examine how many people recall
each IU, the latter IUs will tend towards recall chances of 1, .5, or O (as only the two participants
from the longest conversation could have recalled IUs from some of the final serial positions). To
accommodate this variability in length, we ran two separate analyses. First, we standardized the
list lengths by multiplying each conversation IU value by 289 (the length of the shortest
conversation) and then dividing all values by the length of the conversation they come from
(range = 289 - 646). The resulting values were rounded to whole numbers. Then the
percentage of participants who recalled any of these standardized values was calculated for the
values that now range from 1-289 (Fig. 7). To test if the proportion of participants who recalled
an U was predicted by serial position effect(s), we fit each delay data with a linear and a
quadratic model. If only a linear model fits, that would indicate the data has either a primacy or
recency effect, as it would suggest that the proportion of participants who recall an IU either

increases or decreases at later [U serial positions. If a quadratic model fits, that would indicate

58



that the data is best fit by a curve, and thus the data has both higher or lower recall proportions at
early and late serial positions. At each delayed recall, standardized serial positions predict
proportion of participants who recall that [U significantly in a linear model (Recall 1: § =
—0.0005,p < .001, Recall 2: § = —0.0006,p < .001, Recall 3: § = —0.0005,p < .001).
Since the slope estimates are negative, this indicates that there is a primacy effect, where recall is
less likely at later serial positions. However, when we fit the data with a quadratic model, the
squared standardized serial positions do not significantly predict proportion of recall (Recall 1:

B = —0.0000003,p =.559, Recall 2: § = —0.0000006,p = .266, Recall 3: § =
—0.0000005, p = .308), and thus the data does not have both a primacy and recency effect. We
conclude that this conversational data, when standardized for length, is characterized best by a

primacy effect where more details are recalled from the beginning of conversations.
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Figure 7. Experiment 3: The proportion of participants who recalled a given conversation idea unit (IU) at
each delayed recall. Each dot represents one standardized IU. Values are standardized to a list length of
289, the shortest conversation.

The limitation of the above analysis is that the position of each detail is altered through
division and rounding. Then since we are evaluating proportions recalled in terms of a binary
value from each participant at each time (either that standardized serial position was recalled or
not), two adjacent recalls from a single participant who participated in a longer conversation may
be only represented once. For example, one participant from a conversation with N=351 IUs
recalled IUs 31 and 32 during their first recall session. However, when we standardize their data,
IUs 31 and 32 are both standardized to IU 26. The proportion of participants who recalled
standardized IU 26 in Figure 7 only considers whether or not each participant recalled that IU.
Thus, if this participant had only recalled IU 31 or 32 from their conversation, instead of both,

the overall proportion of participants in the data set who recalled standardized IU 26 would
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remain the same. Thus, multiple neighboring recalls from a single participant in longer

conversations may be underrepresented.

To assess serial position recall effects without underrepresenting recalls from longer
conversations, we ran a second analysis where we categorized IUs by their relative position in
each conversation. We divided each conversation IU list into 10 bins based on their input
position, the first 10th of IUs, the second 10th of IUs, and so on. The use of bins to test primacy
and recency effects has been commonly used (e.g., Hong et al., 2024). This methodology avoids
conflating recalls from longer lists, but it is a less fine-grained analysis, as we can only compare

recall proportions across 10 positions rather than 289, thus we present both.

To compute proportions recalled by bins, we labeled each recalled IU based on which
decile they came from. Thus, recall of the same detail, e.g. conversation [U 250, could be
considered a late recall (bin 8 in the shortest conversation of 289 IUs) or an early recall (bin 3 in
the longest conversation of 646 IUs) depending on the conversation. Then we divided the
number of recall I[Us made in one bin by the number of conversation IUs in that bin for each
recall series. For example, if one participant recalled 9 IUs from bin 1 and their conversation was
450 long, then there were 45 IUs in in each decile bin, and so their proportion of bin 1 recalled is
20%. Figure 8 displays the average proportion of each bin recalled across participants. We then
employed the same method used in the standardized serial position analysis to assess if there are
primacy and/or recency effects — we fit linear and quadratic models to the data. Again, we find a
primacy effect at each delayed recall attempt as all linear models show a negative and significant
slope estimate (Recall 1: § = —0.008,p = .001, Recall 2: § = —0.009,p = .001, Recall 3: g =
—0.007,p = .007). There is still no recency effect as all quadratic formulas show an

insignificant squared slope estimate (Recall 1: § = 0.001,p = .094, Recall 2: f = 0.0007,p =
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.353, Recall 3: B = 0.001,p =.102). This consistent result from both serial position analyses
aligns with prior conversation work that has shown that earlier IUs are more likely to be recalled
than later ones (Brown-Schmidt et al., 2023; 2024). This finding suggests we may be more likely
to see a strong temporal contiguity effect at all three delayed recalls, as a primacy effect in all

three could increase the chance of making small temporal transitions.
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Figure 8. Experiment 3: Proportion of idea units (IUs) that were recalled within each decile bin. Each
decile bin reflects one tenth of a given conversation’s length in IUs. Plotted for each delayed recall. N=62.

Recall Concordance

Another measure of interest in conversation memory research is concordance — how
overlapping recalls of the same conversation are. This can be assessed within-participant (self
concordance) or across dyads (partner concordance). Previous work has shown that if a

participant recalls a given IU from a conversation during their first attempt, they are more likely
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to recall that IU during their second attempt (Brown-Schmidt et al., 2023). This pattern of
behavior aligns with the testing effect — a consistent finding in the memory literature that practice
retrieving information enhances chances of later recall (Spitzer, 1939; Roediger & Karpicke,
2006; Rowland, 2014). Given these findings, we expect that the participants in this dataset will
often recall IUs multiple times over their three attempts. This would provide support for the
hypothesis that repeated recalls of conversations solidifies the long-term memory representation

for that conversation.

Across all 62 participants, there were 27,400 possible conversation [Us that could have
been recalled (or 13,700 IUs from 31 conversations). We find that collapsing across participants,
21% of these IUs were successfully recalled at Time 1 (Fig. 9). Additionally, there is great
overlap in what is recalled at each sequential attempt. Of the IUs recalled at Time 1, 49% were

recalled at Time 2, and of those recalled at both Time 1 and 2, 71% were recalled at Time 3.
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Figure 9. Experiment 3: Diagram of individual recall amounts over repeated recall attempts.
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To assess these trends, we ran two multilevel models where we predict if an IU was
recalled based on if it was previously recalled. As in Experiments 1-2, when we run logistic
mixed effects models, we identify all possible relevant random effects and then use buildmer to
select a parsimonious random effects structure for that model (Voeten, 2020). For this model the
full possible random effects structure included an intercept for Participant with a random slope
for Recall at Time 1, and buildmer recommended keeping both elements. In this first model we
see that recall at Time 1 predicts recall at Time 2 such that if an item was recalled at Time 1, it is
likely to be recalled at Time 2 than if it was not recalled at Time 1 (f = 2.48,p < .001) (Table

9).

Table 9. Experiment 3: Results of logistic mixed effects model for Recall at Time 2 (recalled is coded as
1, not recalled is coded as 0). 27,400 observations, 62 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) -1.36 0.07 -19.12 <.001
Recall at Time 1 (-.5=No, .5=Yes) 248 0.06 38.82 <.001
Random Effects Variance = Std.Dev. Corr.
Participant 0.29 0.54

Recall at Time 1 0.15 0.38 -0.05

The second model we ran attempted to predict recall at Time 3. We included Recall at
Time 1, Recall at Time 2, and their interaction as fixed effects. We began with a full random
effects structure including random intercepts for participant with random slopes for Recall at
Time 1, Recall at Time 2, and their interaction. Using buildmer we selected a model with random
intercepts for participant and random slopes for Recall at Time 1 (Table 10). We see that recall at
Time 3 can be predicted by recall at Time 1 (f = 1.61,p < .001) and Time 2 (f = 2.38,p <

.001). Additionally, we see an interaction between the two effects (§ = —0.70,p < .001).
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Probing this interaction reveals that items are more likely to be recalled at time 3 if they had been
recalled at time 2 (as opposed to not recalled at time 2), but this effect is larger when items were
also successfully recalled at Time 1 (f = 2.73,p < .001) compared to when items were not

recalled at Time 1 (f = 2.03,p < .001).

Table 10. Experiment 3: Results of logistic mixed effects model for Recall at Time 3 (recalled is coded as
1, not recalled is coded as 0). 27,400 observations, 62 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) -0.94 0.07 -13.23 <.001
Recall at Time 1 (-.5=No, .5=Yes) 1.61 0.07 23.27 <.001
Recall at Time 2 (-.5=No, .5=Yes) 2.38 0.04 53.67 <.001
Recall at Time 1 * Recall at Time 2 -0.70 0.09 -7.88 <.001
Random Effects Variance = Std.Dev. Corr.
Participant 0.28 0.53

Recall at Time 1 0.16 0.40 0.22

While this analysis examines how individuals are consistent over time, we also wanted to
consider concordance across conversation partners. Concordance is an important measure of how
similarly or differently the same event is memorialized by multiple individuals, and without
concordance there can be misunderstandings. For example, say two individuals engage in
conversation with one another and then later they each recall 50 IUs. If those two sets of
remembered [Us are completely non-overlapping, then both individuals would be equally
accurate and yet have completely different memories for that same conversation. If this scenario
were to unfold regarding a conversation that the participants in later had to testify in court about,

this discordance could quickly become a difficulty in evaluating truth.
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To test the hypothesis that participant pairs are not independent in which IUs they recall,
we split the data by participant labels A and B. These labels that were assigned at the first data
collection session and used to keep individual data separate but have no meaningful connotation.
We did this so that whether or not a given IU was recalled by a single participant would not be
both a predictor and an outcome variable. It is generally unwise to use the same data points as
both predictor and outcome as it violates the assumption of independence and may result in an
inflated model fit where more variance is assumed to be explained than is (Snijders & Bosker,
2012). To be sure that splitting the data by A and B participants was inconsequential, we
compared the amount of [Us recalled by Participant As and Participant Bs at each time and saw
no significant differences (Time 1: t(60) = 0.46,p = .647, Time 2: t(60) = —1.08,p = .287,
Time 3: t(60) = —0.49,p = .625). We thusly moved forward with this divide and plotted one’s
recalls based on what one partner recalled. We find considerable overlap between participants
(Fig. 10). We see that of what A recalls at Time 1, about half (49.6%) is never recalled by their
partner, meaning the other half (50.4%) are recalled at least once. We also find that of the 3000
[Us recalled by Participant As at Time 1, 16.8% were recalled at all three time points by their
partners. The full counts of how many IUs were recalled at each time by each partner and the

overlapping amounts of [Us across these six recalls are reported below (Table 11).
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Figure 10. A Venn diagram displaying rates of recall by one participant given that their partner recalled
that IU at Time 1. N=62, with 31 in group A and 31 in group B.

Table 11. Experiment 3: Idea units (IUs) recalled (blue, purple, and green) or not (orange and yellow) at
each delay (1, 2, 3) and by each participant in a pair (A, B) out of a possible 13700. Values in green cells
reflect [Us recalled by one individual at one recall timepoint. Values in blue cells reflect repeated
successful IU recalls by a single individual at two times. Values in purple cells reflect joint successful IU
recalls by both individuals in a pair at two times. Values in orange reflect IUs not recalled by a single
individual at two times. Values in yellow reflect IUs not recalled by either partner in a pair at two times.

Al A2 A3 Bl B2 B3
Al 3000 9979 9924 8937 9255 9296
A2 1389 2110 10768 9577 9967 10007
A3 1388 1342 2164 9537 9942 10006
Bl 1120 870 884 2883 9903 9955
B2 942 764 793 1473 2387 10427
B3 900 721 774 1442 1418 2304

67




To test if this overlap between pairs of subjects was significant, we computed two
simplified variables — the first calculated whether a conversation IU was ever recalled by
Participant A (recalled at Time 1, 2, and/or 3); the second calculated whether a conversation IU
was ever recalled by Participant B (recalled at Time 1, 2, and/or 3). These variables are binary —
either a 0 for never being recalled or a 1 for being recalled either once, twice, or thrice by an
individual. We then set up a model which used recall by Participant A and Speaker (who said an
IU) to predict recall by Participant B. The full multilevel model first fit included random
intercepts for participant pair and random slopes by recall by Participant A, by Speaker, and by
their interaction but buildmer suggested removal of the interaction slope (Table 12). The
resulting model reveals the anticipated benefit for self-generated IUs — Participant Bs were more
likely to recall an IU if it was spoken by themselves than if it was spoken by their partners —
Participant As (f = —0.68,p < .001). There is also a positive effect such that if an item was
recalled by Participant A at one of the three time-points, it was more likely to also be recalled by
Participant B at one of the three timepoints (compared to if it was never recalled by Participant
A) (f = 1.20,p < .001). Thus, if one’s partner recalled an IU at least once, it was more likely to
get recalled at least once, compared to if it was never recalled by their partner. There was not a
significant interaction between recall by Participant A and Speaker (f = —0.10,p = .269). This
suggests that the benefit for self-generated IUs and the overlap in what two partners recall are
unrelated effects. These findings suggest that there is some consistency in which IUs are likely to
be recalled from conversational partners, pointing to the possibility that we may be able to

predict which IUs are more likely to be recalled given IU specific features.

Table 12. Experiment 3: Results of logistic mixed effects model for Recall by Participant B (recalled is
coded as 1, not recalled is coded as 0). 13,700 observations, 31 participant pairs.

Fixed Effects Estimate | SE z-value | p-value
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(Intercept) -0.63 0.09 -6.93 <.001

Recall by Partner (-.5=No, .5=Yes) 1.20 0.06 19.38 <.001
Speaker (-.5=B, .5=A) -0.68 0.08 -8.25 <.001
Recall by Partner * Speaker -0.10 0.09 -1.11 0.269
Random Effects Variance = Std.Dev. Corr.
Pair 0.23 0.48

Recall by Partner 0.05 0.23 -0.13

Speaker 0.15 0.39 -0.43 -0.24

Recall Organization by Delays

The first hypotheses we test are about the overall temporal organization of conversations.
First, we predict that there will be temporal organization in this conversation dataset. We predict
this because it has been shown to be a persistent effect within word list paradigms and in more
naturalistic linguistic stimuli (e.g., narratives — Evans et al., 2024; Clough et al., 2025). Secondly,
we predict that this temporal organization will be less prominent after longer delays. This
prediction is based on what has been found in word list temporal organization research — that
temporal organization of word list recall is less at later delays (Healey et al., 2019). To test both
hypotheses, we compute temporal organization scores and lag-CRP curves and test if the
temporal contiguity effect is present and if it varies across the three delayed recall attempts each

participant made.

As discussed in the Analysis part of the Methods section above, temporal organization
scores are percentile scores that reflect how temporally organized a single recall series is.
Temporal organization scores were computed for each attempted recall (six per conversation, one
from each participant at each of three delays), and then we compared these scores against chance

and across delays (Fig. 11). A score of 0.5 represents an at-chance use of temporal organization
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in a recall series. This is because a temporal organization score represents the average percentile
rank assigned to each lag transition, with 1 being the most temporally organized lag transition
that could have been made, and 0 being the least. Thus, if a score averages to 0.5, it is at-chance
level. To compare against chance, we use a one-sample t-test to compare the temporal
organization scores at each delayed recall against 0.5. We see that temporal organization is
present at a 20 minute delay (M = .92,5D = 0.004,t(61) = 96.18,p < .001), a ~4 day delay
(M = .91,5D = 0.006,t(61) = 69.15,p < .001), and a ~10 day delay (M = .91,5D =
0.006,t(61) = 72.39,p < .001). However, these temporal organization scores differed across
delays. We ran a one-way ANOVA predicting temporal organization scores with delay (a three-
level ordinal variable) which showed a significant effect of time (F(2,122) = 4.92,p = .009).
We then ran post-hoc paired comparisons and found the first recall was significantly more
temporally organized than the second recall (t(61) = 2.35,p = .022) and the third recall
(t(61) = 2.89,p = .005), however the two delayed recalls did not significantly differ (t(61) =
0.43,p = .671). The temporal organization scores show that there is temporal organization for

conversation recall at all three delays, however it decreases after the first recall attempt.
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Figure 11. Experiment 3: temporal organization scores at each delayed recall. Bars represent averages and
dots represent individual participant scores. Dashed line at .5 represents chance.

While temporal organization scores are a great tool for characterizing entire recall series,
they can be sensitive to list length, and our participants had notable variations in the length of
their “lists” — or conversations. Lag-CRP curves are a useful tool for getting a more fine-grained
look at the lag transitions participants are making and to avoid concerns of list length variation.
As outlined previously, lag-CRP curves highlight the conditional probabilities of various lag
transitions, and thus we can examine the smaller absolute lag values to see if there are high rates
of CRP as lag approaches 0, which would reflect high temporal organization. We only report and
analyze the values for lags -10 to +10 (Fig. 12). This is because the remaining more extreme
values will not deliver any interpretable results since. Since each conversation was unique and

unscripted, if we found a large CRP value at a larger value, for example lag -50, this would not
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represent a meaningful pattern in the study. Additionally, since each conversation varied in total
list length the probability of making more extreme transitions varies. For example, only 30 (of
62) participants could make |450| lag transitions as a [450| lag transition requires a conversation

of at least 451 IUs long.

To test the hypothesis that there is a temporal contiguity effect present at each delayed
recall, we fit two linear regressions at each time point — one to the data in the positive direction
and one to the data in the negative direction. If the slopes are significantly less than 0 this will
indicate a tendency for higher CRP values at lower absolute value lag positions, which is
representative of temporal contiguity (Hong et al., 2024). We find that all 6 linear regression
slopes fit to the data (one for each direction at each delay) are significantly less than 0 (S values
range -.017 to -.005). This suggests that at all three delay points, there is a significant temporal

contiguity effect (all ps <.001).

To compare the temporal contiguity between the three delayed recalls, we compare the
CRP at +1, the most pronounced feature of the temporal contiguity curve, as this is a common
(yet simple) way to establish differences in the magnitude of temporal contiguity (Hong et al.,
2024). We first ran a one-way ANOVA to predict CRP at +1 with delay (a three-level ordinal
variable) and found that delay did predict CRP (F(2,122) = 5.22,p = .007). We then ran post-
hoc paired comparisons and found that +1 lag transitions are more probable at time 1 then at time
2 (t(61) = 2.74,p = .008) and at time 3 (t(61) = 2.78,p = .007), but times 2 and 3 do not
significantly differ (¢(61) = 0.18,p = .855). Thus, we see a greater amount of temporal

contiguity at the shortest delay.
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Figure 12. Experiment 3: The lag-conditional response probabilities plotted for each recall session (recall
1 at 20 minutes, recall 2 at M=3.6 days, recall 3 at M=9.7 days). Data is truncated at lag |10|. 62
participants.

Taken together, the temporal organization scores and lag-CRP values suggest that there is
a temporal contiguity effect in memory for conversation, even across various delays. This
temporal contiguity may decay over the first few days post-conversation but then stabilize — at
least within the scope of 12 days. As discussed previously, more was recalled by participants at
the first delay, but there was no significant difference between the latter two delays. Thus, we see
evidence to support the hypothesis that there is a similar relationship between amount recalled
and temporal organization in conversational recall as there is in word list recall (Sederberg et al.,

2010; Healey et al., 2014).

Recall Organization by Speaker

As discussed previously, a common pattern in the conversation memory literature is that

speakers tend to remember more of what they said in conversation than what their partners said
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(Brown-Schmidt & Benjamin, 2018). Prior temporal organization research has previously
demonstrated that overall memory performance is correlated with temporal contiguity (Sederberg
et al., 2010; Healey et al., 2014). Therefore, we theorize that factors that influence how much is
recalled, such as who was speaking, will also influence temporal organization. We predict that

the imbalance in amount recalled by speaker will also influence temporal contiguity.

Before we test this hypothesis, we first establish that the priority for memory of self-
generated [Us is present in the current conversation data set. While we did find evidence for a
self-generated benefit in the previous model of partner concordance (table 12), this was within a
model where we split the data in half, and thus this analysis is run to assess the hypothesis in the
full data. We set up a model to predict if Speaker (self or partner) can predict if a single IU was
recalled or not. We used buildmer to select a parsimonious random effects structure. The full
possible structure included random intercepts for Participant and Delay (times 1, 2, 3) each with
random slopes for Speaker. Buildmer recommended keeping only the random intercept for
Participant with a random slope for Speaker (Table 13). We see a significant effect of Speaker
that indeed shows that [Us named by the recaller are more likely to be recalled (f = 0.40,p <

.001).

Table 13. Experiment 3: Results of logistic mixed effects model for Recall by Speaker (recalled is coded
as 1, not recalled is coded as 0). 82,200 observations, 62 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) -1.57 0.07 -23.51 <.001
Speaker (self = .5, partner = -.5) 0.40 0.05 7.62 <.001
Random Effects Variance = Std.Dev. Corr.
Participant 0.28 0.53

Speaker (self = .5, partner = -.5) 0.15 0.38 13
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We have two hypotheses regarding how speaker roles may structure recall organization.
First, we predict that participants will be more temporally contiguous when recalling their own
IUs (making self-self transitions) than when they recall their partner’s IUs (making partner-
partner transitions). As we have just demonstrated, participants in this study remembered more of
their own utterances than their partner’s utterances. We predicted that just as self-production

creates a memorial benefit, it would also prompt stronger temporal organization.

For this analysis, we computed within-category lag-CRP where speakers serve as the
category. The within-category lag-CRP technique masks all transitions made between [Us that
belong to different categories and only evaluates the relative temporal contiguity of transitions
made between two [Us from the same category. Thus, when assigning a lag value to a given
transition at recall, the lag is relative to what could have been done while still recalling
something from the same category. Consider the example outlined in Figure 13. Here a
participant recalls the following IUs: 2 then 3 then 7 then 11 then 10 where the first three are
self-produced IUs and the last two are partner-produced IUs. When computing overall lag-CRP,
these recall transitions would be considered a +1, +4, +4, and -1 lag transition (respectively).
However, for the sake of computing lag-CRP for only within-speaker transitions, we would
assign these same recall transitions the relative lag values of +1, +1, NA, -1. This is because the
first two transitions were the shortest possible forward transition to an IU that was said by the
same speaker, therefore both the jumps from IU 2 to 3 (Fig. 13A) and 3 to 7 (Fig. 13B) are
considered +1 within-speaker. The last transition (from 11 to 10, Fig. 13C) is a -1 transition, as
the subject moves to the closest within-speaker IU that is in the backwards direction. The

transition from 7 to 11 is ignored in this analysis as it transitions between speakers. While
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transitions A B and C are all considered within-speaker transitions, A and B are self-self

transitions while C is a partner-partner transition.

e—y L noon

Recall: W
_/
A B C

Figure 13. Experiment 3: Diagram of a recall example for within-speaker lag-CRP computation. In purple
is an example of a 12 idea unit (IU) long conversation where each box represents one IU and the color
denotes if it was self-produced (green) or partner-produced (orange). In blue is an example recall where a
participant recalled IUs 2, 3, 7, 11, and 10 in that order. Transition A is a +1 lag transition and a +1
within-speaker transition. Transition B is a +4 lag transition and a +1 within-speaker transition. Transition
Cis a-1 lag transition and a -1 within-speaker transition. The transition from IU 7 to 11 is ignored in
within-speaker lag-CRP as the two [Us come from different speakers.

2

To assess the hypothesis that participants would be more temporally organized when
recalling their own utterances (compared to their partner’s utterances), we computed the lag-CRP
values for all within-speaker transitions made by participants as they recalled their conversations.
We then separated these within-speaker transitions into those that were made between self-
produced IUs and those that were made between other-produced IUs (Fig. 14). We compare the
probability of making a +1 lag transition in both lag-CRP curves and find that participants are
more likely to make this most temporally contiguous transition when recalling two self-produced
IUs compared to two other-produced IUs (t(184) = 2.75,p = .006)?. Thus, we find support for

our hypothesis that not only do participants have better memory for their self-produced IUs in

2 The degrees of freedom for this t-test is 184, as there were 186 total recall attempts (3 from 62 participants) but one
recall attempt only included 1 transition within partner-produced IUs, which is not a sufficient number to compute
lag-CRP values with.
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terms of how much they recall but that they are also more likely to utilize temporal context in

their recall organization of self-produced IUs.
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Figure 14. Experiment 3: The within-speaker lag-conditional response probabilities plotted for each
speaker type, truncated at relative lag |5|. 62 participants. Error bars reflect standard error.

Secondly, we predicted that cross-speaker transitions (self-partner and partner-self) will
be more temporally contiguous than within speaker transitions (self-self and partner-partner).
This is because we hypothesized that conversations will primarily consist of back-and-forth
exchanges between interlocutors, and thus as participants make cross-speaker transitions, they
may be utilizing temporal context to guide recall. In contrast, if a participant recalls a series of
things said by one participant, this may signal that they are relying on speaker as the context
guiding recall, and thus the temporal context may be less utilized. In sum, we expected that

cross-speaker transitions would be more temporally organized than within-speaker transitions. To
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assess this hypothesis, we computed both within-category and between-category lag-CRP values

with speaker serving as the category.

The within-speaker lag-CRP data is the same as collapsing across the Partner-Partner and
Self-Self data presented in Figure 14. To compute the between-speaker lag-CRP, we mask all
transitions made between [Us that were produced by the same speaker, thus we evaluate all of
the transitions that were ignored in the computation of within-speaker lag-CRP. We present an
example in Figure 15. Here a participant recalls IUs 2, 4, 10, 9, and then 12 where 2 and 9 are
self-produced IUs while 4, 10, and 12 are partner-produced IUs. The overall lag values for this
recall series would be +2, +6, -1, and +3. Between-speaker lag-CRP would ignore the recall
transition made between 4 and 10 as these two [Us were produced by the same speaker. The
transition from IU 2 to 4 would be given the relative lag of +1 as it was the closest forward
moving transition to an IU produced by a different speaker (Fig. 15A). The transition from IU 10
to 9 would be considered a -1 transition as it is the closest backwards moving transition to an [U
from a different speaker (Fig. 15B). The transition from U 9 to 12 would be given the relative

lag of +3 as they moved forward to the third closest IU from a different speaker (Fig. 15C).

conversacon: [ [E1 [ED Hon

Recall:

N NG AN
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Figure 15. Experiment 3: Diagram of a recall example for between-speaker lag-CRP computation. In
purple is an example of a 12 IU long conversation where each box represents one U and the color
denotes if it was self-produced (green) or partner-produced (orange). In blue is an example recall where a
participant recalled IUs 2, 4, 10, 9, and 12 in that order. Transition A is a +2 lag transition and a +1
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between-speaker transition. Transition B is a -1 lag transition and a -1 between-speaker transition.
Transition C is a +3 lag transition and a +3 between-speaker transition. The transition from [U 4 to 10 is
ignored in between-speaker lag-CRP as the two IUs come from the same speaker.

Once both computations were run, we compared the probability of making a +1 relative
lag transition from each lag-CRP curve. We find that there is a significant difference, but it is
counter to what we hypothesized — when making within-speaker transitions, participants were
more temporally organized than when making between-speaker transitions (t(184) =
11.31,p < .001)*. One reason we theorize that our hypothesis was wrong is that it was based on
a false assumption about the data. We assumed that the conversation data would mostly include
back-and-forth exchanges, and thus when participants made between-speaker transitions they
were being guided by temporal context. While at the utterance or sentence level this may be true,
when we break the conversation data down into IUs, we see that speakers usually said several
IUs before their partner spoke. In fact, if we look at each IU from all the conversations, 80% of

the time the next [U after is from the same speaker as the previous IU.

% The degrees of freedom for this t-test is 184, as there were 186 total recall attempts (3 from 62 participants) but one
recall attempt only included 1 between-speaker transition, which is not a sufficient number to compute lag-CRP
values with. This is the same recall attempt that was noted as excluded in footnote 2.
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Figure 16. Experiment 3: The between- and within-speaker lag-conditional response probabilities
truncated at relative lag |5|. 62 participants. Error bars reflect standard error.

Recall Organization by Topics

In this experiment, participants were given a list of six topics to guide their conversations.
Participants were not required to discuss all topics, nor were they instructed on when to switch
topics or which topic to begin with. They instead guided themselves. All dyads spent part of their
conversations discussing at least four of the six topics (M=5.51, SD=0.77, Range=4-6). We
hypothesized that because these topics were presented as the focus of the conversations, they
would influence recall organization. As discussed in the Introduction (Experiment 3), details
during encoding that serve to categorize or parse a continuous event can influence the shape of

the mental representation for this event, and thus we expect these will influence the organization
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of conversation recall. There are two relevant literatures that we pull from to guide hypotheses
regarding how the topic structure of a conversation will influence the recall organization:
semantics in temporal contiguity and event segmentation theory. To help guide the following
analyses we outline in detail an example conversation and accompanying recall that highlights
example of what each of these hypotheses predict in Figure 17. This example consists of a
conversation of 15 IUs that discuss four different topics and a recall of 11 IUs from three

different topics.

Topicl

Conversation: E n H

Topic 3

DOEEna

H1: Temporal H5: Participants
organization within avoid crossing
topics. event bounds.

H4: 1Us near event H3: When
boundaries are better 5 crossing topics,
remembered. H2: Topics will be we reset.

recalled in order.

Figure 17. Experiment 3: Example conversation and recall guided by topics discussed. This example
conversation is comprised of 15 IUs (represented by the numbered boxes) and covers three topics
(represented by the color of the IUs). At recall, the participant recalled 11 IUs from three topics. Curved
arrows represent the transitions made as a participant recalled each next IU. The order of the conversation
and the recall are both represented by their alignment from left to right. The number on each IU reflects
the serial position of an IU from the conversation. The black dashed lines represent when topics changed
during conversation.

As discussed in the Introduction (Experiment 3), previous research has examined the
influence of semantic relationships between words in the recall organization of word lists
(Howard & Kahana, 2002b; Polyn et al., 2011; Healey et al., 2019; Hong et al., 2024; Evans et
al., in prep). When word lists are comprised of words from multiple semantic categories, those

categories can shape how participants recall words. We thusly developed the following three
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hypotheses on the assumption that the topics given to participants to guide their conversations
would shape recall organization similarly to how categories have been shown to shape recall
organization in word list research. If the organization of conversation in memory is guided by not
just temporal context but also by the content under discussion, then this allows three predictions
detailed below. H1: there will be temporal organization at the IU level within topics. H2: there
will be temporal organization at the topic level. H3: when participants cross topics during recall,

they will ‘reset” and begin with the IUs from the beginning of a topic.

(H1) Given that participants were assigned a set list of topics and were repeatedly
quizzed on their opinions regarding these topics, we theorize that these topics will function
similarly to how semantic categories have influenced word list recall. We therefore predict that
participants will temporally organize their IUs within each topic they discussed in conversation,
similar to how categorized word lists are often recalled (Polyn et al., 2011; Hong et al., 2024).
That is, within their recollection of the discussion about scooters (for example), we predict that
participants will utilize the temporal context of that topic’s discussion to guide recall. This
prediction is reflected in Figure 17 by the curved arrows above the recalled IUs as we are
currently interested in examining the temporal jumps made as participants recall IUs from the

same topic.

We test this hypothesis by computing within-category lag-CRP values where the
categories are the six topics participants spoke about. This analysis is the same as what was
computed previously for within-speaker lag-CRP except that the topics discussed are now the
category of interest (see Fig. 13). All of the arrows above the recalled IUs in Figure 17 are
examples of within-topic transitions that are evaluated in this computation. The data lend support

to the proposed hypothesis as the lag-CRP plot shows the typical peaked curves with the most
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probable transition being +1 (Fig. 18). To quantify if there is a temporal contiguity effect, we fit
a linear regression model separately for each direction (negative and positive lags). This
determines what the best fit line would be for CRP over the lag values 1 to 5 for the positive and
negative positions individually. We find that both slopes are significantly less than 0, suggesting
that more extreme (larger absolute value) lag values are less probable (positive lag slope f =
—0.05,p < .001; negative lag slope f = —0.01,p < .001). This suggests that as participants
recall their conversations, they tend to rely on the temporal structure within a single topic
discussed to organize their recalls. We therefore find evidence for H1 in Figure 17 — the lag

transitions made between IUs from the same topic are organized temporally.
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Figure 18. Experiment 3: The within-topic lag-conditional response probabilities, truncated at |5|. 62
participants. Error bars reflect standard error. Dashed lines represent linear model lines fit to each
direction separately.
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(H2) We also predicted that the order in which each topic is discussed at recall will reflect
the order in which participants discussed each topic during the original conversation. As we
show in Figure 17 (with the curved arrow from IU 9 to 10), we expect that after recalling a series
of IUs about one topic, they will next recall a series of IUs about the next topic that was
discussed. This proved not to be a simple task, as the order topics were discussed in is not a
simple term. During conversations, participants sometimes revisited topics or discussed things
that belong to none of the six topics. If participants talked about scooters, then voting rights, then
returned to discussing scooters, would scooters be the first and third topic to come up?
Additionally, during recall, participants may recall some parts of a given topic, switch to another
topic, and then circle back to that first topic. If participants recall [Us about scooters, then voting
rights, then returned to scooters, would scooters be the first and third topic to be recalled? To try
and answer this hypothesis we do two things: first assess how much the order topics are first
mentioned aligns across conversation and recall and second provide details of two example

groups to note interesting patterns future work could further investigate.

First, we simplify the data into two variables: the order a topic first came up in
conversation (Topic Order) and the order a topic was first mentioned in a given recall (Recall
Topic Order). For example, say a participant pair talked about scooters, voting rights, maximum
wages and then scooters again. For this conversation, Topic Order would then be 1=scooters,
2=voting rights, 3=maximum wages. Afterwards, on their first attempt, say a participant recalled
some [Us from the part of the conversation on voting rights, then some IUs from the part of the
conversation on maximum wages, and then more IUs from the part of the conversation on voting
rights. Recall Topic Order would be 1=voting rights, 2=maximum wages. Once these two

variables were computed for each, we fit a mixed effects model with the fixed effect Topic Order
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predicting Recall Topic Order. We had random intercepts for Delay (each recall attempt: 1, 2, 3)
and Topic Content (anonymity, gen eds, max wage, scooters, vigilantes, and voting) each with
random slopes for Topic Order. The use of buildmer recommended the removal of all random
effects except the random intercept for Topic Content (Table 14). Within this model we find a
significant positive effect of Topic Order on Recall Topic Order (f = 0.43,p < .001). We
conclude that if a topic was first mentioned at a later position in the conversation, it is more

likely to first come up at a later position during recall (Fig. 19).

Table 14. Experiment 3: Results of logistic mixed effects model for Recall Topic Order. 928 observations,
62 participants, 6 Topic Content values.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) 1.71 0.20 8.58 <.001
Recall Topic Order (1-6) 0.43 0.03 16.18 <.001
Random Effects Variance = Std.Dev.

Topic Content 0.18 1.25
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Figure 19. Experiment 3: Frequency of Recall Topic Order grouped by Topic Order. Each bar represents
how often a given first mentioned topic at recall belonged to a given Topic Order (determined by first
mention of a topic during the conversation).

Next, we chose to highlight a few interesting patterns we see. In Figure 20 we graph the
conversation and recall orders based on topics in two example groups. As with the above
analysis, Topic Order is determined by the order in which they first come up in conversation. In
Figure 20 we display topics by serial position for the conversation (left panels in black) and each
recall attempt from that pair (the right panels in color). In Figure 20, the order of each recall are
also organized by Topic Order, as determined by the conversation. Group 4 shows an example
where the conversation progressed through six topics sequentially; the participants did not revisit
any topic after moving on from it. If we look at participant A’s first recall attempt (RA1 in red)
we see that they start out recalling IUs from the first three topics in order, but then they jump to

topic 5, then topic 6, then topic 5 again, and lastly topic 4. Similarly, we see that their partner’s
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first attempt (RB1 in light blue) starts with the first conversational topic, but then they jump
around out of order (going to topics 4, 3, 2, 5). Our takeaway from Group 4 is that even when a
conversation proceeded in a clear topic order, participants may recall IUs from those topics out
of order, even at the first delay when their memory performance is best. In contrast, group 14
represents an example where the conversation spent time discussing content not belonging to any
of the six topics a few times (denoted as NA, see Fig. 20) and they revisited three earlier topics
(the order was 1, 2, other, 3, 4, 5, 6, NA, 3, 2, NA, 5, NA). Despite this overall topic
disorganization, A’s first recall attempt (RA1 in red) was completely in line with the topics first
discussed order, they recalled IUs from topics 1-6 in that order. However, with time (looking at
RA2 and RA3), this structure did not persist. In contrast, participant B recalled conversation 14
in a pattern quite similar to the original conversation (they recalled IUs from topic 1, 2, 3, 4, 5, 6,
3, 2). With group 14 we see an example where two individuals can have different recall patterns

for the same disorganized conversation.
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Figure 20. Experiment 3: The order in which two groups’ (4 and 14) conversations and recalls proceeded
in with respect to topic (as sorted by order of first mention in conversation). Each dot represents one idea
unit (IU). RA1 RA2 and RA3 refer to participant A’s 1%, 2", and 3™ recall respectively. RB1 RB2 and
RB3 refer to participant B’s 1, 2", and 3" recall respectively. The labels of A and B were assigned
arbitrarily within each pair of participants. NA as a topic refers to when participants went off topic and
discussed things unrelated to any of the six preset topics.

One way to further investigate how topic order, especially when that is not a simple linear
concept, influences recall topic order would be to look at intentionally organized and
disorganized conversations and then assess if recalls were more semantically or temporally
organized. By organized or disorganized we mean a conversation that either proceeds neatly
through clear topics in a linear order or a conversation that is not as neat and linear. While our
current dataset contains both types of conversations, it is not a variable we intentionally
manipulated and there are many other differences between the types of conversations (i.e., how

many topics were ever discussed in conversation). We theorize that if a participant was to try and
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rely on the topics they discussed in conversation, they may re-organize a disorganized
conversation and thus they would have a more semantically organized recall than the
conversation originally was. In contrast, if participants rely more on temporal context, then we
would expect their recalls to exhibit strong temporal contiguity. Unfortunately, we believe that
trying to run these analyses with the given dataset would be less than ideal. Of the 31 pairs, only
13 pairs revisited at least one topic, thus less than half the data came from conversations where
participants would have conflicting temporal and semantic associations regarding topic order. We
argue that the ideal paradigm to test out this theory regarding topic organization would likely
need to involve scripted conversation or some form of controlled stimuli that could be organized

or disorganized.

(H3) Thirdly, we predicted that when participants transition to new topics at recall, they
would start at the beginning of that given topic, reflective of the overall tendency to jump back in
time and then proceed forward in the word list recall literature. In Figure 17, we show an
example of this when participants transition from recalling conversation IU 15 to conversation
IU 1. Here we highlight that when participants jump between topics, they will move to the
beginning portion of that newly recalled topic, even if there were temporally closer [Us from that
topic (in this example, transition from IU 15 to IU 5 would have been a jump between the same
two topics but would be more temporally contiguous). To assess this hypothesis, we isolated the
data to instances where participants made cross-topic transitions. Then we judged these recalled
IUs based on their positions relative to topics — their within-topic positions. By this we mean that
if a given IU was the 1° IU on the topic of scooters, but the 115" IU in the overall conversation,
we were only interested in its position with that topic — 1. If our hypothesis is supported, we

would expect to see that regardless of the IU before the transition, these cross-topic transitions
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would move to an IU with a relatively early within-topic position. If our hypothesis is not
supported, then we would expect the transitioned to IUs to come from random within-topic

positions.

Across all 186 recalls, we found 989 instances of participants recalling an item from one
of the six predetermined topics and then jumping to an item from another of these six topics. We
excluded recalls to and form off topic details. To determine if each of these transitions moved to
an “early” part in that topic during the conversation, we identified the first and last conversation
IU that was categorized as belonging to this jumped-to topic. Then we computed the relative
position of the IU recalled within the conversation IUs on that topic. Astoundingly, we see that of
these 989 cross-topic transitions, 40% were to the very first [U in that topic’s portion of the
conversation. That means that 40% of the time when participants switch topics at recall, they
move to the very first thing that was said about that topic during their previous conversation. On
average, each pair produced 75.4 IUs about each topic that they spoke about. This means that
when transitioning between topics, if participants were truly random about where they jumped to

in a new topic, they ought to recall the first IU in a topic only 1.3% of the time.

Next, we evaluated each cross-topic recall in terms of the relative position within a topic
of the IU being transitioned to. For each IU that was recalled after making a cross-topic
transition, we calculated a percentage representing how far into that topic’s discussion that [U
occurred during the original conversation. Thus, a value of 50% would suggest that an IU was
the halfway point in the conversation of its topic. For example, if the discussion of scooters only
lasted for three 1Us, the relative within-topic position of each of these IUs would be 0%, 50%,
and 100%. When we compared the percentage values of these transitioned-to IUs, they are, on

average, significantly less than 50% (Time 1: t(385) = —28.07,p < .001, Time 2: t(300) =
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—29.42,p < .001, Time 3: t(301) = —32.86,p < .001). This indicates that when participants
switch from recalling one topic to another, they are significantly more likely to transition to an
IU from the first half of the that topic’s portion of the conversation (Fig. 21). Overall, we can
conclude that cross-topic transitions tend to involve participants jumping to early positions of the

topic they are transitioning to.

Cross Topic Transitions
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Figure 21. Experiment 3: Recalled IU’s relative conversation position within its topic when previous
recall was from another topic.

Lastly, to assess this hypothesis with traditional temporal contiguity measures, we
computed between-category lag-CRP values with the topics serving as categories. The goal with
this analysis was to see if the pattern of jumping to the early part of a topic was a component of
temporal contiguity. This analysis is computed identically to what was computed in the prior
section for between-speaker lag-CRP except that the topics discussed are now the category of
interest (see Fig. 15). With this analysis, higher CRP values at shorter positive lag values would
suggest that when participants transition to later topics, they jump to the earliest IUs of that new
topic. This would represent a similar pattern to what we establish above, that when participants

jump to a new topic during recall they go to the beginning of the new topic, but only if
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participants are moving to topics that occur later in conversation. In contrast, higher CRP values
at shorter negative lag values would indicate that when participants transition to previous topics,
they jump to the end IUs of that new topic. This would be counter to the pattern established
above, and indicate that we only find that pattern because participants typically transition
forward through topics. Thus, if we expect that participants jump to the start of a new topic as an
artifact of temporal contiguity (as items at the beginning of a topic are closest in exact serial
position to the previous topic) then we should also see large CRP values for short negative
transitions (as items at the start of one topic are also close in exact serial position to the topic

after it).

The results of this between-topic lag-CRP curve show a typical forward trend but no
mirrored pattern for negative lag transitions (Fig. 22). When we fit linear regression models for
the positive and negative lag values separately, we see a slope significantly different from 0 for
the positive direction (f = —0.04, p < .001) but not for the negative direction (f =
—0.0003,p = .414). The positive pattern supports the takeaway from the prior analyses — when
participants make cross-topic transitions, they are likely to jump to very early parts of the next
topic discussed in conversation. The lack of temporal contiguity in the negative lag values
suggests that when participants make cross-topic transitions, they do not jump to the last [Us
from the previous topic. Taken together, the two slopes suggest that when participants make
cross-topic transitions during their recalls, they are quite likely to go to one of the closest yet-to-
be-recalled IUs if they are moving forward, however when moving backwards through topics,
they do not go to closest yet-to-be-recalled U (the end of the last topic). To assess if this was
evidence of participants simply only ever making positive transitions, we calculated the amount

of times participants made a forward or backwards transition (ignoring transitions that were to
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the same IU, as those are ignored in lag-CRP computation). We find that across all 186 recall
trials, 33% of transitions were backwards while the other 67% are forwards. Thus, participants
do overall make more forward transitions, however there is still a considerable portion of the
data where participants make backwards transitions, they just may be more probable at more
extreme values (greater than |5|). In the prior analyses we showed that participants are likely to
jump to early parts of a topic (see Fig. 21). Considering this and the forward only between-topic
temporal contiguity, we conclude that when participants begin recalling a new topic, they jump
to the earlier parts of that topic’s set of [Us, even when they are transitioning to a prior topic
(wherein temporal contiguity alone would predict they would go to the end of the prior topic).
This is represented visually in Figure 17 when the example participant transitioned from IU 15 to
IU 1. The participant went from the end of one topic to the start of another topic, even though

they were moving to a topic that was discussed prior in conversation.
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Figure 22. Experiment 3: The between-topic lag-conditional response probabilities, truncated at |5|. 62
participants. Error bars reflect standard error. Dashed lines represent linear model lines fit to each
direction separately.

Another way we can think about these topics is as segments of one big event — the
conversation. The dyads in the study had to make topic changes throughout their conversations,
as they were instructed to speak about multiple topics. We therefore theorize that the moments
when participants switched their topic of discussion prompted participants to create event
boundaries in their memory for this conversation. As discussed in the Introduction (Experiment
3), event segmentation theory posits that as we experience an event, we segment the event into
discrete and meaningful units when notable changes occur, and thus our memories for these
events are influenced by these segments (Zacks et al., 2007, Radvansky et al., 2010; Ezzyat &
Davachi, 2011; Zacks, 2020). We hypothesize that the participants in our study may have

segmented their conversations along topic changes since the topics were the focus of the
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participants’ task and therefore likely quite salient. Alternatively, it is possible that the event
boundaries created in conversation are of a grain size distinct from the topic shifts, as a key
characteristic of event segmentation is that the grain size is variable (Zacks, 2020). Depending on
the event schemata a participant has and applies to their experience, the 15-minute conversation
they engaged in for this conversation may have been perceived as one long event (e.g.,
perceiving the conversation as one experience, participating in a study), or many smaller events
beyond the topic shifts (e.g., within the time they discussed vigilantes, perceiving the discussion
of their legality separately from discussion of superheroes who are vigilantes). Additionally,
research has shown that if memory is probed in a similar way to how the original event was
segmented and stored in memory, then memory performance will be greater (Radvansky, 2012;
Zacks, 2020). Thus, just asking participants to recall everything may not support utilization of

these topic boundaries as guides in recall organization.

As another avenue of testing how the topic structure of a conversation will influence the
organization of recall, we rely on the assumption that topics may act like event boundaries and
thus we utilized ideas from the event segmentation literature to model the following hypotheses:
H4: 1Us close to topic shifts being more likely to be recalled; HS: participants will hesitate to
cross these boundaries as they recall IUs. An example of recall patterns that align with H4 and
HS5 are labeled in Figure 17 where topic shifts (that we conceptualize as event boundaries in the

following portion) are labeled with black dashed lines during the conversation.

(H4) In the Introduction (Experiment 3) we discussed the Event Segmentation Theory
(Zacks, 2020) and the Event Horizon Model (Radvansky, 2012), which together suggest that
information close to event boundaries are more likely to be remembered. Thus, we predicted that

if the conversation topics in our data truly did prompt participants to segment their
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conversations, the topic shifts during conversations may include moments that are more likely to
get stored into long term memory. If supported, we expected to see a significantly greater
proportion of IUs from serial positions near topic shifts recalled than from the middle of single
topic stretches of conversation. To assess this, we labeled each conversation IU as close to a
topic boundary (within lag |5| of a topic shift) or not (more than lag |5| from a topic shift). Then
we ran a model to see if this variable can predict if an item was recalled. The full model included
random intercepts for Participant and Delay with random slopes for if an item was close to a
topic shift for both intercepts. Buildmer recommended only the removal of this random slope for
Delay (Table 15). The model suggests that there is a significant relationship between proximity
to topic shifts and likelihood of recall (f = 0.35,p < .001). Of the items that are far from topic
boundaries, 17.4% of IUs were recalled. In contrast, of the items that are close to topic
boundaries, 22% of IUs were recalled. Thus, participants are more likely to recall items that are
close to topic boundaries, aligning with Figure 17 where we exemplify a subject recalling the

first and last IUs of the topics they do recall.

Table 15. Experiment 3: Results of logistic mixed effects model for Recall by proximity to topic shifts
(recalled is coded as 1, not recalled is coded as 0). 82,200 observations, 62 participants.

Fixed Effects Estimate | SE z-value | p-value
(Intercept) -1.46 0.11 -12.78 <.001
Close to Topic Shift (-.5=No, .5=Yes) 0.35 0.05 6.58 <.001
Random Effects Variance = Std.Dev. Corr.
Participant 0.21 0.46

Close to Topic Shift 0.13 0.37 -0.46
Delay (recall attempt 1, 2, or 3) 0.03 0.17
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(H5) Additionally, we hypothesize that if the topic changes serve as event boundaries,
then participants will hesitate to cross these event boundaries. As discussed in the Introduction
(Experiment 3), when remembering, participants have an easier time with cued recall if it does
not require crossing event boundaries (Ezzyat & Davachi, 2011). In our dataset, if the topic shifts
serve as event boundaries, then we ought to see participants make few cross-topic transitions.
However, if only the temporal context of the conversation guided recalls, then as participants
recall IUs that are close to topic shifts, they ought to move across the topic boundary as they
recall temporally proximal [Us. Therefore, we predict that when participants recall an IU from
the end of a topic, they will be more likely to make a within topic transition, counter to temporal
contiguity. In the prior analysis, we looked at the IUs that were close to a topic boundary, judged
by being within |5| of a topic shift. We found 2,464 successful recalls of these IUs. We now look
within this set of recalls to examine only cases that were before a topic shift and that were not at
the end of the overall conversation. This is because we are testing the next recalled item after an
IU from the end of a topic is recalled, thus we do not want to examine recalls after an U from
the start of a topic is recalled. Additionally, we are interested in this behavior only when there
would be IUs from a different topic present at a temporally proximal position, thus we do not
examine the end of topic IUs from the end of a conversation. We find 717 recalls of IUs from the
end of non-terminal (with regards to the overall conversation) topics. Of the 717 recalls, 74.3%
were followed up by recall of an IU within the same topic, rather than jumping across the topic
shift boundary. If we look specifically at what happens when people recall the last [U from a
topic, we see that of these 94 instances, 69.1% prompted a within-topic transition, even though
the most temporally contiguous option would be to make a +1 transition to the beginning of the

next topic. Thus, participants are more likely to recall items that are from the same topic as their
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last IU recalled, even when this is not temporally contiguous. We exemplify this in Figure 17
when the example participant recalled IU 15 (the last IU of Topic 3) and then next recalled a
within-topic IU (IU 12) rather than make the most temporally contiguous transition (IU 16 of

Topic 4).

Discussion (Experiment 3)

Experiment 3 is a detailed data exploration study in which we took a large conversation
and recall dataset and attempted to test novel theories regarding how conversations are organized
in free recall. We find that the robust temporal contiguity effect observed primarily in word list
data does extend to recall of conversations, despite conversations being much longer than typical
word lists. This use of temporal context decays with time but is present even ~10 days after the
conversation occurred. Who said a given IU was shown to not only influence recall, but also the
order of recall. In alignment with previous research on semantic categories in word list recall and
event segmentation theories, the topics and the moments when participants switched topics were
key in organizing recall order. Overall, these analyses indicate that when an individual attempts
to recall a conversation they previously engaged in, they will utilize temporal, speaker, and topic

contextual information to organize their recollection.

Characterization of the Data

First, we characterized the rich dataset by examining common variables of interest in
conversation recall: amount of recall, serial position recall, and concordance. The conversations
participants engaged in ranged from 289 to 646 idea units (IUs) long. We found that at the first
recall attempt (20 minutes after the conversation), participants recalled 22% of the IUs from their

conversations, but this decreased to 16.7% and 16.6% at delays of ~4 and ~10 days respectively.
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We conclude that less is recalled after a few days, but that this decline does not continue within
the scope of 12 days (the maximum delay of the third recall attempt). The averages recalled are
consistent with the broader literature which reports about 20% of idea units are recalled from
conversations one participated in (Brown-Schmidt & Benjamin, 2018). Additionally, fewer IUs
being recalled at a longer delay is not unprecedented as Stafford et al (1987) found amounts of
IUs recalled decreased from 10% to 4% between an immediate recall and a one-month delay
recall and Brown-Schmidt et al. (2023) found amounts of IUs recalled decreased from 24% to

18% from a five-minute delay to a one-week delay.

Then we examined the frequency of recalls at varied conversation serial positions
because common patterns here (namely primacy and recency effects) can influence temporal
organization (Hintzman, 2016). At all three delays we see a primacy effect but not a recency
effect. Participants recalled more details from the beginning of the conversation than from the
end. Finding a primacy effect but no recency effect in conversation memory is consistent with
prior research (Brown-Schmidt et al., 2023; 2024). As discussed above (see Serial Position in
Results (Experiment 3)), it is entirely possible for data to exhibit a serial position effect(s) and
yet not a temporal contiguity effect. Additionally, the forward asymmetry (where +1 lag
transitions are more probable than -1 lag transitions) would not be explained by a serial position
effect(s) alone (Hintzman, 2016). Thus, these primacy effects may have contributed to the
strength of temporal contiguity patterns found throughout this experiment, but they would not be

sufficient to create these patterns.

Lastly, we examined concordance both within an individual and across conversation
partners. We see that if a participant recalls an IU at an earlier time (or times), they are much

more likely to recall it again at a later time (or times). In Brown-Schmidt et al. (2023), they
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found a similar result — that there was a significant overlap in what one participant recalled at a
five-minute delay to what they recalled at a one-week delay. More broadly, the finding that if
something is recalled once, it is more likely to be recalled later reflects the testing effect — the
finding that practice retrieval benefits memory (Spitzer, 1939; Roediger & Karpicke, 2006;
Rowland, 2014). We also see that if a conversation IU gets recalled by one participant (at one or
more delays), it is more likely that their partner also recalled that conversation U (at one or more
delays). This suggests that some IUs in conversation are more likely to get recalled, regardless of
who said it. This also aligns with previous research from our lab which has observed that if one
participant recalls an U, the odds that another participant also recalls it are higher (Brown-
Schmidt et al., 2023; 2024). Overall, the recall data in this experiment follows typical trends seen
in past conversation memory work and there is a high, but not complete, overlap in memory

across and within speakers.

Temporal Contiguity at Multiple Delays

After characterizing the dataset, the next set of analyses tested the hypothesis that the
temporal contiguity effect in word list paradigms is present in the recall of unscripted
conversations. At all three delays we see that temporal contiguity is present, suggesting this
phenomenon does extend to conversation recall (exhibited by temporal organization scores above
chance and lag-CRP curves with non-zero slopes). These results elaborate on a growing body of
research that examines how the temporal organization patterns seen in word list recall can extend
to more realistic everyday experiences (Moreton & Ward, 2010; Uitvlugt & Healey, 2019;
Diamond & Levine, 2020; Evans et al., 2024; Clough et al., 2025). These initial analyses show
that when individuals are trying to remember conversations they engaged in, they are guided by

the temporal context of that original conversation. While this result may be unsurprising, as the
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temporal contiguity effect has been shown to be quite robust, one reason this could be considered
unexpected is that the length of IUs in a conversation is much longer than any word list studied
in prior research on temporal contiguity, and temporal contiguity is often attenuated in longer
word lists (Healey et al., 2019; Hong et al., 2024). Here we show that even though the
conversations were, on average, ~49 times longer than the longest word list tested for temporal

contiguity (90 words in Hong et al., 2024), the temporal contiguity effect persists.

In addition to temporal contiguity being present at each delay, there was greater temporal
contiguity at the first delayed recall (20-minute delay) compared to the latter two delayed recalls
(~4 and ~10 days delays). However, the latter two did not significantly differ. We conclude that
the influence of temporal context on conversation recall will decay over the first few days but
may not continue to decay (at least within ~10 days). In word list paradigms, it has been shown
that the temporal contiguity effect is often attenuated when there is a longer delay between study
and test, but these findings have been based on cross-experiment comparisons, have included
inter-item distractors, or have been assessing multi-list recall (Howard et al., 2015; Healey et al.,
2019). Thus, our finding of decreased temporal contiguity at longer delays is consistent with
previous research and further extends the conditions under which temporal contiguity attenuates

at longer delays.

Temporal Contiguity Within and Between Speakers

Once we found evidence to support that the organization of conversation recalls is
influenced by temporal context, we were interested in testing if other contexts could also
influence organization. We first looked at who said a given IU. The motivation for assessing
speaker was that speaker has proven to be influential in predicting which parts of a conversation

are more likely to be recalled (Brown-Schmidt & Benjamin, 2018). The current dataset is no
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different — participants recalled more of their own IUs than their partner’s IUs. We also found
support for our first novel hypothesis about speaker — that when recalling IUs from the same
speaker, participants are more likely to be temporally organized as they recall a series of their
own IUs (compared to recalling a series of their partner’s IUs). We hypothesize that who was
speaking leads to differential encoding which then jointly influences how much is recalled and
how recall is organized. It may be that when one is speaking, they encode what is being said in
greater detail than if they were just listening to another speak, and thus they are more likely to
recall both these IUs and the temporal context of these IUs (leading to greater temporal

organization of these IUs).

We secondly hypothesized that participants would be more temporally organized when
they made between-speaker recall transitions, as conversations consist of back-and-forth
exchanges. The line of logic for this hypothesis was that when participants make between-
speaker transitions, they would not be relying on speaker context so they would instead utilize
temporal context. In contrast, we theorized that if participants are recalling IUs from the same
speaker, they will be clustering their recalls based on speaker context and they may thus ignore
temporal context. However, this hypothesis was not supported as participants were more likely to
be temporally contiguous when recalling IUs within-speaker. We expect that this lack of
evidence for our hypothesis is due to a flawed assumption. We assumed that conversations
consisted of primarily back-and-forth turn taking between partners. However, when we code the
data at the IU level, we see that usually a single speaker will make several IUs before their
partner next speaks. Thus, it could be that when participants utilize speaker context (and
therefore recall same-speaker IUs), they also utilize temporal context, leading to higher rates of

within-speaker temporal organization compared to between-speaker temporal organization.
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Topics as Categories and Event Boundaries

The last element we theorized would influence recall organization were the topics
provided to participants to speak about during their conversations. First, we had three hypotheses
(H1, H2, H3) about how topics would influence recall organization based on the assumption that
these conversation topics would function similarly to how categories have been found to
influence word list recall organization. Our first topic-related hypothesis (H1) was that
participants would organize IUs temporally within each topic they recalled, as participants do so
when recalling word lists that contain semantic categories (Polyn et al., 2011; Ward & Tan,
2023). Indeed, we find support for H1, as there is significant within-topic temporal organization.
Thus, as participants recall a series of IUs from a single topic, the order in which they recall
those IUs is influenced by the order IUs were made within that single topic. However, in
isolation, this finding does not indicate if participants are utilizing overall temporal context from

the full conversation or a temporal context local to each topic.

Our second topic-related hypothesis (H2) was that the order topics were discussed in
during conversation would influence the order in which topics were recalled. We theorized that if
the content under discussion was influential in guiding recall, then we would also see temporal
context guiding the order of recall at a broader categorical level — the topics discussed. This
hypothesis proved difficult to investigate as the order of topics was not a clearly defined value.
During conversation and recall, participants sometimes spoke about one topic, moved on to
another, and then returned to the earlier topic, thus making it difficult to judge if the topic that
was revisited should be considered the 1% or 3 topic discussed (or both). To accommodate this
nuance, we examined only topic order in terms of first mention. When we compare the order of

first mention between conversation and recall, we see a significant effect such that later
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introduced topics were more likely to come up later in recall. This suggests that there is a broader
categorical temporal context that helps guide recall organization of a conversation that covered
multiple topics. Additionally, we observed that some participants may try to reiterate the topic
disorganization that occurred during a conversation while others may cluster their recalls by
topics in a manner more organized than the conversation was. This pattern suggests that future
work could examine how recall for conversation is organized when temporal and semantic
contexts would predict conflicting patterns. We theorize that if interlocutors converse about
several different topics but jump back and forth between these topics, then interlocutors may opt
to utilize either topic or temporal context, not both, to organize recalls. This would be similar to
what Hong et al. (2024) found in that the presence of strong semantic associations can eliminate

the temporal contiguity effect.

Our third topic-related hypothesis (H3) was that when participants do make cross-topic
transitions, they will jump to the beginning of the topic they are switching to, regardless of where
they transition from in the first topic. This hypothesis was based on the overall pattern of
temporal contiguity — that participants jump back in time to a given item and then primarily
move forward through temporally adjacent items (Howard & Kahana, 2002a; Palombo et al.,
2019). Thus, when participants jump to a new topic, we expected that they would start near the
beginning and then proceed forwards. We find evidence in support of this hypothesis as
participants disproportionately transition to the first IU or relatively early IUs within a topic
when they do transition between topics. Additionally, we see that the between-topic lag-CRP
curves are significant in only the positive direction. Thus, we argue this tendency to transition to
the beginning of a topic is not a result of there being overall temporal contiguity and the end of

one topic is close to the beginning of another topic because participants only make these short

104



cross-topic jumps forward, not backwards. Considering the evidence found when testing H1, H2,
and H3, we argue that the topics participants discussed during conversation are influential in
organizing participants recalls. The temporal context of IUs within each topic and the temporal
context of the order topics were discussed both exert influence on the recall transitions
participants made. We argue that this is not simply an artifact of overall large amounts of
temporal organization since participants always jump to the beginning when recalling [Us from a

new topic, even when moving to earlier discussed topics.

We had two further hypotheses regarding topics influence on recall organization. These
relied on the assumption that when participants switched between which topics they were
discussing, these topic shifts would act similar to event boundaries. In theories of event
segmentation, researchers propose that we segment the daily events of our lives into multiple
shorter events, and the event boundaries we create when we segment events in turn influences
memory (Zacks et al., 2007; Radvansky, 2012; Zacks, 2020). Our fourth topic related hypothesis
(H4) was that the IUs closest to topic shifts would be more likely to get recalled than IUs from
the middle of topics. We theorized this because prior research has found details present during
event boundaries are more likely to be remembered (Swallow et al., 2009; Radvansky, 2012). We
found evidence that supports out hypothesis — IUs that were within |5| positions of a topic shift
were more likely to be recalled than all other IUs. This supports the theory that topic shifts
during conversations prompt participants to create event boundaries, and the creation of these

boundaries make temporally proximal IUs more likely to be recalled.

Our fifth topic-related hypothesis (HS5) was that participants would rarely cross these
topic shifts as they make sequential recalls. This hypothesis is based on the finding in event

segmentation that recalling multiple details that are on different sides of an event boundary is
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more difficult than two details from the same event (Ezzyat & Davachi, 2011; Radvansky, 2012).
We found that even when there were cross-topic IUs available at small temporal distances (|5| or
less) after a successful IU recall, participants most frequently chose to next recall an IU that was
from the same topic. This supports the theory that topic shifts during conversation prompt
participants to create event boundaries which make IUs on either side less likely to be associated
or act as cues for one another during memory search. Considering both of the results found when
testing H4 and HS, we find evidence for the notion that the moments when participants switched
what topic they were discussing prompted the participants to segment the conversation into
multiple events, as the way participants recalled items close to these topic shifts aligns with how

items close to event boundaries are often remembered.

We argue that a hierarchical model with topic and IU layers, each with their own
temporal context, is a useful representation of how conversations are remembered that would
follow from the analyses in the current work and a merging of predominant theories in temporal
contiguity research and event segmentation research. Instead of modeling conversation memory
as one layer of individually stored IUs with contextual associations between them, we propose
that conversations are represented hierarchically with a larger grain scaffold based on the topics
they discussed with [Us within each topic wherein each layer has its own temporal context (Fig.
23). By this we mean that the mental representations of topic-guided conversations will include
one layer that contains a node for each of the topics discussed during conversation. Memory
search through these topic nodes will be guided by a temporal context based on the order in
which the topics were introduced in conversation (Fig. 23B). Within each of these topic nodes,
there will be individual nodes for each IU that was produced during the conversation pertaining

to that topic. Retrieval of these IUs will also be influenced by the temporal context that was
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present during conversation — the order in which IUs were produced (Fig. 23C). Under this
hierarchical model, we assert that as an interlocutor recalls their earlier conversation, they first
access a topic node, remembering one broad concept that was discussed, and then delve within
that topic node to recall individual IUs. This is in contrast to a single layer model which would
assert that participants search through the various IUs that occurred in conversation directly (Fig.
23A). This model is a simplification that does not account for other context factors, such as

speaker, but we propose this model as a first step that can be iterated upon.
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Figure 23. Experiment 3: A visualization of (A) a single layer and a (B, C) hierarchical representation of
conversation memory. Each box represents a single IU from a conversation while curved boxes represent
topic nodes reflecting each topic that was discussing during a conversation. The yellow cone represents
the spotlight of memory search.

In the temporal contiguity literature, research has largely come to the consensus that
temporal context is influential in shaping recall organization, but it is not the only influential
context. Polyn’s 2009 model, the context maintenance and retrieval model, argued that temporal,
semantic, and source context all influence the likelihood of which item is recalled next. Temporal
context refers to the serial positions that items are presented in. Semantic context can refer to

either inter-item semantic relatedness (often judged by computing latent semantic analysis
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scores) or categories that items belong to. Source context refers to the task that items were
learned under (e.g., if some items are presented auditorily while others are presented visually). In
Polyn et al. (2009), the authors conceptualize these contexts as spotlights that shine on the item
being retrieved, thus casting light on items that are associated through that context. Thus,
retrieval of one item makes associated items, especially those associated through multiple

contexts, more likely to be next retrieved.

We argue that while this model is apt for word lists, when we consider conversations, it
would be more useful to think of spotlights at multiple grain sizes. First one spotlight shines
down on the topic nodes, thus if a participant has just recalled IUs from Topic 2, then the
participant is more likely to next recall things from Topic 1 or 3, as they are temporally adjacent
at the topic level (see Fig. 23B). This would align with the results we found when testing H2,
that the order topics are recalled in is predicted by the order the topics came up in conversation.
This is slightly different from the concept of between-category temporal contiguity which
represents when participants utilize the temporal context of an entire list when making cross-
category recall transitions. Instead, we argue that there is a broader temporal context for the
categories (topics) themselves, influencing the order in which details from each topic are brought
up in a recall sequence. Then at the IU level, there is a spotlight that shines on an IU, prompting
participants to recall IUs that are temporally proximal if they are within the same topic (see Fig.
23C). This aligns with what we found when testing H1, that as participants make within-topic
recall transitions, they utilize temporal context. We further argue that this IU level spotlight does
not cross the boundaries between topics. This aligns with what we found when testing H3, as we
see that when participants cross topics during recall, they utilize the within-topic structure and

begin at the beginning, rather than using the between-topic structure and going to the most
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temporally proximal IU within the entire conversation. Thus, when one recalls early IUs from a
topic, the temporal context spotlight does not spill across topic boundaries to increase the

chances of next recalling IUs from the end of a prior topic (see Fig. 23C).

The presence of boundaries between categories is also congruous with the Event Horizon
Model (Radvansky, 2012). One component of this model is that if an item is present or active in
working memory when one is prompted to create an event boundary, then that item is more
likely to later be remembered. In our data we find evidence for this notion as IUs close to topic
shifts were more likely to be recalled than IUs in the middle of a topic. This further supports the
notion that the IU structure within each topic, rather than simply the IU structure within the
conversation as one big event, is predictive of memory organization. In a single layer model,
there would not be an increased likelihood of recalling items at these topic shifts, there may
instead be only a recency and/or primacy effect for the entire conversation. In the hierarchical
model we propose, it would follow that there is a primacy and recency effect within each topic.
Radvansky’s (2012) model also argues that it is difficult to cue memory across event boundaries.
In our dataset, that would mean IUs from one topic rarely cue recall of an IU from another topic.
Indeed, when testing H5 we found that participants tend to avoid making cross-topic
associations. If conversation memory was best represented by a single layer model with one
conversation level temporal context, then two adjacent IUs that are from different topics should
still be temporally associated and thus still likely to cue one another. Instead, we argue that IUs

are strongly grouped by topic nodes in the hierarchical model.

Additionally, a hierarchical model is congruous with the concept of Partonomic
Hierarchy within event segmentation theory (Zacks, 2020). Partonomic Hierarchy is the idea that

coarse-grained events are comprised of fine-grained events. For example, you could parse your
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day into your morning, your time at work, and your evening, but within each you may further
segment these events (e.g., you may think of your morning as brushing your teeth, eating
breakfast, making coffee, and so on). We posit that when participants in the present study shifted
between topics, they created coarse-grained event segments, represented by the topic node level
(see Fig. 23B), with individual IUs existing as the fine-grained events, represented by the [U
node level (see Fig. 23C). Thus, a hierarchical model of a conversation is more congruous with

event segmentation theory.

In summation, the proposed hierarchical representation would align with theories of
temporal context influencing recall order and theories that event segmentation occurs at multiple
grain-sizes and influences memory. We argue that this series of results taken together suggest
that memories for conversations (particularly conversations that were guided by a list of topics to
discuss) can be conceptualized with a hierarchical model of memory. The hierarchical model
contains multiple temporal contexts similar to proposals of context-based memory models
wherein multiple contexts, notably including temporal, influence the organization of memory. A
hierarchy is emulative of the principles of event segmentation which posits that within coarse-
grain events there are multiple fine-grain events. A hierarchical representation also aligns better
with the results we found for each of our topic hypotheses, as these patterns of recall order
suggest that temporal context within and across topics is more influential than overall
conversation temporal context. Given that a hierarchical representation aligns with theories of
two complimentary literatures and the evidence found in support of the topic-related hypotheses
tested in the current work, we argue that the hierarchical representation, rather than a single layer

representation, is more useful for studying conversation memory.
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Conclusion

This study was the first of its kind that attempted to take concepts from temporal
contiguity and event segmentation literature and apply these concepts to memory for
conversations. Here we established that the temporal context, the speaker context, and the topic
context are all influential in organizing the free recall of a conversation one participated in.
Future directions for this line of research would ideally first replicate the broader finding that
there is temporal organization in conversations with different datasets. Particularly, it is of
interest how memories for conversations are organized when participants do not have a list of
topics that guided the conversation since the topics in our dataset significantly influenced
organization. Additionally, we speculate that if participants were given different goals, such as
get to know the other person, argue for/against something, etc., these goals may also greatly

shape how conversations are remembered.

Another avenue of future work should be to explore semantic contiguity — how similar
sequential recalled IUs are in their meaning. While we considered the influence of semantics
when we considered topics in this dataset, there is much more nuance that could be examined by
comparing individual IUs via latent semantic analysis or another semantic comparison method.
In the present study participants may consider IUs from different topics as semantically
associated, and that is not yet accounted for in the present analyses. For example, participants
may have discussed the practicality of implementing laws to regulate online anonymity (one
topic) and mandatory voting (another topic). It is possible that recalling that one spoke about
how practical anonymity laws are would then cue recall of IUs regarding the practicality of
mandatory voting. Semantic and temporal contiguity have previously been compared, as it is

proposed that both temporal and semantic relationships between units can shape recall
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simultaneously (Howard & Kahana, 2002b; Polyn et al., 2011; Ward & Tan, 2023; Hong et al.,
2024). We would expect to see a large influence of semantic contiguity when we compare
individual IUs since the topics discussed during these conversations, which we can conceptualize

as semantic categories, have been shown to influence recall order.

Eventually it would be important to try and distill the cognitive mechanisms that are
jointly driving the amount of IUs recalled and the order in which IUs are recalled. Researchers
have posited that temporal contiguity is a function of encoding the temporal context present at
study and then retrieving it to guide memory search (Polyn et al., 2009; Lohnas et al., 2015). In
event segmentation, it is theorized that the event boundaries serve as moments to take what is in
working memory and encode it to long-term memory, and this drives the patterns of recall seen
around event boundaries (Radvansky, 2012; Zacks, 2020). We hypothesize that the dynamics of
conversation recall rely on similar mechanisms to what is theorized to drive memory in these two
literatures, but further research is needed to come up with a strong mechanistic model for

conversation memory.

General Discussion

The aim of this thesis was to investigate the relationship between communicative
experiences and the enduring memories for those experiences. The contexts relevant during an
event are influential in shaping both what and how events are remembered. Thus, we theorized
that facets of communication, such as the types of utterances being made, who was speaking, and
the content under discussion, would influence both recognition and organization of recall.
Experiments 1-2 tested the hypothesis that answers are better remembered than questions and

found that this may be true, but this memory difference is not clearly separate from order effects.
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Experiment 3 tested the hypothesis that the contexts present during conversation would influence
the organization of conversation recall and found that indeed the temporal, speaker, and topic

contexts all predict clustering during recall sequences.

Question Memory

The motivation for Experiments 1-2 was to investigate if the proposed relationship
between questions and answers in linguistics and psycholinguistics would have ramifications for
enduring memory in conversations. Questions have been theorized to be tied inherently to their
possible answers (Groenendijk & Stokhof, 1984) and have been conceptualized as a means of
acquiring answers (Heller & Brown-Schmidt, 2023). We thusly tested the hypothesis that
questions are less well remembered than answers. In Experiments 1-2 pairs of participants
engaged in a communication game where they named items in questions, answers, and
assertions. When tested on their memory for these previously named items, participants were
more likely to recognize the second named item in a pair than the first, regardless of if these
items were discussed as a question and answer or as a joint assertion. These two experiments
highlight the importance of phrasing on memory for details in conversation, but further research

will be required to tease apart the influences of speech role, order, and/or givenness.

Our current hypothesis is that both speech role and order matter, but givenness may not.
The case for order predicting memory is the strongest — the recency effect (wherein memory for
later studied items is better) is an established and consistent behavioral pattern in many different
memory paradigms (Murdock, 1962; Cohen, 1970; Greene, 1986; McKenzie & Humphreys,
1991; Ward, 2002; Talmi, & Goshen-Gottstein, 2006). In the exploratory analyses run across
Experiments 1-2, we see that items from later pairs within a screen and items from later screens

are better remembered, suggesting that there are recency effects at other levels that collapse
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across speech role and givenness. Thus, we think it is quite likely that in this dataset, second

named objects are more likely to be remembered simply because they are more recent.

We suspect that givenness is not important for memory in this study because the
differential givenness patterns between the question and assertion conditions are not associated
with memorial differences. In our exploratory analysis for Experiment 2, we find that neither the
conjunctive phrases nor the articles participants used when making assertions strongly set up the
first named item as given and the second named item as new. Instead, it is quite probable that in
assertions both items were treated as new. In contrast, the use of articles in the question condition
does suggest that the question items were treated as given and the answer items were treated as
new. Thus, we believe that information status (given or new) did not consistently map to order
named (first or second) across these two conditions. Despite this, the second named item was
better recalled than the first named item in both conditions. Since givenness differed across
conditions but the same memorial pattern across order was found in both conditions we
hypothesize that givenness is not the primary factor driving the memory differences between first

and second named items in our experiments.

Lastly, we believe that speech role (whether items are used in questions, answers, or
assertions) is still important for two reasons. First, the is strong theoretical rationales for there
being a distinction between questions and answers in communication. We theorize that the
resulting impact this distinction could have on memory may still exist, but this methodology may
not have been apt to find it. Theories about the relationship between questions and answers has
primarily been within the context of naturalistic conversation, and while the current work
attempted to simulate this, participants were still quite constrained in how they spoke. An

examination of memory for a broader range of questions, not just those asking about two
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neighboring objects that are visually present, may be necessary to find memorial differences
compared to answers. Second, in Zormpa et al.’s work (2023), the only other paper thus far that
has tested memory for questions compared to answers, they did find evidence in support of the
notion that the benefit for second named items in a pair was exclusive to questions and answers.
This further supports the notion that there are unique properties of questions and answers that
lead to differential memories for each, but this difference may require further refinement of

paradigms to reliably find the effects.

Despite a lack of evidence for the interaction we predicted (between the order items are
named in and the task participants were engaging in), we did find a consistent interaction
between who was speaking and the order of items. We see that self-produced utterances are
always more likely to be recalled than other-produced utterances, consistent with the Generation
and Production Effects. We also see that this memorial difference is of a smaller magnitude
within items that were named second (answers in Experiment 1 or answers and the second
named item in an assertion in Experiment 2) compared to items that were named first (questions
in Experiment 1 or questions and the first named item in an assertion in Experiment 2). It is hard
to theorize about the mechanism driving this interaction since the mechanism behind one of the
components (first vs. second named items) is still unclear (speech role or order), but it is worth
noting that these two interact. It may be that the two effects are additive in that memory is better
for both second named items and for self-produced utterances, and that these additive effects
create the interaction found. Future studies examining question and answers ought to continue to
examine the influence of speaker on memory as it has been shown to be influential on its own
and in conjunction with order (which may be necessarily tied to speech role in question-answer

pairs).
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Temporal Organization of Conversation Memory

The motivation for Experiment 3 was to test if and how different elements of
conversation structure would organize memory for these conversations. We theorized that similar
temporal and semantic contexts that have been shown to influence word list recall and event
boundaries that have been shown to influence memory would also influence recall of idea units
(IUs) from conversation. In Experiment 3 pairs of participants engaged in 15-minute
conversations and then attempted to individually recall those conversations after 20 minutes,
after about 4 days, and after about 10 days. We established that temporal contiguity effects can
be found in free recall of conversations and that the effect lessens after an initial brief delay.
Expanding upon the known generation effect (that conversation partners will remember more of
their own IUs than their partner’s [Us), we find that temporal organization is greater when
participants recall their own IUs than their partner’s IUs. We find that similar to both categories
in word lists and boundaries in event segmentation, the topics provided to participants to guide
their conversation then organized the recall order of these conversations. We conclude from this
work that as individuals try to recall an U from a conversation they engaged in previously, they
are likely to be influenced by the temporal context, the speaker context, and the topic context of

the last IU they successfully recalled.

In characterizing the data, we found evidence for a temporal contiguity effect at all three
delays. The strength of these effects may be more probable given the strong recency effects
found in the dataset but would not be sufficient to create the effect alone. When first planning
this study, we theorized that the temporal contiguity effect may be absent in conversations simply
because the IU list length is much longer than typical word lists, and it has previously found that

temporal contiguity is often attenuated for longer word lists (Healey et al., 2019). However,
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despite the long list of IUs within a conversation, participants show a trend toward less extreme
lag transitions, even when only comparing values between |1| and |10|. This finding thus
contributes to the growing literature which shows that the notion of temporal context guiding our
retrieval process may generalize beyond word lists to more naturalistic episodic memories
(Moreton & Ward, 2010; Uitvlugt & Healey, 2019; Diamond & Levine, 2020; Evans et al., 2024;

Clough et al., 2025).

As previously discussed, who said an IU is a consistent predictor of memory within
conversations (Miller et al., 1996; Fischer et al., 2015; Brown-Schmidt et al., 2023). In this study
we establish that who said an IU also predicts organization of memory, as participants organize
recalls temporally more when recalling IUs they produced (compared to IUs they heard from
their partners) and when recalling [Us from a single speaker (compared to IUs across speakers).
We thusly theorize that if one was to apply a context-based computational model to conversation
memory data, it would be important to add speaker as a context factor. Speaker may best be
considered in a model as a unique type of context, or it may best be conceptualized as a source
context. In Polyn et al. (2009), the authors define source context as the task participants were
engaged in as they encounter an item. Thus, it may be that speaker is a type of source context, as
participants were engaged in language production for self-produced IUs but language
comprehension for partner-produced [Us. Future research looking at recall organization for

conversation should examine if speaker can be modeled similarly to source context.

In analyzing how topics influence recall order, we borrowed elements of the CMR model
(Polyn et al., 2009) and event segmentation theory (Zacks, 2020) to propose that the best way to
model memory search through conversations is with a hierarchical model. This model would

include one layer for topic nodes and another layer for IU nodes within each topic node. This
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model aligns best with the various results we found which suggest that participants consider the
order that topics came up in conversation and the order that IUs occurred within each topic, but
there is little temporal association between temporally adjacent IUs if these IUs belong to
different topics. Thus, we propose that there is a temporal context for topic nodes and for IUs
within each topic node, and that event boundaries exist between these topic nodes, discouraging

cross-topic IU level associations.

One unique contribution of this work is that we simultaneously examine how temporal
context and event segmentation may influence recall. We conceptualized the moments when
participants changed the topic under discussion as moments when the continuous event of the
conversation may be segmented into smaller pieces. Under the Event Horizon Model, this thusly
predicted that cuing recall across event boundaries would be more difficult (Radvansky, 2012).
We indeed found evidence to support this pattern as participants made more within-topic than
cross-topic transitions even when crossing topics would be temporally contiguous. However, we
now consider that this pattern of results could also be due to a shift in source context as defined
in the context maintenance and retrieval model (Polyn et al., 2009). In this model, the authors
find that when two adjacent items have different source context (which in this work is the task
participants engaged in when studying each item), they are less likely to be successively recalled.
They theorize that the switch in task leads to two adjacent items to be perceived as more
temporally distant. This is analogous to the example Radvansky (2012) gives for the Event
Horizon Model — that walking through a doorway creates a distance between two successively
studied items that make them less likely to cue one another. Given how similar these two theories
and their predictions are, we conclude that it is not clear which led to the pattern of results we

find in our data. It is possible that these two specific elements of each theoretical framework may
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be two different ways to conceptualize the same phenomena: when context shifts between
presentation of two adjacent items, it creates a distance between the two that is greater than two

adjacent items that do not contain a context shift.

We further argue that naturalistic conversation recall is an area in which we can
simultaneously apply context-based memory models and event segmentation theory to interpret
how prior knowledge creates associations between items that in turn influence retrieval of items.
Context-based memory models such as Polyn et al. (2009)’s context maintenance and retrieval
model argue that existing semantic relationships between items in a studied list will in turn
cluster recall of those items. Particularly if items in a list can all be grouped into categories that
participants have prior knowledge of (e.g., if all items are words that a participant knows the
meaning of and can group as animals, plants, or countries), this will influence recall order.
Theories of event segmentation posit that we utilize schemata to understand our experiences and
store them into memory. When we encounter schemata incongruent information, we then create
event boundaries to parse information into different events (Zacks, 2020). In the present
conversation dataset, we show that participants’ recalls are clustered by topics, which are based
on existing concepts participants understood prior to engaging in their conversations. We argue
that this process could be conceptualized as participants having semantic categories that create
inter-item associations between the [Us that discuss the same category (the topic) or as
participants creating event boundaries at topic shifts because an U discussing a new topic is
schemata incongruent. Either explanation, or perhaps both, is apt for the present data. We
hypothesize that these two components of context-based memory models and event segmentation

theory may create overlapping predictions.
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Conclusion

Through three experiments we investigated the nuances of memory for communicative
experiences. In Experiments 1-2 we hypothesized that the informational role of answers would
lead them to be better remembered than the questions that prompted them. Our findings suggest
that while answers are better remembered than questions, there is a similar memory prioritization
for the second named item in assertions (as compared to the first named item in assertions)
making it difficult to conclude the driving factor behind these differences in memory. In
Experiment 3 we hypothesized that temporal and semantic relationships would influence the
organization of memories for conversations, and we primarily found evidence in support of our
hypotheses as the order in which a conversation proceeded, who was speaking, and the topic
under discussion all influenced recall order. There is still much to be tested with regards to how
different elements of discussion influence the way in which we remember discussions, but these
three experiments provide novel contributions to the broader literature and worked to pull

together concepts and theories from research on linguistics, memory, and event segmentation.
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