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CHAPTER 1

Introduction

1.1 Overview

Deep Learning (DL) has permeated every sector of the modern digital world, driving groundbreaking progress
across an array of elds, including image recognition, natural language processing, autonomous driving, and
many others. As a paradigm, DL hinges on the synthesis of complex algorithms and the processing of mas-
sive datasets, spawning substantial computational challenges. Cloud-native environments like Kubernetes
(K8s), the de-facto standard for orchestrating containerized workloads (Shah and Dubaria, 2019; Brewer,
2015; Gannon et al., 2017; Arundel and Domingus, 2019), have emerged as potent solutions, offering scal-
able computational resources, adaptability, and a versatile platform for the deployment of DL applications.
However, the real-world demand for high-performance and robust Cloud-Native Deep Learning Systems
(CNDL) underscores the need for a holistic exploration of various performance factors.

Attaining robust and high-performance DL systems in cloud-native environments necessitates the syn-
chronization of data loading and GPU computations. To prevent data stalls that could compromise the per-
formance of DL models, the infrastructure's network performance becomes paramount. As the bedrock of all
high-level optimizations, a robust network stack ensures ef cient inter-node data communication, affecting
the transfer of model parameters, gradient exchanges, and input data. In addition, ensuring that the data stor-
age medium does not become a performance bottleneck is equally crucial. High-performance storage media,
such as caches, facilitate faster data loading times, promoting ef cient model training. Furthermore, reducing
data loading latency through data locality, where data and training tasks reside on the same node, is an essen-
tial consideration for DL ef ciency. Moreover, the ef ciency of data loading must be addressed, particularly
concerning the common issue of handling numerous small les. Lastly, preventing excessive parallelization
of data loading is crucial. An adaptive mechanism that aligns data loading parallelism with computation
speed prevents the wastage of memory resources and mitigates overhead while optimizing training speeds.

On the infrastructure front, guaranteeing the robustness and performance of DL systems in cloud-native
environments requires real-time monitoring of machine Key Performance Indicators (KPIs). Such a mech-
anism provides an instantaneous snapshot of the system's health status, enabling the prompt detection and
resolution of potential issues. The health status of the nodes is integral to the performance of the DL applica-
tions and plays a vital role in scheduling decisions within the cluster.

However, the implementation of the aforementioned necessities in cloud-native DL systems presents a



multitude of challenges. The optimization of the K8s network stack performance, ensuring data locality,
ef cient handling of small les, implementing an adaptive data loading strategy, and setting up an effective
machine KPI anomaly detection system are all interrelated tasks. Addressing these in an integrated manner
within a cloud-native environment forms the crux of this research work. The subsequent sections will dissect
these challenges in detail and present my contributions to ensure the ef cient and robust performance of

cloud-native DL systems.

1.2 Limitations in Prior Arts and Key Research Challenges

1.2.1 Challenge 1: Understanding the impact of networking overhead on clustering management
software

The K8s network stack performance is critical to CNDL systems, in uencing data communication, re-

source scheduling, and monitoring capabilities. Data communication, involving the transfer of large-scale

data—including input data, model parameters, and gradient exchanges—across nodes, is directly impacted

by the network stack performance. Any latency or bandwidth bottleneck can affect training ef ciency and

outcomes, thus emphasizing the need for optimal network performance for enhanced data throughput and

reduced latency.

In addition, the ef ciency of resource scheduling in a cloud-native environment is intimately linked to
the network performance; latency or bandwidth constraints could lead to inef cient scheduling decisions,
impacting resource utilization and overall task execution ef ciency. When the network latency is high, there
could be signi cant delays in communication between different nodes or between the scheduler and the nodes.
This can affect the scheduler's ability to quickly react to changes in resource demands or availability. For
instance, a task might be scheduled on a node that was free at the time the decision was made, but is no longer
free when the task actually starts due to the delay.

Furthermore, network performance is pivotal for real-time transmission of monitoring computation re-
source usage, memory usage, network traf ¢, and other key indicators. These metrics must be continually
reported to a centralized platform to maintain a current overview of the cluster's health status. Network
performance directly affects the timeliness and accuracy of these reporting processes, with high latency or
bandwidth constraints potentially leading to delayed issue detection and resolution. In addition, the network
infrastructure must include robust security measures, as monitoring data often contains sensitive system infor-
mation. This involves encryption, authentication, and access control mechanisms to ensure the con dentiality,
integrity, and availability of data.

Despite the undeniable signi cance of K8s network stack performance, comprehensive analyses in this

eld remain sparse. Therefore, optimizing K8s network stack performance, considering various dimensions



such as virtualization overhead, network architecture design, communication patterns, and security support,

is essential for ef cient cloud-native deep learning.

1.2.2 Challenge 2: Realizing high-performance and scalable data caching in a CNDL system
Modern DL models require vast datasets, exceeding the storage capacity of individual physical disks, ne-
cessitating network-based le systems like NFS, HDFS, or cloud bucket storage systems such as AWS S3
and Azure Blob. Unfortunately, these systems are not optimized for DL workloads and require user-de ned
dataset placement and eviction decisions. Moreover, these systems can be cost-prohibitive, given the high
charges related to storage space, API requests, and data transfer volumes, especially when training models on
millions of small les over several epochs. Furthermore, API request rate limits imposed by cloud providers
further hinder the use of cloud buckets as direct-access storage facilities for local DLT jobs. These con-
straints lead to signi cant I/0 bottlenecks and network latencies, resulting in severe data stalls, given that DL
algorithms must wait for data to be available in GPU memory before training (Krichevsky et al., 2021).

Efforts have been made to build distributed cache systems that aggregate memory from a set of machines
to provide low-latency data access and high 1/0O throughput (Kumar and Sivathanu, 2020; Gu et al., 2022;
Graur et al., 2022). These systems clone and cache data from external storage into RAM, fetching data
elements via local or remote cache hits during training. However, the limited memory space compared to
disk size makes it expensive to build a cluster that can accommodate large-scale datasets purely in memory.
Additionally, these approaches do not consider the speci ¢ I/O requirements of a DLT job under specic
runtime con gurations (e.g., batch size, number of workers) and resource limitations (e.g., GPU computation
speed and GPU memory size).

Therefore, achieving cache ef ciency in CNDL systems involves not only addressing storage costs, data
size, and API request limitations but also optimizing for data latency, and I/O throughput, and adjusting to

the speci ¢ demands of DL tasks.

1.2.3 Challenge 3: Investigating the effect of data locality on DLT ef ciency

In the realm of DL systems, the concept of data locality - the strategic positioning of data as close as possible
to the computational resources - holds signi cant importance. It directly in uences the ef ciency of data
access and processing, and consequently, the overall system performance. DL tasks, characteristically requir-
ing intensive use of large datasets, greatly bene t from data locality as it reduces latency, mitigates network
congestion, and enhances the system's throughput. Thus, it accelerates critical DL processes such as model
training and inference.

However, realizing data locality within CNDL systems presents signi cant challenges. A major obstacle



arises from the limitations of conventional container orchestration platforms, notably K8s, which lacks data
awareness in its scheduling mechanism (Rejiba and Chamanara, 2022). It prioritizes resource availability and
constraints over data location, leading to computational resources and data often being located on separate
nodes. This discrepancy results in frequent and costly data transfers across the network, hindering the ef -
ciency of DL tasks. The complexity increases in scenarios involving multiple DL applications training on the
same dataset, as in hyperparameter tuning, model selection, ensemble learning, and data augmentation. Here,
ensuring data locality for batch-deployed jobs becomes particularly challenging as it necessitates avoiding
redundant data duplication and respecting each job's resource requirements.

Certain systems presume pre-determined locations for training workers or fail to consider the interplay
between resource constraints and data locality when making scheduling and data placement decisions. For
instance, BAIPAS operates under the assumption of pre-determined training worker locations, an assumption
that falls short in a shared serverless DL system (Lee et al., 2017). Likewise, systems like Hoard (Pinto
et al., 2018) and Quiver (Kumar and Sivathanu, 2020) make decisions about data caching and job scheduling
without suf cient consideration for the interplay between resource constraints and data locality, particularly
when multiple jobs share the same dataset. Strategies like Hadoop's data- rst-job-second (Li et al., 2014,
Ehsan et al., 2017, 2013) or CAS's (Wang et al., 2022) job- rst-data-second strategies may not suit the
speci ¢ needs of DL systems, given the inherent differences between Hadoop-like systems and DL systems,

particularly in their approach to data locality optimization and task scheduling.

1.2.4 Challenge 4: Exploring the impact of data loading granularity on DLT ef ciency

Data merging is a crucial operation for enhancing the performance of data loading, especially in cases where
training data is stored as numerous small les, typical of DL applications like image classi cation, object
detection, and speech recognition. Accessing and processing a large number of small les in a cloud-native
environment can signi cantly increase I/O overhead and network traf ¢ (Zhu et al., 2020; Aggarwal et al.,
2022). This can negatively impact system performance and prolong training time. Additionally, managing
such an abundance of small les often in ates storage space requirements compared to situations with larger
les. This storage discrepancy introduces another layer of complexity, which can further hinder performance
and increase operational costs.

To address these challenges, the notion of merging smaller les into larger, xed-size data blocks while
preparing datasets for training has been presented as an effective strategy (Zhang et al., 2018b). However,
this raises a pertinent question: What is the optimal block size that can eliminate data stalls for speci ¢ DL
applications within a DL system? While various studies have proposed strategies for merging small les into

xed-size chunks or larger blocks (Zhu et al., 2019; Fu et al., 2016; Zhang et al., 2014; Zhu et al., 2020;



Dong et al., 2022; Wu et al., 2021), these solutions often lack exibility and adaptability to the dynamically
changing requirements of DL tasks. Moreover, they have not considered the unique characteristics of each
DL application, leading to suboptimal performance. Therefore, a more dynamic, adaptive approach to data
merging is needed, one that can determine the optimal block size based on runtime conditions and speci c
application requirements.

Overall, the central challenge lies in developing a data merging strategy that effectively addresses the
dif culties associated with handling a large number of small les while ensuring adaptability to speci ¢ DL
tasks. Developing such a strategy would contribute signi cantly to enhancing DL data loading performance

and ef ciency in cloud-native environments.

1.2.5 Challenge 5: Effectively pinpointing KPI anomalies in a CNDL system
Finally, CNDL systems must continuously deliver reliable performance, which requires real-time anomaly
detection to take proactive actions. Anomaly detection is a rich eld in data mining and has been explored
widely with some classical approaches, such as CUSUM (Wilbur et al., 2019), K-nearest Neighbors (Harrou
etal., 2020), Isolation Forests (Mercader and Haddad, 2020), and forecasting models (e.g., ARIMA (Moayedi
and Masnadi-Shirazi, 2008)), deep neural networks (DNN) have gradually become the state-of-the-art due to
the remarkable capability of modeling high-dimensional multivariate time-series (MTS) data. However, de-
spite the universal approximation power of DNN on learning unknown data distributions, performing anomaly
detection on MTS is still challenging. For example, many DNN-based approaches either rely on an uncon-
taminated training dataset to learn the normal server workload patterns (semi-supervised) or reframe the
detection task as a classi cation task using a fully-labeled dataset (supervised).

Such approaches, however, are not practical in general, and moreover, such data often do not account for
a large number of incidents such as server overloading, resource contention, job stalling, or network failure.
Further, even if labels are available, such classi ers and approaches only identify point anomalies, where the
observation is clearly far away from what is expected globally, but neglect the contextual anomalies, where the
data point deviates from the expected value in a speci ¢ context. In addition, traditional anomaly detection
techniques focus on maximizing the accuracy of detection. In the speci ¢ context of monitoring a CNDL
system, the objective extends beyond mere anomaly detection. Our primary goal is to identify all potential
faults, even if this approach might produce some false positives. The rationale behind this strategy is that
undetected faults could destabilize the system or even trigger severe rami cations. Therefore, while precision
in fault detection is important, a model with a high recall rate - signifying a robust capability to identify all
potential faults - is of paramount importance. However, it's crucial to consider that false positives do carry

a cost, as they could lead to unnecessary maintenance actions and increased operational costs. Therefore,



the ideal model would be the one that balances the high recall with acceptable precision, optimizing the F1
score, which is the harmonic mean of precision and recall. This way, we ensure both thorough fault detection
and a controlled rate of false alarms, thus optimizing maintenance costs in a CNDL system. Finally, an
additional challenge is proactive model improvement; agencies must ensure that the learned model used to

detect anomalies is improved proactively to detect potentially unseen anomalies.

1.3 Summary of Contributions
This section summarizes our research contributions to date in addressing the previously mentioned chal-

lenges.

1.3.1 Addressing Challenge 1. Systematic Evaluation of the Impact of K8s Network Module on
Cloud-Native Data-intensive Applications

This work aims to tackl€Challenge-1, thereby enabling us to select high-performance and robust K8s CNI

plugins for the CNDL system. Speci cally, this chapter investigates and analyzes a range of K8s CNIs from

the perspectives of their implementation principle, supported features, and security measures. Finally, a series

of experiments are presented to quantitatively demonstrate the performance impact of K8s CNIs on selected

networking applications with varying Quality of Service (QoS) con gurations and payload lengths.

1.3.2 Addressing Challenge 2: Ef cient Dataset Management and Caching Strategy for Optimized

Data Loading in CNDL Environments
This work primarily tackleChallenge 2by introducing DLCache, a novel system for optimizing deep learn-
ing data placement and loading processes in cloud-native environments. DLCache applies a multi-tiered
storage approach and incorporates several data services, such as dataset preparation, placement, and a Cost-
Aware Least Recently/Frequently Used (CLRFU) data eviction strategy. To simplify the DevOps process
for DL training tasks, we designed a Kubernetes Custom Resource De nition (CRD) controller and opera-
tor, incorporating a new Pod type. Notably, to boost memory utilization ef ciency, DLCache implements a
runtime-aware best-effort caching mechanism that can auto-scale cache according to runtime con gurations,
resource constraints, and training speed. DLCache considers both data access frequency and recency, as well
as data preparation cost, in making eviction decisions, resulting in reduced completion time for executing a
stream of deep learning workloads. Additionally, we augment the PyTorch DatalLoader to dynamically adjust
the number of Datal oader workers based on real-time training performance and data retrieval latency. Exten-
sive experiments highlight DLCache's superior performance under various runtime settings, demonstrating

signi cant improvements in DLT data loading throughput, even amidst I/O bottlenecks. DLCache's CLRFU



data eviction policy further showcases its ef ciency by outperforming several commonly used strategies.

1.3.3 Addressing Challenge 3 and 4: Enhancing DL Performance through Cooperative Scheduling

and Runtime-Aware Data Merging
In this work, we present a groundbreaking advancement in the eld of deep learning with the introduction of
CNDLSys, a state-of-the-art serverless, cloud-native platform explicitly designed for managing large-scale,
batch-deployed DL tasks, targeting to addr€ssmllenges 3 and 4 At the core of CNDLSys lies a unique
approach aimed at optimizing data loading ef ciency, a crucial determinant of the overall performance of
DL tasks. The cornerstone of CNDLSys is the implementation of a Cooperative job Scheduling and dataset
Placement (CSP) strategy. This strategy signi cantly enhances data locality for batch-deployed DL tasks,
reducing network congestion and latency, thereby boosting the throughput of the system as a whole. Further
enhancing CNDLSys's capabilities is the introduction of the innovative Runtime-aware Online data Merging
and Loading (ROML) method. Designed to address the challenges posed by a multitude of small les typical
in DL applications, ROML consolidates these into larger, xed-size data blocks, signi cantly improving
system performance and optimizing data loading throughput. In summary, CNDLSys offers a pioneering
approach to large-scale, batch-deployed DL tasks, with its two-pronged strategy of the CSP and ROML

methods signi cantly enhancing data locality and optimizing data loading.

1.3.4 Addressing Challenge 5: Techniques for Effective Anomaly Detection for Multi-variate Time

Series Data
The primary aim of this work is to tacki€hallenge 5by implementing a multi-variant time-series anomaly
detection framework, thus building a reliable and ef cient monitoring layer for the CNDL system. Specif-
ically, we introduce CondRealNVP, a comprehensive framework centered around a data-driven generative
approach for effective anomaly detection within high-dimensional time-series datasets. Our approach begins
by clustering multi-variant time-series KPIs from various machines based on temporal characteristics. Within
each cluster, a subset of machines is used to train anomaly detectors. The learned model then supports the
training process of other machine detectors using a transfer learning approach, ensuring the scalability of our
method in large server clusters. For individual machines' MTS anomaly detection, we employ a conditional
normalizing ow to discern anomalous temporal snapshots at the timestamp level within an unsupervised set-
ting. Our extensive experimentation on real-world server machine datasets has demonstrated the superiority
of our approach over several state-of-the-art congestion anomaly detection and diagnosis methods, particu-
larly in terms of Recall and F1-Score. Moreover, our method can employ a limited amount of data to transfer

the learned model to other machines, maintaining comparable performance to models trained from scratch



using larger datasets.

1.4 Dissertation Organization

The rest of this research dissertation is organized as follows: Chapter 2 discusses the systematic evaluation
of the impact of the K8s network module on cloud-native data-intensive applications. Chapter 3 presents
DLCache, our proposed solution for ef cient data caching in cloud-native deep learning workloads. In Chap-
ter 4, we present the CNDLSys platform and describe our strategies for enhancing deep learning performance
through cooperative scheduling and runtime-aware data merging. Chapter 5 presents our techniques for ef-
fective anomaly detection in multi-variate time-series data, crucial for monitoring the health of our CNDL
system. Finally, Chapter 6 concludes the dissertation, summarizing the contributions and indicating potential

future research directions.



CHAPTER 2

Systematic Evaluation of the Impact of K8s Network Module on Cloud-Native Data-intensive

Applications

2.1 Introduction

The performance of Kubernetes (K8s) networking forms a fundamental cornerstone in the optimization and
functionality of cloud-native Deep Learning applications. Given the demanding nature of these applications
in terms of computational resources, an ef cient and high-performance networking system is not just an asset
but a necessity. A key reason why K8s networking is crucial is due to the requirements of ef cient resource
utilization. K8s is a powerful orchestrator that coordinates and manages containerized applications across
multiple nodes. Yet, the prowess of its performance heavily hinges on the underlying network. Latency or
bottleneck issues in the network can result in sub-optimal resource usage and drag the overall performance
of deep learning applications. In the world of distributed deep learning, the exchange of data and model pa-
rameters between worker nodes during training forms an integral part of the process. This exchange requires
reliable inter-container communication, which is facilitated by the network infrastructure of K8s. High-
performance networking ensures rapid and consistent data transfer, which is paramount to maintaining the
speed and accuracy of model training in distributed environments. As we move towards more complex deep
learning models and larger datasets, the necessity for distributed and parallel model training becomes even
more pronounced. K8s facilitates this scalability but it is intrinsically reliant on the quality of its networking

for ef cient synchronization and communication between nodes.

Underpinning these aspects of network performance in a K8s cluster are key elements such as the Con-
tainer Network Interface (CNI), container virtualization, and network policies. The CNI is particularly in u-
ential as it de nes the communication pathways between the different pods within K8s. An appropriate CNI
plugin, chosen based on the speci ¢ requirements of the deep learning application, can signi cantly enhance
network performance. Container virtualization in K8s also plays a signi cant role. While this technology
allows K8s to ef ciently deploy and manage applications, the network performance can sometimes be ham-
pered by virtualization overhead. Techniques such as network function virtualization (NFV) and hardware
of oading can be employed to counter this overhead and boost network performance. Lastly, K8s network
policies, which dictate how pods communicate with each other and other network endpoints, can impact net-
work performance. Although these policies are essential for securing the cluster, they need to be properly

con gured to strike a balance between network performance and security.



In essence, to effectively deploy and operate cloud-native Deep Learning applications, it is imperative to
deeply understand and optimize K8s networking performance. The in uence of the CNI, container virtual-
ization, and network policies on the network cannot be underestimated and should be addressed in the system
design. In this research, our attention is concentrated on the comprehensive data transmission aspects within
the whole CNDL system. This not only includes the data streams utilized during the training process, which
can be both complex and vast in scope, but also takes into account the crucial cluster monitoring data. The
latter is an indispensable component of the system, which provides key insights about the ongoing processes
and potentially allows for proactive adjustments and performance improvements. Additionally, we are also
concerned with the communication data between various components within the cluster, an aspect that can
signi cantly in uence the overall ef ciency and performance of the deep learning work ows.

To facilitate an in-depth analysis of these data transmission aspects, we have opted to use a widely em-
ployed message middleware program, the DDS PerfTest application. This tool provides us with the capability
to generate simulated data streams that mimic realistic conditions in the cloud-native deep learning environ-
ment. The generated data streams allow us to measure the performance of the system under a range of
Container Network Interface (CNI) con gurations and application Quality of Service (QoS) settings. This
approach aids us in understanding how changes to these con gurations may affect the performance of a real-
world CNDL system. While it's essential to note that the speci c communication modes used in distributed
deep learning systems do not generally utilize DDS, their network layer communication methods share sig-
ni cant similarities. This means our observations from the DDS-based testing could hold valuable insights
for improving communication ef ciency in actual deep learning work ows. Moreover, DDS, with its role
as a real-time communication message middleware, serves as an ideal candidate for our testing because it
effectively isolates the in uences on performance that lie outside of the K8s network stack. This isolation
enhances the precision of our analysis, helping us zero in on the effects of the networking layer and bringing
us a step closer to the optimization of cloud-native deep learning systems. Speci cally, the research presented

in this chapter makes the following contributions:
1. It explores and analyzes a set of K8s CNIs deployed on a K8s cluster;

2. It presents a systematic set of experiments that quantitatively show the performance impact of K8s

CNIs on data-intensive applications with different QoS settings and payload lengths.

The rest of this chapter is organized as follows. Section 2.2 conducts a thorough exploration of K8s's net-
work stack and several common-used network plugins; Section 2.3 introduces our evaluation environment,
system con gurations, benchmark framework, and reports on the results of performance experiments; Sec-

tion 2.4 compares our work to related work; and nally, Section 2.5 provides insights, concluding remarks,
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and future work.

2.2 Qualitative Analysis of K8s Network Stack

In this section, we delve into K8s's network stack and its CNI plugin support to understand potential per-
formance bottlenecks in each implementation. K8s is an orchestration platform for deploying and managing
containerized workloads and services. It helps manage the applications by scaling up and down, performing
updates and rollbacks, self-healing, etc. The deployable unit of K8s is a pod that is essentially a collection
of one or more containers with shared storage and network. Containers in a pod share an IP address and can
communicate with each other over shared memory or localhost interface.

In a K8s cluster, every pod gets its own directly accessible IP address, and therefore does not require
users to deal with mapping ports between containers. The K8s networking model (Authors, 2020) creates
a clean, backward-compatible model where pods can be treated much like physical hosts. When they are
created, K8s pods get unreliable (i.e., nonstatic) IP addresses as they are dynamically assigned. Therefore,
pods are typically stitched to a K8s service that has a reliable IP address and a DNS name. Then, a K8s
service load balances network traf ¢ for the stitched backend pods. This model imposes the following funda-
mental requirements: (1) all containers can communicate with all other containers without Network Address
Translation (NAT); (2) all nodes can communicate with all containers (and vice-versa) without NAT; (3) the
IP that a container sees itself is the same IP that others see.

K8s provides a plugin model for network connectivity called the Container Network Interface (CNI),
which essentially constructs a at network address space where each node owns an individual network seg-
ment (a CIDR block). A CNI plugin enables every pod running on a physical node to have a globally unique
virtual IP address and eliminates the need for network address translation for pod-to-pod communications.
The most popular contemporary CNIs include Flannel, Kube-Router, Calico, WeaveNet, and Cilium. How-
ever, the latest implementations of Calico and Cilium do not support the ARM architecture, which we need
for our edge deployments; hence, this chapter focuses on Kube-Router, Flannel, and WeaveNet only.

CNI plugins can be implemented at the data link layer (L2) or network layer (L3). Flannel enables both
L2 (VXLAN) and L3 (Hostgw) backends, while Kube-Router and WeaveNet are implemented at L3 and L2,
respectively. Figure 2.1 provides an architectural comparison between these technologies described below.
We rst introduce theHost-mode which is a native networking solution in K8s and is used as the baseline
setting for understanding the overhead of CNI network plugins reported in Section 2.3 and then delve into

the details of each CNI.
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Figure 2.1: Architecture Comparison of K8s CNIs

2.2.1 Host-mode

Host mode is a native networking option in K8s allowing pods to share the host's network space. Therefore,

it does not require installing any virtual network plugins; rather it establishes connections between containers
using host IP addresses. This implies that users have to deal with port con icts when running multiple
containers on the same host. Moreover, since the Host-mode completely exposes the host network space to
containers, any pod can sniff and manipulate the network traf ¢ of other containers. Therefore, it is regarded
as an insecure solution alone, but the security issue can be compensated by leveraging DDS Security that
can protect applications from unauthorized access. Host-mode is the best option for performance (Suo et al.,
2018) (Yu et al., 2016) because it directly uses the host's network interface and hence its performance is

adopted as the baseline in this chapter.

2.2.2 Flannel

Flannet is the most straightforward and mature K8s CNI (Zeng et al., 2017). The Flannel network fabric is
established and controlled by a daemon process caltetld, which is responsible for 1) installing tunnel
devices (interface and bridge) on the host machine and maintaining the network con guraticstagi{a
distributed key-value store running on K8s master node); 2) allocating and managing IP address resources for
pods; 3) emulating the ARP protocol and populating the host ARP table; and, 4) querying routing information

(MAC, IP, VNI) when forwarding packets. Flannel can be paired with other backends (e.g., VXLAN and

Lhttps://github.com/flannel-io/flannel
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Host-gw) to meet the deployment demands on heterogeneous platforms and network environments. In terms
of security support, Flannel provides an experimental backend called Flannel-IPSec that encapsulates and
encrypts packets based on the Internet Protocol Security (IPSec) protocol.

Figure 2.1 shows the Flannel networking architecture on a single host when VXLAN and Host-gw back-
ends are used. Speci cally, the VXLAN backend creates an overlay on top of the underlying network based
on the VXLAN tunneling technique. It installs a network bridg@0 and a virtual interfaceannel.1 on the
host machine, where cniO bridges traf ¢ between the host-end virtual interface of VETH pair and annel.1.
When a sending packet arrives at the local annel.l interface, anneld queries etcd to obtain the destination
IP (physical) and encapsulates the packet into another UDP packet with the source and destination container
IP (virtual) in kernel space. The Host-gw backend uses peer hosts as gateways, writing routing rules between
source and target pods directly into the host's iptable ensuring that there are no in-kernel packet wrapping
and unwrapping operations during communication which is required by the VXLAN option. The Host-gw

backend incurs less overhead, but the L2 interconnection between nodes is required.

2.2.3 WeaveNet

WeaveNef fully emulates an L2 network whose topology is built by application-level virtual routers located

on the userspace of each host. WeaveNet routers set up full mesh TCP connections and synchronize routing
information based on spanning tree and gossip protocols. WeaveNet supports two encapsulation modes:
sleeve mode and fastpath mode. In the sleeve mode, it rst captures packets from the weave bridge (see
Figure 2.1), then forwards them to the virtual router in the user space to perform UDP encapsulation, and
nally sends them back to the kernel space for post routing. In contrast, the fastpath mode adopts open-
datapath (odp) of Open vSwitch (OVS) to wrap UDP packets with a VXLAN header in the kernel space,
and then routes packets based on the odp routing tables issued by the virtual router. Since the fastpath mode
has less context switches than the sleeve mode, it has been proven to earn better performance (Weaveworks,
2015), and hence is used in our analysis. Moreover, a distinctive feature supported by WeaveNet is unicast-
based multicast, which means that containers are able to send multicast traf c which is then propagated by the
physical network devices using unicast. Similar to Flannel-IPSec, the WeaveNet fastpath mode also supports
data encryption based on IPSec; the difference being that Flannel realizes this in the kernel, while WeaveNet

does so in the OVS VXLAN tunnel.

2https://github.com/weaveworks/weave
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2.2.4 Kube-Router

Kube-Router is a lean yet powerful K8s CNI designed for the sake of simplifying the K8s network fabric,
which can be seen from its architecture in Figure 2.1. Kube-Router constructs L3 virtual networks by de-
ploying an agent on each node. When operating in a single subnet, Kube-Router employs the internal Border
Gateway Protocol (iBGP) for exchanging routing and reachability information between pods. In the context
of BGP, a K8s cluster is regarded as an autonomous system (AS), and nodes within the AS act like routers that
form a full node-to-node mesh by advertising pod subnet CIDR to the rest of peers. To enable cross-subnet
pod-to-pod communication, Kube-Router offers both overlay (IP-in-IP tunneling) and underlay (BGP) op-
tions, where the IP-in-IP tunnel encapsulates a pod IP packet as the payload of host IP packet. Kube-Router
seamlessly integrates with out-of-the-box K8s functionalities, such as IP address management (IPAM), pod
networking, Network Policy, etc. However, data encryption is not yet supported and so security features need

to be implemented at the application or transport layer.

2.3 Performance Benchmarking of K8s CNI Plugins

In this section, we use the DDS as messaging middleware to generate data stream and evaluate its performance
when deploying in a K8s cluster along the dimensions of reliability, scalability, and security. Accordingly,

we aim to study the impact of K8s CNIs on DDS performance from different angles and propose deploy-
ment recommendations when different DDS QoS policies are used. It is worth noting that DDS uses UDP
as the default transport protocol because it meets the design concept of real-time systems; hence, the follow-
ing experiments employ UDP as the underlying transport protocol. The source code for the benchmarking
capabilities presented in this chapter are availabhgtps://github.com/doc-vu/K8sDDS , Which

provides the experimental apparatur for examining the validity of our experimental approaches and results.

2.3.1 Experiment Setup

The K8s cluster for our experiments is composed of one master node and 10 worker nodes. The master node
is equipped with quad-core Intel i7-2600 3.40 GHz processors, 4GB RAM. Worker nodes are composed of 10
Raspberry Pi 3 Model B boards that each have four ARMv71 1.20 GHz processors and 1GB RAM. All worker
nodes are connected to a 100 Mbps LAN and we use the default MTU size (1500 bytes). We installed Ubuntu
20.04 LTS (64bit) and Raspbian 9 (32bit) OS on the master and worker nodes, respectively. We used Docker
19.03 and K8s 1.19 for container runtime and orchestration, respectively. The versions of CNI network
addons used were: Flannel 0.11.0, WeaveNet 2.6.5 and Kube-Router 0.3.0. We leveraged the RTI Connext

DDS v6.0.1, and its test harness called PerfTest v3.1 (Innovations, 2019) for benchmarking applications and

Shttps://github.com/cloudnativelabs/kube-router
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to measure latency and throughput with various con gurations. To obtain optimal performance results, the

OS network performance was tuned based on recommended con gurations for RTI Connekt DDS.

Figure 2.2: Architecture of KBsDDS Benchmark Framework

2.3.2 Automated Experiment Platform

To reduce manual efforts of setting up the cluster and evaluating heterogeneous CNIs and DDS con gurations,
we developed an automated benchmark framework as shown in Figure 2.2, which is an out-of-the-box tool
that can help DDS users to make CNI selection and con guration decisions under speci c use cases. The K8s
auto-deployer in the gure accepts a custom deployment pro le, then automatically carries out the following
tasks in sequence: (1) initialize the K8s cluster; (2) install CNI plugins; (3) deploy Perftest pods, DDS-CDS
Deployment, and Resource Metrics Monitor Deployment on the cluster. The functionality of each component

is described below.

» A Perftest pod is a containerized Perftest benchmark application compiled with Connext DDS, which
can be pro led as either a publisher or subscriber. It exposes a rich set of con gurable DDS QoS
policies and run-time experimental options allowing users to emulate heterogeneous use cases. Unlike
broker-based service discovery mechanism in centralized messaging middleware, Connext DDS does

so with multicast.

» The Cloud Discovery Service (CDS) is an external DDS infrastructure service used for discovery when

multicast is not supported by the network infrastructure, such as K8s CNiIs.

« Resource Metrics Monitor is a K8s built-in metrics server that is deployed as a K8s Deployment.

It collects container CPU/memory usage information from a Kubelet (a K8s agent running on each

“https:/lgithub.com/rticommunity/rtiperftest/blob/master/srcDoc/tuning_os.rst
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node) and exposes them to K8s API server, which are then accessible through Metrics API or the K8s

command-line tool, kubectl.

Although our experiments were conducted in an edge environment, the framework can be applied to a cloud-
based cluster as well.

Once the cluster is created, the DDS-PerfTest Manager generates performance test commands with a
given experiment pro le and executes them on pods using the kubectl tool. The manager then monitors the
experiment's progress and periodically gathers node resource usage from the K8s Metrics Server using the
"kubectl top” command. For DDS performance measurements, we deploy the containerized PerfTest (Inno-
vations, 2019) pub/sub application pods on worker nodes. For single pub/sub tests, a PerfTest container was
deployed on each Raspberry Pi board without any resource constraints. For multi-subscriber scenarios, we
deployed multiple containers on a Raspberry Pi and limited each container to use a single core. A PerfTest
application measures latency, throughput, and CPU usage internally, and reports execution summary through
standard 1/0 when completed. Each machine used in our testbed accommodates a single publisher or sub-
scriber pod in our experiments unless otherwise speci ed. By integrating the kubectl tool with the PerfTest
application, we can easily invoke and trace a performance test. For instance, the following commands show

an example of 1-pub/1-sub latency test:

1 nohup kubectl exec -t ./perftest_ cpp -pub -latencyTest -dataLen 1024 -
executionTime 120 -domain 1 -transport UDPv4 -nic ethO -cpu -noPrint --
perftest-pub0 > logs/perftest-pub0O.log 2>&1 &

s nohup kubectl exec -t ./perftest_cpp -sub -latencyTest -dataLen 1024 -
executionTime 120 -domain 1 -transport UDPv4 -nic ethO -cpu -noPrint --

perftest-sub0 > logs/perftest-sub0.log 2>&1 &

PerfTest has two operational modes: Latency Test and Throughput Test. In the throughput test mode, a
publisher sends data samples at a con gurable rate, and a subscriber calculates throughput by counting the
volume of received bytes and samples. PerfTest behaves differently in the Latency Test mode, where all
samples are marked as latency samples, and they are exchanged in a stop-and-wait manner between publisher
and subscriber. In each trip, speci cally the publisher enters into the wait state after sending a "ping” sample
until a responding “pong” is returned by subscriber. The Publisher computes the one-way latency from the
measured round trip time. This measurement method gets rids of the impact of system clock difference across
machines on latency accuracy and the interference of network congestion. We used the default con guration

of PerfTest unless speci ed. The following is an example command that we used for experiments:
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2.3.3 Evaluation Results

2.3.3.1 \Virtualization Overhead

To understand the feasibility of encapsulating DDS-based real-time applications as containers in K8s clusters,
it is worth investigating the performance overhead introduced by container virtualization. To this end, we
design two sets of controlled experiments once running a 1pub-1sub DDS application directly on baremetal
and once on containers with the Host-mode network.

Figure 2.3 shows experimental results with 1 publisher-1 subscriber over UDP unicast. The throughput of
containerized DDS application is about 6% lower than the performance on baremetal when sending payloads
that are smaller than 1KB. Previous studies Huber et al. (2011); Xavier et al. (2013) indicate that container
virtualization can lead to slight computation overhead for CPU-intensive applications, which is the case when
writing small messages at unlimited rate. For large samples, with network bandwidth becoming saturated,
the impact of container virtualization is negligible. Latency results indicate the end-to-end response time for
the two types of deployments in a zero-load network condition. The performance difference is smaller than
1.5% over 5 payload lengths. Overall, the impact of container virtualization is not detrimental to the real-time

property of DDS applications.

Figure 2.3: Performance overhead of container virtualization in Throughput and Latency Tests. Figure shows mean throughput and 90th
latency. Communication Pattern: 1pub-1sub. Publication rate: unlimited for throughput test and ping-pong mode for latency test. Reliability :
enabled, Batching: disabled. Test period: 120 seconds.

2.3.3.2 CNI-based Network Virtualization Overhead
Due to the drawbacks of Host-mode (security, portability, and resource isolation), CNI-based network solu-
tions are recommended for most K8s use cases. To quantify the performance overhead imposed by virtual
networks on DDS applications, we conducted throughput and latency tests with different CNI plugins.

DDS accomplishes reliable data transmission over unreliable (UDP) transport relying on application-level
heartbeat and acknowledgment/negative-acknowledgment (ACK/NACK) mechanisms. For the throughput

tests, the publisher distributes data samples at an unlimited publication rate. For a publisher that requests
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strict reliability, its DataWriter thread will block until receipt of an ACK signal from the subscriber that
con rms a message has been delivered successfully. Then the con rmed sample is deleted from the queue,
and DataWriter recovers to the writable state. In this experiment, the Reliable QoS is enabled the batching is
disabled.

Although the default WeaveNet MTU is 1376 bytes, we manually con gured it to 1438 bytes as it is the
maximum effective MTU that allows WeaveNet to work in its fastpath mode on our testbed. Flannel uses the
same MTU (1500 bytes) as the physical network interface when porting with the Host-gw backend, while
using 1450 bytes MTU in VXLAN mode. The MTU allowed by Kube-Router is 1480 bytes. The rest of the
experiments in this chapter also adopt the same MTU con gurations. The overhead ratios of each CNI on

throughput and latency compared to Host-mode are summarized in Tables 2.1 and 2.2, respectively.

DT (%) ayload(B)

64 256 | 1024 | 4096 | 16384
CNI
Flannel-VXLAN 456 | 444 | 41.3 | 8.4 2.9
Flannel-Hostgw 298| 284|246 | 0.3 -0.1
Kube-Router 28.1] 284|245 | 0.3 -0.1
WeaveNet 526 | 51.6| 495 | 155 | 2.8

Table 2.1: The throughput overhead of each CNI relative to Host-mode in percentage.

DL(%) ayload(B)

64 256 | 1024 | 4096 | 16384
CNI
Flannel-VXLAN 39.3| 37.8| 28.7 | 25.6 | 35.9
Flannel-Hostgw 16.5| 15.2| 13.1 | 18.8 | 27.7
Kube-Router 135| 12.6 | 9.8 19.1 | 30.3
WeaveNet 52.2| 48.7| 38.6 | 33.1 | 41.4

Table 2.2: The 90th latency overhead of each CNI relative to Host-mode in percentage.

Throughput results shown in Figure 2.4 and Table 2.1 reveal that CNIs that rely on VXLAN tunneling,
such as Flannel-VXLAN and WeaveNet, present notable throughput degradation over all payload lengths
due to the overhead of L2 encapsulation. WeaveNet's throughput is comparably lower than Flannel-VXLAN
suggesting the OVS VXLAN encapsulation in WeaveNet yields more overhead than the native VXLAN
implementation adopted by Flannel. Direct routing approaches like Flannel-Hostgw and Kube-Router obtain
similar throughput. Although the MTU of Flannel-Hostgw is 20 bytes smaller than Kube-Router, the impact is
negligible when the data frequency is unlimited. The overall trend indicates that the performance gap between
Host-mode and CNIs gradually narrows with the increase in payload size. The performance of L3 CNIis is on
par with the Host-mode when the bandwidth is saturated. Therefore, the extent of performance degradation

when running DDS applications in containers depends on the CNI used, payload size, and network load
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condition.

Figure 2.4: Performance comparison of different K8s CNI plugins in Throughput and Latency Tests. Figure shows mean throughput and 90th
latency. Communication Pattern: 1pub-1sub. Publication rate: unlimited for throughput test and ping-pong mode for latency test. Reliability:
enabled, Batching: disabled. Test period: 120 seconds.

For the latency test (see Figure 2.4 and Table 2.2), we notice that Kube-Router has around 3% better
latency than Flannel-Hostgw for messages that are smaller than 1KB indicating that Kube-Router spends less
time in encapsulating and routing packets. However, when the payload length is greater than 1KB, Flannel-
Hostgw performs better than Kube-Router, which is caused by the difference in MTU. For instance, a 16KB
message is chopped intq%e: 12 IP segments when using Kube-Router for pod networking, while
Flannel-Hostgw needi;lé%e: 11 instead. WeaveNet is slower than Flannel-VXLAN by 4.3%-12.9% over

ve payload lengths, which further testi es WeaveNet's data encapsulation strategy incurs more overhead.

2.3.3.3 Multicast vs. Unicast

Figure 2.5: Performance comparison of multicast/unicast-enabled CNils in aspects of throughput, pub pod CPU usage, pub host CPU usage,
pub host memory usage, and 90th ping-pong latency. The left four plots are produced by the same throughput tests. QoS settings: Reliable
QoS: enabled, Batching QoS: disabled, Transport: UDP. Payload length: 1KB. Test period: 120 seconds.

DDS supports reliable middleware-level multicast with both underlying unicast and multicast transports
in which case application performance and scalability is closely in uenced by the underlying transport mech-
anism. As such, this experiment investigates performance with unicast and multicast of each CNI in multi-
subscriber scenarios. DDS can leverage multicast for scalability with multiple subscribers. However, Weav-
eNet is the only K8s CNI plugin that emulates L2 multicast. With that, a user application sends multicast

packets to WeaveNet, and then WeaveNet disseminates the packets to multiple receivers using unicast. Other
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CNI plugins only support unicast, in which case, DDS takes care of sending data samples to multiple sub-
scribers.

In general, multicast is more ef cient when the same data needs to be sent to multiple subscribers. By
using multicast, the network bandwidth and CPU usage of publisher pod will be constant, regardless of the
number of subscribers. Therefore, a publisher with WeaveNet is expected to use less resources and performs
better than others when there are multiple subscribers. According to our previous experiments, Kube-Router
and Flannel-Hostgw are preferred over WeaveNet in reliable unicast communication. This raises the question
whether WeaveNet multicast can make up for the overhead yield from OVS VXLAN encapsulation, and thus
become a more promising solution in multi-subscriber use cases. For this experiment, we deployed each
pub/sub container on different nodes. In the throughput test, a single publisher continuously sends 1KB
workloads to 4/8/12 subscribers at an unlimited publication rate.

WeaveNet fully emulates layer-2 network supporting multicast, but incurs nontrivial overheads as shown
in Figure 2.5. The performance of WeaveNet-Multicast lags behind all other unicast solutions when there are
four subscribers, then exceeds WeaveNet-Unicast and Flannel-VXLAN in the 1pub/8sub use case, eventually
becoming the optimal CNI as the number of subscribers increases to 12. The throughput results in Figure 2.5
con rms that unicast throughput linearly decreases by the number of subscribers, while performance with
emulated multicast degrades at a relatively slower pace. In the throughput test, since the publication rate is
unlimited, the DataWriter is blocked once the writing buffer at the middleware layer over ows. Therefore,
the CPU usage of perftest process and publisher host are restricted to around 25% and 32%, respectively.
However, for WeaveNet-Multicast, the process of wrapping samples to individual subscribers takes place in
the Weave container, leading to incrementally increasing CPU utilization on the host. WeaveNet-Multicast ef-
fectively saves host memory due to its multicast functionality on the virtual network stack. The relatively low
memory usage and throughput of WeaveNet-Unicast are due to the overhead of OVS VXLAN encapsulation.

Recalling the description from the previous 1pub-1sub experiments, we compute one-way latency based
on the round-trip time, which prevents the in uence of system clock differences on the accuracy of latency
measurements at the nanosecond level. In an N-subscriber scenario, however, if all subscribers respond to
a latency “ping” sample, the publisher needs to prodé¢spong” samples, which will arti cially increase
the round-trip time of thé\y, “pong” as the previouN 1 responses have to be processed in a single-
thread, consequently resulting in inaccurate latency observations. Therefore, we measure the average one-
way latency over all subscribers by letting them return a single “pong” sample in a round-robin manner, such
that

1K
Lavg= R_alLi%N (2.1)
i=
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, WhereLjo is the one-way latency of the (i%N)-th subscriber and K is the total number of samples emitted
by publisher during the test. Also, since the underlying layer of WeaveNet-Multicast is unicast, it is rea-
sonable to compare its latency results with other unicast-based CNIs. According to Figure 2.5, the average
latency over all subscribers for WeaveNet-Multicast is greater than others, which means the delay introduced
by emulating multicast is non-negligible. In contrast, since considerable duplicated messages are cached in
the x-sized send queue in high traf c scenarios, unicast-based approaches obtain higher latency.

Overall, we conclude that performance in multi-subscriber scenarios is coupled with the number of sub-
scribers and the data frequency. For small-scale systems where a publisher has lower data frequency, unicast-
based CNIs are recommended; otherwise, WeaveNet-Multicast is more scalable and and therefore a better

option for high throughput and low latency use cases.

2.3.3.4 Security Support

Communication between containerized DDS applications in the K8s cluster can be protected at the middle-
ware layer (DDS Security extension), transport layer (DTLS), or IP layer (IPSec), where the security addon
and DTLS are de ned by the OMG DDS security model and IPSec is supported in some K8s CNIs. Given
that the differences between DDS Security plugin and DTLS have been well-studied in (Friesen et al., 2020)
and DDS Security plugin is more suitable for DDS-based systems, this section delves into the comparison
of DDS Security extension and IPSec approaches in a K8s deployment. Particularly, Flannel and WeaveNet
employ the Encapsulating Security Payload (ESP) protocol to secure IP packets, which is a member of IPSec

protocol suite.

Figure 2.6: Performance comparison of security implementations on application-layer(DDS Security plugin) and network-layer(Flannel-IPSec,
WeaveNet-Encrypt). Communication pattern: 1pub-1sub. Reliability: enabled, Batching: disabled. Test period: 120 seconds.

Authentication, integrity, data-origin authenticity, con dentiality, and access control are core foundations

of information security. The rst phase of secure communication is to establish mutual trust connection
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Figure 2.7: Performance comparison of security implementations on application-layer(DDS Security plugin) and network-layer(Flannel-IPSec,
WeaveNet-Encrypt) in multi-subscriber use case. Communication pattern: 1pub-4sub. Reliability: enabled, Batching: disabled. Test period:
120 seconds.

between participants. The DDS Security plugin does so with Public Key Infrastructure (PKI) framework. The
OpenSSL library (v1.1.1d for this experiment) is adopted for supporting diverse cipher suites and certi cate
exchange choices. The IPSec approaches in Flannel and WeaveNet instead rely on the Pre-shared Key (PSK)
authentication method and the Internet Key Exchange protocol.

For any received message, the DDS Security plugin and Flannel-IPSec rst examine the origin authentic-
ity and integrity of ciphertext by computing a 128 (for this experiment)/192/256-bit message authentication
tag using AES-GMAC. The tag length is 128 bits in WeaveNet. This ensures the packet is not damaged or
altered since creation time. In terms of data encryption, AES-GCM algorithm with either 128 (for this exper-
iment), 192, or 256 bits keys is supported by the DDS Security plugin and Flannel-IPSec. WeaveNet does so
with AES-256-GCM. However, Flannel operates IPSec ESP in tunnel mode that encapsulates and encrypts
whole IP packets, while WeaveNet encapsulates packets using OVS VXLAN and encrypts UDP datagrams
in ESP transport mode. Therefore, Flannel-IPSec protects the pod IP in transmission but incurs more encryp-
tion overhead. Overall, the effective MTU of WeaveNet on our testbed reduces to 1414 bytes due to 50 bytes
VXLAN and 34 bytes ESP cryptographic cost. Likewise, the effective MTU of Flannel-IPsec is veri ed at
1,423 bytes, including 20 bytes IP header and 57 bytes ESP overhead. Previous sections demonstrate Kube-
Router stands out in reliable unicast performance, thus it is used to build the pod network for this experiment
when evaluating the DDS Security plugin.

Compared to IPSec ESP, DDS Security extension decouples data integrity and con dentiality in a con-
gurable way and seamlessly knits into the current DDS Core architecture. The DDS payload sent on the
wire are encapsulated with the Real-Time Publish Subscribe (RTPS) protocol (Group, 2022), which con-

tains an RTPS header followed by a set of RTPS submessages. The submessage model de nes a variety
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of DDS built-in signals for enforcing QoS and realizing reliable communication over unreliable channels.
Particularly, serialized user data is de ned as a class of submessage called DATA. According to the hi-
erarchical structure of RTPS model, the DDS Security standard de nes three data protection kinds for user
data, RTPS Submessage, and RTPS message: SIGN, ENCRYPT, and@RIGIN_AUTHENTICATION.

They, respectively, correspond to the protection for data integrity, con dentiality, and source authentic-
ity offered by DDS Security. SIGN and ENCRYPT can be applied on all levels, and are compatible with
WITH_ORIGIN_AUTHENTICATION when securing RTPS Submessage or RTPS message. Moreover, DDS
Security allows users to de ne access control permission for every domain and topic, which are not available
in IPSec methods.

DDS Security provides a comparable data protection level as IPSec ESP when encrypting RTPS submes-
sages, sighing RTPS, and authenticating the origin of RTPS together, which corresponds to the SignWith-
OrigAuthRTPSEnNcryptSM test in Figure 2.6. With that, Kube-Router with DDS Security performs better
than Flannel-IPSec when sending messages that are smaller than 1KB but earns lower throughput and higher
latency for larger ones. However, the ne-grained data protection functions that are unique to DDS Security
plugin enable applications to plug tailored security options for a speci c domain or topic to avoid performance
overhead induced by unnecessary security operations. Although the ESP transport mode of WeaveNet IPSec
incurs lower encapsulation overhead than the tunnel mode in Flannel, the impact of VXLAN encapsulation
offsets the overall performance.

For multi-subscriber use cases, Figure 2.7 indicates DDS Security produces better throughput perfor-
mance than security provided by virtual networks. The reason lies in DDS Security ciphers only once when
transmitting samples to multiple recipients; in contrast, IPSec ESP has to repeat this process for each desti-

nation session, which is not scalable for one-to-many pub/sub communications.

2.4 Related Work

Performance assessment of pub/sub middleware have been conducted by many prior works under different
experimental settings. Pereira et al. (Pereira et al., 2018) propose a set of qualitative and quantitative di-
mensions for benchmarking l1oT middleware. They used a large dataset to simulate a smart city use case,
and evaluated the performance of two middleware platforms (FIWA&E oneM2M) from their proposed
benchmarking dimensions. Similarly, the quantitative analysis in Ahuja and Mupparaju (2014) presents per-
formance (throughput and latency) variation between Open MQ, Active MQ, and Mantaray MQ for different

message sizes. However, since the middleware they investigated are all broker-based, they learned publishing

Shttps:/iwww. ware.org.
Shttp://www.onem2m.org.
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and subscribing processes separately, rather than performing end-to-end tests.

In (Profanter et al., 2019), authors provided an overview of round trip time (RTT) difference of OPC UA,
ROS, DDS, and MQTT under different CPU and network load conditions. Dobbelaere et al.Dobbelaere and
Esmaili (2017) established a generic comparison framework based on the core functionality of pub/sub sys-
tems. Using this framework, they delved into qualitative and quantitative comparison of two commercially-
supported middleware: Kafka and RabbitMQ. To avoid interference from the network layer, they executed
their experiments on a single host with empirical application con gurations. Luzuriaga et al.Luzuriaga et al.
(2015) present an experimental evaluation of AMQP and MQTT in the context of unstable network condi-
tions. Their assessments are based on a simple one-to-one publish/subscribe scenario. Compared to these
works, we designed test cases based on real-life scenarios and provided users with more insightful guidelines
on selecting QoS policies to improve middleware performance.

Several efforts have studied the performance of DDS and K8s separately but we have not found any prior
work that studies DDS performance in the context of K8s-managed deployment. Related to DDS, exist-
ing efforts usually compare DDS with other middleware horizontally. For instance, (Chen and Kunz, 2016)
compares the latency, bandwidth consumption and packet loss of DDS, MQTT, CoAP and a custom UDP
application under a constrained wireless access network. Likewise, (Anusha et al., 2017) includes more
middleware protocols, such as MQTTSN, AMQP, and XMPP. The work in (Dizdaehal., 2019) surveys
multiple middleware protocols including DDS based on their primary characteristics and potential perfor-
mance issues on throughput, latency, and energy consumption. Similarly, (Profanter et al., 2019) focused on
DDS, ROS, OPC UA, and MQTT, and measured the round trip time of messages in different system states:
idle, high CPU load, and high network load. Compared to these efforts, we concentrate on containerized
DDS applications and analyze the performance from multiple perspectives: reliability, scalability, and se-
curity. Longitudinal studies, such as (Xiong et al., 2010) investigated three popular DDS implementations
comparing their architectures and performance. Our work uses the RTI Connext DDS, which is one of the
best-known DDS implementations and provides the most mature and thorough support for the OMG DDS
standards. In (Serrano-Torres et al., 2014), authors explored the overhead and side-effects of a variety of VM-
based virtualization methods for distributed systems using DDS. Compared to virtual machines, containers
are more lightweight and easier to be pro led, and thus better suited to resource-limited edge environments.
As such, our study presents detailed analyses of the impact of various network virtualization techniques on
containerized DDS applications.

Related to K8s, (Alexis, 2019) evaluated the performance of K8s virtual network plugins with multiple

transport protocols (TCP, UDP, FTP, HTTP, and SCP) in terms of MTU auto-detection, throughput, memory
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and CPU utilization. They used ipeffas the benchmarking application. Similarly, Suo et al.Suo et al. (2018)
conducted qualitative and quantitative analyses of container networks including Docker Overlay, Flannel,
WeaveNet and Calico. Their benchmarks comprised four domain-speci ¢ networking applications but did
not include DDS. Although scalability and security of the involved networking solutions were discussed
qualitatively, corresponding measurements of virtual network addons were not presented. There are edge-
based K8s distributions, such as K3sK3s (2023) and KubeEdgeKubeEdge (2023). Previous studiesFathoni
et al. (2019); Caetano et al. (2020) compared the resource utilization of these distributions over multiple use
cases. However, the performance of DDS containers on K3s and KubeEdge remains to be investigated, which
will be one of our future works. In addition, many popular distributed messaging systems have been deployed
on K8s. Javadekar (Javadekar, 2018), Donca (Donca et al., 2020) and the study in (HiveMQ, 2023) illustrate
the practice of deploying Kafka, RabbitMQ, MQTT, and HiveMQ on K8s.

The authors in (Zeng et al., 2017) evaluated the performance of Flannel, Swarm Overlay and Calico.
Their latency, and TCP and UDP throughput results reveal that Calico has the highest performance, and its
TCP throughput is close to host network. The purpose of (Buzachis et al., 2018) is similar to ours; they
analyzed the performance overhead of OVN, Flannel, WeaveNet, and Calico on CoAP and FTP applications.
In comparison, our work addresses several gaps in the aforementioned efforts: (1) we took application-level
QoS properties into account when designing experiments, such as DDS Reliable and BestEffort QoS policies
shown in Section 2.3; (2) we compared unicast and multicast performance of CNIs in multi-recipient scenar-
ios; and (3) we investigated the performance overhead of security operations implemented at the application

layer and network layer.

2.5 Conclusions
This chapter qualitatively analyzes the overhead of three mainstream K8s CNI plugins. Then, we evaluate
their performance by executing a systematic set of DDS benchmarking tests under a variety of workload
patterns and QoS con gurations. The automated benchmark framework presented in this chapter provides
users with an out-of-the-box tool to evaluate data-intensive applications, like DDS, performance on K8s
clusters.

Our experimental results reveal that there is no one-size- ts-all CNI recommendation when deploying
data-intensive applications on K8s clusters. The application performance on different CNls is affected by
system topology, QoS policies, and CNI con gurations. Speci cally, for deploying K8s-managed DDS ap-

plications, we provide the following take-home messages on choosing the appropriate CNIs.

1. From the point of view of performance only, the K8s Host-mode achieves the best performance across

"https:/fipert.fr/
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multiple scenarios, but it cannot isolate the container network space, which may lead to security issues.
However, the security issues can be resolved if applications can leverage application-level security
measures, such as DDS Security add-on. Also, it may require additional con guration efforts to avoid

port con icts.

. This chapter analyzed containerized DDS application performance on a hybrid-platform (ARM+AMD)
K8s cluster when integrating with Flannel, WeaveNet, and Kube-Router. DDS containers earn better
performance when using L3 CNI solutions, like Kube-Router or Flannel-Hostgw CNI, in reliable uni-

cast communication.

. Compared to the reliable mode, enabling DDS BestEffort QoS is a good practice to reduce latency and

L2 CNiIs show better performance improvement than Flannel-Hostgw and Kube-Router.

. Although WeaveNet is the only CNI that emulates L2 multicast, the overhead induced by VXLAN
encapsulation may offset the multicast's bene t when operating in small-scale clusters. But it promises
better scalability in large-scale multi-subscriber use cases compared to Flannel-Hostgw and Kube-

Router.

. To protect DDS packets from malicious attacks, the DDS security extension offers more exible and
ne-grained protection than IPSec approaches supported by Flannel and WeaveNet. In the 1-pub/1-sub
communication, DDS Security outperforms Flannel-IPSec and WeaveNet-Encrypt when the payload is

smaller than MTU, while incurs more overhead when sending large samples.

. In multi-subscriber use cases, DDS Security is the best practice for achieving high performance and
scalability. Our observation also indicates that Flannel-IPsec performs better than WeaveNet-Encrypt
in unicast communication. In addition, the DDS Security plugin prevails over IPSec solutions in multi-

subscriber use cases, thus delivering better scalability.

2.5.1 Scalability Discussion

The primary factors that affect scalability of K8s-based DDS applications are twofold: (1) the overheads

of K8s CNI on network protocol stack and (2) DDS communication pattern (unicast/multicast). Although

our experimental cluster was limited to 10 nodes, the empirical results indicate that L3 CNIs incur lower

performance overhead than L2 ones. Thus, it is reasonable to infer that the bene ts persist in even larger

clusters, which is also shown in Qi et al. (2020). As multicast is naturally more scalable than unicast in

multi-subscriber scenarios, the bene t of WeaveNet multicast is extensible to larger clusters.
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2.5.2 Limitations and Future Work

Kube-router and WeaveNet support K8s Network Policies that allow users to control traf ¢ ow at the IP
address or port level. It could impact the performance of data-intensive networking applications and poten-
tially be used in CNDL systems for avoiding networking congestion when many applications need to load

data from remote nodes. Our future work will focus on these evaluations.
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CHAPTER 3

Ef cient Dataset Management and Caching Strategy for Optimized Data Loading in CNDL

Environments

3.1 Introduction

With the rapid development of heterogeneous computational devices and accelerators (e.g., GPU, FPGA,
and TPU), computation is no longer the primary bottleneck of Deep Learning training (DLT) tasks. The
powerful computation capacity enables users/organizations to solve complex DL problems using a dedicated
computation cluster. The complexities, on the other hand, imply the models need to be trained using massive
datasets, which can be easily beyond the storage capacity of a physical disk. Network-based le system (e.g.,
NFS, HDFS) is a common solution to eliminate the need for disk space and reduce storage costs. However,
available distributed le systems are not designed for DL datasets, thus requiring users to make dataset
placement and preemption decisions based on available resources and DL workloads' resource pro les.

Alternatively, centralized cloud bucket storage (e.g., AWS S3, Azure Blob, Alibaba Cloud OSS) supports
on-demand data storage and access services. The cost of bucket storage is calculated based on the usage of
storage space, API requests, and data transfer volume. Since training a DL model needs to traverse the dataset
multiple times and every access to a data element corresponds to an API request, this would be prohibitively
expensive (e.g., 4 3=1k requests for AWS S3 (Services, 2023), ancdd®13=1k read operations for Azure
Blob (Azure, 2023)) when the dataset has a large number of small les. Furthermore, the API request rate
constraints issued by cloud providers hinder using cloud buckets as direct-access storage facilities for local
DLT jobs. For instance, AWS S3 supports a request rate of 5,500 GET requests per second per pre X in a
bucket, and the constraint is 500 requests per second for a blob in Azure Blob. To ensure models can directly
learn from datasets in buckets, data providers are forced to preprocess data les to a dedicated input format.
Also, it is time-consuming and expensive to upload massive small les to a bucket.

More importantly, since DL algorithms must wait for data to be available in GPU memory before training,
the 1/0 bottleneck and inherent network latency in network-based le systems and cloud buckets can easily
result in severe data stalls. As suggested in (Dryden et al., 2021) that 1/O takes as much as 85% of DL
training time, how to enable ef cient and robust data ingestion from data sources to DL applications so that
the computational device can always be in a saturation state becomes a fundamental challenge. Motivated by
the low-latency data access and high 1/0 throughput in memory, some efforts (Krichevsky et al., 2021; Kumar

and Sivathanu, 2020; Gu et al., 2022; Graur et al., 2022) build distributed cache systems by aggregating

28



memory from a set of machines. These systems clone data from external storage and cache the raw or pre-
processed data in RAM. Data elements are retrieved via local or remote cache hits during training. However,
given memory space is far smaller than disk, building a cluster that can accommodate large-scale datasets is
rather expensive.

DL frameworks (e.g., PyTorch (Paszke et al., 2019)) leverage multi-process (workers) data-loading and
prefetching mechanisms to reduce GPU waiting time. Therefore, /0 performance and concurrency level
are primary factors that affect training time. In-memory data storage guarantees high-performance 1/0, but
existing works do not use memory ef ciently. We regard that only the batches that data-loading workers will
load into memory in the recent future need to reside in the cache. And the DLT task can run smoothly if we
can timely refresh the cache on-the- y according to the data access pattern. On the other hand, current DL
frameworks and cache systems require users to decide the number of data-loading workers before training,
which might degrade performance or waste memory under improper settings.

In this chapter, we present DLCache, a dataset management and runtime-aware data-loading solution that
supports low-latency and high-throughput I/O requirements of DL training jobs in the setting where users
utilize cloud buckets as persistent data storage and a dedicated computation cluster for training. DLCache is
a cloud-native system that seamlessly integrates with the K8s ecosystem, allowing users and system main-
tainers to easily deploy, update, scale, and self-heal components. The architecture of DLCache comprises
four layers: (1) a control plane responsible for DLT job registration, dataset placement, and interactions
between the computation cluster and cloud buckets, (2) a metadata plane that manages job and dataset meta-
information, (3) an operator plane driven by a K8s Custom Resource De nition (CRD) controller, where a
DLT job and a Cache Worker that perform on-demand caching are wrapped in each CRD Operator, (4) and
a multi-tier storage plane that integrates the bene ts of cloud buckets, NFS, and local cache. The DLCache
system was evaluated on the Imagenet-ILSVRC and LibriSpeech datasets using a hybrid of 3 batch size con-
gurations and 6 simulated computation time settings. The experiments results demonstrate that, compared
to the PyTorch framework, DLCache exhibits a substantial improvement in data loading throughput, reaching
up to 147.49% and 49.62% enhancement for Imagenet-ILSVRC when there are 4 and 8 data-loading workers
and the presence of data stall. For the LibriSpeech dataset, DLCache achieved up to 156.67% and 39.70%
improvement under similar conditions. Due to the operation overhead, when there is no data stall, DLCache's
performance was found to be lower than that of PyTorch, with a maximum deviation of 3.03% and 7.74% for
Imagenet-ILSVRC, and 0.12% and 5.89% for LibriSpeech.

Generally, this chapter makes the following contributions:

1. We introduce DLCache, a comprehensive DL dataset orchestration system that enables ef cient de-
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ployment and high-performance data loading for cloud-native DLT jobs through a three-tier storage
and multiple data services, including dataset preparation, placement, and cost-aware least recently/fre-

quently used (CLRFU) data eviction.

2. We created a K8s CRD controller and operator to streamline the DevOps process for DLT jobs in
the cloud, while hiding the complexities of the underlying data services from user applications. This
approach enables users to de ne DLT jobs in a descriptive language, such as YAML or JSON, following

a pre-de ned schema. The entity where the DLT job is executed is referred to as a DLTPod.

3. We analyzed the causes of data stalls in the PyTorch framework and mitigated the waiting time by
implementing a runtime-aware best-effort caching mechanism. Each DLTPod is equipped with a Cache
Worker that dynamically loads data from NFS into the DLTPod's in-memory le system TMPFS by

monitoring the training process.

4. In order to optimize memory utilization, we enhanced the PyTorch DataLoader to dynamically deter-
mine and adjust the number of Datal.oader Workers based on real-time training performance and data

retrieval latency.

3.2 Background
3.2.1 Deep Learning Training and Data Loading
A DLT job iterates a dataset multiple times (called epoch) to train a complicated neural network model.
The dataset is randomly partitioned into a number of x-sized mini-batches in each iteration, and the model
gradually updates its trainable parameters via stochastic gradient descent (Robbins and Monro, 1951) toward
minimizing a loss function. People use GPUs and some accelerators to speed up computation-intensive ma-
trices/tensors operations in gradient descent and use CPUs for data loading and preprocessing. Depending on
whether the data items are labeled, DLT jobs can be categorized into supervised (e.g., image classi cation,
audio-text transformation) and unsupervised learning (e.g., time-series forecasting, anomaly detection). In
supervised learning, tHesamplelabeli tuple is created online or of ine by retrieving from an input data le
or a manifest le that maps a particular data item to its label. The tuples are sent into the model using a cus-
tom data-loading function or the data-loading utility in a DL framework. This chapter focuses on the PyTorch
framework as it is one of the most popular DL frameworks in recent years (Nguyen et al., 2019). We assume
users are familiar with theorch:utils:dataDatasetandtorch:utils:dataDatal. oaderprimitives (Contribu-
tors, 2019) and use them to construct the data pipeline.

In order to use the DataLoader, users must create a subclass of the Dataset class, where their dataset is

stored. The most important aspect of this subclass is the implementation_ofi¢hitgem_ function, which
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Figure 3.1: PyTorch DataLoader working principle

returns a trainablesampletargeti tuple for a speci c index in the dataset. The Datal.oader is then initialized
with the Dataset object. The initialization process begins by shufing and dividing the data item indexes into
batches, followed by wrapping an iterator that is responsible for iterating over the batch indexes and loading
the data. The DataLoader can either load the data sequentially in the main process or use multiple sub-
processes (workers) in parallel, depending on the DatalLoader con guration. This chapter focuses on multi-
process data loading as it can potentially reduce the GPU waiting time and speed up the training process.

Each worker has its own copy of the Dataset object and its own index queue, while the main process
maintains a data queue where the tensors returned by the workers are stored. Additionalpmifritieenory
feature is enabled, the main process spawns a pin memory daemon thread. The gure in the chapter (Fig-
ure 3.1) illustrates the working principle of the multi-worker DatalL oader. To retrieve a batch, the Datal. oader
selects a worker in a round-robin manner and puts a batch index into the worker's index queue. The worker
then retrieves the batch index, populates the requested batch by iterating the dataset iterator, converts the data
item into a tensor, and places it in the data queu@idfmemoryis enabled, the pin memory daemon thread
copies the tensor from the data queue to pinned memory for faster data transfer between the CPU and GPU. If
not, the main process directly pops the tensor from the data queue and returns it, with the CPU then copying
the tensor from RAM to GPU memory in a regular manner.

It is important to note that enablingin.-memorycan lead to better GPU memory utilization as more
data from different workers can be pushed into GPU memory quickly. The GPU waiting time is in uenced
by the time it takes for the workers to load the data and place it in the data queue, as well as the number
of mini-batches in the data queue when the main process tries to retrieve data. Additionally, the PyTorch

DatalLoader includes pre fetch factor parameter that determines how many mini-batches will be preloaded
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into memory at the beginning of each epoch.

3.2.2 Network File System and Temporary File System

NFSv4 is one of the most mature and popular distributed le storage systems that follows a client-server

architecture. It is essentially a protocol that allows clients to access les stored in NFS servers over the

network as if they reside on the local machine. An NFS client can expand the local storage capacity by
mounting to one or more remote NFS servers. One of the major advantages of using NFS in a DLT system
is that we can easily clone data les to a designated server where the corresponding application is located,
thus eliminating the network latency during data transmission between nodes. In our setting, cloud buckets
and the miss handling mechanism make up for the fault-tolerance limitation of NFS. Moreover, the cluster

obtains larger usable storage space without data replication.

3.2.3 Kubernetes Operator

A K8s operator comprises two main components: Custom Resource De nition (CRD) and Operator Con-
troller. In K8s API, a resource is an endpoint that stores a collection of API objects of a certain kind. The
default K8s installation contains many built-in resources, such as Pod, Service, Deployment, etc. To ful ll
particular requirements not supported by the standard K8s distribution, K8s started allowing users to add
custom resources by creating CRDs since the V1.7. Once a CRD is created, it can be operated like any other
native K8s object and use all K8s features. The newly created CRD is saved into K8s's internal database
ETCD but does not affect the cluster until a corresponding Operator Controller is launched. More speci -
cally, K8s architecture contains a native Controller, a routine running in a K8s cluster that watches for create

/ update / delete events on resources, and triggers a Reconcile function to update the object status to the
expected state. Likewise, users must create the Operation Controller for the newly created CRD, usually
deployed as a separate Pod on the cluster, to manage the custom resource. In the context of DL training
platform, wrapping a DLT job as a K8s Operator allows users to concentrate on the application regardless
of underlying supportive functions. For instance, the Operator Controller can implicitly make the DLT job

placement decision based on cluster resources and add other needed built-in API objects into the CRD.

3.3 Design of DLCache

In this section, we rst brie y introduce the work ow of the DLCache system, then get into the details of each
component. Figure 3.2 illustrates the contours of the DLCache system, which is composed of four layers:

a control plane, a metadata plane, an operator plane, and a storage plane. Given the system is integrated

with the K8s ecosystem and a job is deployed as a K8s CRD DLTPod, users are required to provide a
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Figure 3.2: DLCache Architecture (shaded blocks are our own developed components)

container image that encapsulates the DL application and write a YAML le that contains some properties
de ned in DLTPod speci cation. We assume all data sources reside in external cloud storage, and they are
accessible with valid security tokens and object keys provided by users. Users can use the K8s' command
line tool kubectl to deploy a DLTPod. In the backend, the K8s API server parses the deployment request and
invokes the Operator Controller to nalize the substeps of the deployment operation. A job is deployable if
the associated dataset is smaller than the sum of free and preemptible storage space in the cluster. Once a
DLTPod is deployed, the side-car container Client in DLTPod sends a registration request to the Manager
for generating dataset preparation decisions. The actual data cloning and extraction operations are conducted
by Manager-Workers deployed on each worker node. The Client container noti es the DLJob container to
start executing the application when it gets the response from Manager that the dataset has been successfully
cloned on the NFS cluster. In the training phase, the Client coordinates with the DLJob to transfer data from
NFS to the TMPFS cache, release used data in the cache, and track the life stage of data chunks in NFS. Next,

we dig into the detailed functionalities of each component.

3.3.1 DLTPod Operator Controller

In the K8s ecosystem, a custom resource like DLTPod is stored in ETCD as structured data when the CRD
is created but becomes active only after associating with a Controller. The latter ensures the CRD's current
state is always in sync with the desired state. Regarding DLTPod, the declarative API only exposes the
elds related to the DLJob, while other supportive components are internally created by the Controller. This
design isolates users from the complexities of underlying work ow and communication. We integrate a job

scheduler module in the Operator Controller. The Scheduler is responsible for making the DLTPod placement
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decision by analyzing the current dataset distribution and remaining resources across the cluster. Intuitively,
we prefer to deploy an incoming DLTPod on the node that satis es the following requirements: (1) available
computation resources (e.g., GPUs) can satisfy the declared resource requests; (2) have as many data blocks
as possible belong to the associated dataset; and (3) have as much free disk space as possible. Therefore, we
aim to improve the opportunity of loading data from the local NFS server under the constraint of computation
resource requirements, which turns the latency from the network to disk 1/0. We compute a score for each
node representing how well the above conditions are met. Assuming that coaainsk data blocks of the

dataset belonging to joh K of the D data blocks in the dataset already exists in the cluster, and the ratio of

the available storage space of nade the total available spaceds Then we regard the score of noden

job jis:

k+a(D K)

S (3.1)

scordi; j) = I(i;j)+

, Wherel (i; j) is a binary indicator signifying whether the available computation resources oni reage
satisfy job j's requests. The job is deployed on the node with the highest score, and we write the node

sequence into a Con gMap, which will later be used as the dataset placement strategy.

3.3.2 DLTPod CRD
DLTPod inherits the speci cations of K8s native Pod; therefore, all elds for Pod are supported by DLTPod.
We utilize K8s Secret to store the user's credential information so that they do not need to be hard-coded or
stored in the DLJob container, which reduces the risk of exposing con dential data. Containers in DLTPod
are associated with a K8s Con gMap, NFS Volumes, and a TMPFS (RAM-backed lesystem) Volume. They
are automatically created by the Operator Controller when the DLTPod is deployed. The user-provided data
source information is saved in the Con gMap, then mounted as a referral resource to containers. An example
of running a speech-to-text application on the LibriSpeech dataset using DLTPod is shown in Figure 3.3. The
datasource section involves the pre xes of data object keys in the cloud bucket. For supervised learning jobs,
if the samples and targets are individual les, like in the LibriSpeech example, users must provide a manifest
le that speci es the mappings from input samples to corresponding targets. In other cases, it is optional to
use the manifest eld depending on whether it is needed for mapmiag pletarget tuples while loading
data.

Compared to PyTorch's Dataset class, DLJobDataset adds the function of handling data missing in cache
and NFS. DLJobDataloader interacts with the Client through ZeroMQ (Hintjens, 2011) inter-process com-
munication channels to accomplish cache management. In addition, DLJobDataLoader does not need users

to specify the amount of data-loading workers but can automatically tune the value by comparing the training
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1 apiVersion: dljob.io/vlalphal

> kind: DLTPod

s metadata:

4 name: librispeech
namespace: default

s Sspec:

7 secret:

8 name: <s3_ secret_credentials>
g jobs:

10 - name: speech2txt

11 image: <image url>

12 command: ['bash"]

13 datasource:

14 name: LibriSpeech

15 bucket: <bucket name>

16 keys:

17 train:

18 samples:

19 - LibriSpeech/train/wav
20 targets:

21 - LibriSpeech/train/txt
22 manifests:

23 - LibriSpeech/train/manifest.csv
24 resources:

25 limits:

2 nvidia.com/gpu: 1

Figure 3.3: Example: DeepSpeech job de nition using DLTPod

time and data-loading latency. Since we identify data blocks by their location and content hash value (which
will be explained later), the Client will generate a digest le that maps user-known data object keys in the
cloud bucket to local le paths in the formatnfs serverip/contenthashvalue The DLJobDataset will au-
tomatically load this digest le as class attributes because users might need the information when retrieving

data items.

3.3.3 Manager

Once a DLTPod is deployed, the Client container is automatically started and connected to Manager's gRPC
server. The Manager is deployed as a K8s Deployment and exposed in the cluster through a K8s Service
with a ClusterlP. The Client calls the job Registration service to forward cloud credentials secret, data source
information, node scores, and resource pro les to the Manager. The Manager then saves this information
into MongoDB as the job's metadata and noti es Manager-Workers running on designated nodes to prepare
datasets. The Manager-Workers communicate with the Manager through gRPC channels and are responsible
for downloading and extracting data les. They are deployed as a K8s Daemonset over the cluster, essentially
some Pods that mount the local NFS server's mount point on each node. Therefore, there is no redundant

data transmission within the cluster while preparing datasets.
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Dataset PreparationThe Manager orchestrates Manager-Workers to perform data preparation according
to node scores computed by DLTPod Operator Controller. Before downloading a data le from the bucket,
the Manager will check whether it is available on the NFS cluster by querying its content hash value in
MongoDB. Some cloud bucket services provide data objects' content hash, such as the Entity Tag (ETag)
attribute for objects in S3. Otherwise, we generate such an Etag using the hex digest of the SHA-256 hash of
the rst 1MB of content. The reason for setting the constraint is that directly reading a large data le might
over ow the memory and prolong the data preparation time. The path of data les on the NFS cluster is in
the format of=nfsserverip=ETag NFS servers are sequentially selected following the descending order
of node scores. A new NFS server is chosen if the current node's storage is exhausted. This locality- rst
strategy ensures that, at much as possible, data resides on the same node of the DLJob. If the dataset is
(partially) available on the cluster and no active job is used, we redistributed the dataset following the node
score sequence. However, suppose multiple DLJobs share the same dataset and cannot deploy on the same
machine due to resource limitations. In this case, we do not rebalance the dataset distribution as it might
interrupt ongoing jobs. Note that the minimum manipulation unit in the system is ETag which points to an
individual le or a decompressed folder.

Since data providers typically compress data into several compressed les to reduce the data sharing cost
and save uploading time, the Manager-Worker detects the compression format automatically, then downloads
and decompresses them using the pigz (Adler, 2015) parallel decompression technique. We preserve the le
tree structure if the compressed le is initially a folder. If a data chunk is available on NFS but does not locate
on the node decided by the Manager based on node scores and has no associated active job, the Manager will
move it to the targeting node. We measure the total time of downloading and extracting a data object, called
the cost of the data object, which will be an essential criterion when making the data eviction decision.

Cost-aware Data EvictianWhen a job is completed, its dataset will not be immediately deleted as it
might be used by other jobs in the near future. Instead, we perform cost-aware data eviction when the cluster
is out of storage. Before applying the eviction policy, it is essential to select candidates that are eligible to be
deleted. We regard a data block can be deleted if it is not used by any active jobs and has passed its cool-down
period. The DLJobDataloader invokes a daemon process to cool down used data blocks after every epoch,
but the process will be terminated when a new epoch is started. A data block gets into the inactive state after
all epochs have been down and the coll-down period has expired.

Traditional cache eviction policies, such as Least Recently Used (LRU), Least Frequently Used (LFU),
and Least Recently/Frequently Used (LRFU) (Lee et al., 2001), leverage historical references to project the
possibility that data blocks will be used in the future but neglect the cost of re-downloading and extracting the

deleted data blocks, which signi cantly affects the data preparation time. Therefore, we introduce the Cost-
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aware LRFU policy. LRFU combines the LRU and LFU policies. It quanti es the likelihood that a data block
(represented by an ETag) will be referenced in the near future by summarizing the in uence of the recency
and frequency factors of a block's past references, representing the Combined Recency and Frequency (CRF).

At a timetyase the CRF value of data blodkis calculated as:

k
CRR,.{(b) = é. F(thase o) (3.2)
i=1

, Whereb; indicates the th times reference of the blodkbeforety,se andF(x) is the weighting function
suggesting the contribution of a reference, and it decreases with time passirdpeltbe difference between

the current time and the time of a reference in the past, then

_ 1 step x
F= (3.3)

, Wherep is an attenuation factor that controls how fast the in uence decay with time passingtepd
balances how much LRFU is close to LRU and LFU. LRFU will become LF&téfpequals O. Likewise, it
gets closer to LRU istepis 1.

In the DLTCache system, we assume all data les in a dataset are hit at the same time when the job is
registered because the random data-access nature in the DL training process requires all data to be available
ahead of training. Therefore, for an incoming job, data chunks belonging to the same dataset have the identical
thase We further take the cost of each data bl@fk) into account when sorting tt@€RF,__ values. Simply
put, the Cost-Aware LRFU policy evicts data blocks following the ascending order ofGR#rvalues at

thase( rst criteria) and data preparation cost (second criteria).

3.3.4 Cache Management

Best-effort Caching As explained in Section 3.2 that PyTorch Dataloader improves 1/O performance by
overlapping the training time and the data-loading time, which essentially tries to make the data reside in
memory when the model needs them. Likewise, when using cache to improve I/O performance, we need
to ensure the data have been pushed into the TMPFS cache when DLJobDatal.oader workers attempt to
load them. In our implementation, DLJobDatal oader relays the succeeding index of the batch that will be
immediately loaded by workers to the Client through the ZMQ Pub/Sub socket. The Client puts received
messages in a separate queue and utilizes a daemon process to load data into the cache asynchronously. A
loader in the daemon process loads data along the inverse order of samples in the batch and is interrupted

when a new batch index is pushed into the queue, then starts processing the next batch. This ensures that
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as many samples as possible are forwarded into the cache and fully utilized. Particularly, we skip the rst
prefetchfactor numworkersbatches in each epoch if the dataset shuf e is enabled because loading them

at once can prolong the launching time of each epoch. In contrast, consecutive epochs can be overlapped
if the shuf e is disabled, and only the rsprefetchfactor numworkersbatches in the rst epoch are
missed. If a data item in TMPFS is not available when reading, we implicitly redirect the target le path to
that in NFS by wrapping the getitem_ function in the PyTorch Dataset utility.

Release CacheAt the beginning of an iteration in DLJobDatal oader, it sends the index of the last used
trained batch to the Client. Like the loading cache process, the Client maintains another daemon process
to delete data from TMPFS asynchronously. Since the main process of DLJobDatal.oader puts a new in-
dex into a worker's index queue only after it consumes one batch from the data queue, there are at most

prefetchfactor numworkersbatch of data residing in memory during the training time theoretically.

3.3.5 Adaptive Multiprocess Data Loading

The purpose of employing multiple workers for data loading in PyTorch's Datal oader utility is to parallelize
the loading and preprocessing of data so that data can be directly accessed from RAM or GPU memory (if
the pin_-memoryis enabled). Increasing the number of workers can increase the memory footprint and CPU
utilization of the loading process. In practice, users need to ne-tunedhgworkersparameter manually

to search for the optimal trade-off between data-loading speed and resource utilization. DLTJobDataloader
integrates an online approach to identify the optimal valuewhworkersautomatically based on real-

time measurements, as shown in algorithm 1. Assuming the request interval between consecutive training

iterations istreq and the fetching time (including the 1/O time and data processing time) for a single batch is

ttetch then to avoid data stalls, the number of workershould satisfyv tfet;“. However, ifw is greater than

tre
the number of CPU cores, the CPU cores will be oversubscribed and the workers will compete for CPU time.
This can lead to context switching, which can cause a decrease in performance. In addition, depending on the
batch size, a high value @ might over ow the RAM or GPU memorygin_memory= True€). Therefore,

the ultimate value afv should be subjected to CPU and memory constraints. The algorithm tunes the number

of workers evenB batches starting from an initial value, and stops afteX times.

3.4 Experimental Evaluation
This section includes three experiments that evaluate the DLCache system from several dimensions using

multiple datasets. Generally speaking, they answer the following question:

« Compared to the baseline that uses the PyTorch framework for data loading, can DLCache improve the

data loading throughput under heterogeneous hardware and workload con gurations?
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Algorithm 1: Tune thenumworkersKnob
Data: the initial value olnumworkers w, current average data fetching tintesc, current average
interval between consecutive training iteratiof;, the number of CPU cores on the
machine:numcores and the memory usage upper boumem;
Result: Add or remove active workers;
1 Shut down inactive workers;

T
2 w°= min(d {zghe, numcores;

3 Average memory usage per WorkBEMygrker = ol
4 if memyorker  WO> memp then
5 | wo= bmeme
MeMyorker
6 end
7 D=w w;
gfori=0;i<jb;i=i+1do
9 Spawn a new worker procesddf> 0, pause a worker process (stop putting index into its index
queue) ifD< 0;
10 end

11 Putprefetchfactor number of batch indexes into each new workers' index queDe-ifo;
12 Adjust the dataloader prefetch index to ensure there are atwfospre f etch factor outstanding
batches in RAM.

« Can DLCache automatically nd the optimal number of data loader workers for a given workload?

« Can DLCache's cost-aware data eviction strategy reduce the data preparation time when executing a

series of DLT jobs in a resource-constrained environment?

3.4.1 Experiment Setup

Hardware and Software: The experiment environment comprises four Intel(R) Xeon(R) CPU E5-2686 v4
AWS EC2 instances; each is equipped with 8 2.30GHz vCPUs, 32GB RAM, and a 512GB SSD. They are
connected via a 1.0 Gbps LAN. NFSv4 servers are installed on the nodes without space limitation. We set
up a K8s (v1.17.6) cluster across the nodes and used Flannel for the container network plugin. Note that our
experiments aim to justify the bene ts of DLCache on data loading rather than the actual training process;
therefore, we simulate the computation time using a sleep function. This setting allows us to verify whether
DLCache is adaptive to different hardware, model con gurations, and workloads. In addition, we employ
PyTorch v1.12 for implementations of testing applications and the DLJobDataset and DLJobDatalLoader
bundle.

Workloads and Datasets: The simulated workloads of the rst two experiments are an image classi-
cation model and a speech recognition model, which are trained on the ImageNet-ILSVRC (Deng et al.,
2009) (136GB in total) and the LibriSpeech (Panayotov et al., 2015)(105GB in total) datasets, respectively.
According to the latest benchmarking results (Lambda, 2023) of a variety of modern GPU devices, the train-

ing throughput of the ResNet50 (He et al., 2016) model ranges from 500 to 4000 images/s. Likewise, the
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recent work (Zhao et al., 2022) spends 38 hobet¢h size= 256) to train a speech recognition model on
LibriSpeech for 100 epochs using 8 Nvidia V100 16GB GPUs. Based on these practical observations, we
simulated a bunch of training time (from 0.5s to 3.0s) under different batch sizes (from 128 to 2048).

Due to storage capacity limitations, a dataset may be (partially) removed from the system if it is not
bound to any active job and new jobs are requesting resources. Consequently, if this dataset is used again in
the future, the DLT job has to wait for the dataset to be re-downloaded. In the real world, different DLT jobs
might have different preferences or frequencies for reusing a dataset. We summarize four types of datasets:
one-time-use datasets, reuse-oriented datasets, partially-reused datasets, and temporary-shared datasets. The
one-time-use datasets are used by DLT models that are typically trained only once and then deployed. Reuse-
oriented datasets usually appear in use cases, such as ne-tuning pre-trained models, hyperparameter tuning,
or boosting algorithms. Partially-reused datasets are common in scenarios where models are trained on a
mixture dataset composed of part of the old dataset and some emerging new data, such as model drift cor-
rection, updating a classi er for new classes, rebalancing class distribution, and continuous learning models.
Temporary-shared datasets are similar to one-time-use datasets but shared by multiple training jobs simul-
taneously. They are usually used in multi-task, multi-view, or ensemble learning scenarios. In the third
experiment, we assume the described four types of datasets map to a private traf c mobility dataset Traf-
clnrix (96GB in total), ImageNet-ILSVRC, a network traf ¢ dataset CSE-CIC-IDS2018 (Sharafaldin et al.,
2018) (6.89GB in total), and LibriSpeech, respectively. We set the reuse times for ImageNet-ILSVRC to 1,
3, and 5, and the number of Jobs sharing LibriSpeech and the number of reused old data les in CSE-CIC-
IDS2018to 1, 3, 5, 7. Moreover, we set 10 storage stress levels ranging from 160GB to 260GB. Therefore,
there is a total of 480 combinations of system-level and job-level con gurations. For each con guration, we

randomly sample the sequence of the jobs 50 times, yielding 24000 workload patterns.

3.4.2 Evaluation Results

In experiments 1 and 2, each test loaded 100 mini-batch data and was repeated three times on three worker
nodes in our cluster. Since the size of both datasets is smaller than the disk capacity, DLTPod can load the data
directly from the mount point of the local NFS server, so the loading process does not go through the network.
We report the average data loading throughput (excluding the simulated computation time), the throughput
improvement ratio, and the average number of samples resident in cache. Note that the cache usage is
determined by dividing the number of samples present in the cache prior to each cache release operation by
the corresponding batch size; therefore, the maximum value woytdddfeetch factor numworkerst+ 1,

indicating the highest cache utilization during the test. For experiment 2, we additionally present how the

decidedhumworkerschanges over the simulated compute time under different batch size settings.
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Figure 3.5: Data loading throughput improve-

Figure 3.4: Data loading throughput ment Figure 3.6: Cache usage

Figure 3.7: Compare DLCache and PyTorch performance on improving data loading throughput with numworkers= 4 (no auto-tuner) using
the ImageNet-ILSVRC dataset. The green line indicates where the data stall eliminates when the batch size is 512.

Figure 3.9: Data loading throughput improve- ; .
Figure 3.8: Data loading throughput megznt 9 ghput imp Figure 3.10: Cache usage

Figure 3.11: Compare DLCache and PyTorch performance on improving data loading throughput with numworkers= 4 (w/o auto-tuner) using
the LibriSpeech dataset. The green line indicates where the data stall eliminates when the batch size is 128.

Recall that enablingpin_-memorycan speed up GPU data access and thus potentially increase training
speed, but also increases GPU memory utilization when there are multiple data loading workers. In Experi-
ment 1, we assume that the user has enablegithememoryfeature, and due to limitations of GPU memory,
the maximumnumworker can be set to 4. Moreover, we set thee fetchfactor to 2, and disabled the
automatic adjustment afumworkerin DLCache to observe if the online caching mechanism of DLCache
can improve the throughput. As shown in Figures 3.7 and 3.11, the throughput decreases with the increase
in batch size. The main reasons are: (1) the disk I/O speed is not fast enough to keep up with the increasing
demand for data; (2) loading and preprocessing the larger batch sizes increases the CPU overhead, causing
the data loading throughput to decrease. In addition, data stalls gradually eliminate as the increase of sim-
ulated compute time as expected because the data loader has suf cient time to prefetch data from disk into
memory. Therefore, the upper bound of data loading throughput ultimately depends on the data processing
time on CPUs. DLCache delivers similar throughput to PyTorch. On the other hand, if the computation speed
is very fast (e.g., 0.5s), the time for DLCache to transfer data from disk to cache will be shorter; therefore,
relatively fewer I/O operations can bene t from the cache. In contrast, DLCache signi cantly outperforms
PyTorch in the use cases where I/O is the primary bottleneck of data loading. As depicted in Figures 3.5

and 3.9, when evaluated under the established batch size con gurations, DLCache demonstrates an average
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