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meet the delity, retrievability, and fragility outcomes. The two baselines, however, are not
fragile, as indicated by the persistent watermark after each attack. . . . ... ... ... .. 20
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CHAPTER 1

Introduction

1.1 Motivation

Information hiding is a method of secure communication through strategic concealment and extraction. It is
a way to communicate while hiding the act of the intended communication in its entirety. A closely related
eld to information hiding is cryptography, which involves transforming readable data (plaintext) into an
unreadable format (ciphertext) to protect it from unauthorized access or alterations. This transformation is
typically achieved through complex algorithms and encryption keys, making the information readable only to
those who possess the corresponding decryption keys or methods. Cryptography and information hiding are
both used to secure information in an area known as information security (InfoSec), as shown in Figure 1.1.
Whereas in cryptography, outside parties are aware of the presence of secret information, in information
hiding, the presence of the secret is unknown. The discrete nature of information hiding is bene cial for many
reasons. For instance, with a cryptographic message, attackers know exactly where the desired information
is located. Given enough time and computation, the encrypted information may be deciphered by an attacker.
Additionally, an attacker can easily destroy the encrypted information, preventing even designated parties
from retrieving the data. These potential issues are mitigated by the art of information hiding. If an attacker
is unaware of the presence of secret information or the location of said secret information, it can neither be

cracked nor corrupted.

Figure 1.1: Information security sub-areas of research.

Information hiding to communicate has been a practice dating back centuries. The rst recorded instance
of steganography, a form of information hiding, dates back to Ancient Greece, where Histiaeus, a Greek ruler
of Miletus, would send secret messages by shaving the heads of his trusted servants, tattooing messages on
their scalps, and then waiting for their hair to regrow before sending them to deliver the message. This way,
the messages were hidden in plain sight, only to be revealed when the hair was shaved again, allowing for the

secure delivery of sensitive information without raising suspicion.



(a) Wax Tablet [1] (b) Heliograph [2] (c) Invisible Ink [3]

Figure 1.2: Steganography examples from throughout history. In (a), secret messages are written on wax
tablets prior to the application of the wax. In (b), heliographs re ect the sun's light to send messages. In (c),
invisible ink is only revealed with ultraviolet light.

As time passed, various other forms of steganography emerged, each utilizing the technology or materials
available at the time. For example, in ancient Rome, wax tablets were used to hide messages. These tablets
were made of a layer of wax on which writing could be easily inscribed and later erased, enabling the reuse of
the surface for new messages. Similarly, re beacons, which were visible over long distances, were sometimes
used to communicate messages through speci ¢ patterns of light, signaling different meanings based on the
arrangement or timing of the beacons.

Invisible ink also gained popularity in later centuries, particularly during times of war, as it allowed for the
transmission of hidden messages that were only visible when exposed to heat or special chemicals. Another
fascinating example includes the use of microdots, which were miniature photographs of documents that
could be hidden in plain sight, often placed on the period at the end of a sentence in a letter. Heliographs,
lamps, bugle calls, and coded patterns in scarves have also been used to send covert signals. Each of these
techniques allowed individuals to convey sensitive information without drawing attention to themselves or
the message, utilizing everyday materials [6].

Just as the need to covertly communicate has persisted throughout history, so too have people constantly
adapted to the technologies available to them to carry out this form of communication. From early physical
methods such as invisible ink, microdots, and coded signals to the digital age, the techniques used for infor-
mation hiding have evolved in response to advancements in communication and computational power. In the
modern era, the concept of information hiding has expanded signi cantly with the advent of digital technol-
ogy, particularly with the widespread use of the internet and multimedia formats. Mediums that are easily
modi ed and quickly disseminated, such as images, audio les, videos, and text, serve as ideal carriers for
concealed messages, allowing covert communication to occur at an unprecedented scale. Digital steganogra-
phy techniques enable secret information to be embedded seamlessly within these mediums in ways that are

nearly imperceptible to both the human eye and standard detection methods.



This increased accessibility and ease of embedding have led to a rapid expansion in the ways secret com-
munication can take place. Not only have the mediums changed, but the techniques themselves have become
signi cantly more advanced, particularly with the emergence of deep neural networks and generative models.
Modern steganographic technigues leverage deep learning to automatically determine optimal embedding lo-
cations within an image or audio le, making detection even more challenging. Unlike traditional approaches
that modify speci c bits within a digital le, deep learning methods can adaptively distribute hidden infor-
mation across various features in a way that minimizes visual or statistical artifacts, increasing the robustness
and stealth of covert messaging.

While these advancements provide crucial tools for individuals seeking to communicate securely, such
as marginalized groups, whistleblowers, journalists, they also present signi cant security risks. Bad actors
can leverage information hiding techniques not just for covert messaging but also for malicious purposes,
including command-and-control communication in malware attacks [7], data ex Itration from compromised
systems [8], and even embedding harmful payloads within seemingly innocuous les [9]. This dual-use nature
of information hiding underscores the urgency of studying and understanding its capabilities, particularly as
emerging technologies such as arti cial intelligence continue to shape the eld. As such, we explore the role
of deep learning-enabled methods in information hiding, examining both their potential bene ts and their

implications for cybersecurity and information integrity.

1.2 Research Challenges

As the area of information hiding is constantly evolving, how can we stay ahead of bad actors when the
eld advances as rapidly as technology itself? The landscape of digital information hiding is not static—
new techniques emerge as new computational capabilities, architectures, and communication platforms are
developed. Unlike traditional cryptographic methods, which primarily focus on encryption and decryption,
information hiding techniques are highly medium-dependent, meaning they must adapt to the characteristics
of the digital environments they operate within. This dynamic nature makes the eld akin to a drop of water
rapidly expanding outward, branching in unpredictable directions as new vulnerabilities and opportunities
arise.

To effectively counteract misuse, defenders must maintain a deep and continually updated understanding
of information hiding methodologies, detection strategies, and sanitization techniques. This requires not
only recognizing existing forms of digital steganography and steganalysis but also anticipating how emerging
technologies might be leveraged for covert communication. A successful defense strategy hinges on three key
components: learning from past methods, adapting to present challenges, and predicting future threats—even

as the future remains highly uncertain and dif cult to de ne. The rapid evolution of adversarial techniques



demands a proactive approach rather than a reactive one.

Beyond understanding contemporary information hiding strategies, defenders must also remain informed

about broader technological advancements, particularly in the realm of deep learning. The rise of deep hiding

techniques, where neural networks are trained to conceal and extract hidden messages in highly impercepti-

ble ways, has introduced a new level of complexity. Innovations in generative models, adversarial training,

and multimodal Al have fundamentally altered the technological landscape. Large language models, for

instance, have not only transformed natural language processing but have also been repurposed for adver-

sarial use cases, including automated steganographic encoding and hidden command injection [10]. These

rapid changes necessitate a forward-thinking defense strategy, one that not only safeguards against currently

known hiding techniques but also anticipates novel ways in which adversaries may exploit emerging Al-

driven methodologies. The questions that this work seeks to answer are:

1.3

What strategies can be employed to prevent the covert transmission of information through deep

learning-based techniques?

How can we ensure the integrity of trained models and safeguard them against unauthorized modi ca-

tions or adversarial manipulations?

In what ways can adversaries leverage deep learning to bypass protective systems for intellectual prop-

erty (watermarking)?

How do different mediums (images, audio, text, etc.) affect defense mechanisms for information hid-

ing?

To what extent are our existing defense mechanisms resilient against adversarial perturbations, and

how can they be strengthened?

Research Contributions

To address some of these challenges, we focus on the following contributions:

< We introduce a novel, blind deep learning method for image-into-image steganography sanitization

using a variational autoencoder that is capable of sanitizing traditional, dependent deep, and univer-
sal deep hiding methodsThis chapter is adapted from “SUDS: Sanitizing Universal and Depen-
dent Steganography” [11] published in “ECAI 2023 — 26th European Conference on Atrti cial Intelli-

gence”.

< We introduce a novel, blind deep learning method for image-into-image and text-into-audio steganog-

raphy sanitization using a diffusion model that outperforms previous metfbéschapter is adapted



from “Sanitizing Hidden Information with Diffusion Models” [12] published in “ECAI 2024 - 27th

European Conference on Arti cial Intelligence”.

» We introduce a novel, blind visible watermark removal attack that utilizes morphological dilation and
inpainting that achieves up to a 50.8% improvement in watermark removal effectiveness compared
to state-of-the-art methodsThis chapter is adapted from “MorphoMod: Blind Visible Watermark
Removal with Morphological Dilation” [13] and has been submitted for review to “ICML 2025 -

International Conference on Machine Learning”.

* We introduce a trigger-based fragile model watermarking scheme to protect the integrity of image
transformation networksThis chapter is adapted from “Trigger-Based Fragile Model Watermarking
for Image Transformation Networks” [14] and has been submitted for review to “ESORICS 2025 -

European Symposium on Research in Computer Security”.

* We explore a novel application of formal veri cation to neural network malware classi cation (binary
and family) and identify meaningful perturbations for two different types of malware datasets (feature
and image) and classi cation types (binary and familfhis chapter is adapted from “Case Study:
Neural Network Malware Detection Veri cation for Feature and Image Datasets” [15] published in
“FormaliSE 2025 - Proceedings of the 2024 IEEE/ACM 12th International Conference on Formal

Methods in Software Engineering”.

1.4 Organization

The remainder of this dissertation is organized as follows. In Chapter 2 we introduce works related to infor-
mation hiding, steganography, and watermarking. In Chapter 3, we introduce a novel, blind deep learning
method for image-into-image steganography sanitization using a variational autoencoder called SUDS. In
Chapter 4, we build upon the work in Chapter 3 and introduce an improved version of image-into-image
steganography sanitization based on a diffusion model framework that is also capable of sanitizing text-
into-audio steganography. In Chapter 5, we introduce a novel, blind visible watermark removal scheme that
incorporates morphological dilation and inpainting. In Chapter 6, we focus on protecting the integrity of
trained models and introduce a fragile watermarking scheme for image transformation networks. In Chap-
ter 7, we explore a novel application of formal veri cation to neural network malware classi cation (binary
and family) and identify meaningful perturbations for two different types of malware datasets (feature and
image). Chapter 8 provides concluding remarks and areas for future work and Chapter 9 lists ongoing work,

current submissions, and accepted papers toward this dissertation.



CHAPTER 2

Related Work

2.1 Information Hiding

There are two main abstractions used for information hiding: 1) the prisoner's model and 2) the general
model. The prisoner's model is based on the classic prisoner's problem presented in [16] where two accom-
plices (Bob and Alice) in a crime have been arrested and placed in separate cells as shown in Figure 2.1.
These prisoners have been placed in the custody of a warden (Wendy) and are allowed to exchange messages
through agents of the warden. Bob and Alice must then nd a way to communicate with each other covertly
while being openly monitored by the warden. The problem then is to nd a way to communicate pertinent,
secret information through the provided communication channel while bypassing detection from Wendy. The
prisoners represent the parties involved in hiding and extracting the information, while the warden represents
any entity attempting to detect, disrupt, or intercept the hidden communication. The success of information
hiding in this context is measured not only by the ability to transmit the concealed message but also by the

inability of the warden to detect that hidden communication is occurring.

Figure 2.1: Prisoner's model of information hiding.

In the general model of information hiding, the focus shifts from the speci ¢ scenario of covert commu-
nication between two parties under surveillance to a broader perspective that encompasses various forms of
data concealment and protection in different environments. As shown in Figure 2éntiexlded object
such as a secret, watermark, or private data, is combined withier objecthat is used to conceal or cover
the embedded object. An optiorehbedding keis used to encrypt the embedded object prior to being em-
bedded in the cover object. This step, however, is not necessary for information hiding. Once the embedding

process is complete, the resulting object is known esrdainer While a steganalyst is included, this model



Figure 2.2: General Model of information hiding.

does not necessarily imply a hostile or surveilled setting. The embedded object can then be extracted from
the container using the extracting process and an optional extracting key.

The general model addresses the wider applications of information hiding in elds like digital water-
marking and copyright marking, as shown in Figure 2.3. While information hiding also includes areas such
as covert channels and anonymity, steganography and watermarking are the only forms considered in this

dissertation.

2.2 Steganography
Overview. Steganography is the art of hiding information in plain sight in order to discreettynunicate

[17, 18]. Deriving from the Greek words “steganos” (covered) and “gra a” (writing), steganography literally

Figure 2.3: Information hiding sub elds.



means covered writing. This area of information hiding is subdivided into two main methods: linguistic

steganography and technical steganography.

2.2.1 Linguistic Steganography

Null Cipher. Linguistic steganography utilizes the properties of written language to conceal messages.
Techniques include the use of invisible inks and null ciphers where innocent-looking text contains hidden
information discernible only to those who know the decoding method, as shown in Figure 2.4. In this ex-
ample, the rst letter of each work in the message is combined to reveal the embedded secret nidmsage:
location will be posted at ElIm and Bakex.null cipher is a versatile form of linguistic steganography where
seemingly ordinary text carries a hidden message that can only be deciphered by applying a predetermined
pattern or rule. These messages are often embedded using letter patterns, spacing variations, or subtle textual

anomalies that go unnoticed by an untrained observer.

Tomorrow's Hiking Event:
Look out carefully, arriving timely is obligatory.
Navigation will indicate landmarks; lakes,

(a) bridges, escarpments. Path opens south, towards
eastern dunes. Altitude tough. Evans lake meets
a narrow delta; Beckoning adventurers, kayakers,
explorers, rangers.

Tomorrow's  Hking  Event:
Look out carefully, arriving timely is obligatory.
Navigation will i ndicate | andmarks; | akes,

(b) bridges, escarpments. Path opens south, towards
eastern dunes. Altitude tough. Evans | ake neets
a narrow delta; Beckoning adventurers, kayakers,
explorers, r angers.

(c) THELocatioNwillbePostedAtElImandBaker

(d) The location will be posted at EIm and Baker.

Figure 2.4: A null cipher.

Semantic Steganography. This approach can also extend to semantic and syntactic steganography as well.
In semantic steganography, the meaning of words, phrases, or entire sentences is manipulated to convey
hidden information without altering the visible text itself. This technique relies on context, double meanings,

or prearranged code words to embed messages within seemingly innocent communication. Since the message



Message:
Hey, the weather looks great for hiking tomorrow. Make
sure to bring your gear, and we'll meet at the usual spot
in the afternoon. Looking forward to it!

Hidden Meaning
"Weather looks great" = The operation is a go.
"Bring your gear" = Bring the necessary equipment.
"Meet at the usual spot in the afternoon" = The planned
meeting location and time.

Figure 2.5: Semantic steganography example.

appears natural and coherent, it is dif cult to detect without prior knowledge of the encoding scheme, as
shown in Figure 2.5. To an unintended reader, this appears as a simple message, but to those who understand

the encoding scheme, it conveys critical information.

Syntactic Steganography. Syntactic steganography, on the other hand, embeds information through the
structure and arrangement of text rather than its meaning. This method may involve deliberate punctuation
choices, word order variations, or even grammatical inconsistencies that encode a hidden message while
maintaining readability. Unlike semantic steganography, where interpretation depends on understanding the
contextual clues, syntactic steganography relies on recognizing subtle patterns in sentence structure or for-
matting that carry hidden signi cance.

A common example of syntactic steganography involves hidden binary encoding through spacing vari-
ations. In Figure 2.6, the message appears normal, but the encoding method relies on differentiating single
spaces () from double spaces(). When interpreted as binary digits (whereepresents 0 and represents
1), the extracted sequence can be converted into ASCII characters, revealing the hidden hie&iatge
larly, variations in punctuation (e.g., periods vs. exclamation marks) or capitalization patterns could serve as

encoding schemes to embed covert information within seemingly ordinary text.

2.2.2 Technical Steganography

Technical steganography, on the other hand, operates by embedding information within digital or physical
mediums in ways that are imperceptible to the human eye or ear. This category encompasses a wide range of
techniques, from modifying digital media les to altering communication protocols and hardware behaviors.

While the techniques for technical steganography are vast, we include details of a few examples below.



Message:
(& We need to meet tomorrow at the park. Be sure to

bring the package for safe keeping.

(b) We_need__to__meet_tomorrow__at_the park. Be sure_ to
bring_the__package_for_safe__keeping.

" " (single space)

=0
" " (double space) =

1

@ o0, 11,0 1,0, 0,0, 0,1, 1, 0, 1, 0, 0, 1

(e) 01101000 01101001

Hidden Meaning
() hi

Figure 2.6: Syntactic steganography example.

Least Signi cant Bit (LSB).

One of the most widely studied methods is Least Signi cant Bit (LSB)

steganography, where secret information is embedded by subtly altering the least signi cant bits of pixel

values in an image or the amplitude values in an audio le. An image is composed of composed of pixels, or

a nite set of digital values in a two-dimensional array.

Figure 2.7: Image autopsy demonstrating the red, green, and blue color channels of a single pixel in an image.

While there are various models for representing colors in pixels, the RGB color model utilizes red, green,

and blue color channels. Each pixel of an image is then composed of three 8-bit values which represent the

intensity of each color, as shown in Figure 2.7. Here, the RGB value of the indicated pixel is RGB(160, 92,

10



(a) Original Image (b) Altered Image

Figure 2.8: A demonstration of the LSB method for hiding images. The original image 2.8a appears identical
to be the altered image 2.8b. The altered image shows the effects of ipping the two least signi cant bits of
each channel (red, green, and blue) of every pixel in the image.

100) or represented in binary RGB(10100000, 01011100, 01100100). In binary, the leftmost bit of the binary
digit is known as the most signi cant bit, and the rightmost bit is known as the least signi cant bit. This
results from the degree of change that can occur in the 8-bit binary digit value if this bit is switched. For
example, if the leftmost bit of 11111111 (or 255) is ipped, the number becomes 0111111 (or 127), changing
by approximately 50%. If, however, the rightmost bit is changed from 11111111 (255)t0 11111110 (254), the
value only changes by approximately 0.4%. In this way, information can be embedded in the least signi cant
bits of an RGB value while imperceptibly changing the visual rendering of the image. Figure 2.8 shows the
effects of ipping the two least signi cant bits of every color channel in the pixels of the original image. The
resulting difference between the two images are imperceptible to the Human Visual System (HVS).

For images of the same size, itis common to hide the four most signi cant bits of the secret image in the

four least signi cant bits of the cover image, which was rst introduced in [19].

Network Steganography. Beyond image and audio-based techniques, network steganography provides an-
other avenue for hidden data transmission. Information can be concealed within packet headers, timing
intervals, or error patterns in network traf ¢, making detection dif cult for traditional cybersecurity moni-
toring systems. For instance, timing-based covert channels can encode messages by manipulating the delay
between transmitted packets, ensuring that the hidden message remains unnoticed under normal traf ¢ con-
ditions. This technique is particularly concerning in cybersecurity, as adversaries may use it to ex ltrate
sensitive data without triggering alarms.

A simple example of network steganography is encoding hidden information within the inter-arrival time
of packets. In a Covert Timing Channel (CTC), a sender can modulate the timing of packet transmissions to

encode binary information. Suppose a covert sender and receiver agree that:

11



* Ashort delay (e.gs< 100ms) represents a binary 0, and

< Alonger delay (e.g> 100ms) represents a binary 1.

By carefully adjusting the timing between sent packets, the sender can transmit a binary-encoded message
without modifying the packet contents themselves. The receiver, monitoring the traf c, can then reconstruct
the hidden message based on the observed timing patterns.

Another example is covert TCP/IP header manipulation, where secret data is embedded within the unused
or optional elds of network protocols. For instance, the Identi cation (ID) eld in IPv4 headers—normally
used to help fragment packets—can be repurposed to store small amounts of hidden data. A covert sender
can modify the ID eld across multiple packets in a way that, when reassembled, reveals a secret message to

the intended recipient.

Multimedia Modulation. Another form of technical steganography leverages video and multimedia les.
Since video compression formats introduce redundancy in frames, secret data can be embedded within the
motion vectors of compressed video streams, allowing for high-capacity information hiding. For example, in
widely used formats such as H.264 and MPEG, motion vectors indicate how parts of an image move from
one frame to the next. A sender can slightly modify these motion vectors to encode binary data without
signi cantly affecting the perceived video quality. The recipient, using a decoding algorithm, can extract the
hidden message by analyzing these subtle changes. A simple example of video steganography is embedding

hidden text within video frames:

« A sender takes an ordinary video and slightly modi es the least signi cant bits (LSB) of pixel values

in every nth frame to encode a message.
« The modi ed frames appear identical to the human eye, as the pixel value changes are imperceptible.

» The receiver processes the video using a steganographic tool to extract the hidden text from the speci ¢

frames.

2.2.3 Steganography Terminology

Steganography usually consists of four components: a d®yer secresS, a containeiC’ and a revealed
secretS® [20, 21] as described in Table 2.1. A hiding methddtakes as input a cover and a secret and
produces a container such that the visible difference between the original cover and the produced container is
minimal. Written more formallyH (C; S) = C%s.t.di (C%C) is minimized, wherai in this work is the

L, norm. A reveal functiorR then takes as input the produced container and outputs the revealed¥ecret

12



Figure 2.9: Steganography and watermarking terminology.

such that the visible difference between the original secret and the revealed secret is mirfi@%or S°
s.t.di (S%S) is minimized. An example of this steganographic process is depicted by the blue, top labels

of Figure 2.9.

2.3 Watermarking

Watermarking falls under the eld of copyright marking. Whereas the main objective of steganography is

to communicate, watermarking is used for authentication, serving as a digital signature to verify authenticity
or origin. In deep learning, watermarking is used for a variety of reasons: 1) protect existing media, 2)
watermark the outputs of models to identify generated material, or 3) watermark the models themselves to
protect the resources (time, compute, data, etc.) necessary for training [22, 23, 24, 25, 26, 27, 28, 29, 30].
Watermarking can be further classi ed into two types: fragile and robust, as shown in Figure 2.10. Fragile
watermarking is designed to be extremely sensitive to alterations. Even the slightest change to the content,
such as compression or cropping, can render the watermark unreadable, thereby indicating that the content
has been tampered with. This sensitivity makes fragile watermarking ideal for applications where integrity is

important, such as in legal or forensic settings.

Figure 2.10: Robust and fragile watermark. In robust watermarking, the watermark is meant to persist even
after a perturbation is applied. In fragile watermarking, however, the watermark is meant to break after a
perturbation, making it useful for integrity veri cation.

Robust watermarking, however, is intended to survive various forms of manipulation, such as digital
compression, format conversion, and intentional attempts to remove the watermark. It is used primarily to
assert ownership and to track the distribution of a piece of content. Robust watermarks are often imperceptible

and are designed to remain intact and detectable despite changes that the content might undergo, ensuring

13



(@) (b)

Figure 2.11: Examples of visible watermarking. A visible watermark is a semi-transparent or opaque overlay
applied to an image, often in the form of text, logos, or patterns, to indicate ownership, prevent unauthorized
use, or maintain copyright protection. These watermarks are designed to be noticeable while allowing the
underlying content to remain partially visible.

that the copyright holder's claim to the work persists. To verify a piece of work that has been watermarked,
the watermark is extracted using the designated extraction algorithm (known by the owner) and compared to
the original secret embedded in the work.

While this is typical of invisible watermarks, there are some watermarking techniques that are meant to be
visible. Visible watermarks are often used as a clear and overt assertion of ownership, typically seen as logos
or text overlaid on images or videos, as shown in Figure 2.11. They serve as a deterrent against unauthorized
use by clearly indicating the source or creator of the content. Both fragile and robust watermarking play
crucial roles in digital rights management and anti-piracy efforts, leveraging the content itself as a medium to

protect intellectual property rights.

2.3.1 Watermarking Terminology

While watermarking refers to a similar hiding process compared to steganography, it differs in terminology
and purpose. Watermarking is also more application-dependent. For instance, the process of watermarking
a neural network model via backdooring requires different terms than watermarking an image for copyright
purposes. As such, we provide only the high-level terms as they relate to steganography and introduce
application-speci ¢ terminology in corresponding chapters. Watermarking usually consists of four compo-
nents: a cove€ to be watermarked, a waterma®k a containeC® and an extracted waterma®k [20, 21]

as described in Table 2.1. An embedding methbthkes as input a cover to be watermarked and a water-
mark and produces a container such that the visible difference between the original cover and the produced
container is minimal. This is now a watermarked object. To verify the authenticity of an object, the extracting

procesR then takes as input the produced container and outputs the extracted watBPrifigmesent. An
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Table 2.1: Steganography and Watermarking Terminology

Steganography  Watermarking Symbol De nition
Term Term
Cover Cover C The image used to hide (or cover up) a

secret. A cover is combined with a secret
to create a container.

Secret Watermark S The image to be hidden.

Container Container (o A cover image that contains a secret. A
container should look identical to the
cover used to conceal the secret.

Revealed Secret Extracted s0 The secret revealed from the container.
Watermark The revealed secret should be identical to
the actual secret.

Hide Embed H A method to hide a secret within a cover.

Reveal Extract R A method to reveal the hidden secret
within a container.

Difference - di The difference calculation between im-
ages. This work uses the, norm, also
known as the mean squared error.

example of this watermarking process is depicted by the orange, bottom labels of Figure 2.9.

2.4 Defenses: Steganalysis and Sanitization

There are two main defenses or attacks against information hiding: 1) steganalysis and 2) sanitization. Ste-
ganalysis aims at the detection or interception of hidden information. It involves examining the suspected
container medium for anomalies or statistical irregularities that may indicate the presence of embedded in-
formation without alteration. Sanitization, on the other hand, seeks to actively interfere with the hidden
communication by altering the container medium in ways that disrupt or destroy the embedded information
without understanding its content. Sanitization is sometimes referreddotiae steganalysjsut for the
remainder of this dissertation, it is only referred to as sanitization to improve clarity. Both forms of attacks
play crucial roles in various elds such as digital forensics, cybersecurity, and intelligence gathering, each
addressing different aspects of hidden communications. The remainder of this section focuses on sanitization,

as itis central to later chapters.

Traditional Sanitization Sanitization, or active steganalysis, is the process of removing hidden information
from potentially steganographic images while preserving the image quality of the cover. Traditional sanitiza-
tion approaches attempt to remove hidden information by modifying the pixels of the image or the frequency

distribution of the image, much like traditional steganographic approaches. Examples include ipping the
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bits of N LSB planes [31], adding Gaussian noise to the image, and applying image lters [32, 33, 34].
While traditional sanitization techniques are effective on traditional hiding algorithms, they largely degrade

the image quality of the restored image and are ineffective on deep hiding techniques.

Deep Learning Sanitization Deep learning sanitization attempts to improve upon the limited capabilities

of traditional sanitization, especially in regard to deep learning steganography. In [35], the authors present
PixelSteganalysis which uses an “analyzer' to predict pixel and edge distributions of a container, and an
“eraser' to sterilize the images by adjusting suspicious pixels indicated by the analyzer. Their approach is
extremely inef cient and also requires known information about common hiding areas from steganographic
techniques to train the edge distribution model. In [36], the authors use a median Iter as a secret data remover
(SDR). While the data removal process is blind, the image fusion and latent removal components utilize
steganographic images embedded with text-secrets in the training process. Convolutional neural network
(CNN) based approaches are introduced in [37], [38], and [39] to sanitize steganography and/or watermarked
images. Each of these methods, however, only considers text-based secrets.

To further enhance the resulting image quality of a sanitized image, some approaches have used generative
models. In [40], the authors apply a generative adversarial network (GAN) based approach called Deep
Digital Steganography Puri er (DDSP). Their framework is only tested on traditional hiding methods and
only considers text-based malware payloads as secrets. Additionally, DDSP requires previous knowledge
of steganographic techniques in the training process and is, therefore, a non-blind approach. In [41], the
authors present another GAN based approach, where a U-Net generator is trained to attack watermarked
images. This approach is non-blind as steganographic images are used in the training process. The authors in
[42] introduce a variational autoencoder (VAE) sanitizer, which is tested by sanitizing images embedded with
malware powershell scripts via Invoke-PSImagEhe approach is evaluated by an open-source detection tool
for LSB, StegExpose, which has comparable results to random guessing [21]. While the authors introduce
VAE sanitization, they only evaluate LSB text embeddings, which are more fragile than image embeddings

as small perturbations can drastically affect text semantics.

2.5 Deep Learning

As we explore deep learning-enabled methods for information hiding in this work, in this section, we intro-
duce the basic concepts commonly used in deep learning models. Deep learning (DL) is an area of machine
learning that utilizes neural networks (NNs) with many layers of processing—hence the term “deep'—to
model high-level abstractions and patterns within data. NNs are essentially function approximators with

components that resemble the human brain, such as neurons (nodes) and synapses (weights), allowing them

linvoke-PSImage: https://github.com/peewpw/Invoke-PSImage
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Figure 2.12: Perceptron

to learn from and interpret data in a human-like manner. These networks adjust their internal parameters
based on the analysis of massive datasets, enabling them to handle complex problems. Powered by advances
in computational power and big data, DL has been transformative across numerous domains, including image
and speech recognition, natural language processing, and autonomous systems. These advancements have

drastically changed numerous industries and will continue to do so as DL continues to evolve and grow.

2.5.1 Single Layer Perceptron

The most basic architecture of a NN is a single layer perceptron. A perceptron is a linear classi er that can be
represented by the equation of a lise= wx + b, wherey is the outputw are the connection weights,is

the model input, antis the node bias. A single layer perceptron is shown in Figure 2.12. From this general

example, the value of = x3w; + XoWs + X3Wz + b,

2.5.2 Multilayer Perceptron
Multilayer perceptions are models that consist of multiple layers of perceptrons in a directed graph where each
layer is fully connected to the next one as shown in Figure 2.13a. Building upon a single layer perceptron,
more complex models can be built by stacking nodes in layers, including an input layer to receive the signal,
one or more hidden layers that compute the functions, and an output layer that delivers the nal prediction.
Each node in a layer is connected to all nodes in the previous and subsequent layers, and these connections,
or weights, are adjusted during training. Figure 2.13b shows an MLP with N number of hidden layers.

The value of a single node is then the weighted sum of all the connecting nodes from the previous
layer plus a bias term applied to an activation function, as shown in Equation 2.1. For instance, based
on the general example provided in Figure 2.14a, the owmiten the inpufxi;X,; X3] would bea =

f (xqwy + Xowy + X3wg + b), wherew; is the weight of the connectiobjs the bias of the node, arfdis the
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(a) MLP with 1 hidden layer (HL). (b) MLP with n hidden layers

Figure 2.13: Machine Learning Perceptron (MLP)

(a) MLP equation. (b) Step activation function

Figure 2.14: MLP equation and a step activation function

activation function. I
a=f X wiXi + b (2.1)
i=1
A bias term allows the activation function to be shifted to the left or right, providing the network with addi-
tional exibility and ensuring that nodes can activate ( re) even when all inputs are 0 if needed. An activation
function, on the other hand, allows for non-linearity in the model and determines if a node is “active” or not.
Take, for instance, the simple step activation function shown in Figure 2.14b. If the value of the weighted sum
is greater than 0, the node is considered “active”, and its corresponding value will in uence the next layer
(re). If, however, the value of the weighted sum is less than 0, the node is considered “inactive”, and its
value is set to 0, which means it will not in uence the next layer in the model as the weighted sum will equate
to 0 (not re). Common activation functions include the sigmoid, hyperbolic tangent (tanh), and Recti ed
Linear Unit (ReLU).
During training, the values of the weights and biases, or model parametars updated based on the

error calculated from the predicted outputs of input samples and their known outputs. This process, known as

back-propagation, involves the computation of the gradient of the loss function with respect to each weight
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and bias in the network. The gradient indicates the direction in which the weights and biases must be adjusted
to minimize the loss. These updates are performed iteratively using a method called gradient descent. The
update rule for each weight can be represented by Equation 2.2, Wheeethe weight connecting the i-th
node to the j-th nodd, is the loss function, is the learning rate, an%% is the partial derivative of the

loss function with respect to the weight.

| i(jnew) - iSold) ., @ 2.2)
@%gom)
Similarly, the biases are updated according to the gradient of the loss function with respect to the bias.
This backward ow of the error gradient, from the output layer through the hidden layers and back to the
input layer, is what gives back-propagation its name. Through this process, neural networks learn to reduce

the error for future predictions.

2.5.3 Feed-Forward Neural Network (FFNN)
Whereas in an MLP, all layers are fully connected to the previous and subsequent layers, in a feed-forward

neural network, the connections between nodes are not necessarily fully connected.

2.5.4 Convolutional Neural Network (CNN)

Convolutional Neural Networks (CNNs) are specialized kinds of neural networks for processing data that has
a known, grid-like topology. This architecture is particularly effective for analyzing images and is widely
used in the eld of computer vision, including image and video recognition, image classi cation, medical
image analysis, and natural language processing. The ability of CNNs to learn features at multiple levels of
abstraction allows them to recognize patterns with extreme variability. A typical CNN architecture consists of
a series of layers that transform the input volume (such as an image) into an output volume (such as probability
scores for different classes). These layers include convolutional layers, pooling layers, fully connected layers,

and normalization layers and are described in more detail below:

« Convolutional Layer: The convolutional layer is the core building block of a CNN. It applies a number
of Iters to the input. Each Iter activates certain features from the input. For example, in image

processing, these features could be edges, textures, or colors.

» Pooling Layer Following the convolutional layer, pooling (also known as subsampling or downsam-
pling) layers reduce the dimensions of the data by combining the outputs of neuron clusters at one layer
into a single neuron in the next layer. Max pooling, for instance, takes the largest element from the

recti ed feature map.
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« Fully Connected Layers Towards the end of the model, CNNs have one or more fully connected
layers. Nodes in a fully connected layer have connections to all activations in the previous layer, as
seen in MLPs. Their role is to use these features for classifying the input image into various categories

based on the training dataset.

» Normalization Layers: Normalization layers are sometimes used in CNNs to normalize the input
layer by adjusting and scaling the activations. They are used to increase the speed and stability of the

network.

« Back-Propagation in CNNs Just like in other neural networks, CNNs use back-propagation for train-
ing. The difference lies in the presence of convolutional layers, which require a specialized form of the

back-propagation algorithm.

The primary advantage of CNNs over fully connected networks is their ability to process data with spatial
hierarchical patterns ef ciently. They require fewer parameters compared to fully connected networks of

similar size, leading to reduced computational cost.

2.5.5 \Variational Autoencoder (VAE)

Variational Autoencoders (VAES) are a class of deep generative models that learn probabilistic latent repre-
sentations of data. Unlike traditional autoencoders, which map input data to a compressed latent space and
then reconstruct it, VAEs introducepaiobabilistic approactby encoding inputs as distributions rather than

xed points. This allows VAEs to generate new samples that resemble the original data, making them useful
for image synthesis, anomaly detection, and information hiding applications

A VAE consists of two primary components:

« Encoder: Maps input datx to a latent distributiom(zjx). Instead of producing a single deterministic
encoding, the encoder outputs a meaand variance 2, which de ne a Gaussian distribution over the

latent space. This ensures that similar inputs produce similar latent representations.

« Decoder: Takes a sampled latent vectoand reconstructs the inpxf, generating new data samples.

This allows for controlled variation and smooth interpolation between different data points.

Mathematically, the VAE maximizes thevidence lower bound (ELBQ)hich consists of two terms:

L = Eq@zjollogp(xjz)] - D (A(ziX)iip(2)) (2.3)

where the rst term represents tiieconstruction loss ensuring that the decoded output resembles the

original input, and the second term is tKallback-Leibler (KL) divergence , which regularizes the latent
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space by ensuring that the learned distributitzjx) remains close to a standard normal pp¢z), prevent-
ing over tting and enforcing smoothness.
To enable gradient-based optimization, VAEs userdparameterization trickwhich allows for ef cient

sampling fromg(zjx) while maintaining differentiability:

z= + : N (0;1) (2.4)

where is a random noise term sampled from a unit Gaussian. This formulation ensures that the encoder

can be trained via standard backpropagation.

2.5.6 Generative Adversarial Network (GAN)

Generative Adversarial Networks (GANSs) are a class of deep generative models introduced by Goodfellow
et al. [43]. GANs consist of two neural networksganerator and adiscriminator, which are trained
simultaneously in an adversarial manner. The generator aims to create realistic data samples, while the
discriminator attempts to distinguish between real and generated samples. This adversarial training process
allows GANSs to generate highly realistic data, making them widely us@uhage synthesis, style transfer,

data augmentation, and information hiding applications

2.5.7 Diffusion Models

Diffusion models have emerged as a powerful class of generative models capable of producing high-quality
synthetic data. Unlike traditional generative models such as Variational Autoencoders (VAES) and Generative
Adversarial Networks (GANSs), which learn to directly map from a latent space to data space, diffusion models

operate by gradually transforming noise into structured data through an iterative re nement process. These
models have gained signi cant attention due to their ability to generate highly detailed and diverse samples,
making them particularly effective in tasks such as image synthesis, text-to-image generation, and information
hiding.

The fundamental idea behind diffusion models is inspired by non-equilibrium thermodynamics. The
model consists of a two-phase procesdomvard diffusionphase, where structured data is progressively
corrupted into noise, andraverse denoisinghase, where the model learns to recover the original data step
by step. The forward process applies Gaussian noise to an input sample over multiple time steps, creating a
Markov chain that progressively destroys information. Formally, given an input sammpimise is added at

each step according to a variance schedulg producing noisy samples:

. p——
axejxe 1) = N(xi; 1 x¢ 15 ) (2.5)

21



The reverse process aims to learn the inverse of this corruption by training a neural network to estimate the
noise added at each step. By iteratively denoising from a random Gaussian sample, the model reconstructs the

original data. This process is parameterized using a neural netwtdined to predict the noise component:

P (Xt 1jXe) = N(x¢ 15 (X;t);  (X¢;t)): (2.6)
The training objective of diffusion models is typically based on a reweighted variational lower bound,
but a common simpli cation is to train the model to minimize the difference between the true noise and the
predicted noise:

Eyx,: K (x¢;1)k? - (2.7)

0;

One of the key advantages of diffusion models over GANs is their training stability. Unlike GANs, which
rely on adversarial optimization and often suffer from mode collapse or instability, diffusion models lever-
age a likelihood-based approach that ensures a more reliable and consistent learning process. Additionally,
diffusion models are capable of producing diverse outputs by sampling from different points in the noise
distribution, which enables controlled and high- delity generation.

Beyond their application in high-quality image generation, diffusion models have been explored for in-
formation hiding and steganography. Due to their ability to iteratively re ne noisy data, they can be leveraged
for generating imperceptible modi cations to images that encode hidden messages. Furthermore, their de-
noising capabilities make them useful for watermark removal and adversarial perturbation detection. By
training diffusion models to generate clean versions of watermarked images, researchers have demonstrated

their potential in reversing embedded signals while preserving image quality.

2.6 Deep Learning Based Information Hiding
In this section, we introduce recent research related to embedding methods. Existing methods for embedding

currently fall into two main categories: traditional and deep learning embedding.

Dependent Deep Hiding (DDH). Dependent deep hiding (DDH) differs from a traditional hiding method

in that it utilizes a deep learning model for the hide and reveal functions, as shown in Figure 2.15a. The hide
network takes as input a cover and a secret and produces a container image. The reveal network then takes as
input the produced container and maps this image to a revealed secret. The hide and reveal models are usually
trained in tandem, and the loss function minimizes the difference between the container and cover, as well

as the revealed secret and original secret. Recent CNN-based and GAN-based methods include SGAN [44],
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(a) Deep Dependent Hiding (b) Universal Deep Hiding

Figure 2.15: A comparison between dependent deep hiding (DDH) and universal deep hiding (UDH). In
2.15a, a cove€ and secre$ are used as inputs to the hide netwbtkproducing a container imagg®. The

reveal network of DDH takes a container as an input and maps this image to the reveale&%edteile

DDH is cover dependent, UDH only relies on the secret. The secret, therefore, acts as the only input into
the hide networld in 2.15b, which produces a secret noise im8geS, can then be added to any arbitrary
cover image to produce a container. The reveal netdrd UDH maps this container to a revealed secret,
which resembles the original secret.

UT-GAN [45], ASDL-GAN [46], SPAR-RL [47], R-GAN [48], HIDDeN [49], SSteGAN [50], and Deep

Steganography [21].

Universal Deep Hiding (UDH). Universal deep hiding (UDH) is similar to DDH in that it also utilizes deep
learning, but UDH is cover independent [20]. In Figure 2.15b, the input to the hide network is just the secret,
which produces a corresponding secret noise in%gé&: is then added with an arbitrary cover to produce a
container image. A reveal network is then used to reproduce the original secret. The secret noise image can
be applied to any cover, and the secret is still retrievable by the reveal network. The hide and reveal networks

are trained in tandem in UDH as well.
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CHAPTER 3

SUDS: Sanitizing Universal and Dependent Steganography

Reprinted from “Frontiers in Arti cial Intelligence and Applications”, 372, Preston K. Robinette, Hanchen

D. Wang, Nishan Shehadeh, Daniel Moyer, and Taylor T. Johnson, “SUDS: Sanitizing Universal and De-

pendent Steganography”, 1978-1985, 2023, with permission from 10S Press. The publication is available
at |OS Press through http://dx.doi.org/10.3233/FAIA230489 and has been reproduced with the permission of

the publisher and my co-authors Hanchen D. Wang, Nishan Shehadeh, Daniel Moyer, and Taylor T. Johnson.

Steganography, or hiding messages in plain sight, is a form of information hiding that is most commonly
used for covert communication. As modern steganographic mediums include images, text, audio, and video,
this communication method is being increasingly used by bad actors to propagate malware, ex ltrate data, and
discreetly communicate. Current protection mechanisms rely upon steganalysis, or the detection of steganog-
raphy, but these approaches are dependent upon prior knowledge, such as steganographic signatures from
publicly available tools and statistical knowledge about known hiding methods. These dependencies render
steganalysis useless against new or unique hiding methods, which are becoming increasingly common with
the application of deep learning models. To mitigate the shortcomings of steganalysis, this work focuses on a
deep learning sanitization technique called SUDS that is not reliant upon knowledge of steganographic hiding
techniques and is able to sanitize universal and dependent steganography. SUDS is tested using least signi -
cant bit method (LSB), dependent deep hiding (DDH), and universal deep hiding (UDH). We demonstrate the
capabilities and limitations of SUDS by answering ve research questions, including baseline comparisons
and an ablation study. Additionally, we apply SUDS to a real-world scenario, where it is able to increase the

resistance of a poisoned classi er against attacks by 1375%.

3.1 Introduction

Steganography is the art of hiding information in plain sight in order to discreetly communicate [17, 18].
Deriving from the Greek words “steganos” (covered) and “gra a” (writing), steganography literally means
covered writing, and it is prevalent throughout much of history. Whereas cryptography uses encryption to
make a message incomprehensible to the naked eye, steganography hides the traces of the communication
entirely. By human nature, an encrypted message attracts attention and incites scrutiny. People are attracted
to the allure of breaking a cypher and are often successful in breaking encryption keys given enough time

and computational resources. Steganography, however, has the bene t of escaping the scrutiny of unassuming
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eyes, offering a discreet method of communication which can be used to hide both encrypted and unencrypted
information, making it a potentially dangerous attack vector for bad actors.

Steganography has been used across several creative mediums, including books, knitting, and wax tablets.
Modern approaches most commonly rely on digital media such as images, audio, text, and videos. As digital
media is easily distributed and widely spread, the potential effects of steganography have grown exponen-
tially, making it important to be able to protect against this type of communication if used by bad actors.
While steganography can be used for applications like watermarking proprietary information [51] and light
eld messaging [52], attackers can leverage this communication technique to propagate malware [53], ex I-
trate victim data [54], and communicate.

In an effort to limit the adverse effects of steganography, recent research has focused on steganalysis, or
the detection of steganography. If, for instance, an advertisement containing a malware payload is detected
on a web browser, this image can be removed from the site, protecting clients from interacting with these
malicious images. Current steganalysis techniques rely on statistical image tests and signatures associated
with known steganography techniques [55, 56, 57, 58, 59, 60]. Additionally, deep learning steganographic
techniques utilize datasets of images created with publicly available steganography tools. Existing detection
methods, therefore, rely on the assumption that a hiding signature or information about a steganography
technique is already known. What happens, then, as new, not publically available hiding methods begin to
surface, making current detection techniques irrelevant? While an increasingly dif cult problem to address,
detection should not be abandoned. Instead, it would be more advantageous to use detection in conjunction
with other protective mechanisms, providing a more robust protection system.

As such, this chapter focuses on a sanitization framework for image steganography. The sanitization of
an image eliminates any hidden information within the image while keeping the quality of the actual image
the same. Whereas detection is used to identify steganographic images, sanitization mitigates the use of
steganography entirely. Drawing upon research related to denoising images, this chapter uses a variational
autoencoder framework to create a deep learning modeddhaizesuniversal andiependensteganography,
called SUDS. To the best of the authors' knowledge, SUDS is the rst sanitization framework which can
mitigate the effects of traditional, dependent deep, and universal deep hiding. The contributions of this

chapter, therefore, are the following:

1. Implementation of a Robust Sanitizer. We construct and train a framework capable of sanitizing

traditional, dependent deep, and universal deep hiding steganography techniques, called SUDS.

2. Demonstration of Sanitizer CapabilitiesWe show the bene t of this novel framework by evaluating

SUDS on ve capabilities: ability to sanitize, comparison to noise, exibility of the latent dimension
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Table 3.1: Steganography Notation

Term Symbol  De nition
Cover C The image used to hide (or cover up) a secret.
A cover is combined with a secret to create a
container.
Secret S The image to be hidden.
Container o A cover image that contains a secret. A con-

tainer should look identical to the cover used to
conceal the secret.

Revealed Secret s The secret revealed from the container. The
revealed secret should be identical to the actual
secret.

Sanitized ¢ A sanitized image.
Revealed Sanitized Secret  $ The secret revealed from a sanitized image.
Hide H A method to hide a secret within a cover.
Reveal R A method to reveal the hidden secret within a
container.
Difference di The difference calculation between images.

This chapter uses tHe, norm, also known as
the mean squared error.

(ablation study), ability to detect, and scalability.

3. Case Study Application.We demonstrate a use case of SUDS whereby SUDS is able to protect against

data poisoning, increasing classi er resistance against attacks by 1375%.

3.2 Preliminaries

While steganography can be used across any medium, this chapter refers to image steganography, where an
image is ar(c; h; w) matrix, wherec is the number of color channels,is the height of the image, amd is

the width. An RGB image is then represented by(2rh; w) matrix and a grayscale image by @i h; w)

matrix.

3.2.1 Steganography Nomenclature

Steganography usually consists of four components: a d®yer secresS, a containeiC’ and a revealed
secretS® [20, 21] as described in Table 3.1. A hiding methddtakes as input a cover and a secret and
produces a container such that the visible difference between the original cover and the produced container
is minimal. Written more formallyH (C;S) = C%s.t.di (C%C) is minimized, whereali in this chapter

is theL, norm. A reveal functiorR then takes as input the produced container and outputs the revealed
secretS% such that the visible difference between the original secret and the revealed secret is minimal, or

R(CY = SOs.t. di (S%S) is minimized. An example of this steganographic process is depicted on the
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Dependent on Cover?

yes no

Figure 3.1: Dichotomy of steganography used in this chapter.

Pre-Sanitizatiorside of Figure 3.2. In this chapter, we utilifeto represent a sanitized image such that the
image is sanitized with either noise or SUDS, i@ 2 f Croise ; Csups 9, andS to represent a secret revealed

with H from a sanitized image, i.eH(€) = 8.

3.2.2 Steganography Hiding Methods

Existing methods for steganography currently fall into three main categories: traditional, dependent deep,
and universal deep. We use one from each category to highlight the robustness of the proposed sanitization
approach: traditiondl Least Signi cant Bit Method (LSB) [19], dependent ddepDependent Deep Hiding

(DDH) [44, 45, 46, 47, 48, 49, 50, 21], and universal deepJniversal Deep Hiding (UDH) [20]. We utilize

our own implementation of LSBand a CNN-based implementation of DDH and UDH from the same code
basé, which was chosen due to its dual functionality. The hyperparameters used during UDH and DDH
training are shown in Table 3.2. The main distinctions between these methods are highlighted in Figure 3.1,

and we leave detailed descriptions of these methods to the behest and curiosity of the reader.

3.2.3 Sanitization
Sanitization is a method of removing an intended secret from a container image. It renders the message of
the container incomprehensible. Whereas detection is used to identify steganographic images, sanitization

mitigates the use of steganography entirely.

Noise Baseline. A way to disrupt steganographic messages is to add noise to images. This approach not
only degrades the visual rendering of the image, but it is also not a robust method for sanitization. To
create a baseline of sanitization, we ap@lgussiamoise to containers in this chapter. An image sanitized

by noise is referred to anoise ; i.€., Croise = Clip(x + N(; );min = 0;max = 1), where = 0,

= 0:02, and theclip function keeps altered pixels in a meaningful range. Tlaenxd values were chosen

1SUDS Code:https://github.com/pkrobinette/suds-ecai-2023
2DDH/UDH: https://github.com/ChaoningZhang/Universal-Deep-Hiding

27



to mimic the maximum change of using LSB, which is approximaéyfor the four least signi cant bits

7 100 = 6%).

Figure 3.2: SUDS overview. After being trained, SUDS takes as input a cover or a containenin2Zage

f C; C% created with any type of steganographic technique. Prior to being sanitized, the secret is recoverable,
as demonstrated in the bottom-left of the guB& After sanitization with SUDS, however, the reconstructed
imageC still looks the same as the inpGP, but a secret is not recoverable as indicated by the bottom-right

of the gure 8. This image, therefore, is successfully sanitized.

Variational Autoencoder. This chapter utilizes a variational autoencoder (VAE) as the framework for the
sanitization model SUDS, as shown in Figure 3.2. VAEs are a type of representation learning that consist of

an encoder and a decoder.

« Encoder: The encodelEnc takes as input an input imagefrom a dataseD. The input image
x 2 R®™ is mapped to two different vectors of feature sizerepresenting the mean 2 R and
logarithm of the variancleg 2 2 R" of n distributions, i.e.Enc(x) = ;log 2. A latent variable
is then sampled from andlog 2 to derive a latent vectaz 2 R" as shown in Equation (3.1),
where is the element-wise product and N (0;1). The inclusion of in (3.1) is known as
the reparametrization trickand it allows gradients to be computed and backpropagated through the

network.

z=1f( :log 2)= +ety ° (3.1)

An encoder, therefore, maps an input image to a latent represent&@mgx) = ;log 2 =)
z=f( ;log 2?)s.t R°™ I R". The depiction of this process in Figure 3.2 shows onlyfor
simplicity. While ey * = the output ofEnc in our implementation is represented as the loga-

rithm of the variance to simplify the computation of the Kullback-Leibler divergence term discussed in
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Chapter 3.3.3.

« Decoder: Once mapped to a latent varialdethe decodebDec can then create a reconstruction of
the original imaget 2 R®™ from this condensed representation, iec(z) = x s.t. R” | R,
The goal of the decoder is to reconstruct an image suchdihatx; ) is minimal wheredi is the

mean-squared error or the norm.

In this chapter, input images are either a cover or containg f C; C%, and the reconstructed image
2 = Csups , whereCsyps is an image sanitized by SUDS. An image “sanitized” by SUDS is then an image

that has been encoded and decoded by the SUDS framework.

3.2.4 Image Metrics
In this chapter, we utilize mean-squared error (MSE) and peak-signal-to-noise ratio (PSNR) image metrics
described in Equations (3.2) and (3.3) respectively, wAeamdB are the compared images of size (c, h, w)
andMAX is the maximum possible pixel value (for a given bit depth).
1 X X %
MSE(A;B) = —— (Aijk  Bijk )? (3.2)

chw i=1 j=1 k=1

MAX 2

PSNR(A;B) = 10log, MSE(AB)

(3.3)

3.3 Sanitizing Universal and Dependent Steganography

We aim to mitigate the use of image steganography to disseminate embedded secrets while preserving the in-
tegrity of the cover image through sanitization. As detection methods rely on signatures from known stegano-
graphic techniques, sanitization attempts to render the secret irretrievable, regardless of the steganographic

technique used to hide the secret.

3.3.1 Sanitization via Variational Autoencoder
In order to address steganography sanitization, we utilize a variational autoencoder (VAE) to encode images
into learned representations, which can then be decoded into a clean counterpart. We propose this solution as

motivated by two properties related to VAESs: robustness (encoder) and expressiveness (decoder).

Robustness. In regard to the robustness of the encoder, a steganographic image can be considered an error
value added to the coveE° = C + . If the VAE is robust, then any container within some bound of the

cover will be mapped to the same distribution of the cover, Eag(C + ) = Enc(C) s.t.jj < , where
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Enc is an encoder, is an error value, and is an arbitrary error bound. In other words, covers and containers

should be mapped to the same latent representation if the model is robust.

Expressiveness. Whereas robustness is related to the encoder, expressiveness is related to the decoder.
By encoding a potentially steganographic image into a condensed representation, we create an information
bottleneck. This property helps to bound possible decoded images, which in turn decreases the potential
to decode an image from the representation which contains an embedded secret. There are more possible
outcomes from a network that relies on 784 pieces of information (the original image) than from a network
that uses only 128 pieces of information (the encoded latent space). The latent space representation, therefore,

limits the expressiveness of the decoder, which aids in the sanitization process.

3.3.2 SUDS Framework Overview

Building upon these concepts, we propose SUDS, a VAE framework which is alsknitize universal
anddependensteganography. As shown in Figure 3.2, SUDS takes as an input a container or a cover and
produces a sanitized version of the input. Prior to sanitization, the secret of the coM&isgecoverable,

as indicated by the revealed sec®&tin the bottom-left of the image. After sanitization, the intended secret

is no longer recoverable, and the image quality is minimally different from that of the original cover used to
create the container. The attempted recovery of the s8@iebwn in the bottom-right of the image is not the

intended secre$, rendering the attempted communication useless and the image successfully sanitized.

3.3.3 SUDS Algorithm Details

During training, SUDS takes as input cové&sfrom a dataseD. Each input image is mapped to a latent
variable of sizen, as described in Chapter 3.2.3. For instanca, # 128, the latent variable will consist of

128 features sampled from Equation (3.1). To create a smooth and continuous latent space, we encourage the
learned distribution to resemble a normal distribution by adding a regularizing term to the loss function, the
Kullback-Leibler (KL) divergence, as shown in (3.4). Haye(zjx) is the conditional probability distribution

of the latent variable given a covelC andN (0; I) is the induced normal distribution. The KL divergence

is a measure of how different one probability distribution is compared to another.

Lreg = KL(q (ZJC)iiN (0; 1)) (3:4)

Once mapped to a latent varialde the encoded cover image is then decoded to a reconstruction of
the original image, referred to ®Bsups . The reconstruction loss associated with the decoder is shown

in Equation (3.5), wher&, (;jc) is expectation given the approximate posterior distribution of the latent

30



Figure 3.3: Image results for SUDS and noise sanitization on containers hiddea)wi#B, b) DDH, c)
UDH. A coverC is combined with a secr& to create a containé®. The container image is then sanitized
with SUDS Csups or noiseCrgise as indicated by the group title. A sanitizer is successfi8 i not
discernible from8. SUDS, therefore, is successful at sanitizing, while noise is not.

variablez given the input dat&, € is the reconstructed output of the decoder, dind s theL , norm.

L = Eq @ioyldi (C; Csups )] (3.5)

The encoder and decoder are trained in tandem by combining their regularization and reconstruction loss

functions, as shown in Equation (3.6). Training occurs for a speci ed number of epochs, where one epoch

consists of all batched training data. It is important to note that SUDS is not trained on steganographic

images, only clean images.

L =L+ Lyeg (3.6)

3.4 Research Questions and Metrics

To evaluate SUDS, we seek to answer ve guestions:

1. RQ1: Ability to sanitize steganography! Is SUDS able to remove the presence of potential secrets

while preserving the integrity of the coverfo answer this question, we rst train SUDS using the

MNIST dataset as described in Chapter 3.3.3 and with the hyperparameters shown in Table 3.2. The
MNIST training dataset consists of 60000 imag&sh; w) of handwritten digits from numbers 0-9.
After training, we then use 10000 images from the MNIST test dataset to create containers using each

of the hiding methods, i.e. LSB, DDH, UDH. These containers are then sanitized with SUDS and
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passed to each reveal function. If the intended secret is discernible with any of the reveal functions,
the sanitizer is not effective at cleaning images. Additionally, we evaluate SUDS using peak signal-to-

noise ratio (PSNR) and mean squared error (MSE) metrics, which are commonly used image metrics.
These metrics are used to assess a sanitizer's effect on thexngompared te€ s.t.x 2 f C; C%) as

well as its ability to sanitize hidden secre® ¢ompared td3). RQ1 is positive if the revealed secret

after sanitizatior$ is not the intended secr&t i.e.,$ 6 S whereS = R(Csups ).

. RQ2: Comparison to noise baseliné How does SUDS compare to noise baseline technigWéss?
repeat the testing process RQ1 but replace SUDS with Gaussian noise to sanitize the containers.
We then analyze the resulting noise MSE and PSNR values against those produced byREIZ0xS.

positive if SUDS is able to outperform noise in MSE and PSNR values.

. RQ3: Flexibility of the Latent Dimension ! Does latent dimension size affect performand&@

train SUDS on different latent dimension sizeto see if and when SUDS is no longer able to sanitize

a steganographic image. Using the same training framework described in Chapter 3.3.3, this case
study tests 2 f 2; 4; 8; 16; 32; 64; 1283 and evaluates each SUDS model using MSE and PSNR image
quality metrics.RQ3 is positive if a majority ( 4) of the trained latent dimension sizes of SUDS are

able to sanitize secrets, as indicated by MSE and PSNR values.

. RQ4: Ability to detect steganography! In addition to sanitization, can SUDS be used to detect
steganography2Ve use 10000 MNIST images of varying image types, i.e., cover images, LSB con-
tainers, DDH containers, and UDH containers. These images are then mapped to a latenta/byiable
using SUDS trained on = 8 features. The containers for each hiding method are created using the
same cover and secret across each method. To evaluate detection capabilities, we calculate the mean
and standard deviation for each image type and digit. For instance, if Label = 4, the resulting data is
calculated across all covers with the label 4 for each image R4 is positive if the distributions

across a single digit are distinguishable.

. RQ5: Scalability! Does SUDS scale to RGB imageaR use the CIFAR-10 dataset, which consists
of 60000 RGB images£3; 32, 32) from 10 different classes of various animals and transportation ve-
hicles. To train SUDS on CIFAR-10, we use the same training setup detailed in Chapter RQ3.

is positive if the revealed secret after sanitizat®iis not the intended secr&, i.e., 8 6 S where

S= R(CSUDS )
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Table 3.2: Model Hyperparameter Values

M ODEL \ HYPERPARAMETER VALUE
EPOCHS 100
n 128
SUDS BATCH SIZE 128
OPTIMIZER ADAM
LEARNING RATE 0.0001
IMAGE SIZE 32
BATCH SIZE 44
CHANNEL OF COVER 1
DDH/UDH | CHANNEL OF SECRET 1
NORM “BATCH”"
LOSS “L2”
BETA 0.75

3.5 Experimental Results

The results of the SUDS sanitizer training and evaluation are described in more detail below. These experi-

ments were conducted on a macOS Monterey 12.5.1 with a 2.3 GHz 8-Core Intel Core i9 processor with 16

GB 2667 MHz DDR4 of memory.

3.5.1 Sanitization Performance via SUDS

Using the evaluation approach describedi@1, the sanitization framework (SUDS) is able to effectively

clean each of the container images so that the revealed secret is not obtainable through any of the reveal

functions while keeping the original cover intact. As shown by the left-hand group in Figur€3,3s

andC have limited variation, an& is not retrieved byR gan (Csups ), Rudn (Csups ), of Risp (Csups ) as

shown byS.

The PSNR and MSE metrics shown at the top of Table 3.3 further validate SUDS. The MSE and PSNR

values of theCleanimage provide a baseline for the steganographic images. The MSE and PSNR values

of the € column compare an input image 2 f C; C% to a sanitized imag€ 2 f Croise ; Csubs 0, i.€.,

Cuse = MSE(x; €) andCpsnr = PSNR(x; €). A small MSE value indicates minimal changes between

the input and the output image, and a high PSNR value indicates that the signal outweighs the noise in the

image. SUDS is, therefore, able to reproduce input images with a high quality regardless of whether the

image is a container or cover. TIS€ column evaluates the reveal functions of each hide method before the

container has been sanitized. The MSE and PSNR values of this column compare to the revealed secret prior

to sanitization to the intended secret, i8)se = MSE(S; S%) andS3\r = PSNR(S; S9. As shown by

the small MSE and high PSNR values, each of the reveal functions is effectively able to derive the intended
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Table 3.3: Image metrics for SUDS and noise sanitization methods (Chapter 3.5.1). Boldlerts mean
successful sanitization.

METHOD X METRICS ‘ ¢ SO S

CLEAN MSE 0.28 - -

PSNR 53.77 -

LSB MSE 0.45 0.09 62.72

PSNR 51.72 58.46 30.17

SUDS DDH MSE 0.33 0.49 73.45
PSNR 53.03 51.73 29.47

UDH MSE 0.38 0.63 88.54

PSNR 52.36 50.23 28.66

CLEAN MSE 0.09 - -
PSNR 58.82 -
LSB MSE 0.09 0.09 30.04

PSNR | 58.49 58.46 33.37
GAussiaN  DDH MSE 0.09 0.49 38.1

PSNR 58.5 51.76 32.33
UDH MSE 0.12 0.63 57.58
PSNR | 57.35 50.26 30.53

secret such th#®  S° In the S column, however, the intended secret is not discernible from a sanitized
image. The MSE and PSNR values for this column compare the intended secret to the secret revealed after
sanitization, i.e.8yse = MSE(S;8) andSpsne = PSNR(S;S). The high MSE values and low PSNR
values con rm that the intended secret is not obtainable through the reveal functions after sanitization. Thus,

SUDS is effectively able to sanitize steganographic imagesR&tlis positive

3.5.2 Performance Comparison to Noise Baseline
In addition to SUDS, we also test a Gaussian noise baseline, as describ®@@.ifable 3.3 shows the image
quality metric performance for the noise baseline sanitization technique. As indicated by the bolded value in
the § column, Gaussian noise is only effective at sanitizing secrets hidden with UDH, and is therefore not a
robust solution. This is further validated by the middle group in Figure 3.3, which shows the image results of
using noise to sanitize. In tH& column, we can clearly see the secrets for both LSB and DDH. As a result,
SUDS outperforms Gaussian noise for sanitization,RQ® is positive

Another bene t to SUDS compared to noise lies in its ability to get closer to the original cover. When
noise is added as a sanitization technique, the image quality is degraded and the image is pushed further from
the actual rendering of the original image. With SUDS, however, as it is trained to reconstruct cover images,
the resulting sanitized image gets closer to the original value. In this way, SUDS works to “improve” an

image's quality, as shown by ti& C for each respective method in Figure 3.3.
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3.5.3 Effect of Latent Dimension Size

SUDS also works with a variety of feature space sizes. @B, we train SUDS on different feature sizes

n to see if and when SUDS is no longer able to sanitize a steganographic image. As shown in Figure 3.4,
SUDS retains its ability to sanitize a secret, as indicated by the high green-x line for each feature size. The
sanitization performance peaks betweern 64 andn = 32. While the sanitization performance is latent-

size agnostic, SUDS's ability to reconstruct images starts to deterioratdeseases, as shown by the high

MSE values of the green-triangle line and the low PSNR values of the blue-triangle limesfdrandn = 2.

This result makes sense; as the number of features decreases, the amount of information passed to the decoder
also decreases, making it dif cult to accurately reconstruct the original image. These results shie@3hat

is positive

Figure 3.4: MSE and PSNR values for SUDS trained on varying feature sizeSUDS is able to sanitize
at each feature size as indicated by the top green-x line, but its reconstruction ability deteriorates as feature
size decreases as shownrby 4 andn = 2 on the green-triangle line.

3.5.4 Evaluation of Detection Capabilities

In addition to analyzing the impact of feature size on SUDS performance, we also evaluate whether SUDS
can be used as a detection mechanism by analyzing where images get mapped to in the feature space. From
the results shown in Figure 3.5, each image, regardless of the presence of a secret, is mapped to relatively
the same distribution per feature. As there is no distinction between covers and containers as well as hiding
methods in the feature space, SUDS cannot be used for a detection mechanism based on mean and standard

deviation metrics. ThusQ4 is negative
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Figure 3.5: The mean and standard deviation values for images of a particular label (labél
f0;1;2;:::;99) mapped to a latent space representatinfiom SUDS. The mean is represented by the
center dot of each line, and the standard deviation is represented by the error bars of each line. From these
results, the input images are not distinguishable from the latent space.
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3.5.5 Scalability to RGB Images

SUDS is able to sanitize RGB images as well as grayscale images, as indicated by the right-hand side of
Figure 3.3. Once again, the intended se&s not discernible fron$s. Image reconstruction capabilities,
however, decline with RGB images, as showntyWe believe that this performance can be increased by
additional hyperparameter tuning, architecture tuning, and increased training epochs. From these results,

RQS5 is positive

In summaryRQ1 (ability to sanitize) RQ2 (comparison to noiseRQ3( exibility), and RQ5 (scalability)

are all positive whileRQ4 (detection) is negative.

3.6 Example Application: Data Poisoning

To demonstrate a potential use case, we apply SUDS to a case study involving data poisoning. Data poisoning
is an adversarial machine learning attack where a model is perturbed during training. This can be caused by
methods such as data injection and most commonly—data manipulation. In data manipulation, an attacker
has access to the data used for training, and they can alter, add, or remove training data as well as data labels
to create backdoors in a model. Common forms of data manipulation include pattern injection, single-pixel
modi cations, and steganography, which are visibly hard to detect—especially in the case of steganography.
Although there are many methods to manipulate data for data poisoning, this case study highlights the use of

SUDS to mitigate a data poisoning attack that utilizes steganographic perturbations.

Overview. Data poisoning usually occurs in three phases: preparation, training, and attack. Each of these

phases is described in more detail below.

1. Preparation: The data perturbation method is created, and the data to be used during training is

modi ed using this technique.
2. Training : The model is trained using the manipulated training data.

3. Attack: The poisoned model is deployed. The attackers can then craft an adversarial example to alter

the intended behavior of the poisoned model.

For this case study, the MNIST training dataset of 60000 images is prepared using the deep dependent
hiding (DDH) technique to perturb images. Using DDH, 40% of the training data are changed to a container
image, where the secret is randomly chosen with replacement from the input set. The label of this container
image is then modi ed to the label of the randomly chosen secret hidden within it. A classi er is then

trained using this manipulated data to classify the digit shown in the picture. If the data poisoning scheme is
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Table 3.4: Classi cation accuracy of clean and poisoned images, both with using SUDS to protect against
poisoned images and without using SUDS (no SUDS).

ACCURACY

IMAGE TYPE
‘NOSUDS SuUDS

CLEAN (5000) 98.03% 97.18%
CONTAINERS(5000) | 93.26% 0.56 %

successful, an attacker should be able to direct the prediction of the trained network by selecting the desired
classi cation as the secret of the container image input.

This data poisoning technique is evaluated using 10000 test images, where 50% have been changed to
container images and the remaining 50% are kept clean. The data poisoning technique is then tested again by
incorporating SUDS between the client and the trained network. In this test, the data distribution is identical

to the previous test, but all test data is sanitized prior to being classi ed with the trained network.

Result. Table 3.4 shows the classi cation accuracy during testing of both clean and container images with
and without the use of SUDS. The accuracy associated with the container images indicates the classi cation
of the intended secret to what was predicted by the classi e—was the attacker successful in manipulating
the classi er to the intended secret? For instance, if an attacker hid a secret image of label 6 in a cover
image with a label of 4, the model would be accurate if it predicted the secret label of 6. By using SUDS

between the client and the trained model, the resistance of the classi er to an attack increh3é5%y=

(100 0:56) (100 93:26)
100 93:26

100, while the performance for clean images only drops by 1%. SUDS, therefore, is

successfully able to protect the classi cation system from bad actors.

3.7 Related Works

While SUDS is the rst sanitization framework that can mitigate the effects of traditional, dependent deep,
and universal deep hiding to the best of the authors' knowledge, there are similar works which use VAEs
for protection. In [42], the authors show the promise of using a variational autoencoder (VAE) to mitigate
the transfer of PowerShell scripts hidden directly in images with Invoke-PSImage [42], a publicly available
hiding tool that uses least signi cant bit hidihgin this previous work, the sanitizer is evaluated on whether

the resulting steganographic image is detected by StegExpose, an open-source detection tool for the least
signi cant bit hiding methods. StegExpose, though, is not a robust detection tool. Additionally, even small
perturbations in scripts hidden in images can cause a script to become non-executable. As images are more

robust to perturbations, evaluating sanitization with image secrets provides better evaluation criteria for this

SInvoke-PSImage: https://github.com/peewpw/Invoke-PSImage
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approach. Additionally, while a sanitizer may be able to sanitize steganography resulting from one hiding
technique, this does not mean that it will be effective in sanitizing steganography with other hiding techniques
as each method and signature is unique.

A VAE has also been used to detect and repair adversarial perturbations, which are modi cations to inputs
to cause misclassi cation. In [61], the authors implement Magnet, which uses outlier detection in the latent
space to determine if an image is adversarial. As adversarial techniques add noise, resulting images are
mapped to different parts of the latent space. During the repair phase, the outlier latent representations are
perturbed in the direction up the gradient to get closer to the distribution of the actual training data, working
to remove the added noise of the adversarial image. While steganography is similar to an adversarial image,
the “noise” of a steganographic image, or the message, is bounded, i.e., the message must be retrievable
and make sense to the recipient. The bounded nature of steganography results in images that are mapped to
the same distribution in the latent space (see Chapter 3.5.4) and, therefore, are not applicable to the Magnet

approach.

3.8 Conclusions

In this chapter, we demonstrate a sanitization model SUDS, which is able to sanitize steganographic images
from untrained steganographic techniques (traditional, dependent deep, and universal deep) with more relia-
bility than baseline sanitization methods. Whereas SUDS sanitizes secrets for all hiding techniques used in
this work, the baseline noise sanitization technique only works 33% of the time against these hiding tech-
nigues. In addition to performing more reliably compared to noise, SUDS also has the added bene t of
producing a sanitized image that is closer to that of the original cover used to make a container, while noise
degrades an image in order to render the hidden secret incomprehensible. This allows SUDS to be applied
to many interesting case studies, such as protection against data poisoning attacks, increasing resistance of
a poisoned classi er against attacks by 1375%. In the future, we would like to extend SUDS to different
steganographic mediums, such as videos, binaries, and time series data, and test this approach against other
representation learning models such as a generative adversarial network or diffusion models. As such, this

research lays the groundwork for future exploration in comprehensive steganography protection systems.

3.9 Summary of Contributions

The contributions of this chapter are the following:

1. Implementation of a Robust Sanitizer. We construct and train a framework capable of sanitizing

traditional, dependent deep, and universal deep hiding steganography techniques, called SUDS.
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2. Demonstration of Sanitizer CapabilitiesWe show the bene t of this novel framework by evaluating
SUDS on ve capabilities: ability to sanitize, comparison to noise, exibility of the latent dimension

(ablation study), ability to detect, and scalability.

3. Case Study Application.We demonstrate a use case of SUDS whereby SUDS is able to protect against

data poisoning, increasing classi er resistance against attacks by 1375%.
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CHAPTER 4

Sanitizing Hidden Information with Diffusion Models

Reprinted from “Frontiers in Arti cial Intelligence and Applications”, 392, Preston K. Robinette, Daniel

Moyer, and Taylor T. Johnson, “Sanitizing Hidden Information with Diffusion Models”, 778-785, 2024, with
permission from I0S Press. The publication is available at I0S Press through http://dx.doi.org/10.3233/FAIA240562
and has been reproduced with the permission of the publisher and my co-authors Daniel Moyer and Taylor

T. Johnson.

Information hiding is the process of embedding data within another form of data, often to conceal its
existence or prevent unauthorized access. This process is commonly used in various forms of secure com-
munications (steganography) that can be used by bad actors to propagate malware, ex ltrate victim data, and
discreetly communicate. Recent work has utilized deep neural networks to remove this hidden information in
a defense mechanism known as sanitization. Previous deep learning works, however, are unable to scale ef -
ciently beyond the MNIST dataset. In this chapter, we present a novel sanitization method called DM-SUDS
that utilizes a diffusion model framework to sanitize/remove hidden information from image-into-image uni-
versal and dependent steganography from CIFAR-10 and ImageNet datasets. We evaluate DM-SUDS against
three different baselines using MSE, PSNR, SSIM, and NCC metrics and provide further detailed analy-
sis through an ablation study. DM-SUDS outperforms all three baselines and signi cantly improves image
preservation MSE by 50.44%, PSNR by 12.69%, SSIM by 11.49%, and NCC by 3.26% compared to pre-
vious deep learning approaches. Additionally, we introduce a novel evaluation speci cation that considers
the successful removal of hidden information (safety) as well as the resulting quality of the sanitized image
(utility). We further demonstrate the versatility of this method with an application in an audio case study,

demonstrating its broad applicability to additional domains.

4.1 Introduction

Steganography, or the art of hiding information in plain sight, is an area of information hiding that is used
for covert communication. In steganography, a secret message is embedded in a seemingly harmless physical
or digital medium, termed a cover. A container is the secret and cover together that is then relayed to an
intended recipient. Due to the hidden nature of the secret message, communication can occur discreetly
between parties without arousing suspicion.

This process can be applied to both physical mediums (e.g., microdots, invisible ink, embedded objects,
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Figure 4.1: DM-SUDS (center) takes as input a cover or a container imagef C; C% created with any

type of steganographic technique. A noisy image is then sampled from this image at titnéstiye reverse
diffusion process, a denoising U-Net is used to predict the amount of noise added to the image, which is
then used to recover the original image, resulting in a sanitized if8ada the pre-sanitization phase, the
secret is recoverable, as demonstrated in the bottom-left of the $urafter sanitization with DM-SUDS,
however, a secret is not recoverable, as indicated by the bottom-right of theSg(Tiee secret, therefore, is
successfully eliminated.

etc.) as well as digital mediums (e.g., images, videos, audio, text, etc.). The pervasive nature of digital media
makes digital steganography a more dangerous communication channel compared to its physical counter-
part. Its widespread accessibility and ease of dissemination make digital platforms more susceptible to covert
manipulations, potentially enabling malicious actors to spread concealed information or malware at an un-
precedented scale and speed. In addition to the widespread effect of malware propagation, steganography via
digital mediums can also be used to ex ltrate victim data and communicate with other bad actors. As such,
advanced detection and prevention mechanisms are necessary to combat these harmful use cases. While var-
ious digital mediums can be used as covers, we focus on the use of images in this chapter, as these are more
accessible and commonly used in the wild.

Current image steganography defenses utilize a technique known as steganalysis, or the detection of hid-
den messages in images [62, 63]. Steganalysis tools analyze images for known signatures and/or anomalies
in pixel values, noise distributions, and other statistical measures to indicate the presence of steganographic
content. Recent work has also incorporated machine learning to enhance detection accuracy [64, 65, 66].
These defense strategies, however, rely upon data curated from preexisting steganographic techniques and
are referred to ason-blind While adept at detecting known steganography, these defense mechanisms are
useless against new forms of steganography in the wild — especially ones engineered to bypass these existing

systems [67, 68, 69].
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Another defense mechanism against steganography is sanitization, which eliminates the presence of any
potential secret message while maintaining the integrity of the cover media. For instance, a picture of a dog
containing an executable malware binary would be sanitized if the malware binary is removed and the original
image is minimally changed. In [11], we demonstrate the success of such an approach, utilizing a variational
autoencoder strategy termed SUDS. We show that SUDS is able to protect against least signi cant bit (LSB),
dependent deep hiding (DDH), and universal deep hiding (UDH) steganography, each of which is an unseen
method by the sanitizer prior to testinigliad).

While SUDS is able to successfully sanitize secrets, its ability to preserve the quality of the resulting
image deteriorates as image complexity increases. This effect is a result of utilizing a variational autoen-
coder approach. To address the limited preservation capabilities of SUDS while maintaining sanitization
performance, we proposediffusion model approach t&UDS termed DM-SUDS. While diffusion mod-
els are most commonly used for their generative properties, they are trained as denoising mechanisms. By
using a diffusion model to “denoise” potentially steganographic images, we believe that this approach will
provide an improved alternative to SUDS, advancing the state-of-the-art in blind deep learning sanitiza-
tion techniques for image-into-image steganography. All code to reproduce experiments is available at:

https://github.com/pkrobinette/dmsuds steg The primary contributions of this chapter are the following.

1. Implementation of a Novel Sanitization Framework: We introduce a blind deep learning steganogra-
phy sanitization method called DM-SUDS that utilizes a diffusion model framework to sanitize image-

into-image universal and dependent steganography.

2. Demonstration of Sanitizer Capabilities: We show the bene t of our novel DM-SUDS framework
on CIFAR-10 and ImageNet datasets by evaluating it on ve different capabilities: comparison to three
baselines, exibility of the timestep parameter (ablation study), ability to directly denoise (ablation

study), scalability, and robustness.

3. Development of a Novel Sanitization Speci cation:We introduce a novel sanitization speci cation

that combines secret elimination (safety) and image preservation (utility).

4. Application to the Audio Domain: We present a case study that applies DM-SUDS to a new domain
(audio), demonstrating the versatility of this approach applied to text-into-audio steganography. This is

the rst approach to successfully sanitize information hidden in audio containers using deep learning.

4.2 Preliminaries
In this section, we introduce steganography, existing sanitization techniques, and the metrics used for eval-

uation. While this approach is medium agnostig, focus on image-into-image steganographyvhere an
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image secret is embedded into an image cover. An image is represented by a enhtrix)( wherec is the
number of color channel, is the height, andv is the width of the image.

For the majority of this chapter, we utilize the term steganography to refer to any covert or imperceptible
embedding of information. This includes invisible watermarking. While steganography and watermarking
utilize many of the same concepts, some watermarking methods are meant to be visible on the corresponding
watermarked media. As such, we focus on the removal of steganographic information, which is all invisible,

but acknowledge that DM-SUDS is directly applicable to the removal of invisible watermarks as well.

4.2.1 Steganography

Notation. As shown by thePre-Sanitizationsection in Figure 4.1, steganography typically consists of a
cover, secref container and arevealed secretA secretS is hidden within acoverC using a hide function

H to create acontainer C° such that the difference between the cover and the container is minimal, or
H(C;S) = C%j MSE(C;CY9 ! 0. Therevealed secre8® can then be obtained from the container using

a reveal functiorR, which is usually the inverse d¢fi. The revealed secret should be minimally different
from the original secret hidden in the cover,R(C% = S°j MSE(S;S% ! 0. In regard to sanitization,

an image is sanitized with a sanitization functi®rto create asanitized image, orP(X) = € j X 2

f C; C%. An attempted revealed secret from a sanitized image is denofda® (€) = S. In this chapter,

P 2 f SUDS DM-SUDS, Noise DCT-Noisey, where DM-SUDS is our diffusion model approach, SUDS is
an existing VAE-based approach, Noise is Gaussian Noise applied directly to the image, and DCT-Noise is

Gaussian Noise applied to the Discret Cosine Transform (DCT) of the image.

Hiding Methods. There are many types of hiding techniques in steganography, including traditional and
deep hiding. Traditional hiding involves either 1) modifying the pixels of the imagat{al domaiip or 2)

altering the image using a frequency distributitnagsform domaip[70, 71, 72, 73, 74]. While information

loss is inevitable, the user must strike a balance between maximizing the information hidden in the container
and avoiding detection: hiding capacity vs. invisibility. With a higher hiding capacity, a secret is more likely

to be detected in a container, but with a lower invisibility, less information is transferable. Traditional methods
are marred by this tradeoff, in addition to ensuring robustness against container perturbations. In deep hiding,
however, methods are able to incorporate a high capacity of the secret while maintaining invisibility, as these
methods are capable of maintaining the pixel distributions of the cover image. Deep hiding techniques utilize
deep neural networks as both the hide and reveal functions and fall into two main categories: dependent deep
hiding (DDH) [44, 45, 47, 49, 21, 75, 76, 77, 78, 79, 80] and universal deep hiding (UDH) [20]. In DDH,

the resulting container is cover dependent, and in UDH, the secret can be combined with any cover. In this

44



chapter, we utilize a method from each of these categories 1) traditional = least signi cant bit (LSB) method
[19], 2) dependent deep = DDH, and 3) universal deep = UDH. The implementations for DDH and UDH
are CNN-based implementations from the same code'pasd the LSB implementation is from the SUDS

codebase This hiding methods were chosen to resemble those in Chapter 3.

4.2.2 Sanitization

Traditional Sanitization. Sanitization, or active steganalysis, is the process of removing hidden information
from potentially steganographic images while preserving the image quality of the cover. Traditional sanitiza-
tion approaches attempt to remove hidden information by modifying the pixels of the image or the frequency
distribution of the image, much like traditional steganographic approaches. Examples include ipping the
bits of N LSB planes [31], adding Gaussian noise to the image or transformation of the image, and applying
image lters [34]. While traditional sanitization techniques are effective on traditional hiding algorithms,

they largely degrade the image quality of the restored image and are ineffective on deep hiding techniques.

Deep Learning Sanitization. Deep learning sanitization attempts to improve upon the limited capabilities

of traditional sanitization, especially in regard to deep learning steganography. While most work is related
to text-into-image steganography and watermarking, recent research has exjoage-into-image ap-
proaches. This is signi cant as deep learning methods, which primarily focus on image-into-image steganog-
raphy, can be adversarially trained to circumvent steganalysis techniques, including Xu-Net [81] and Ye-Net
[65]. In [41], the authors present a GAN-based approach, where a U-Net generator is trained to attack wa-
termarked images. This approach, however, is considered non-blind as it relies on known hiding techniques
during the training process. Non-blind techniques are unable to defend against novel hiding strategies, as
they are implemented using past, known processes. A more effective approach to sanitization is a blind
methodology, where the training process does not incorporate known hiding techniques. In [35], the authors
present a blind approach called PixelSteganalysis, which uses an “analyzer' to predict pixel and edge distri-
butions of a container, and an “eraser" to sterilize the images by adjusting suspicious pixels indicated by the
analyzer. Their approach is inef cient (e.g., a single (3,32,32) CIFAR-10 image takes an average of 3 min.
to sanitize) and also requires known information about “high-frequency areas' to train the edge distribution
model. In [11], we introduce another blind sanitization approach, which utilizes a VAE-based approach called
SUDS and demonstrate blind sanitization capabilities against unseen traditional, dependent deep, and univer-
sal deep hiding methods on MNIST and CIFAR-10 datasets. While this previous approach is able to eliminate

secret information from both datasets, the image preservation of the sanitized image starts to deteriorate with

1DDH/UDH: https://github.com/ChaoningZhang/Universal-Deep-Hiding
2SUDS Code:https://github.com/pkrobinette/suds-ecai-2023
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CIFAR-10.

Diffusion Model Applications. In this chapter, we utilize a diffusion model approach to sanitization. Recent
work has applied diffusion models to remove adversarial noise in the spatial domain [82] and to attack a single

text-into-imagewvatermarking technique in [83].

4.2.3 Sanitization Metrics

We evaluate sanitization and reconstruction using four image quality metrics: mean squared error (MSE),
peak signal-to-noise ratio (PSNR), structural similarity index measure (SSIM), and normalized correlation
coef cient (NCC). MSE and PSNR quantify the absolute error between the reference and altered images.
SSIM assesses perceptual quality compared to a reference, while NCC measures correlation between images,
re ecting their spatial alignment. NCC ranges from -1 to 1 and is crucial in watermarking to verify watermark
extraction [84, 85, 86], with 1 indicating identical images.

Unlike previous methods focusing solely on secret elimination, our approach adds image preservation to
assess sanitization quality. This ensures sensitive information is removed without compromising image utility.
Drawing from the watermarking domain, we use NCC to evaluate both the preservation and elimination
aspects: for image preservation (IP), an NC®:95indicates successful preservation using the cover image.
For secret elimination (SE), an NCC 0:30 signi es successful sanitization, re ecting typical standards for

data removal.

De nition 1 (Sanitization) Combining IP and SE, an image is considered successfully sanitized in this chap-

terif: IPNCC 0:95" SENCC 0:30.

4.3 DM-SUDS Sanitization

Our goal is to improve the image preservation of sanitized images using a diffusion model approach to
sanitization. A diffusion model is a generative model that consists of two main features: a forward diffusion
process and a reverse diffusion process. In the forward diffusion process, an inputxigiagen a given

data distributiorxg  q(Xo) is perturbed at timestefpwith Gaussian noise with a variance 2 (0;1) to
produce a sequence of latent imaggsx; :::; Xt . This forward noising process is de ned by equations 4.1
and 4.2 and is commonly reparameterized by Equation 4.3, which allows for direct sampling of noised latents

_ Qu

at arbitrary steps. Here; =1 th t= ¢ ss.andl t represents the variance of the noise for an
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arbitrary timestep.

Y
a(X1; 115 XTjX0) = a(Xejxt 1) (4.1)
t=1
. p—
a(XejXt 1) = N Xeo 1 X 15 ¢l 4.2)
. p—
axtjxo) = N X¢; tXo; (1 o)l (4.3)

The model then learns to reverse this diffusion process by re ning the noised sample until it resembles a
sample from the target distribution. The postex; 1jX¢;Xo) can be calculated using Bayes theorem in

terms of 7 and~¢(X¢; Xo), which are de ned in the equations below:

b= 17t t (4.4)
P o
1
~(XeiX0) = X0 + ti Ly (4.5)
t t
a(Xt 1jXe;X0) = N Xt 15 ~(Xt; Xo); ¢l (4.6)

To represent (x;;t) for the reverse diffusion process, we use a U-Net model to predict the nadkked to

the input image. The original image can then be predicted using Equation 4.7.

1
Xp = ﬁit Xt Pltit (4.7)

While diffusion models are most commonly used for generative purposes, we instead make use of the
denoising capabilities developed during training. To use the diffusion model as a sanitizer, we can apply
timesteps of noise to a potential container using Equation 4.3 with a cosine beta scheduler from [87], predict
the noise using a neural network, and then re ne the image using Equation 4.7, effectively preserving the
image quality while maintaining sanitization performance. As this is a blind approach to sanitization, prior
knowledge of steganography techniques is not required for the training process. To highlight this feature
of the framework and to emphasize the accessibility of this approach, we make use of a state-of-the-art,
publicly available pretrained diffusion model from [88]For the remainder of this chapter, the diffusion

model sanitization process is referred to as DM-SUDS.

3Diffusion Model: https://github.com/openai/improved-diffusion
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Table 4.1: Image Preservation (IP) and Secret Elimination (SE) performance metrics on LSB, DDH, and UDH

containers made from 1000 CIFAR-10 image pairs. If IP NCO:95" SE NCC 0:30(De nition 1), this
results in a Successfud § sanitization (highlighted it green ).

. Time MSE PSNR SSIM NCC Eval
RQ Hide  Method (ms) (P SE) (P SE) (P SE) (P/SE)  (P/
SE)
None 40  37.47/79.15  32.50/29.17 0.97/097  0.99/1.00 -
GaussianNoise 0:0  430.17/961091  21.80/8.40  0.74/0.01  0.92/0.027/3
RQL| LSB DCT Noise 0:1  254.81/9410.64 24.19/849  0.82/0.01  0.95/0.( 3/3
SUDS 0:6 359.81/9873.25 23.04/829 078/0.01  0.93/-0.007/3
DM-SUDS* 1014 163.18/9200.26 26.21/8.61  0.88/0.01  0.97/0. 3 /3
None 158 114.22/9343  2859/29.17 095/095  0.98/0.98 -
Gaussian Noise 0:0  516.46/3119.53 21.07/13.29 0.71/030  0.90/0.507/7
RQL| DDH  DCT Noise 0:1 336.37/1363.44 23.07/17.33 0.80/0.63  093/0.837/7
SUDS 05  391.79/5419.22 22.71/11.16 0.78/0.08  0.92/0.247/3
DM-SUDS* 1018 231.27/508242 24.92/11.45 0.86/013 0.95/0.. 3 /3
None 153  2336/155.60  34.69/268L 097/092  0.99/0.97 -
Gaussian Noise 0:0  415.46/4793.60 21.96/11.37 0.74/022  0.92/0.397/7
RQL| UDH  DCT Noise 0:1  24350/905.63 24.38/18.89 082/061  0.95/0.823 /7
SUDS 0:6 34371/14379.81 23.29/7.09  0.79/0.03  0.94/0.047/3
DM-SUDS* 1011 14840/14667.25 26.66/6.99  0.88/0.03  0.97/0. 3 /3
rRoa| , PPH  pM.supsr 21914 106.42/7607.07 28.36/9.63  0.84/007  0.98/0. 3 /3
(ImageNet)
RQ4| , PRIS"  pyisupst 16252 89.00/4855.80  28.91/11.78  0.75/0.24  0.96/0. 3 /3
(ImageNet)
4.4 Research Questions and Metrics

To evaluate the sanitization performance of DM-SUDS, we seek to answer the following four research ques-

tions.

1.

RQ1: Ability to sanitize hidden information ! Is DM-SUDS able to successfully sanitize hidden
information? How does this compare to previous sanitization methddsévaluate the performance

of DM-SUDS, we compare DM-SUDS against three different baselines: 1) SUDS, 2) Gaussian Noise,
and 3) Discrete Cosine Transform (DCT) Noise. We test each of these methods on LSB, DDH, and
UDH containers created with the same 1000 image pairs from the CIFAR-10 datasetr®f size 32.
CIFAR-10 is a widely used dataset for information hiding [89, 90, 91, 92], and it is also where the
reconstruction capabilities of SUDS start to break down. For the DM-SUDS model discussed in Chap-
ter 4.3, we use a timestep variable 500 in the forward and reverse diffusion processes, which is half

of the number of timesteps used during model training. We utilize the sanitization metrics discussed
in Chapter 4.2.3 (MSE, PSNR, SSIM, NCC) to evaluate image preservation and secret elimination.
To provide a baseline comparison to the effect of each steganographic technique on image quality, a

None column is also calculated, which uses the metrics mentioned above to coogvarsC with

containersC?(IP) as well assecretsS to revealed secretgre sanitizationS® (SE). RQ1 is positive if
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DM-SUDS successfully sanitizes according to De nition 1 while outperforming the baselines in image

preservation metrics.

. RQ2: Effect of timestep on sanitization! Does the number of diffusion timesteps affect sanitization
performance?In the previous experiment, we utilize a timesteg 500 in the diffusion process.

This means that the noisy version of the input image is sampled from the cosine noise scheduler at
t =500. In the reverse diffusion process, this number is then encoded, and the neural network estimates
the added noise to the image from this timestep. To determine if the number of timesteps affects
sanitization performance, we evaluate DM-SUDS on LSB, DDH, and UDH containers using timestep
values fromt = 25 tot = 1000 in 25-step intervals, e.gt,= [25;50; 75; ::;; 1000] We utilize the

same container creation process and sanitization evaluation described ilRRQ1s positive if 50%

of the timesteps are successfully sanitized (De nition 1).

. RQ3: Ability to directly sanitize ! Is added noise necessary for the sanitization procdasRQ1

and RQ2, we sample a noisy image of the container at timestepd then denoise this image to a
sanitized version of the input. Another potential way to sanitize via DM-SUDS is to treat the potentially
steganographic image as the direct input to the denoiser, skipping the forward diffusion process. With
this approach, however, we still have to provide an estirhateinput to the reverse diffusion neural
network. We evaluate the direct sanitization capabilities of DM-SUDS using the evaluation process

described in RQ2RQ3 is positive if the result of no noise added resembles that of RQ2 (with noise).

. RQ4: Scalability and robustness! Does DM-SUDS extend to JPEG-resistant steganography and

the ImageNet dataset?As the reconstruction ability of SUDS decreases with an increase in image
complexity [11], we evaluate DM-SUDS on more complex images using the ImageNet Dataset with
images of sizdR® 128 128 While DDH is the most robust of the experimental methods, it is mainly
used for lossless image types, such as PNG or BMP. Recent work in dependent deep hiding has shown
the promise of JPEG (lossy) resistant image steganography as well. As such, we evaluate DM-SUDS
on PRIS [75], an invertible network image steganography approach that is robust under JPEG com-
pression. This method was chosen as the authors demonstrate its improved performance against ISN
[76], RIIS [77], HINET [78], and Baluja's dependent deep learning approach [93], other competing ro-
bust image-into-image steganography techniques. As such, we test DM-SUDS on 500 DDH and PRIS
containers created using ImageNet images and collect MSE, PSNR, SSIM, and NCC metrics for secret
elimination and image preservatiofRQ4 is positive if DDH and PRIS containers are successfully

sanitized according to De nition 1.
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(a) SUDS (b) DM-SUDS

Figure 4.2: A comparison between DM-SUDS and SUDS sanitization for a) LSB, b) DDH, and c¢) UDH
steganography. Sanitization performance is determined from image preservation as well as secret elimination.
While the secrets are eliminated with each method, DM-SUDS is the only method able to preserve the image.

4.5 Experimental Results
4.5.1 Sanitization Performance of DM-SUDS
We evaluate DM-SUDS sanitization performance against three different baselines on 1000 containers made
from the CIFAR-10 dataset. From the results shown in Table 4.1, DM-SUDS is able to successfully sanitize
LSB, DDH, and UDH containers as indicated by the image preservation (IP) and secret elimination (SE)
values for each metric. The low MSE, high PSNR, high SSIM, and high NCC for DM-SUDS IP demonstrate
that the quality of the sanitized image is preserved, and the high MSE, low PSNR, low SSIM, and low NCC
values for DM-SUDS SE validate that the secret has been successfully removed. While previous works
only consider SE for successful sanitization, Semnitizationevaluation in the last column considers both
IS and SE (IPNCC 0:95” SENCC 0:30). From these results, DM-SUDS is the only method to
successfully sanitize all three unseen hiding methods, outperforming each of the baselind3Qn iB,
therefore, positive.

The results for SUDS highlight the importance of considering image preservation in addition to secret
elimination for sanitization. According to SE, SUDS effectively removes the secret (low SE NCC), but it

also signi cantly degrades the quality of the resulting image (low IP NCC). This adverse effect is further
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demonstrated by Figure 4.2. In these examples, a ddvsrcombined with a secr@& to create a container
CPusing a) LSB, b) DDH, and c) UDH. This container is then sanitized by either SUDS (Figure 4.2a) or DM-
SUDS (Figure 4.2b) to create a sanitized contaBefThe sanitized secré& shows the attempted revealed
secret after sanitization. While SUDS and DM-SUDS are both able to eliminate the secret as shown by the
last two columns, the image quality of the sanitized container for SUDS is low. Both speci cations (IP and

SE) are, therefore, necessary to holistically evaluate sanitization.

4.5.2 Effect of Timestep on Sanitization

In this section, we evaluate the impact of timestep size on the sanitization process. The top two rows of
Figure 4.3 show the sanitized imagé€dand an attempted recovered se@ett various timesteps. In regard

to the sanitized imag€, with too many timesteps, the image quality of the reconstructed image starts to
deteriorate, as shown ly= 1000. The blurry nature of the resulting processed image indicates that the
more noise that is added to a container, the more dif cult it is to predict the amount of added noise, affecting
the resulting re ned imag€. With too few timesteps, however, the secret persists after sanitization. At

t = 25, for instance, the boat of the original secret is still visibleSin These results are further validated

by Figure 4.4a, which shows IP NCC and SE NCC for DDH, UDH, and LSB sanitization. The points not

in the red bar signify successful sanitization according to De nition 1. As the timestep increases, secret
elimination performance improves and image preservation performance deteriorates. These results also offer
an interesting insight into the robustness of each hiding method. The order of robustness as determined by
the persistence of the secret with increased timesteps is DDH, UDH, and LSB. DDH, therefore, is a more
robust hiding method than the other two. While the number of selected timesteps impacts performance near
the edges, using a better diffusion model eliminates the need to consider the timestep for sanitization as image
preservation is the limiting factor. As less than 50% of the timesteps result in successful sanitization in this

experimentRQ2 is negative

4.5.3 Ability to Directly Denoise

The plotin Figure 4.4b shows the IP and SE NCC metrics from sanitizing with no noise added for each hiding
method across various timesteps. We see the best sanitization performance0&t Here, the SE is lowest

and the IP is above the indicated threshold. Whereas the SE from sanititingdded noise continues to
decrease with each timestep, the SE with no added noise starts to increase0ét as shown by Figure 4.4.

So much so, that the secret is not eliminated at higher timesteps. This is further demonstrated by Figure 4.3,
which shows the image results of sanitizatiBnand an attempted revealed secret after sanitizaidor

various timesteps. At = 1000, the secret is still discernible frod. These results indicate that the true
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Figure 4.3: Example of sanitized imag€sand attempted revealed secrets after sanitizfiam DDH
containers across various timesteps.

power of the diffusion model sanitization approach lies in the added Gaussian Noise in the forward diffusion

process. As these trends do not resemble those of RQ3,is negative.

(a) RQ2: Effect of Timesteps (b) RQ3: Effect of No Added Noise

Figure 4.4: Image preservation (IP) and secret elimination (SE) NCC metrics from sanitizing DDH, UDH,
and LSB containers on various timesteps using added noise (a) and no added noise (b).

4.5.4 Scalability to ImageNet and Robustness (JPEG)

The results for RQ4 are detailed at the bottom of Table 4.1, under the IBbdts(ImageNet)and PRIS
(ImageNet) These ndings af rm the ef cacy of DM-SUDS even when applied to more complex datasets
like ImageNet. Notably, the Image Preservation (IP) metrics—low MSE, high PSNR, high SSIM, and high
NCC—highlight minimal degradation in image quality, con rming that the visual integrity of the sanitized
images is maintained even with more complex images. Additionally, the robust secret elimination (SE)

performance is demonstrated by high MSE, low PSNR, low SSIM, and low NCC metric values. These
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(a) Cover Audio (b) Container Audio (c) Sanitized Audio

Figure 4.5: A visual comparison between a cover audio, a container audio, and the resulting sanitized audio
from DM-SUDS. The container is created by embedding the text s8direim using LSB. The container is
then sanitized with DM-SUDS to create a sanitized audio.

metrics together validate the effectiveness of DM-SUDS in sanitizing more complex datasets and secrets
from more robust steganography methods. As IP NCG:95* SE NCC 0:30is satis ed, both of these

methods are successfully sanitized, &%@4 is positive.

Evaluation. From these experiments, RQ1 and RQ4 are positive and RQ2 and RQ3 are negative. DM-
SUDS outperforms previous image-into-image deep learning methods, scales to more complex datasets, and
is robust to JPEG-resistant hiding methods (PRIS). Additionally, the power of DM-SUDS lies in the added

Gaussian Noise in the forward diffusion process.

4.6 Case Study: Application to Audio Steganography

To demonstrate the adaptability of this approach to other domains, we apply DM-SUDS to the sanitization
of audio containers. Audio data refers to the representation of sound within a digital system. The process
of hiding information in audio is very similar to hiding processes in the image domain. For this case study,
we consider LSB and spread spectrum (SS) spatial methods as well as discrete wavelet transform (DWT)

transform methods for hidinggxt-into-audio.

Overview. We utilize 250 randomly sampled audio les from the UrbanSound8K ddtasetreate con-

tainers with LSB, SS, and DWT. The UrbanSound8K dataset contains 8732 urban sound clips of less than
4 seconds from 10 different classes, including labels such as “air conditioner' and “street music'. The secret
embedded in each audio le is a sentence scraped from Shakespbaetfth Night We use secrets of var-

ious content and sizes to stress test the sanitization process. Each of these resulting containers is sanitized
using DM-SUDS. Similar to the experiments described in Chapter 4.4, we collect audio preservation and

secret elimination metrics. Audio preservation is evaluated by the MSE difference between the container

4https://urbansounddataset.weebly.com/urbansound8k.html
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Table 4.2: Audio sanitization results with DM-SUDS.

H EvAL AUDIO PRESERVATION SECRET ELIMINATION

:

BER(S; S9 MSE(C® €) BERES;S) | RR
LSB 0.0 0.0013 0.4901 0.9273
SS 0.0 0.0013 0.4365 0.8647
DWT 0.0 0.0001 0.4851 0.9274

audioC%and the sanitized audiB. As this case study utilizes text secrets, secret elimination is evaluated
using bit error rate (BER) and removal rate (RR) metrics. BER is computed by comparing the bitstream
extracted from the sanitized audio with the original embedded bitstream. The removal rate is calculated by
Equation 4.8 [94]. I BER> 0:2 =) RR> 0:4, the hidden message is successfully destroyed. DM-SUDS

for this case study is a publicly available diffusion model trained to generate tnusic

RR=1 jj 2 BER 1j (4.8)

Results. From the audio preservation and secret elimination results shown in Table 4.2, DM-SUDS is also
able to sanitize audio containers. The low MSE audio preservation values indicate that the quality of the
sanitized audio is preserved during the sanitization process. Figure 4.5 demonstrates the audio preservation
capabilities of DM-SUDS as the sanitized audio (Figure 4.5c¢) is minimally different from the container
(Figure 4.5a). DM-SUDS is also successful at eliminating secrets. Prior to sanitization, the secretis recovered
with a BER of 0.0%. This means that all secret bits are correctly recovered. After sanitization, however, the
revealed secret BER is high, resulting in a high RR. As BER:2 =) RR > 0:4, each of the hiding
methods (LSB, SS, and DWT) is successfully sanitized with DM-SUDS.

4.7 Conclusion

In this chapter, we introduce a novel blind deep learning steganography sanitization method that utilizes a
diffusion model framework to restore images called DM-SUDS. We demonstrate the success of such an ap-
proach compared to an existing VAE-based approach (SUDS), Gaussian Noise, and DCT Gaussian Noise and
conduct an ablation study to determine the exibility of the timestep parameter and the ability of DM-SUDS

to directly denoise. We also demonstrate the scalability and robustness of DM-SUDS against JPEG-resistant
steganography on the ImageNet dataset. Additionally, by incorporating image preservation into a novel san-
itization evaluation, we effectively capture the safety and the utility of resulting sanitized images. One of

the most impactful features of DM-SUDS lies in its accessibility, as any pretrained diffusion model of a

Shttps://github.com/teticio/audio-diffusion
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target domain's data distribution can be implemented to protect against steganography. This approach, there-
fore, introduces a highly effective and bene cial use case for a diffusion model while marking a signi cant
advancement in the eld of steganography sanitization. We also demonstrate the successful application of
DM-SUDS to sanitizing containers in the audio domain. This is the rst study to sanitize secrets hidden in
audio containers using deep learning. In the future, we would like to address the speed of sanitization (see
Table 4.1), and we would like to incorporate the sanitization or removal of visible watermarks in addition to

the invisible information considered in this chapter.

4.8 Summary of Contributions

The primary contributions of this chapter are the following.

1. Implementation of a Novel Sanitization Framework: We introduce a blind deep learning steganogra-
phy sanitization method called DM-SUDS that utilizes a diffusion model framework to sanitize image-

into-image universal and dependent steganography.

2. Demonstration of Sanitizer Capabilities: We show the bene t of our novel DM-SUDS framework
on CIFAR-10 and ImageNet datasets by evaluating it on ve different capabilities: comparison to three
baselines, exibility of the timestep parameter (ablation study), ability to directly denoise (ablation

study), scalability, and robustness.

3. Development of a Novel Sanitization Speci cation:We introduce a novel sanitization speci cation

that combines secret elimination (safety) and image preservation (utility).

4. Application to the Audio Domain: We present a case study that applies DM-SUDS to a new domain
(audio), demonstrating the versatility of this approach applied to text-into-audio steganography. This is

the rst approach to successfully sanitize information hidden in audio containers using deep learning.

55



CHAPTER 5

MorphoMod: Blind Visible Watermark Removal with Morphological Dilation

This chapter is adapted from “MorphoMod: Blind Visible Watermark Removal with Morphological Dila-
tion” [13] submitted to “ICML 2025 - International Conference on Machine Learning” and has been repro-

duced with the permission of my co-author Taylor T. Johnson.

Visible watermarks pose signi cant challenges for image restoration techniques, especially when the tar-
get background is unknown. Toward this end, we present MorphoMod, a novel method for automated visible
watermark removal that operates in a blind setting—without requiring target images. Unlike existing meth-
ods, MorphoMod effectively removes opaque and transparent watermarks while preserving semantic content,
making it well-suited for real-world applications. Evaluations on benchmark datasets, including the Colored
Large-scale Watermark Dataset (CLWD), LOGO-series, and the newly introduced Alphal datasets, demon-
strate that MorphoMod achieves up to a 50.8% improvement in watermark removal effectiveness compared to
state-of-the-art methods. Ablation studies highlight the impact of prompts used for inpainting, pre-removal
lling strategies, and inpainting model performance on watermark removal. Additionally, a case study on
steganographic disorientation reveals broader applications for watermark removal in disrupting high-level
hidden messages. MorphoMod offers a robust, adaptable solution for watermark removal and opens avenues

for further advancements in image restoration and adversarial manipulation.

5.1 Introduction

Watermarks are widely employed as a digital rights management (DRM) tool to protect intellectual property
in images, videos, and other multimedia content [95, 96]. Invisible watermarks, imperceptible to the human
eye, rely on sophisticated signal-processing techniques to encode information directly into the digital media.
Visible watermarks, on the other hand, are prominently displayed overlays that serve as a clear visual deterrent
against unauthorized distribution or misuse.

Visible watermarks are often used due to their immediate perceptibility and typically take the form of
logos, text, or patterns strategically placed over an image. Despite their effectiveness, visible watermarks are
not impervious to attacks. Techniques such as traditional inpainting [97, 98, 99] and Independent Compo-
nent Analysis [100] can be employed to remove or obscure these watermarks. The rise of generative models
and diffusion-based inpainting methods has further ampli ed this vulnerability, enabling highly realistic re-

construction of the original image with minimal artifacts [101, 102, 103, 4, 104, 105]. Addressing these
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Figure 5.1: Example watermark localization masks generated with SLBR [4], a visible watermark removal
method, during the removal process. The predicted masks are conservative compared to the ground truth
(GT), leading to watermark residuals in the processed image.

Figure 5.2: A diagram of MorphoMod—the proposed automated visible watermark removal method with
mask re nement and generative inpainting. MorphoMod consists of three main phaseseg(égnt (2)
inpaint, and (3)restore In segmentan input image and dilation parametet are used to produce a re ned

and dilated maskhy. The input image, a prompt and the re ned mask are then usednpaintthe detected
region resulting in a cleaned image In restore this cleaned image, the input image, and the re ned mask
are used to generate the nal restored image with the removed watekmark

challenges requires a deeper understanding of both watermarking techniques and the methods employed to
remove them.

As such, we develop a novel automated pipeline stemming from three key observétijpmao-Stage
Pipeline$ the majority of deep learning methods follow a two-stage pipeline, beginning with the identi -
cation of a watermark mask followed by image restorat{@y Conservative Mask Predictionsthe masks
generated by current methods are often smaller than the true watermark (see Figure 5.1) leading to incomplete
removal, and3) Dependency on Known Backgrouhdsll current deep-learning approaches require prior
knowledge of the target background during the training proaems-blind).

Building upon these key observations, we propobéral visible watermark removal framework that em-
ploys morphological dilation in conjunction with inpainting calletrphoMod By eliminating the need for
prior knowledge of the background and focusing on robust mask generation, our method mimics real-world
scenarios. The contributions of this chapter are the followfhyyDevelopment of MorphoMod  we intro-
duce a novel, blind watermark removal method effective for real-world scenarios involving datasets without
known targets(2) Introduction of novel datasetd we propose two new datasets, Alphal-S and Alphal-

L, featuring non-transparent, fully opaque watermarks, designed to better re ect real-world watermarking
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Figure 5.3: An example restoration. A generated image is combined with the re ned mask to select only the
watermarked region. The input image and the inverse of the re ned mask are used to select the background
region. The watermarked region and background region are then combined to create the restored image.

challenges(3) Introduction of novel evaluation metricsl we propose new metrics speci cally tailored to
assess watermark removal performance in the absence of known target i(da@snprehensive experi-
mental analysis we perform extensive ablation studies to evaluate the impact of various factors, including
inpainting models, prompt design, pre-removal lling strategies on watermark removal and image @olality,
Case study on steganographic disorientatidn we introduce a novel toy problem and dataset to showcase

MorphoMod's potential in disrupting visible steganographic messages.

5.2 Related Works
In this section, we present research related to inpainting and deep learning-based visible watermark removal

(VWR). We also provide key observations from deep learning based VWR.

Inpainting. Inpainting aims to restore missing or corrupted regions in an image. Traditional methods
often rely on partial differential equations (PDEs) [106, 107] or patch synthesis [108] while deep learn-
ing approaches [109, 110, 111] leverage large datasets to learn complex features, often employing genera-
tive adversarial networks (GANs). Recent advancements harness denoising diffusion probabilistic models
(DDPMs) [87] for inpainting by iteratively re ning noisy versions of an image. Methods like Stable Diffu-

sion [112] and LaMa [113] achieve high-quality results.

Deep Learning Watermark Removal MethodsRecent advancements in VWR have been driven by deep
learning-based approaches. In [101], the authors introduce a seminal image-to-image translation approach
driven by the object detection of watermarks which are then re ned using a convolution neural network
(CNN). To bypass the reliance on detection-based components, [114] and [115] proposed generative adver-
sarial network (GAN) techniques. In [102], the authors introduce a multi-task learning framework utilizing

a single encoder with multi-decoder architecture to reconstruct the background, motif (watermark) mask,
and motif (watermark) image. [103] introduce a two-stage network for multi-task decoding and then re ne-

ment calledSplitNet [4] re ne mask predictions even further using a coarse-to- ne strategy knov@iL.BR
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Instead of estimating only the mask of the waterm&#)Net[104] attempts to predict the mask, opacity

and color of the watermarkDENetattempts to disentangle watermark and image embeddings in the fea-
ture space, employing contrastive learning to ensure task-speci ¢ representation for watermark removal and
background reconstruction [105]. In [116], the authors also implement a two-stage approach consisting of

watermark localization and background content restoration, knowRiREL

Key Observations. [1-2] Most deep learning methods for watermark removal use a mask prediction compo-
nent to guide background restoration as shown in Figure 5.3. This procedure boosts image quality metrics by
enabling a focus on reconstructing or re ning the watermarked area. However, the accuracy of the predicted
mask is crucial, as it directly impacts the nal image composition. Many prior methods focus on improving
the reconstructed image while neglecting mask re nement. Figure 5.1 illustrates example predicted masks for
SLBR, where under-prediction often leaves watermark residuals in the sanitized {3lagyrother key lim-

itation is the reliance on access to watermark-free images during training. Training datasets typically include
watermarked imagesvatermark masksandwatermark-free imaggd04, 103, 101]. In real-world scenarios,
matching the distribution of watermarked and watermark-free images is highly unlikely. For instance, when
watermarked images are scraped from platforms like Shutterstock.com, the true background behind the wa-
termark is unknown. This raises a critical challenge: how can these methods be effectively evaluated when

ground truth watermark-free images are unavailable in practice?

5.3 MorphoMod

Based on the key observations from Chapter 5.2, this chapter introduces a blind watermark removal method
that combines morphological dilation with diffusion-based inpainting to address the limitations of existing
methods. Unlike traditional two-stage pipelines, which focus on the re nement of the image, our approach in-
tegrates mask prediction and mask re nement into a uni ed framework, ensuring that generated masks more
closely align with the true watermark extent. By eliminating the need for background priors, our method of-
fers a practical and scalable solution for watermark removal in real-world applications. MorphoMod consists
of three main stages: ¥pgment2) inpaint, and 3)restore as shown in Figure 5.2. We discuss each stage in

more detail below.

5.3.1 Segment
Initial Segmentation. The segmentation stage consists of two components: (1) initial segmentation and
(2) re nement. For the initial segmentation, we use the best-performing semantic segmentation model from

SLBR, SplitNet, WDNet, DENet, or RIRCI (which relies on SLBR for mask prediction) for each dataset.
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Let S be the segmentation modal,2 R "W the watermarked image, aryd2 R "W  the generated

segmentation mask. The initial segmentation produces an initial ynetkS(x) = y.

Re nement. The re nement step uses a U-Net model and morphological dilation to improve the initial
mask by addressing underprediction. The U-Net Re ne Mdrlek nes the mask, taking andy as input

and producingh, such thaR(x;y) = ;. The model is trained with the following loss:
Ltotal = Lpice(fr; m) + Lpce(rh,; m) (5.1)

Here, L pice measures overlap betwedn and the ground truth magk, while L gce evaluates pixel-wise
differences, promoting both global and local accuracy. Morphological dilation is then applied to expand

mask boundaries, ensuring all residual watermark artifacts are captured. Dilation is de ned as:
Mg =max m,(s) K(s) (5.2)
s2S

whereK (s) is a structuring element (e.qg., disk or square) anithe dilation operation. Larger kernels (e.g.,
7 7) expand boundaries signi cantly, while smaller kernels (€3g., 3) provide ner adjustments. The

kernel size is set by a dilation parameter

Overview. The segment phase takes as input a watermarked ixnage a dilation parametelto produced

are ned maskhy for inpainting, i.e.Segmentk; d) = Mg.

5.3.2 Inpaint

The re ned maskmy is then combined with the watermarked imageand a promptp for the inpaint
phase. For the inpaint model, we make use of publicly available denoising diffusion probabilistic mod-
els (DDPM) like Stable Diffusion and LaMa. The output of the inpaint phase is a cleaned #nage,
Inpaint( x; Mq; p) = X, whereg 2 R 3XHW

5.3.3 Restore

In the restore phase, the background from the watermarked image is then combined with the watermark region
of the cleaned image. An example of this is shown in Figure 5.3. Here, the background region is created by
multiplying the original imagex with the inverse of the provided maé‘kg, s.t. r'hg =1 my. The cleaned
watermark region is created by multiplying the processed odtpuith the re ned maskfy. The background

is then combined with the watermark region to produce the restored imjage, Restore(x; hg; R) = Xx.
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5.3.4 Blind Metrics

In this chapter, we introduce novel metrics to evaluate watermark removal under real-world conditions where
true watermark-free targets are unavailable. These metrics estimate both the effectiveness of watermark
removal (WR) and the semantic preservation (SP) of the original image. We base these blind metrics on com-
mon VWR metrics: root mean squared errBMSE), structural similarity index measureme®&3IM), and
Learned Perceptual Image Patch Similarity(PS) [101, 102, 103, 4, 104, 105Watermark Removal.
Watermark removal is assessed by comparing the watermarked region in the original image to the corre-
sponding region in the output image, using the ground truth mask. Metrics inRIME&E,y , SSIMyy , and
LPIPSy , where highRMSEy, , low SSIMy , and highLPIPSyy, indicate successful watermark removal.
Semantic Preservation.Semantic preservation evaluates the background by comparing the background re-
gion of the watermarked image with that of the output image. The background region is determined by:
background= x (1 m), wherex is the watermarked image amd is the ground truth mask. Metrics
RMSET, SSIMr, andLPIPSt are used, with [owRMSE+, high SSIMr, and lowLPIPS+t indicating

effective background preservation.

Tradeoff. Balancing watermark removal and semantic preservation is critical, as optimizing one often com-
promises the other. A smaller mask may preserve semantics but perform poorly in watermark removal, while
a larger mask improves removal at the cost of background integrity. In this chapter, we prioritize watermark

removal.

5.4 Experiments
In this section, we introduce the datasets, implementation details, and results of two experiments used to

evaluate MorphoMod.

5.4.1 Datasets and Implementation Details

Experiment 1. Baseline performance and effect of the dilation paramétdio determine the baseline per-
formance of MorphoMod, we evaluate on four common watermarking datasets: 1) Colored Large-scale Wa-
termark Dataset (CLWD) [104], 2) LOGO-Gray, 3) LOGO-L, and 4) LOGO-H [103]. Using these datasets,
we then evaluate MorphoMod with dilation valug f O; 1; 3; 5; 10g and prompp = “Remove.” and record

watermark removal and semantic preservation metrics as described in Chapter 7.2.4.

1. CLWD: CLWD consists of 60K watermarked images for training and 10K for testing. The watermarks
are gathered from publicly available logo websites and applied to images randomly selected from
PASCAL VOC2012 [117]. The transparency ranges from 0.3 to 0.7, and its size, position, orientation,

and transparency are all randomly selected across individual images.
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(a) RMSE (b) SSIM (c) LPIPS

Figure 5.4: Watermark removal (WR) and semantic preservation (SP) metrics for MorphoMod on the CLWD
and LOGO-series datasets across various dilation values

2. LOGO-Gray: LOGO-Gray contains 12K training and 2K testing samples with gray-scale watermarks.

The size and transparency of the watermark are between 35% and 85%.

3. LOGO-L: LOGO-L contains 12K training and 2K testing samples. The transparency of the water-
marks ranges from 35% to 60%, and the size is anywhere from 35% to 60% of the width of the host

images.

4. LOGO-H: LOGO-H is a harder subset of LOGO-L and contains 12K training and 2K testing samples.

The transparency and size are randomly chosen from 60% to 85%.

Experiment 2. Comparison against existing methods on two new datasets: Alphal-S and AlpRad-L.

vious methods rely on datasets with transparent watermarks and known target images, which do not re ect
all real-world scenarios where watermarks could be opaque and targets are unknown. To address this, we
introduce Alphal-S and Alphal-L, featuring non-transparent watermarks with no assumed targets.

Alphal Datasets: Alphal-$nall andAlphal-Large contain 12K training and 2K testing samples from
ImageNet [118] with opaque watermarks from the CLWD dataset. Each sample consists of a watermarked
image and a corresponding mask. The watermarks cover 6% of the image area in Alphal-S and 35% in
Alphal-L.

Using these datasets, we evaluate MorphoMbd 8, p = “Remove.”) against SLBR [4], SplitNet [103],
WDNet [104], and DENet variants trained on LOGO datasets [105]. These models, which rely on target
images during training, were pretrained on CLWD or LOGO datasets and evaluated on Alphal-S and Alphal-
L using watermark removal and semantic preservation metrics (Chapter 7.2.4). This setup mimics transfer

learning by assessing how well pretrained models perform on out-of-distribution, web-scraped data.
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Figure 5.5: [Experiment 1] Visible watermark removal results of MorphoMod on various datasets. The
left-hand side of the image demonstrates removal that is imperceptible, and the right-hand side of the image
demonstrates removal thatperceptible. For instance, the dog being generated on the baseball @@&Q-

G). A human would be able to quickly notice that something is not right in this image. These results highlight
an important area for future work: how to ensure the generated areas are imperceptible to the human eye?
What metrics could be used to evaluate this?

Table 5.1: Watermark removal (WR) and semantic preservation (SP) metrics for various visible watermark
removal methods on the Alphal-S and Alphal-L datasets green blocks an red represent the best and
worst in each category respectively.

MODEL ALPHAL-S ALPHAL1-L
RMSE w (") SSIMw (#) LPIPSw (") | RMSEw (") SSIMw (#) LPIPSw (")
SLBR 0.0786 0.9189 0.0691 0.0552 0.9478 0.0480
SPLITNET 0.0044 0.9993 0.0003 0.0032 0.9994 0.0004
WDNET 0.0676 0.9407 0.0355 0.0606 0.9633 0.0338
g DENET-G 0.0841 0.9220 0.0479 0.0381 0.9848 0.0118
DENET-H 0.0660 0.9482 0.0388 0.0875 0.9352 0.0636
DENET-L 0.0195 0.9879 0.0063 0.0038 0.9993 0.0005
MORPHOMOD3 * 0.1165 0.8855 0.0763 0.1778 0.8523 0.1180
% IMPROVE 27.8% 41% 37.2% 50.8% 9.7% 46.1%
MODEL RMSE 1 (#) SSIM<1(") LPIPSt(#® | RMSE1(# SSIM1(") LPIPST(®
SLBR 0.0067 0.9980 0.0036 0.0077 0.9984 0.0024
SPLITNET 0.0041 0.9993 0.0012 0.0049 0.9993 0.0012
WDNET 0.0212 0.9845 0.0180 0.0255 0.9869 0.0134
% DENET-G 0.0056 0.9985 0.0026 0.0049 0.9990 0.0016
DENET-H 0.0075 0.9985 0.0025 0.0176 0.9954 0.0070
DENET-L 0.0043 0.9993 0.0012 0.0027 0.9997 0.0004
MORPHOMODs * 0.0157 0.9934 0.0060 0.0183 0.9928 0.0057
5.4.2 Results

Experiment 1. Figure 5.4 presents the results of Experiment 1, where the solid lines represent the water-
mark removal metrics and the dashed lines represent the semantic preservation metrics. For each dataset and
dilation value, the higiRMSEyy , low SSIMyy , and highLPIPS,y values indicate effective watermark re-

moval. As the dilation value increases, more of the actual watermark is targeted, leading to stronger removal
performance. However, this improvement also results in a greater loss of the original image content, as shown
by the trends in the semantic preservation metrics. This underscores the inherent trade-off between thorough

watermark removal and preserving the image's semantic integrity.
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Figure 5.6: Visible watermark removal results on the Alphal-S dataset. Our métbgahoMod is the only
method to successfully remove the opaque watermarks.

The images in Figure 5.5 show example outputs of watermarked images processed using MorphoMod
with a dilation of 3 f = 3). The green area on the left highlights examples where the generated in Il is im-
perceptible to the human eye. The yellow examples on the right highlight examples where the generated in lI
doesNOT blend imperceptibly with the background. For example, the neck of the bird in CLWD is clearly
not natural and a dog does not make sense for the baseball scenario shown in the LOGO-G image. While
this degree of imperceptibility varies in the resulting outputs, the corresponding watermark is successfully
removed in each example. Notably, MorphoMod removes the watermark across all dilation values tested

without excessively compromising semantic quality.

Experiment 2. The results for Experiment 2 are shown in Table 6.5b. In terms of watermark removal,
MorphoMod achieves the strongest performance across all metrics, as indicated by tRM3gK, , low

SSIMw , and highLPIPSy, . For the Alphal-S and Alphal-L datasets, the hagjet-trainedmodels are
DENet-G and SLBR, respectively. This is highlighted by the image results in Figure 5.6. In contrast, for se-
mantic preservation, SplitNet and DENet-L deliver the highest performance, as shown by tHeRMBEy ,

high SSIMy, , and lowLPIPSyy . This is expected given that better retention of the original background
boosts semantic preservation metrics. If the mask is smaller than the true watermark area, more of the origi-
nal background remains in the restored image, thus raising the semantic metrics but leaving behind noticeable

watermark artifacts.

Takeaways. Overall, MorphoMod proves highly effective for watermark removal in real-world settings,
outperforming previous approaches. The choice of dilation value is important to achieve the best balance

between watermark removal and overall image quality.

5.5 Ablation Experiments
In this section, we provide additional experiments related to mask generation (MG) and the inpainting process

(IP). Unless otherwise stated, HH experiments utilize the ground truth mask for the generative process.
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Table 5.2: Segmentation performance (loU and F1 Score) for various SAM schemes.

ALPHAL-S CLWD
loU F1 Score | loU F1 SCorE

AUTO MASK 0.327 0.419 0.155 0.213
GT BBox 0.543 0.677 0.524 0.653
GT PoOINTS 0.064 0.091 0.112 0.161

GDINO BBox 0.391 0.496 0.290 0.370
SLBR 0.203 0.245 0.745 0.825

SAM2 METHOD

Figure 5.7: Segmentation masks generated with different SAM strategies including (1) using a standalone
image @uto Mash, (2) an image with a ground truth bounding b&T BBoy, (3) an image with ground

truth points GT Point9, and (4) an image with a generated bounding lBRINO BBoy. The bounding

box for GDINO BBoxis generated using Grounding DINO [5], which takes an image and prompt to produce

a bounding box.

5.5.1 [MG]: Segment Anything Model (SAM)

A possible approach for generating watermark masks for inpainting is to use state-of-the-art segmentation
models like the Segment Anything Model (SAM) [119]. SAM is a prompt-driven segmentation framework
trained to identify object regions using various inputs. We evaluate SAM's ability to generate watermark
masks using a standalone imadei{o Masl, an image with a ground truth bounding bd®T BBoy, an

image with ground truth point<T Pointd, and an image with a generated bounding lBRINO BBo3.

The bounding box folGDINO BBoxis generated using Grounding DINO [5], which takes an image and
prompt to produce a bounding box. We evaluate SAM-generated masks on the Alphal-S and CLWD datasets
using F1 and loU metrics, comparing against an SLBR baseline. All experiments are conducted with the

SAM2.1 Hiera-Small model.
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